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Appendix C - Statistical techniques for
comparisons of time series

I. PREPROCESSING AND STATISTICAL SIGNIFICANCE
TESTING OF TIME SERIES CLASSIFICATIONS
Beyond the principal methods of classification outlined in
[1], the preprocessing of time series datasets and means of
statistical significance testing must also be considered.
Preprocessing of data in particular is still an area that divides
opinion within the statistics community, with some experts
arguing that transformation, smoothing, and normalisation
of datasets is required for unbiased time series comparisons,
whilst others contend that in doing so a lot of information is
removed that could otherwise be captured in error terms and
that correlations may be over-stated [2, 3, 4, 5, 6]. If
focusing on long-term trends it is often recommended that
analysis is based on either logarithms or inverse hyperbolic
sine transformations of time series data rather than raw data
in order to reduce focus on short cyclic features [7, 8, 9, 10].
Similarly, simple moving averages are thought to be more
appropriate than exponential smoothing for long-term trends
if smoothing is to be applied [11].

A key data preparation requirement considered in this
analysis relates to the definition of shared curve features
from bibliometric data that can be used to address the time
series and Technology Life Cycle alignment issues
highlighted in section 3.2. These feature recognition and
alignment processes are required to enable fair comparisons
and classification to be based on dissimilar technologies. To
ensure consistency, feature recognition processes should
consider the relative height of plateaux observed between
technology profiles from different industries, the rates of
growth observed in the early stages of historical trends, and
the influence of noise and incomplete time series data on the
classifications being made. For these reasons it is assumed
that unsmoothed, amplitude normalised, time series which
are subsequently segmented based on common curve
features would enable these comparisons to be made. This
approach would ensure that all curve amplitudes considered
are relative on a global scale, whilst segmentation based on
common features would enable consistency in defining early
growth phases whilst allowing later incomplete segments to
be discarded from classifications. As a basis for these
feature extraction stages it is assumed that the Technology
Life Cycle model proposed by Little provides a
well-established concept and a sensible candidate for
identification of common curve features [12]. However,
identified curve features may still be unaligned in time, and
consequently time transformation techniques, such as ‘time

warping’ methods, are also recommended (this is discussed
in more detail in section II).

In terms of being able to determine correlations between
groups of time series datasets the Chi-square statistic is
commonly used to test the independence of descriptive
statistics derived from time series (time series classifiers are
discussed in more detail in section II). However, as a
consequence of the probability distribution function used in
its significance test the Chi-squared approach is best suited
to confusion matrices (i.e. cross-tabulated comparisons of
predicted classifications against target classifications) which
have all cell values being greater than or equal to five. As
such, when smaller sample sizes are considered (such as the
23 technologies considered in this analysis), Fisher’s exact
test is more appropriate. In a similar fashion to the
Chi-square test, Fisher’s exact test is able to determine the
significance of outcomes for samples taken at random from
a population, but is not necessarily able to provide a ranking
of the most statistically robust predictors (i.e. predictors that
are likely to be accurate when considering out-of-sample
predictions). It is worth noting that in this analysis
technologies have been deliberately selected based on their
observed performance trends, and as such Fisher’s exact test
cannot be used to reject the null hypothesis (as samples are
not being taken at random from a population) unless known
time series classification labels are removed so that
clustering is not based on human biases (i.e. unsupervised
learning approach). For subsequent ranking of predictors
based on small sample sizes, cross-validation approaches are
then required (discussed in more detail in section IV).
Histograms can also prove useful for determining the most
frequently occurring individual factors in these
cross-validation ‘bootstrapping’ processes, but cannot
indicate what combination of factors would work best
together.

II. TIME SERIES CLASSIFICATION AND FEATURE
ALIGNMENT TECHNIQUES
In order to identify and rank the predictive ability of
different combinations of bibliometric indicators when used
for classification purposes, an appropriate classifier first has
to be selected that fits the data features being considered. In
this sense time series classification procedures can be
grouped based on the type of discriminatory features the
techniques are attempting to find, as outlined in [13]. This
recent benchmarking analysis has found that few time series

VOLUME 4, 2016 1



Marr et al.: Identifying the mode and impact of technological substitutions: Appendix C

classification algorithms perform better than the Dynamic
Time Warping and Rotation Forest benchmark classifiers,
whilst the best alternative (COTE) was identified as being
hugely computationally expensive [13]. It is worth noting
that feature alignment techniques that calculate relative
feature-based distance measures between time series (such
as whole series and interval approaches) can be used to
calculate single value representations of the similarity
between any given pair of time series, including complex
time series with multiple dimensions, which can
subsequently be used in further clustering or wider
classification analysis.

In the case of Dynamic Time Warping feature alignment
is achieved by stretching portions of two signals, X and Y,
onto a shared set of instances such that a global
signal-to-signal distance measure is minimised. The set of
distortion paths used in this minimisation problem are based
on a lattice of all possible distances between the mth data
point of X and the nth data point of Y. Valid warping paths,
parameterised by two sequences of the same length, are a
combination of “chess king” moves which completely aligns
the signal, does not skip any data points, and does not repeat
any signal features. In determining the path with minimum
warping path the algorithm forces similar features to appear
at the same location on a common time axis [14].

III. TIME SERIES CLUSTERING TECHNIQUES
As a form of unsupervised learning, clustering approaches
enable associations between time series to be identified
without being subjected to human grouping biases.
However, in order to apply clustering techniques it is
necessary to be able to describe the relationships between
successive pairs of time series using single value
representations. Consequently time series clustering
techniques tend to be based on measures of the relative
distance between curves, rather than the curve data points
themselves. There is also considerable variation in the
outcomes depending on the clustering algorithm selected for
use. This can be in terms of the real-world interpretation of
the groupings generated, as observed when comparing
clusters predicted using the K-means and K-medoids
algorithms. Fig. C1 illustrates how the centre of subsets in
K-means is equivalent to the mean of measurements in the
subset (the centroid), rather than an actual member of the
subset (a medoid). As such K-means is not appropriate for
application to time series, as the algorithm ends up
minimising variance, rather than distances between curves
[15, 16].

Besides predicting alternative central points for subsets,
and consequently grouping alternative subset members, the
number of clusters predicted can also vary depending on the
algorithm selected. Whereas K-means and K-medoids
require the number of clusters to be specified in advance,
hierarchical clustering approaches automatically determine
the number of clusters to group data points into without
additional human intervention [15, 16]. Furthermore, as a

Figure C1: Differences in real-world interpretations of K-
means and K-medoids clustering algorithms

form of unsupervised learning, clustering approaches will
provide different group labels to subsets each time they are
applied, even if the actual subset members remain
unchanged, so a separate ‘subset mapping’ function based
on ‘Hamming distance’ is required to ensure consistency in
comparisons between generated clusters and expected
groupings. Once again it is also worth noting that the
definition of subsets using any clustering technique will only
be valid if time series are being compared on comparative
features rather than incomplete time series data. As such,
time series segmentation based on shared features or
imputation of missing data are again prerequisites for
meaningful analysis, ensuring that only completed segments
are used in defining subsets. Finally, if using feature-based
distance measures as the basis for clustering (grouped into
matrices of distance points relating each technology time
series to every other time series) then it is generally
suggested that either hierarchical clustering or the
‘Partitioning Around Medoids’ (PAM) variant of K-Medoids
are applied to the descriptive data [15, 16].

IV. CROSS-VALIDATION TECHNIQUES
To assess the predictive performance of any given
combination of bibliometric indicators in practice it is
necessary to determine how the classification results will
generalise to an independent (i.e. unknown) data set. For this
purpose, cross-validation techniques are commonly
employed to provide an indication of model validity when
considering out-of-sample predictions. This is accomplished
by sequentially training and then generating test predictions
from different subset decompositions of the original data,
and using the average number of misclassified observations
as a means to rank each predictor grouping. In doing so,
cross-validation helps to address the risk of over-fitting
models that are based on limited sample sizes, but equally
provides a means to identify the most suitable predictor
groupings to use for model building purposes based on their
robustness to misclassifications. Cross-validation techniques
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Table C1: Common cross-validation techniques

are generally grouped into either exhaustive or
non-exhaustive categories, as shown in Table C1.

Some known limitations have to be taken into
consideration when applying cross-validation techniques. In
particular, cross-validation approaches only yield
meaningful results if the validation set and training set used
are drawn from the same population (without overlap
between sets), and if human biases are controlled. For
example, it is unrealistic to treat data as being drawn from
the same population when using dissimilar time periods for
validation and training sets, as this shift in time will
introduce systematic differences into the sets being
considered. As such, alignment of features to ensure
consistency is again advisable for fair comparisons of time
series. Similarly, training models based on a specific group
of a population (e.g. young people), does not enable
generalisation of cross-validated training results to the wider
population as predictions could differ greatly to actual
results.

V. FUNCTIONAL DATA ANALYSIS
Most statistical analysis techniques assume that the data
points being evaluated are unrelated, and can be treated as
independent entities. This is not generally true of time
series, where there is often a derivative function that
connects adjoining data points together. To address these
scenarios, functional data analysis approaches were
developed to enable statistical analysis and model
construction based on whole functions rather than a
collection of independent data points, making these
approaches well suited to time series data [3][3].
Additionally, functional data analytics has proved to be
suitable for conditions where phase variations are present in
data (such as in growth data and historical trends where
curves start at different times/stages). Methods such as
nonlinear mixed models, repeated measure ANOVA, and
principal components analysis do not consider these
differences in timing [17].

Functional data approaches are built on the principal of
using ‘basis functions’ to represent data series as a
‘functional data object’ [3]. Basis functions are defined by:

f (t) = Σβibi (t) (1)

where bi(t) are known values, and βi are the estimated
coefficients. This is often also written as:

f (t) = a1θ1 (t) + a2θ2 (t) + ...+ akθk (t) (2)

Functional data objects can subsequently be used in
functional linear regression analysis, in an analogous way to
conventional linear regression:

y = Xβ + ε (3)

where

y =


y1
y2
...
yn

 , X =


xT1
xT2
...
xTn

 =



x11 · · ·x1p
x21 · · ·x2p

...
. . .

...
xn1 · · ·xnp


 ,

β =


β1
β2
...
βp

 , ε =


ε1
ε2
...
εn


The exact definition of basis functions used in functional

data objects depends closely on the type of data or feature
that functional data objects are looking to replicate. At their
most basic level Fourier series are commonly used for
periodic and near periodic data (such as for weather data and
some economic data), whilst spline-based functions are used
for non-periodic data [3]. Beyond these higher level
distinctions, polynomial, B-spline (which are essentially
built up of many polynomial sections), and wavelet
functions can also be considered, with B-splines found to be
better suited to fitting highly curvy data (where polynomials
would require a large number of basis functions to achieve
the same degree of fit - as such, splines have largely replaced
polynomials now). Wavelets have been observed to be very
good at capturing sharp edges, which is a particular
weakness of Fourier based functions [3]. If using B-splines,
it is necessary to first define the number of ‘knots’ that
should be used in the representation of a curve (i.e. the
joining points linking adjacent polynomial segments in the
spline). Setting the number of knots equivalent to the total
number of observations in a time series keeps this definition
simple, although may again result in a large number of basis
functions depending on the length of the series considered.

With regards to best implementation practices for
functional data analysis, recommendations have been
presented in the work of Ramsay that should be considered
if looking to apply these techniques. Firstly, it is advised that
the order of B-spline functions be at least four orders of
magnitude larger than the highest order derivative to be
considered in any analysis, in order to properly capture any
significant influences from derivative behaviours [3].
Another important point raised in this literature is the need
to scale time vectors appropriately as required so that the
time period of each basis function is not significantly less
than 1, otherwise rounding errors can become an issue when
large number of basis functions are used [3]. It’s also worth
noting here that this study assumes that the resampling of
time series based on simple linear interpolation, in order to
ensure that a consistent number of observations is used
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across technologies being compared, will not introduce
significant errors into the assessment of the predictive ability
of different bibliometric indicator groups. In terms of
compatibility with feature alignment techniques, the work of
Ramsay provides well-documented evidence from the
studies conducted previously of how feature alignment
processes (also referred to as ‘landmark registration’) often
form a prerequisite to model building using functional data
approaches. As such, time series segmented and aligned
based on features, such as aligning technologies against
common Technology Life Cycle stages, have been shown to
enable a single data object to be generated for multiple
curves that originally spanned across time periods of
different lengths [3]. Lastly, in applying functional data
analysis techniques to other examples of growth curves
(such as the U.S. Nondurable Goods Index), Ramsay
advocates the use of data transformation and smoothing in
order to be able to focus on long-term trends rather than
periodic or seasonal patterns [7, 18].
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