A simple multilevel approach for analysing geographical inequalities in public health reports: The case of municipality differences in obesity

Juan Merlo\textsuperscript{a,b,*}, Philippe Wagner\textsuperscript{a,c}, George Leckie\textsuperscript{a,b}

\textsuperscript{a} Research Unit of Social Epidemiology, Faculty of Medicine, University of Lund, Jan Waldenströms Street 35, SE-20502 Malmö, Sweden
\textsuperscript{b} Centre for Clinical Research Västmanland, Uppsala University, Västmanland Hospital, 721 89 Västerås, Sweden
\textsuperscript{c} Centre for Multilevel Modelling, University of Bristol, 35 Berkeley Square, Bristol, BS8 1JA, UK

\textsuperscript{*} Corresponding author. E-mail addresses: juan.merlo@med.lu.se (J. Merlo), phille.wagner@gmail.com (P. Wagner).


1. Introduction

In Sweden, as in many countries, equity is a fundamental goal of the healthcare system and there is a clear political determination to reduce health inequalities. An important step to achieving this goal is the epidemiological analysis of disparities in health outcomes and healthcare utilization between societal groups and across different geographical areas (The Commission for Health on Equal Terms, 2017). Traditional epidemiological studies report area differences in average health outcomes such as disease prevalence. These studies frequently report the existence of “substantial” and “significant” geographical variation. They also stimulate societal interest in public health questions as well as development work to reduce health inequalities. However, a limitation of these studies is that they typically disregard the variation in individual outcomes around population group and area averages (Merlo, 2003). In doing so, these studies run the risk of misleading information and lead researchers to draw incorrect conclusions. Analysing individual and municipality differences in body mass index (BMI) and overweight/obesity status, we apply an analytical approach based on the multilevel analysis of individual heterogeneity and discriminatory accuracy (MAIHDA). This analytical approach may be viewed as a reorganization of existing multilevel modelling concepts in order to provide a systematic approach to simultaneously considering both differences between area averages and individual heterogeneity around those averages. In doing so, MAIHDA provides an improved approach to the quantification and understanding of geographical inequalities as compared with traditional approaches.

Keywords: Public health
Geographical differences
Multilevel analysis
Discriminatory accuracy
Obesity

ARTICLE INFO

ABSTRACT

The epidemiological analysis of geographical inequalities in individual outcomes is a fundamental theme in public health research. However, many traditional studies focus on analysing area differences in averages outcomes, disregarding individual variation around such averages. In doing so, these studies may produce misleading information and lead researchers to draw incorrect conclusions. Analysing individual and municipality differences in body mass index (BMI) and overweight/obesity status, we apply an analytical approach based on the multilevel analysis of individual heterogeneity and discriminatory accuracy (MAIHDA). This analytical approach may be viewed as a reorganization of existing multilevel modelling concepts in order to systematically and simultaneously considers group differences in average outcomes and the extent of individual variation around such averages (Merlo et al., 2017). In this article, we present a framework for the analysis of geographical inequalities in health, based on the multilevel analysis of individual heterogeneity and discriminatory accuracy (MAIHDA). MAIHDA is not a new methodology but it may be viewed as a reorganization of existing multilevel modelling concepts in order to systematically and simultaneously considers group differences in average outcomes and the extent of individual variation around such averages (Merlo et al., 2014; Merlo, 2018a). From this perspective, geographical differences are not assessed by simple measures of spatial or small area variance but as the share of the total individual variance that are at the geographical (i.e., area) level. The approach quantifies the accuracy of the information provided by the area differences to classify persons according to the outcome. MAIHDA can help us distinguish between situations where
there are large geographic differences and situations where there are not.

Scholars applying/developing multilevel modelling will recognize the concepts used in our study. For other readers, however, several features of the multilevel analysis will likely prove innovative. In addition, researchers working in the field of small area variation and spatial analyses might also initially find challenging the use of MAIHDA, as the spatial approach exclusively focuses on the spatial component of total individual variation (Merlo et al., 2012).

Using non-technical language and avoiding equations, we aim to make our arguments accessible to as broad an audience as possible. Performing a simple multilevel analysis of individual and municipality differences in body mass index (BMI) and overweight/obesity status, we illustrate why traditional analyses may lead researchers to draw misleading conclusions when they ignore individual variation around area averages. We argue that an analytical strategy based on MAIHDA, offers considerable benefits for the study of health inequalities across areas and population groups.

The disposition of our article is as follows. We start by a short description of the population and variables used for the empirical examples. Thereafter we introduce the multilevel modelling methodology and explain some fundamental concepts. Finally, we use those concepts within a systematic MAIHDA framework for quantifying geographical inequalities in health. The systematic framework and the empirical examples we describe are the simplest. More elaborated theory and examples that include adjustment for individual variables and the description of contextual variables can be read elsewhere. See for instance (Merlo et al., 2016).

2. Population and methods

2.1. Study sample

We use data from the Health Survey for Skåne 2008. We study 28,198 participants aged between 18 and 80 years residing in the 33 municipalities of Skåne, the southernmost county of Sweden. We exclude 893 individuals with missing values on BMI and then a further 83 individuals with outlier values on BMI. The final study sample consists of 27,222 individuals. See elsewhere for details of the survey (Rosvall et al., 2009).

2.2. Assessment of variables and public health targets

We analysed self-reported BMI (Nyholm et al., 2007) both as a continuous variable, measured in kg/m², and as a binary variable "overweight/obese", defined as a BMI ≥ 25.0 kg/m².

2.3. Multilevel modelling

We fit multilevel models as the data have two levels of analysis with individuals (level 1) nested within municipalities (level 2). We explain the intuition for all our analyses, but we omit more advanced methodological and statistical details in the interests of maintaining accessibility and because the reader can readily find such information in the literature (Centre for Multilevel Modelling, http://www.bristol.ac.uk/cmm/learning/online-course/, Merlo et al., 2006; Merlo et al., 2005a,b,c; Duncan et al., 1998; Snijders and Bosker, 1999; Subramanian et al., 2003, Merlo et al., 2012).

2.3.1. Multilevel linear regression and the concept of the variance partition coefficient (VPC)

In our first empirical example, we analyse the individual-level continuous BMI variable outcome using a two-level linear regression model. This example facilitates understanding of some of the key concepts in multilevel analysis, including: the total variance in individual outcomes, the variance in municipality averages around the overall county average, the variance in individual outcomes around municipality averages, and the concept of the variance partition coefficient (VPC). The VPC measures the percentage of total variance in an individual health indicator found at the municipality level (Goldstein et al., 2002, Merlo et al., 2006). The total individual variance is the sum of the variance in health outcomes between the municipalities ($V_M$) and the variance between individuals within the municipalities ($V_I$).

$$VPC = ICC = 100 \times \frac{V_M}{V_M + V_I}$$

The theoretical range of the VPC is from 0% to 100%. A large VPC therefore indicates the existence of substantial geographic disparities, while a small VPC indicates that any geographic inequities are dwarfed by the individual variation within each area. In two-level settings such as this, the VPC corresponds with the intraclass correlation coefficient (ICC). The ICC measures the expected correlation in BMI between two individuals from the same municipality.

To understand better the meaning of the VPC and ICC, we present two extreme situations. In the first situation, we assume the average outcome value is the same in every area or it only differs because of statistical uncertainty. This would also be the case if the areas were simply groups of individuals randomly sampled from the population rather than groups of individuals systematically sampled from different contexts (see Snijders and Bosker, 1999, Example 3.1, p.18). In this case, the VPC or ICC would be equal to 0%, and there would therefore be no area contextual effects on individual outcome (i.e., BMI). In this situation, individual outcomes would be independent within areas; the “sample” would not be correlated at all. In the second situation, we assume all individual in an area have the same outcome value, which in turn differs from the common outcome values seen in other areas. In this case, the VPC or ICC would be to 100%. Individual outcomes would be perfectly correlated within areas.

When studying repeated measurements within individuals (i.e., in this case the measurements are at level 1 and individuals are at level 2) the VPC will often be very high. This is because the “individual” is a well-defined system/context and the measurements are highly correlated over time for obvious reasons. However, in the case of individuals within areas, the context that influences the individuals is not necessarily captured by the modifiable area unit definition used by the researcher (Merlo et al., 2009). A geographical unit definition maybe relevant for some individual outcomes but not for others, but in this last case it does not mean the social or geographical context is always irrelevant. Rather, it suggests the relevant context for that individual outcome has not been identified. For instance, in a previous study we found that the neighbourhoods in Malmö were very relevant for understanding an individual’s use of private general practitioners (VPC = 56%), but the same neighbourhoods were of little relevance for predicting psychotropic drug use (VPC = 1%) (Merlo et al., 2016). That is, we found pronounced geographical disparities in the use of private general practitioners, but effectively no geographic disparities in relation to the use of psychoactive drugs. See elsewhere for a longer discussion on these issues (Merlo et al., 2012).

A fundamental idea in our approach is that we do not consider individual and geographical disparities as separated phenomena of interest. Rather, we study them simultaneously. From this perspective, the total individual disparities may be very relevant but their geographical component small or large. Thus, the VPC constitutes a far more informative measure for evaluating geographical differences than traditional measures based only on differences between area averages (Merlo, 2014).

2.3.1.1. A visual explanation of the VPC concept. To facilitate the visual understanding of this idea, Fig. 1 presents the distribution of individual BMI in two hypothetical municipalities. The difference in average individual health outcomes between the two municipalities in scenario A ($D_A$) is as large as that presented in scenario B ($D_B$), but
the individual variation around the average values is much smaller in scenario A than in scenario B. Clearly, the same difference in the average value between two municipalities is possible with very different degrees of individual variation within those municipalities.

In the first scenario (Fig. 1A) the individual variation in BMI around the average values is very small in relation to the difference between the municipality average values. Since there is almost no overlap between the two municipalities’ individual distributions, we can say that a large share of the total variation in individual health outcomes operates at the municipality level. Thus, when the overlap is very small (i.e., a high VPC), we can initially say that the difference between the two municipalities is very large.

In contrast, in the second scenario, (Fig. 1B), the variation in individual outcomes around the area averages is very large in relation to the difference between the municipality average values. In this scenario, there is substantial overlap across the two distributions (i.e., a low VPC) and, therefore, the difference in average outcomes between the two municipalities is very small.

2.3.2. Multilevel logistic regression and the concept of area under the receiver operating characteristic curve (AUC) statistic

In our second empirical example, we apply multilevel logistic regression to analyse individuals’ overweight/obese status. Here the same general multilevel concepts and interpretations apply as in multilevel logistic regression although estimation and interpretation become somewhat more complex. One potential difficulty for some readers is that the VPC in multilevel logistic regression is expressed not in terms of the binary health outcome of interest, but in terms of a latent continuous propensity of being overweight/obese. Thus, an increasingly popular alternative to the VPC when performing multilevel logistic regression is to report the area under the receiver operating characteristic curve (AUC) statistic. The AUC is widely used within medicine and public health for evaluating the quality of diagnostic and screening tests as well as risk factors (Pepe et al., 2004). In the present example, the AUC is based on the predicted probability of the individual overweight/obese outcome as a function of the municipality random effects from the two-level logistic regression model. See elsewhere for detailed explanations (Merlo et al., 2016).

The AUC is constructed by plotting the true positive fraction (TPF) (i.e., sensitivity; the proportion of actual overweight/obese individuals that are correctly identified as such) against the false positive fraction (FPF) (i.e., 1 – specificity; the proportion of actual normal weight individuals that are wrongly identified as overweight/obese) for different binary classification thresholds of the predicted probabilities. The AUC measures the accuracy of knowing where the individual resides (i.e., the municipalities) for discriminating overweight/obese individuals from individuals of normal weight. Formally, the AUC can be defined as the probability that a randomly selected overweight/obese individual will have a higher predicted probability than a randomly selected normal weight individual. In our simple example, the predicted probability is only dependent on municipality of residence and so the AUC is simply the probability that a randomly selected overweight/obese individual resides in a municipality with a higher prevalence of overweight/obese individuals than does a randomly selected normal weight individual. The AUC takes a value between 0.5 and 1.0 where 0.5 corresponds to the municipalities having no discriminatory accuracy and 1.0 corresponds to perfect discrimination.

Fig. 2 presents the relationship between the AUC and the VPC. We produced this relationship via simulation (we provide here a technical explanation of the procedure but the reader may disregard it without losing continuity). Specifically, we fitted two-level variance-components logistic regression models to multiple simulated datasets each with 100 neighbourhoods and 100 individuals per neighbourhood. We then predicted the individual probabilities of a positive outcome and using those, we calculated the AUC statistic. In each simulation, we held the population-averaged prevalence constant at 50%, which is close to the population average prevalence of obesity/overweight in our sample. We varied the VPCs across the simulations from 0 to 100% in increments of 1. For each value of the VPC, we repeated the simulations 1000 times and averaged the resulting AUC statistics to obtain the smoothed relationship plotted in Fig. 2.
For example, a VPC of 5% corresponds to an AUC of 0.61. Put into words, in a scenario where we observe that 5% of the total variation in an individual health outcome lies between areas, we would observe a 61% probability that a randomly selected overweight/obese individual will reside in a municipality with a higher prevalence of overweight/obese individuals than does a randomly selected normal weight individual. When the VPC equals 0% the AUC equals 50%, while when the VPC equals 100% the AUC also equals 100%.

3. Proposal of a simple MAIHDA framework for quantifying geographical inequalities in health

The underlying reason for doing our analysis is to monitor the possible existence of geographical inequalities in health as there is a clear political determination to reduce those inequalities. We may analyse municipalities, as in our empirical examples, because the municipal context may influence the BMI of the individuals and also the municipality is an important public health arena for intervention. We denominate our analytical framework as MAIHDA in order to stress that we focus on the analysis of both averages and the individual heterogeneity around the averages. This framework includes four steps that need be considered to achieve a complete analysis of geographical inequalities in health. However, more elaborated strategies are of course also possible.

1. - Identification of a health target or benchmark average value.
2. - Describing and visualizing geographical differences.
3. - Quantifying the size of the geographical differences.
4. - Interpretation of the results.

3.1. Identification of a health target or benchmark average value

Reducing health inequalities is not enough by itself; we also need a target expressing a desirable average level of health in the population. For the purposes of illustrating our arguments, we assume that the overall public health target in Skåne and its municipalities was to achieve average BMI below 25.0 kg/m² (or, in the case of analysing the binary overweight/obese measure, to achieve a prevalence of overweight/obese individuals below 50%).

3.2. Describing and visualizing geographical differences

In this step we perform a standard analysis of the municipality differences in relation to the benchmark. In addition, we carry out an appropriate visual assessment of the geographical differences. For this purpose, we can use for instance, health league tables, funnel plots, choropleth maps or atlases of geographical variation to compare area averages. However, for a correct interpretation that effectively communicate the right information we need to satisfy the following conditions.

Table 1
This table proposes a framework for performing geographical comparisons of a specific public health indicator. For this purpose, we need information about the target indicator value. That is, whether the average health indicator (e.g., the average BMI value or the prevalence of overweight/obese) has “insufficiently”, “closely” or “fully” reached a predetermined target benchmark level. We also need information on the size of the observed geographical differences as assessed by the variance partition coefficient (VPC) or the area under receiver operating characteristics curve (AUC). Combining this information, we obtain 18 different scenarios useful for the evaluation.

<table>
<thead>
<tr>
<th>Absence or small geographical differences</th>
<th>VPC (%)</th>
<th>AUC</th>
<th>Target indicator value reached</th>
</tr>
</thead>
<tbody>
<tr>
<td>• Absent</td>
<td>0 to 1</td>
<td>0.50 to 0.55</td>
<td>A</td>
</tr>
<tr>
<td>• Very small</td>
<td>1 to 5</td>
<td>0.55 to 0.61</td>
<td>B</td>
</tr>
<tr>
<td>• Small</td>
<td>5 to 10</td>
<td>0.61 to 0.66</td>
<td>C</td>
</tr>
<tr>
<td>Large geographical differences</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>• Less large</td>
<td>10 to 20</td>
<td>0.66 to 0.72</td>
<td>D</td>
</tr>
<tr>
<td>• Fairly large</td>
<td>20 to 30</td>
<td>0.72 to 0.77</td>
<td>E</td>
</tr>
<tr>
<td>• Very large</td>
<td>30 to 100</td>
<td>0.77 to 1.00</td>
<td>F</td>
</tr>
</tbody>
</table>

First, it is very relevant that comparisons take into account the reliability of the information from the geographical units (Goldstein and Spiegelhalter, 1996). Traditional estimations of area averages are unreliable if the number of individuals in the areas is small. In contrast, in multilevel regression the area averages are reliability-weighted estimates (Hox, 2002) and, therefore, more appropriate for comparisons.

Second, a correct interpretation of the plots and maps needs that the size of the geographical differences are evaluated by suitable measures such as the VPC and the AUC.

3.3. Quantifying the size of the geographical differences

Traditional geographical comparisons are based on differences between average values across areas (e.g., average BMI, percentage of individuals who are overweight/obese, simple measures of geographical variance). In these comparisons, the criteria for quantifying the size of the geographical differences are not clearly stated. For instance, often we say that there is “substantial” geographical variation? When are the geographical differences small or negligible? The criteria of “statistical significance” is insufficient as very small differences between averages may nonetheless prove statistically significant if the sample is large.

In the MAIHDA framework we propose, we do not consider the differences between areas and differences between individuals as if they were two separate and unrelated phenomena of interest. Rather, we adopt a multilevel perspective that disentangles the absolute individual variance into a between area and a within area component. From this perspective, we evaluate geographical differences by quantifying the share of the total variation in individual outcomes that operates at the area level. In the case of binary individual health outcomes, we additionally use the AUC as it provides analogous information, but expressed in terms of discriminatory accuracy.

Currently there is no official guidance for assessing the magnitude of the VPC or the AUC in the context of studying area differences in individual health but a practical proposal is laid out in Table 1. This Table 1 also shows the corresponding AUC values according to the simulated relationship presented in Fig. 2. The proposed values are based on the authors’ own experience but further discussion is needed to arrive at a standard classification. Furthermore, different standards may ultimately be required and developed for different health outcomes in different contexts and at different points in time. In any case, we recommend authors always report and discuss the exact values of the VPC/AUC and the exact difference from the benchmark.

3.4. Interpretation of the results

Using the concepts explained above; imagine we aim to evaluate a specific public health indicator such as BMI or overweight/obese status and we conduct a geographical analysis of the municipalities in a
county. For this geographical analysis, we need at least two types of information. First, we need to know to what degree the average health indicator (e.g., the average BMI or the prevalence of overweight/obese individuals) has reached a predetermined target level. To be precise, has the target been insufficiently, closely, or fully reached? Second, we need information on the size of the observed geographical differences as assessed by the VPC or the AUC. These two types of information need to be combined for the evaluation. Table 1 illustrates these ideas by means of a simple framework with 18 scenarios that can be used to orient the interpretation of an analysis.

In the ideal scenario (scenario C) the desired target level has been fully achieved in the county, and the municipality differences are effectively absent. The conclusion would be that all municipalities have performed similarly well.

In the worst scenario (scenario A) the desired target level has not been achieved in the county, and the municipality differences are again absent. The conclusion would be that all municipalities have performed similarly badly.

Observe that in both scenarios A and C interventions targeted to specific areas are not justifiable. Rather any intervention should be universal (i.e., directed to the whole county). In scenario C, the reason for the intervention would be to maintain the desirable level of health in all the municipalities. In the scenario A, the reason would be to achieve the desirable level of health in all the municipalities.

The interpretation of the scenarios in the lowest corners of the table (P and R) is conditioned by the very large sized of the geographical differences. For example, in scenario R some municipalities may have not achieved the target level even if the county as a whole has done so. In contrast, in scenario P, some municipalities may have achieved the target level even if the county as a whole has not achieved it. In these scenarios (P and R) targeted municipality interventions are justified.

The framework we propose fits well with the concept of proportionate universalism discussed by Marmot within resource allocation in public health (Marmot and Bell, 2012). That is, health actions must be universal, not targeted, but with a scale and intensity that is proportionate to the level of disadvantage. The multilevel analytical approach we apply in this study can be used to inform decisions regarding the appropriate scale and intensity for a given geographic context.

4. Two real examples: geographical differences in BMI and obesity

4.1. Differences in BMI

At the time of the survey, the average BMI in Skåne was 25.4 kg/m² and ranged from 25.1 kg/m² in the municipality number 1 to 26.7 kg/m² in the municipality number 33. Fig. 3 shows the differences in average BMI across the 33 Skåne municipalities. The average BMI is very close to the target level of 25.0 kg/m² in the county as a whole and in most of its municipalities. The Fig. 3 shows the differences in average BMI between the 33 Skåne municipalities.

The multilevel linear regression showed a low VPC value of 0.9%, which according to the framework propose above (Table 1) suggests that meaningful geographical differences are absent. In addition, the county average value is just above the target. Therefore, the results are closest to scenario B (Table 1) and we can conclude that all municipalities have performed homogeneously well. The municipality context is an important public health arena for intervention and our results suggest that all municipalities must work to keep the existing level of homogeneity and prevent future disparities.

To support this idea, Fig. 4 plots the distribution of individual BMI in each municipality in Skåne. Each point represents a different individual in the data. The horizontal line represents the target BMI value of 25.0 kg/m². In agreement with the low reported VPC, Fig. 4 shows that there is considerable overlap between municipalities’ individual BMI’s distributions. This means that if we based our public health efforts on differences in area average values, many people with a high BMI in the “best” municipality (i.e., municipality number 1) would be overlooked if we focused only on the municipality with the highest average BMI.

Fig. 3. Differences in average body mass index (BMI) (small black circles) with 95% confidence intervals (small vertical lines crossing the circles) between the 33 Skåne municipalities based on the Public Health Survey for Skåne 2008 with 27,222 participants aged between 18 and 80 years. The variance partition coefficient (VPC) indicates that 0.9% of the total individual BMI variation is at the municipal level.
values (i.e., municipality number 33). According to the model, 38% of the individuals in municipality number 1 are predicted to have a higher BMI than the average BMI in municipality number 33. Analogously, 38% of the individuals in municipality number 33 have a BMI lower than the average BMI in municipality number 1. These statistics make clear that the “bad” municipality (number 33) should not be singled out and as a result unfairly labelled. In fact, the analysis of these data suggests that public health efforts to influence citizens’ BMI need to be universal rather than targeted to only the highest BMI municipalities of Skåne.

4.2. Differences in obesity

When the health indicator is a binary individual outcome, the area level averages are proportions (e.g., prevalence, absolute risk). Therefore, in this example we analyse overweight/obese prevalence rather than average BMI to compare municipalities. Fig. 5 shows that the prevalence of overweight/obesity in Skåne as a whole was 51% and ranged from 44% in municipality number 1 to 63% in municipality number 33. Of the 33 municipalities, nine show an overweight/obesity prevalence below 50%.

Fig. 5. Differences in the occurrence of obesity (i.e., body mass index (BMI) equal or higher than 25 kg/m²) among the 33 Skåne municipalities based on the Public Health Survey for Skåne 2008 with 27,222 participants aged between 18 and 80 years. The black circles represent the predicted municipality prevalence values with 95% confidence intervals (small vertical lines crossing the circles). The variance partition coefficient (VPC) indicates that 0.9% of the total individual BMI variation at the municipal level.
The results of the multilevel logistic regression showed a VPC of 0.9\%, which, as expected, was similar to the VPC in the multilevel linear regression. Thus, according to our framework (Table 1), a negligible component of the total individual variation in the underlying latent propensity of being overweight/obese was at the municipal level.

The result of the AUC analysis in our example is shown in Fig. 6. The AUC is equal to 0.55. This value is the expected value given the relationship between the VPC and the AUC (Fig. 1) and again is a very low value according to our framework (Table 1). The conclusion is the same as when interpreting the VPC. That is, information on municipality differences in overweight/obese prevalence provides extremely inaccurate information for the purpose of identifying and targeting overweight/obese individuals.

5. Discussion

The present study crystallizes ideas discussed in a body of previous publications revisiting traditional epidemiological methods used for geographical comparisons in epidemiology and public health (Merlo et al., 2001a,b; Merlo et al., 2004; Ohlsson et al., 2011, Merlo et al., 2012; Merlo et al., 2016). These ideas, however, also apply to comparisons between healthcare facilities such as hospitals (Merlo et al., 2001a,b; Ghith et al., 2016) and healthcare centres (Hjerpe et al., 2011; Ohlsson and Merlo, 2007) and even when the analysis of health differences is based on other grouping criteria such as ethnicity (Beckman et al., 2004; Muliniari et al., 2015) or socioeconomic status (Axelsson Fisk and Merlo, 2018a) or the combination of such criteria (Wemrell et al., 2017, Hernandez-Yumar et al., 2018).

Fundamentally, the MAIHDA framework we promote stresses the systematic analysis of not only differences between group averages but also of the individual heterogeneity around those averages. By doing so we obtain a better understanding of the distribution and determinants of individual health and disease risk in the population. This analytical approach converges with the current movement of precision (i.e., individualized, personalized, stratified) medicine and public health, and their efforts toward understanding not only differences in average health outcomes between population groups, but also individual heterogeneity around such averages. However, as discussed elsewhere (Khoury and Galea, 2017; Chowkwanyun et al., 2018), the fundamental question is if the move towards “precision” public health offers the opportunity for a reconceptualized, empowered public health enterprise — or might it represent an abandonment of the traditional mission of enhancing population well-being? From this perspective, a fundamental conceptual distinction exists between the MAIHDA and the individualized medicine approaches: rather than focusing on individual biomedical susceptibilities, MAIHDA tries to identify the components of individual heterogeneity in health that operate at different contextual, spatial and organisational levels and which evolve across the life-course. In this way, the MAIHDA approach aims to harmonize the study of group averages with the study of individual heterogeneity around these averages. Our approach rests on the fundamental notion that individual and population health are not dislocated phenomena of interest. Rather, it considers the existence of a continuous distribution of individual outcome heterogeneity that can be articulated at different levels of analysis (Merlo, 2014).

Applying a simple analytic framework based on both the overall average (i.e., county BMI average or prevalence of overweight/obese) and the VPC/AUC, we have provided an efficient methodology for evaluating geographical differences in public health reports. In our empirical examples, we showed how traditional analyses based only on area averages would have identified and labelled some municipalities as worse (e.g., municipality number 33) than others (e.g., municipality number 1). However, the multilevel analysis shows that such average differences, while present, are trivial once one acknowledges the substantial variation in individual health outcomes within areas.

Nevertheless, it could be reasonably argued that the absolute size of the geographical variance provides relevant information by itself (Subramanian and O’malley, 2010). We think it is necessary to interpret both the area variance and the area VPC simultaneously. For example we plot the BMI and obesity means in Figs. 3 and 5 which are graphical depictions of the area variance. It is not a matter of choosing between the area variance or the area VPC rather to consider both simultaneously. We learn more from the data by looking at both statistics using each to interpret the other. However, we thing we should put more emphasis on the VPC as it may have higher public health relevance. We believe our study illustrates this situation.

A between-area variance component that might be assumed large in absolute terms may nonetheless prove to be small in relation to the total absolute individual-level variation (i.e., the sum of the between-area and within-area variance components). That is, the VPC and AUC may both be low. Therefore, the exclusive quantification of geographical differences by the area variance neglects the information provided by the VPC/AUC which, we think, are of high public health relevance. Our study illustrates this situation.

The area variance is a measure that summarizes differences between area averages and its interpretation is analogous to other measures of differences between averages such as the odds ratio. In 2004 Pepe et al. (Pepe et al., 2004) demonstrated that an exposure we believe is strongly associated with the outcome (e.g., odds ratio = 10) is not necessarily effective for classifying persons according to that outcome, as we often assume. For this assumption to be true, the odds ratio must be of a much higher magnitude than that we use to consider as high. Making an analogy, a geographical variance that we assume to be large may have a low VPC and a low AUC.

If the VPC/AUC is low, someone may ask why focus on those areas? This is not an erroneous question, see for instance (Boyle and Wills, 1999). However, it would be erroneous to argument that overall places...
do not matter because one specific area definition shows a low VPC for a specific outcome. The proper reaction would be to start searching for better geographical definitions of the context that influence the outcome of interest or to even combine geographical and social information to better define contexts. We need more a priori theory to define geographical and other contexts in relation to specific outcomes.

As far we know, the question on how we can evaluate the size of the area variance has not been satisfactorily answered (Ibanez et al., 2009; Diehr et al., 1990). Therefore, a fundamental contribution of our paper is to show that measures of components of variance and discriminatory accuracy assist us when quantifying the size of the area variance. Using this new knowledge we may reconsider our previous assumptions for what is a large or a small geographical variation.

However, it is worth stressing that our finding of small place effects on BMI concerns only the municipalities in Skåne. In addition, while certain administrative geography might not prove relevant for one health outcome, it may well prove important for others. Absent or small municipality differences do not necessarily indicate a lack of geographical differences or of “place effects” more generally (Merlo et al., 2016; Boyle and Willms, 1999). For example, our finding may reflect that the administrative municipality boundaries we used do not truly capture the relevant contexts that influence individual BMI. Other administrative scales or different context definitions may evidence higher VPCs and AUCs. From this perspective it is recommended to use theory and prior research to guide methodological decisions (e.g., choice of scale), and to generate hypotheses regarding the spatial processes that may cause geographic differences (e.g., contagion, shared built environments, etc.) and that may drive the relative contributions of individual and geographic differences for a given health outcome. It is likely that BMI is simultaneously influenced by many contexts including the household, the school, and the work place and the influences of these contexts may further interact with one another. From this perspective, the small municipality differences are perhaps not surprising.

Our study focuses on the effects of the general context defined by municipality boundaries on individual BMI/overweight-obesity status and a key measure is the VPC. Therefore, it is relevant to consider the possibility of measurement error in the outcome variable at the individual level. If measurement error exists, the estimated individual level variance in two-level individual-within-area models will be biased upwards leading the estimated area level VPC to be biased downwards and for the area effects to therefore appear less important than they truly area (Subramanian and O’malley, 2010). In our case, BMI information is based on self-reported height and weight, which appears to have an acceptable validity and reliability (Nyholm et al., 2007) and so any downwards-bias in the estimation of the municipality VPC should not invalidate the conclusions of our study. However, we encourage researchers to always strive to obtain outcomes (as well as exposures) with a high validity and reliability to obtain correct estimations of variance components.

Our study illustrates that by neglecting individual variation around averages, traditional epidemiological analyses could ultimately lead to ‘wrong’ public health decisions in particular if resources were completely targeted to the municipalities with the highest BMIs. However, in practice, this extreme targeting is infrequent and proportionate universalism is now a accepted alternative for resource allocation in public health (Carey et al., 2015). As Sir Michael Marmot advocated (Marmot and Bell, 2012), health actions must be universal, not targeted, but with a scale and intensity that is proportionate to the level of disadvantage. The MAIHDA approach can be used to inform decisions regarding the degree to which public health interventions need to be universally targeted.

6. Conclusion

Our study aims to provide a clear, easy-to-follow, applied demonstration of how multilevel analysis and the MAIHDA approach including interpretation of the VPC/AUC can aid the formulation of geographical health policy. Multilevel modelling can also provide improved point estimates and confidence intervals for (adjusted) and offers methodological advantages when ranking areas, for example, when constructing league tables (Leckie and Goldstein, 2011). It may also be useful as the basis to create funnel plots and risk maps. However, here too, this information should always be accompanied with measures of discriminatory accuracy such as the VPC or the AUC (Merlo et al., 2016). The multilevel analytical framework we propose avoids the “tyranny of the averages” and by providing more nuanced information, it reduces the risk of inaccurate labelling of areas, which may itself have negative public health influences. Finally, if the VPC associated with a specific geographical context is low, researchers might use theory to identify alternative geographical contexts. It is also possible to consider non-geographical contexts defined by different combinations of social and economic dimensions or contexts defined by the combination of geographical and socioeconomic categorizations. For example, an emerging research field is applying MAIHDA combined with intersectionality theory (Axelsson Fisk et al., 2018; Hernandez-Yumar et al., 2018; Evans and Erickson, 2018, Evans et al., 2018) in order to increase our understanding of population heterogeneity. See elsewhere for an introduction to this complementary approach (Merlo, 2014; Merlo, 2018b).

Applying MAIHDA to analyse geographical differences in health presents a number of advantages over traditional analytical approaches. From the perspective of proportionate universalism, MAIHDA can help us to identify the appropriate scale and intensity of geographical public health interventions and, thereby, help us to decide whether targeted or universal interventions should be pursued.

Funding

The Swedish Research Council (VR) (https://www.vr.se/english.html) supported this work through the project “Multilevel Analysis of Individual Heterogeneity: innovative concepts and methodological approaches in Public Health and Social Epidemiology”: (#2017-01321, JM).

Declarations of interest

None.

Acknowledgements

We would like to express our gratitude to Prof Karien Stronks (Department of Public Health; Academic Medical Centre, University of Amsterdam), Carl Lundgren, Åsa Ljungvall (Swedish Agency for Health and Care Services Analysis), Sten Axelsson Fisk and Maria Wemrell (Unit for Social Epidemiology, Faculty of Medicine, Lund University) for reading and commenting on earlier versions of this work.

Appendix A. Supplementary data

Supplementary data to this article can be found online at https://doi.org/10.1016/j.healthplace.2019.102145.

References