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Abstract

Quantum technologies promise to revolutionise the fields of computation, communication and

sensing, but require precise control over large ensembles of quantum systems—a formidable chal-

lenge. Quantum computing, in particular, requires potentially millions of qubits able to interact in

arbitrary combination. Graph states—the predominant language of qubit entanglement—enable

the prevailing, measurement-based model of quantum computation, which increases scalability

by reducing qubit interaction requirements to nearest neighbours. Meanwhile, integrated optics

contends in the race to build practical quantum computers, incorporating high-performance

components with massive scalability.

The purpose of the thesis is to develop multiphoton capability in integrated optics for gener-

ating graph states, on the road to linear optical quantum computing. To do so, I will investigate

current methods for generating graph states theoretically, numerically and experimentally.

In Chapter 2, I derive rules for the successful postselection of optical graph states, bringing to

light severe limitations to the technique. I then combine these rules with Monte-Carlo numerics

to learn which graph states are accessible to every type of single photon source. I also identify

optimal interferometers for the generation of graph states up to 8 qubits which are feasible today.

Then, in Chapters 3 and 4, I report on the first integrated device to generate an entangled state

of four-photons. The programmable chip generates, for the first time, both kinds of four-qubit

graph state, and breaks the multiphoton barrier for integrated optics. Further, the device demon-

strates high-visibility heralded Hong-Ou-Mandel interference. Finally, in Chapter 5, I use local

complementaion—which traverses all locally equivalent graph states—to generate the orbits of

every entanglement class of n < 10 qubits. These achievements light the way to scalable graph

state generation with photons, and eventually linear optical quantum computing.
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Chapter 1

Introduction

All scientific discoveries have the power to improve human capability through technology—though

it is rarely clear what the application is. Number theory—once lauded as the most abstract, pure

and beautiful of the sciences*—is now central of secure internet communications, totaling 13

billion devices in 20101.

Quantum mechanics has long been seen as the preserve of academics in far away physics

laboratories; unintelligible—and inconsequential—to the ordinary person. Contradictory phrases

like “alive and dead at the same time”, “all possible computations in parallel” and “nobody under-

stands quantum mechanics” pique the interest of the public, but only serve to re-enforce quantum

mechanics’s reputation. Meanwhile, to the scientifically minded, quantum theory has an an almost

holy aura. Quantum electrodynamics (QED) is known as ‘the jewel of physics’—it is arguably

the most successful scientific theory of all time, able to predict the value of physical constants

with a precision of one part in a trillion2. All of this furthers the public’s perception of quantum

mechanics as something which, while fascinating, is arcane.

In the coming decades, we† are poised to see a shift in this perception. By analogy, take

the development of the computer. It would be unimaginable to someone living the 1950 that

primary school children would be learning to program computers, with a computer, and that

computer belongs to them and they use it daily. To them, a computer would be an obscure

curiosity, the reserve for scientists and dedicated specialists—certainly not a child’s plaything.

Quantum technology will eventually become commonplace, and students will learn quantum

theory at an ever younger age. ‘Quantum engineering’ will be a foundation of undergraduate

engineering programmes, after students get their first taste of quantum theory in school.

What has changed? Forty years ago, quantum theory had finally propagated far enough to be

viewed in context of the information technology revolution—quantum information theory was

formalised3. This led to a flurry of new ideas. After just ten years, three new fields had emerged.

These used the framework of quantum information theory to process, learn and communicate in-

formation more effectively: quantum computing4–8, quantum enhanced sensing9–11 and quantum

communications12 had been founded—as technological fields.

*Gauss said of number theory’s purity: “Mathematics is the queen of sciences and number theory is the queen of
mathematics.”

†I reserve the pronoun ‘I’ for personal remarks and discussions of my intentions. Otherwise the pronoun ‘we’ is
used both didactically to you, the reader, and to indicate the collaborative nature of the work. There is an explicit
declaration of work at the end of each chapter.



2 Introduction

Quantum computing was by far the most ambitious of these proposals. Though it was known

that quantum mechanics would need to be harnessed to simulate nature*, more direct applications

only came later. From 1992 quantum computing firmly grasped the attention of complexity

theorists with a quantum algorithms that outperform their classical counterparts13, most notably

for number factoring in 199414 and database search in 199615. Super-dense coding16 and quantum

teleportation17 further fueled interest. Soon, the first quantum complexity class was formalised:

BQP (bounded quantum polynomial time)18.

Quantum computers unlock a new complexity class of human capability; a paradigm shift in

humanity’s ability to understand and process the world around us. Quantum algorithims are an

active topic of research. Advantage can already be found in computational chemistry19, machine

learning20 and engineering21 problems†. The ramifications for society are huge.

Quantum engineering is the development of control over quantum states: their preparation,

transformation, transportation and measurement. This allows information to be stored using them,

and is distinguished from engineering quantum properties of a system to achieve a technology. For

example a laser relies on engineering of the structure of quantum energy levels of its pump media,

but not control over individual excitations. Once individual control is achieved, manipulation

of ‘truly quantum’ behaviors becomes possible. Superposition, interference, entanglement and

quantum measurement can be used to provide advantage over purely classical approaches.

All physical systems are quantum, the question is which systems are conducive to the control

that we seek. Currently, quantum information is manipulated in many different technologies: in

states of photons23, current in superconducting loops24, trapped ions25, silicon spins26 and many

others. Indeed, it seems the quantum engineer of the future will need to be expert in a wide variety

of fields. Though many of these technologies are contenders for the same prize, the quantum

technology of the future will likely be based on a platform specialised to its application—quantum

computers, sensors and communications networks each have different requirements; there will be

no ‘one size fits all’ quantum technology. Further, given the aforementioned unpredictability of

technological development, it is doubtless that some these technologies will give rise to completely

unexpected applications, in ways their inventors could never have predicted.

Photons, as qubits, are indispensable as carriers of quantum information. They travel at the

fastest possible speed, do not readily interact with the medium they travel through and do not

interact with one another. For this reason they are ideal for quantum (and classical) communi-

cation applications. Further, a huge variety of sensors utilise light in order to make use of these

properties—something certain to carry forward into the quantum enhanced realm. For computa-

tion, however, the third property—that they do not interact with one another—appears to be a

deal breaker. How can computations be performed if none of the data in memory can affect one

another? In 2001 Knill, Laflamme and Milburn set off to prove all-photonic quantum computing

impossible, but to their surprise, they found the opposite: by utilising the inherent nonlinearity

in quantum measurement, photons can be made to appear to interact27. This forged the field of

linear optical quantum computing (LOQC).

*Feynman famously quipped “Nature isn’t classical, dammit, and if you want to make a simulation of nature, you’d
better make it quantum mechanical, and by golly its a wonderful problem, because it doesn’t look so easy”6.

†Most of these make use of fundamental algorithms, such as those for search15 and solving linear systems of
equations22.
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Hence the first architecture for an all-photonic quantum computer was born. The scheme

had gargantuan overheads, and a plethora of technical challenges. Over time, these have been

refined28–30. They now seem no more daunting than the equally mammoth challenges faced by

other technologies31,32.

All quantum computer architectures are based on a particular model of quantum computation.

There are three main types, the circuit model33, the adiabatic model* and the measurement-based

model36. The majority of large-scale schemes subscribe to the measurement-based model.

In measurement-based quantum computing, the computation is performed by a series of

measurements on a large complex entangled state. These complex entangled states are usually

graph states—quantum states which can be represented by a mathematical graph. By measuring

quantum-bits (vertices) of the graph, an operation is performed on its neighbours, depending on

the entanglement—graph structure—they share. A quantum algorithm is performed via a careful

orchestration of these measurements, which leaves the result encoded in the final set of vertices.

Quantum computers are essentially analogue in operation, and so the scaling of errors is of

critical importance—make the computation long enough, and errors will dominate. Remarkably,

however, if error probabilities can be kept below a certain threshold, fault-tolerant operation is

always possible, given a multiplicative qubit overhead37–40. This can be implemented either in

the gate model, or in the measurement-based model, though is more challenging in the adiabatic

model41. All large-scale quantum computers must have error correction at their core. In fact, the

vast majority of any large quantum computer will be devoted to correcting errors.

Since their introduction36,42–45 graph states have become ubiquitous in expressing quantum

entanglement. As such, they are a central concept in quantum computing architectures: quantum

information processing schemes are defined by the lattice of graph state entanglement that they

employ. Each of the major technologies for quantum computation employs an architecture of

graph state entanglement30–32,46.

We are currently in the midst of a huge wave of funding for quantum technologies, both from

governments and private investors—a great deal rests on the blossoming of quantum technologies.

The candidate technology platforms for quantum computing are continuing to accelerate in the

race to build the first practical machines. Clearly, both scientists and industrialists expect to see a

‘winner’ in the coming decade—the question is: which horse to bet on?

The key to winning this race is in-building scalability to the platform. If investors are to see any

return on their bets, the platform must reach a complexity where their quantum computations can

compete with the best traditional computing has to offer, and then keep going. Even with potential

exponential speed-up, this is a tall order: traditional computers are able to complete unimaginably

large computations, and are mass manufactured at a price benefiting from an entire world’s worth

of application. In contrast, quantum computers are exceptionally fragile and must employ huge

multiplicative overheads in qubit number to coax out faultless outputs.

Of all human technology, only semiconductor manufacturing has demonstrated the kind of

scalability that is required. Quantum computers will only be feasible by capitalising on the tech-

niques that have already been developed to scale traditional computers. Naturally, every quantum

*The quantum adiabatic theorem34 states that if a system is prepared in its ground state, then it will remain there if
the hamiltonian is perturbed slowly enough at zero temperature. This can theoretically be used to perform quantum
computing35.
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platform is moving towards miniaturised integrated devices fabricated via the semiconductor

fabrication methods. Some platforms, though, are easier to integrate than others.

A map of this thesis

In this chapter, we will first introduce photonic quantum information processing—based on graph

states—and explore the state-of-the-art in both photonic quantum computing architecture and

technology. In chapter 2 we determine which graph states are accessible with today’s technology

by developing rules for the successful postselection of graph states. Further, we identify likely

candidates for near-term photonic graph state generator experiments in 4-8 qubits. In Chapter 3

we introduce the devices, measurement techniques, and simulations used in Chapter 4. In it, we

follow the designs of Chapter 2 and introduce the four-photon, four-qubit arbitrary graph state

generator. We then model this device to learn its simulated performance, and take a tour of four

devices designed to this specification. In Chapter 4 we experimentally test the only functional one

of these devices, generating the first four-photon entanglement on a chip. Further, we demonstrate

both kinds of four-photon graph state, also for the first time in optics. In Chapter 5, we examine

the local structure of graph state entanglement by mapping the orbits of every graph state under of

n < 10 qubits under local complementation—the graph operation whose successive applications

can generate the entire class of locally equivalent graphs. Chapter 6 concludes this thesis.

1.1 Quantum information

Quantum mechanics is usually taught from the historical perspective, though as quantum the-

ory reaches a wider audience this is starting to change*. Traditionally, interference, superposi-

tion, entanglement and measurement are introduced via experiments: double slit, tunnelling,

Schrodinger’s cat, Stern-Gerlach. Though this approach can be beneficial for a physicist, it often

serves to obfuscate the core concepts with physics jargon: ‘magnetic fields’, ‘atom orbitals’, etc.

Luckily for the physics un-initiated, the quantum informational perspective sets quantum theory

free from physics scenarios, by introducing quantum theory in abstraction. This allows the ‘truly

quantum’ phenomena to be at the focus: superposition (complex probability distributions), entan-

glement (tensor product structure), measurement. We will now introduce these as is necessary for

this thesis.

1.1.1 Quantum

A quantum system is described by its quantum state, which is in general a ‘superposition’ of classi-

cal descriptions. For example, a particle may be in a superposition of different locations. Quantum

states are unit vectors of complex probability amplitudes, which classical descriptions can form an

orthonormal basis. ’Superposition’ refers to this vector-like addition of states. These are squared to

find the probability of measurement outcomes, i.e. the probabilities of the measurement yielding

each classical state in the superpostion. Such states occupy a Hilbert space with a number of

*Richard Feynman’s ‘QED’47, published 1985, was a famous attempt to strip quantum theory to its bones, so that
it could be understood by the layperson. Its publication roughly coincides with the start of the three major quantum
technological fields4–12, and represents the new, stripped back view of quantum theory.
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dimensions the same as the number of possible classical outcomes. A quantum state is usually

notated by a ‘ket’ |ψ〉. A quantum state:

|ψ〉 =α1|ψ1〉+α1|ψ2〉+ . . .+αn |ψn〉, (1.1)

can be written as a linear superposition of orthogonal states in some basis |ψi〉, where αi ∈ D
(|αi | ≤ 1). Quantum states are also known as wavefunctions, particularly for continuous degrees

of freedom ψ(x). Each orthogonal vector in the quantum state represents a classical state of the

system. For example, the different orthogonal component vectors ψi could be different positions

of carbon atom. Any physical property or system can be represented in this way.

Such states are normalised
∑

i |αi |2 = 1, and the probability associated with each state |ψi〉
is |αi |2. Note that αi is complex. Quantum states are transformed into one another by unitary

matrices which preserve normalisation.

When we measure a system, we get just one of the classical outcomes corresponding to the

orthogonal vectors that compose it. By this mechanism we retrieve a classical description of nature.

Either the carbon atom is in this position, or another, but it is there with certainty. This is the

‘collapse’ of the wavefunction to one of its component states.

Quantum systems can be measured in many different ways, however. Formally, measurement

is performed with a Hermitian operator* Ô. Hermitian operators necessarily have a spectrum of

real eigenvalues λi and a set of orthogonal eigenvectors . On measurement of |Ψ〉 with Ô, the state

‘collapses to’ (is projected on to) |ψi〉, with probability |〈ψi |Ψ〉|2. This is known as the Born rule†.

In this thesis, we will often refer to this inner product as the ‘overlap’ between the two quantum

states. Further, we call λi the measurement outcome. The expectation value of a measurement Ô

on a state |ψ〉 is written 〈Ô〉 = 〈ψ|Ô|ψ〉 =∑
i λi |〈ψi |Ψ〉|2.

Mixed states

Mixed states are a way of combining classical probability with quantum states, and are represented

by a density operator, which are usually written as a matrix. The terms ‘density matrix’ and ‘density

operator’ are often used interchangeably. A density operator, ρ‡ a classical probability distribution

(mixture) of quantum states |ψi〉:
ρ =∑

i
pi |ψi 〉〈ψi | (1.2)

Where pi is the probability assigned for the system to be in state |ψi〉. Mixed states are in contrast

to pure quantum states which are a single quantum state, with certainty. The purity of a quantum

state quantifies mixedness, and is computed P = tr(ρ2). Density matrices are thus Hermitian and

have unit trace tr(ρ) = 1. Expectation values of density matrices can be computed 〈O〉 = tr(ρO).

Density matrices allow the description of a measurement of which one does not know the

outcome. After a measurement by O =∑
i |xi 〉〈xi |, ρ′ =∑

i |xi 〉〈xi |ρ|xi 〉〈xi |. If the outcome is known

to be |xi〉, it is projected on to |xi 〉〈xi |.
*a Hermitian matrix is self-adjoint O =O†.
†The Born rule has recently been derived from the other postulates of quantum mechanics, modulo some assump-

tions48.
‡For clarity, we drop the usual ’hat’ (ˆ) on operators throughout this thesis, except where noted.
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Fig. 1.1 The Bloch sphere. The three Pauli operators rotate qubit states around their respective axis, and intersect their
eigenvectors.

1.1.2 The quantum bit

A bit is a system with two states, ‘0’ and ‘1’. Computers store billions of bits to represent larger

pieces of information. Using a basic set of operations (‘gates’), arrays of bits can be manipulated

arbitrarily, implementing arbitrary computations. For example, the ASCII representation of ‘C’

(1000011) can be converted to ‘Q’ (1010001) by flipping the third and sixth bits.

The quantum bit, or qubit, is a quantum generalisation of the bit, the single unit of information.

A qubit is written:

|ψ〉 =α|0〉+β|1〉. (1.3)

Qubits are commonly represented as points on a two-dimensional sphere, known as the Bloch, or

Poincaré sphere. We write:

|ψ〉 = cos
(θ

2

)
|0〉+e iφsin

(θ
2

)
|1〉 (1.4)

Here, θ as the colatitude and φ is the longitude and normalisation of probabilities gives constant

radius (see Fig. 1.1).

The Bloch sphere is labelled with axes X , Y and Z . The states that lie one these axes are

eigenvectors of the associated Pauli operator, so named because they rotate states on the sphere

around their eponymous axes. Written as matrices

X =
(

0 +1

+1 0

)
, Y =

(
0 −i

+i 0

)
, Z =

(
+1 0

0 −1

)
. (1.5)

and so X |±〉 =±|±〉, Y |±i〉 =±|±i〉, Z |0〉 = |0〉, Z |1〉 =−|1〉, where |±〉 = |0〉±|1〉 and |±i〉 = |0〉±i |1〉.
Unitaries X , Y and Z implement π rotations around their axes, while exponentiation, Rσ(φ) = e iφσ

provides rotation around axis σ by φ degrees. Note σaσb = δab1+ iϵabcσbσc , where δi j is the

Kronecker delta function and ϵabc is the Levi-Civita symbol and σi stands for a Pauli. For example,

X 2 =1, X Y = i Z .
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A single qubit is a simple system. We must combine many of them to represent anything useful.

To combine qubits, we use the tensor product:

|ψ1〉⊗ |ψ2〉 =α1α2|00〉+α1β2|01〉+β1α2|10〉+β1β2|11〉. (1.6)

Where we drop the tensor product symbol, writing |0〉⊗|0〉 = |0〉|0〉 = |00〉 to form a qubit register. In

a traditional computer, adding a bit to a memory doubles the number of values that the memory

can represent. In a quantum computer, each additional qubit doubles the size of the vector space

that the state occupies—twice as many amplitudes are needed to represent it—in general, an n-

qubit quantum state requires O(2n) bits to store. This is the oft-referred to exponential character of

quantum states, and the primary reason why quantum mechanics is difficult to simulate classically.

Entanglement

We are now equipped to address entanglement. Take the quantum state:

|Φ+〉 = (|00〉+ |11〉)/
p

2 (1.7)

This is one of the four Bell states, which are the maximally entangled states of two-qubits. Here,

the two qubits are always correlated. With knowledge of the state, measurement of one qubit in the

Z = |0〉〈0|−|1〉〈1| basis reveals with certainty what the measurement of the other will be, even if they

are space-like separated. A set of systems are entangled if they can not be separated into a tensor

product |Φ〉 ̸= |φ1〉|φ2〉. Systems which are not entangled are thus called separable. Entanglement

is one of the foremost features of quantum mechanics and quantum information theory.

Schmidt measure

The Schmidt measure is an entanglement monotone (non-increasing under local operations and

classical communication), and so it can be used as a quantifier of different kinds of quantum

entanglement. For a multiparty quantum state it is related to the minimum number of terms that

are needed to write the state in a local basis. For a quantum state:

|Ψ〉 =
R∑

k=1
ak |x(1)

k 〉⊗ |x(2)
k 〉⊗ . . .⊗|x(n)

k 〉. (1.8)

The Schmidt measure of |Ψ〉 is ES(|Ψ〉) = ln2(r ) where r is the minimum number of terms min(R)

across all local bases of the local spaces 1, . . . ,n. Separable states have R = 1. The Schmidt measure

is used extensively for classifying and categorising graph states45,49, and is discussed in Chapter 2.

Nonlocality

One of the fundamental results of quantum mechanics is its nonlocal nature. This result was first

derived by Bell50, and was later revised by Clauser, Horne Shimony, and Holt (CHSH)40,51 into the

form of an simple experiment. Such experiments are known as ‘Bell tests’. The first of these was

performed by Aspect in 198252, while in 2015 the first ‘loophole-free’ Bell tests were performed53,54.

The CHSH scenario, shown in Fig. 1.2, is as follows. Imagine that two space-like separated

parties, Alice and Bob, share two objects from a common source. These objects have a single bit
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Fig. 1.2 A Bell test. Alice and Bob both receive an object from a common source, with inputs T or H and outputs −1 or
1. Locality places a restriction on the maximum success probability for the following game: if either party inputs H ,
then the objects should output ‘(−1,−1)’ or ‘(+1,+1)’, while if the both receive tails, the objects should output ‘(−1,+1)’
or ‘(+1,−1)’. The maximum local success probability is 3/4, but by sharing an entangled resource state, the success
probability can be 1/2

p
2 ≈ 0.85

input, ‘heads’ or ‘tails’, and a single bit output, ‘−1’ or ‘1’. The Bell test relates to the maximum

success probability of the following task. If either party receives a heads, then the objects should

output ‘(−1,−1)’ or ‘(+1,+1)’, while if the both receive tails, the objects should output ‘(−1,1)’ or

‘(1,−1)’. Since the parties are space-like separated, they can not communicate to ensure this—they

must act independently.

A test of locality comes by examining the best strategy possible in such a game. we even allow

the objects to be pre-programmed with some ‘local hidden variable’ λ. A local theory is one where

the two outcomes of the devices are separable. For Alice’s measurement setting a with result A,

Bob setting b with result B , and local hidden variable λ we have:

p(AB |ab) =
∫
λ

dλρ(λ)p(A|a,λ)p(B |b,λ) (1.9)

Here, ρ(λ), is the probability distribution of λ, and the conditional probabilities encodes the ‘pre-

programming’ of the objects, across all possible local hidden variables λ. Since the theory is local

the results are separable. We use a measurements outcomes A,B ∈ {−1,+1} (for easy comparison

with a natural quantum measurement) and measurement settings a ∈ {a0, a1} and b ∈ {b0,b1}

(taking the place of ‘heads’ and ‘tails’ for the two parties). We then examine:

S = 〈A0B0〉+〈A0B1〉+〈A1B0〉−〈A1B1〉 (1.10)

Which is known s the Bell parameter. Here 〈Ai B j 〉 =∑
A,B AB p(AB |ai ,b j ) is the expectation value

of A ×B for the Alice and Bob’s measurement settings ai and b j . Since we have a local (hidden

variable) model, these are:

〈AaBb〉 =
∫
λ

dλρ(λ)〈Aa〉λ〈Bb〉λ, (1.11)

where 〈Aa〉λ =
∑

A p(A|λ, a) and similarly for Bob. Using Eqn. 1.11:

S =
∫
λ

dλρ(λ)(〈A0〉λ〈B0〉λ+〈A0〉λ〈B1〉λ+〈A1〉λ〈B0〉λ−〈A1〉λ〈B1〉λ). (1.12)

Since 〈A〉λ,〈B〉λ ∈ [−1,1], we have:

|S| ≤ 2. (1.13)
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Where we have in-built dependence on any possible local hidden variable λ. This inequality—

known as a Bell’s inequality—holds for all local theories.

If Alice and Bob share a quantum mechanical resource, however, this bound can be broken. If

Alice and Bob share an entangled resource |Φ+〉, then:

〈ÂaB̂b〉 =
∫
λ

dλρ(λ)〈Φ+|ÂaB̂b |Φ+〉. (1.14)

Where we use hats (ˆ) to be distinguished from the classical case. This can be substituted into

Eqn. 1.12 to evaluate the Bell parameter in the quantum case. Measuring in the following basis:

Â0 = X , Â1 = Z , B̂0 = (X +Z )/
p

2, B̂1 = (X −Z )/
p

2, (1.15)

yields the maximum quantum mechanical violation of S = 2
p

2. Hence, either quantum mechanics

is not local, which means it is incompatible with Equation Eqn. 1.9 or it is not ‘real’, by which

we mean that measurements do not correspond to the state of a system independent of the

observer. Locality (that information can not move faster than light speed, or physical systems can

only be affected by their immediate surroundings), has long been considered a central truth in

physics. However, our contradiction implies that if the universe is local, then measurement is

not independent of the observer—an equally upsetting result. The violation of Bell’s inequality

by quantum mechanics is one of the central mysteries of physics today, with deep philosophical

consequences.

Tests of nonlocality can be extended to multiple parties, via the GHZ argument55 and Mermin

tests56. These tests are used in §4.3.3 and §4.5.2 to establish the quality of the entanglement

present in experimentally generated states.

1.1.3 Processing quantum information

The art of designing a quantum algorithm is to orchestrate quantum interference such that the

amplitudes for the wrong results interfere destructively, and the amplitudes for the right result

interfere constructively. This is no easy task, especially as quantum algorithms are only noteworthy

if they are faster than their classical counterpart. Instead, we once again look to digital logic, and

define quantum gates. These are unitaries of usually one or two qubits which can be concatenated

to construct larger unitaries. A set of gates is called universal if it can reproduce any other program

of gates to good approximation. An example of the decomposition of a simple quantum algorithm,

the quantum Fourier transform, into gates is shown in Fig. 1.3. An example universal gate set is:

U=

H = 1p
2

(
1 1

1 −1

)
, T = 1p

2

(
1 0

0 e iπ/4

)
, S = 1p

2

(
1 0

0 i

)
, CNOT =


1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0




(1.16)

Since the space of quantum states is continuous, it is a remarkable fact that any quantum circuit

implemented with gate set U can be efficiently implemented with another gate set U ′57,58. Con-

trastingly, approximating an arbitrary unitary with gates in general requires an exponential number

of gates—otherwise there would be no quantum algorithms with exponential complexity40!
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Fig. 1.3 Left: unitary matrix for a three-qubit quantum Fourier transform, where ω = e iπ/4. Right: circuit model
decomposition of the three-qubit quantum Fourier transform40. The final gate is a SWAP gate, which swaps the
quantum states of its two input qubits.

1.1.4 Stabiliser and graph states

Another important gate set is the Clifford set: {C NOT, H ,S}, which is not universal. This gate set

is capable of generating only stabiliser states. Stabiliser states are n qubit states, |ψ〉 that satisfy

gi |ψ〉 = |ψ〉 for n operators gi , which are products of Pauli opertators59,60. We call these gi the

stabilisers of the state. Since stabiliser states are defined by a list of stabiliser of length n, they can

be represented with just O(2n2) bits61,62, rather than the O(2n) needed to store a full quantum

state. These stabilisers are called the stabiliser generators—the full group of 2n stabilisers can be

generated by multiplying them with one another g1g2|ψ〉 = g3|ψ〉 = |ψ〉. Though stabiliser states

are not universal for computation, they can be arbitrarily entangled using the CNOT gate—clearly

entanglement plays a subtle role in quantum computation, if it plays one at all. Functionally,

stabiliser states allow us to describe complex quantum states without having to specify 2n terms—

they provide a way to handle large states which would otherwise be unwieldy, or impossible to

write down.

Graph states45,63 are n-qubit stabiliser states with a one-to-one correspondance to n-vertex

mathematical graphs. All stabiliser states are locally equivalent to graph states. An n-qubit graph

state, |G〉 is built from the n-vertex (order n) graph G = (V ,E), with edges E and vertices V :

|G〉 = ∏
(i , j )∈E

CZi j |+〉⊗|V | (1.17)

Where |+〉 = (|0〉+|1〉)/
p

2 and CZ = |00〉〈00|+|01〉〈01|+|10〉〈10|−|11〉〈11| = H2CNOTH2. Graph states

are real, equal-weight states and have genuine n-partite entanglement if the graph is connected.

Graph states have n stabilisers, one for each qubit, which follow the structure of the graph.

Each of the n qubits has an associated stabiliser with X acting on it, and Z acting on all of its

neighbours.

Remarkably, many different graphs are locally equivalent45,63, despite having vastly different

constructions using nonlocal CZ gates. Specifically, graphs which can be transformed into one

another by repeated application of the local complementation (a graph operation) are locally

equivalent (see §2.2.1 or the header of each chapter in this thesis).
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Fig. 1.4 A resource for teleporting the state |ψ〉 to another qubit. Four qubits are prepared in |+〉 and CZs are performed
between these qubits and |ψ〉 in a line topology. By sequentially measuring qubits 1-4 in the X basis, the state
X m2⊕m4 Z m1⊕m3 |ψ〉 is generated on qubit 5. Here, mi ∈ {0,1} is the measurement outcome of qubit i where positive
eigenvalue outcome corresponds to 0 and negative eigenvalue outcome to 1. ‘⊕’ denotes addition modulus 2.

1.1.5 Processing quantum information with graph states

The remaining qubits in a graph state undergo simple transformation rules when a qubit is

measured in a local basis, and these can be used to manipulate and process quantum information.

In this section, we will see how.36,45

Measurement-based state teleportation

In the following, we will show how we can process quantum information by measuring graph

states. First, we examine an example of state teleportation17,36 using graph states. Consider the

state:

|Ψ〉 = CZ12CZ23CZ34CZ45|ψ++++〉 (1.18)

Which is similar to a line graph state, but with an arbitrary initial qubit state |ψ〉, and is shown in

Fig. 1.4. In this state, the action of the entangling CZ gates delocalises the state |ψ〉. The initial state,

|ψ〉, can be ‘teleported’ to any of the other qubits by sequentially and adaptively measuring the

qubits along the X -Y plane of the Bloch sphere. Because of the probabilistic nature of quantum

measurement, ‘corrections’ have to be made depending on the measurement results of the qubits.

In particular measurement of qubit one along the axis cos(θ)X + sin(θ)Y generates the state:

H2Z m1
2 Z2(θ)|Ψ′〉 (1.19)

Where Z2(θ) is shorthand for RZ (θ) applied to qubit 2. Where |Ψ′〉 is the line shown in Fig.5.2, but

now with four qubits, and m1 is 0 or 1 depending if the measurement output eigenvalue was 1 or

−1. For now, we set θ = 0. By repeatedly applying this measurement to sequential qubits in the

line, the state is teleported, modulo the local operations, yielding:

H Z m4 H Z m3 H Z m2 H Z m1 |ψ〉 =U |ψ〉 (1.20)

On qubit 5. |ψ〉 is recovered by applying U−1, which is known from the measurement outcomes

mi . Note that for all mi , U ∈ {I , Z , X , X Z }.

Measurement-based quantum computation

Measurement-based computation is done by choosing nonzero values of θ, the measurement

angle, in the above scenario. By doing so, U of Eq.1.20 can encode any state transformation, and

hence a computation. In fact, there is a simple translation between measurement-based protocols

and the circuit model. For example, to generate an arbitrary single qubit unitary composed of
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Fig. 1.5 Memasurement based quantum computation. Local measurements of qubits on the X -Y plane teleport
computations along a two-dimensional resource state. Nonlocal gates are implemented by entanglement between the
qubit ‘wires’. Redrawn from ref. 28.

Euler rotations, UR (ξ,η,ζ) = RX (ζ)RY (η)RZ (ξ), we implement the following measurement angles:36.

θ1 = 0, θ2 = (−1)m1+1ξ, θ3 = (−1)m2η, θ4 = (−1)m1+m3ζ.

Adding more qubits to the computation means having more than one qubit ‘wire’—utilising

the second dimension. Qubit wires can be combined by generating graph states with some

entanglement between the wires, as shown in Fig. 1.5. Edges between the wires implement CZ

operations on the teleporting qubits. Since the combination of arbitrary local operations and CZ is

a universal gate set, a rectangular n×m lattice graph state can be used to implement a computation

of gate length O(m) on n qubits—or vice versa. In fact most states whose entanglement has a

lattice structure are universal for quantum computation, though the local measurement strategy

varies64.

Measurement-based quantum computing brought about a revolution in the way that people

envisaged future quantum computers. Rather than implementing arbitrary nonlocal gate connec-

tivity, all of which must be high fidelity (for error-correction), the problem of quantum computing

is reduced to generating a large graph state with a lattice topology. The computation can then be

done by performing ‘well-chosen’ local measurements, which are often easier to perform with

high fidelity. More classical control and memory is required, but the overheads are small. Hence

the generation of larger and higher fidelity graph states—the subject of this thesis—is crucial for

building quantum computers.

1.1.6 Quantum error correction

Mitigation of errors is a vital part of computation. As system sizes grow, it is vital that errors do

not propagate as to dominate the computation—they must remain small, or constant, else any

computation will not be reliable. Error correction was first develoed for traditional computers65,

and has a long and varied history66. In modern traditional computing, reliability is achieved by a

combination of extremely high performance components and by the use of digital logic—for a bit

stored by some contiuous parameter (say voltage) v ∈ [0, vm], if a value is between 0 and 0.5vm it is

a 0, and if it is between 0.5 and vm , it is a 1. This is not possible with qubits as they are inherently

analogue. It is necessary to have access to arbitrary superpositions.
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Quantum error correction uses some of the same ideas known to classical error correction,

but has blossomed into entirely new territory, making use of the specific properties of quantum

mechanics. Generally, quantum error correction uses an ensemble of m quantum bits that share a

specific kind of entanglement (often graph entanglement) tailored to detect errors between them.

Together, the ensemble provides the computer with n ≪ m error-corrected quantum bits.

Before the advent of quantum error correction, it was thought that mainting coherence in

a quantum computer was impossible task67. The first error correction codes—the eponymous

Shor68 and Steane69 codes—demonstrated that it may be possible. These codes are able to correct

a bit or phase flip, or both on a single logical qubit, utilising 9 and 7 total qubits respectively to do

so*. Such codes enable the protection of quantum information that is transmitted or stored, and

enables qubit coherence to be extended. For an introduction to quantum error correction, see ref.

71.

Defending quantum computations from errors requires more complex machinery. Remarkably,

quantum computation can be made fault tolerant if individual error rates can be made smaller

than a certain threshold37–40,72. In fault-tolerant schemes quantum information is processed on

a set of delocalised logical qubits (an example of which is described above) which are processed

by fault-tolerant gates. These gates transform and measure the ensemble of physical qubits that

compose a logical qubit, and allow errors to be detected and corrected dynamically.

Most modern quantum computing proposals are based on surface codes. Surface codes are

two-dimensional graph codes which can be operated in the stabiliser formalism. The first of these

was the toric code discovered by Kitaev73–75. Being a surface, these codes can be made arbitrarily

large. Computations are performed by manipulating the topology of the stabiliser states using a

series of measurements76,77. One important additon, proposed by Raussendorf76,77, is to extend

the surface code into 2+1 = 3 dimensions, utilising a third spatial dimension for time evolution. It

has been shown that suface codes can provide error thresholds of up to a few percent per operation,

which is much larger than other codes (at the cost of increased numbers of physical qubits). This

cemented surface codes as the leading theoretical framework for large-scale quantum computing

proposals78.

Since all stabiliser states are locally equivalent to graph states, they can be represented as vertex-

labelled graphs79. This makes it simple to illustrate the entanglement possessed by stabiliser states.

As such, architectures for quantum computers and their resource states are typically drawn as

graphs.

We have discussed quantum states and the single unit of quantum information, the qubit. We

then described how the entanglement of graph states can be used to implement measurement-

based quantum computing. We also describe error correction to complete the picture of what a

quantum computer might look like. Now we are equipped with this knowledge we can move on

to the physical implementation. In particular we wish to generate optical graph states and so we

examine manipulating quantum information with the optical particle: the photon.

*Shortly afterward the smallest possible error correcting code was found70. It has 5 qubits.
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1.2 Implementation with single photons

Any classical system can be used to store bits of information, and if these bits can be manipulated

using a universal gate set according to a program input, then it is a computer. The first computers

were mechanical, from the earliest known astronimical computer, the Antikythera mechanism80,

to Pascal’s calculator and finally to Babbage’s difference and analytical engines. The analytical

engine was the first device that could be described as a general purpose computer, but was never

constructed due to its immense complexity and expensive and time consuming construction from

brass mechanics. Babbage’s ideas were far ahead of his time, and unfortunately the technology

wasn’t available to make his machine viable.

The field of computing lay dormant until nearly a century later, when electronic and elec-

tromechanical devices were developed. Electronic computing technology developed rapidly, with

a variety of different technologies for memory and logic implemented. The integrated circuit was

invented in 195881. Equipped with this new hugely miniaturised technology, computing prospered

immensely—eventually seeing over 40 years of exponential growth in computational power. Whilst

Babbage’s analytical engine is an incredible feat of visionary design and engineering, it is clear that

mechanics cannot match even a fraction of what has been achieved with electronics—a suitable

platform must be ready to implement any budding technology.

A similar problem is faced by quantum computing. Physically implementing qubits is a

daunting challenge, and it is difficult to know which, and how, different technologies will provide

qubit scaling. Here we will focus on single photons generated and manipulated using integrated

optics. For a description of the architecture of current LOQC proposals see §1.5.

1.2.1 Quantum states of light

Light was shown to be quantised in the beginning of the 20th century by Einstein and others82–85.

Soon after, in 1927, Dirac quantised the electromagnetic field, providing the full quantum de-

scription of light86*. He showed that light was composed of quantised excitations in modes of

the electromagnetic field. These excitations are particles, which we call photons, and each unper-

turbed mode has the structure of the quantum harmonic oscillator.

Only with the first single photon sources (long after the invention of single-photon detectors88)

were individual single photons (photon ‘antibunching’) isolated89. Recently it has been claimed

that even the human eye can detect single photons90!

Fock states

States of n photons are represented using a Fock state |n〉. These are excitations of the quantum

harmonic oscillator and as such have ladder operators

â†|n〉 =p
n +1|n +1〉,

â|n〉 =p
n|n −1〉.

(1.21)

Which create and annihilate photons in the oscillator. This way of representing particle states by

number is known as second quantisation. We also have a†a|n〉 = n|n〉, which yields the number of

*For a modern derivation of the quantisation of the electromagnetic field, see ref. 87.
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Fig. 1.6 A dual-rail qubit. Logical states are encoded by the presence of a single photon in one or another mode. These
modes can be distinguished spatially, in polarisation, or any in any other degree of freedom of the photon.

photons in the state. Therefore:

|n〉 = (â†)n

p
n!

|0〉. (1.22)

This allows Fock states to be represented and manipulated by their mode operators.

Fock states can be used to define qubits in many ways. For example a ‘single-rail’ qubit is

one where a logical zero is defined by the lack of a photon, and a logical one is defined by the

presence of one. In practice this is difficult to implement, as any qubit operation means creating

and destroying (parts of) photons. This can be achieved with nonlinear optics, but is extremely

challenging at the single photon level. Instead, the ‘dual-rail’ qubit basis is used, whereby two

modes are used to encode the qubit. If there is a single photon present in one mode, we have a |0〉,
if there is a single photon present in the other, we have a |1〉 (see Fig. 1.6).

Distinguishability

Photons that are indistinguishable (occupy precisely same mode) interfere perfectly—a necessary

condition if the photons are to constitute qubits! If there are differences in the photons’ polarisa-

tion, spatial mode, frequency, etc. then the interference, and therefore quantum operations, will

suffer. We take the example of a Hong-Ou-Mandel (HOM) dip91,92 with a partially distinguishing

degree of freedom, and show the inner product of the states corresponds precisely to the degree of

interference (the visibility (VHOM = (max−min)/max).

In a HOM dip experiment, pairs of photons are incident on a beamsplitter, and photons

are measured in coincidence on the outputs. A distinguishing degree of freedom (say time of

arrival, polarisation, etc.) of one of the photons is tuned, and the experiment is repeated. When the

photons are indistinguishable, the coincidence rate goes to zero, and when they are distinguishable,

the coincidences reach a maximum. This assumes that the detectors ‘click’ on input of any photon

in the detected spatial mode, and are ambivalent about the distinguishing degree of freedom

(frequency or polarisation, etc.).
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We denote the two spatial modes, which are otherwise indistinguishable, a and b. We write

a distinguishing degree of freedom with subscript: a†
i . That is, a†

1 and a†
2 both create photons in

spatial mode a, but are distinguished by some other degree of freedom. To represent a photon that

is partially distinguishable, we write a → a†
1cos(θ)+a†

2sin(θ). This generates a photon with overlap

cos2(θ) with a photon generated by a†
1. For example, a†

1 could create a vertically polarised photon,

and a†
2 a horizontally polarised photon. Equally, the photons could be orthogonal spectrally. Then

our two photon input state can be written

(a†
1cos(θ)+a†

2sin(θ))b†
1|0〉. (1.23)

Where b†
1 is indistinguishable from a†

1, apart from its spatial mode. cos2(θ) is therefore the indistin-

guishability of the two photons. The state is also parametrised to be normalised for all values of

distinguishability. We then propagate the state through a beamsplitter, which has action

a†
i → (a†

i + i b†
i )/

p
2,

b†
i → (b†

i + i a†
i )/

p
2.

(1.24)

Applying the beamsplitter, the state is:

(i cos(θ)a†
1

2 + i cos(θ)b†
1

2 + i sin(θ)a†
1a†

2 + i sin(θ)b†
2b†

1 + sin(θ)a†
2b†

1 − sin(θ)b†
2a†

1)/2 |0〉. (1.25)

Examining the terms which contain both an a and a b yields (sin(θ)a†
2b†

1 − sin(θ)b†
2a†

1)/2 |0〉. The

probability to measure a coincidence is then sin2(θ)/2 as both a†
2b†

1 and a†
2b†

1 contribute different

coincidences (we say they are incoherently summed). For a completely distinguishable particle,

the probability of measuring a coincidence is 1/2. And so the visibility of the dip is:

VHOM = max−min

max
= 2

(1

2
− sin2(θ)

2

)
= cos2(θ). (1.26)

Which is the indistinguishability (overlap) of the two photons. A HOM dip is actually an optimal

test for distinguishability, and can be generalised to the multiphoton (n > 2) case93.

Coherent states

Similarly to macroscopic states of matter, most bright light states are far too complex in photon

number and mode structure to described using quantum states. One bright state that does

admit a simple quantum description, however, is the coherent state, which can be experimentally

approximated by a laser. First studied by Schrodinger94, coherent states have since become a field

of research of their own, starting with Glauber’s seminal work in 196395. For an introduction to

coherent states and quantum optics generally, see ref. 87.

Coherent states are the eigenstates of the photon creation and annihilation operators:

a|α〉 =α|α〉,
〈α|a† =α∗〈α|.

(1.27)
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From which their form can be derived87:

|α〉 = e
−|α|2

2

∞∑
i

αn

p
n!

|n〉 (1.28)

These states encode the quantum equivalent of the dynamics of a classical harmonic oscillator

where the amplitude of the oscillation is proportional to the displacement. For a coherent state:

〈α|a†a|α〉 = |α|2, (1.29)

yielding its mean photon number.

Famously, any quantum system obeys the Heisenberg uncertainty relation: ∆x∆p > ×
2 , where

x and p can be any pair of conjugate variables. For a coherent state, the conjugate variables of

interest are the phase and amplitude, and their uncertainties are equal. Squeezed states are made

by reducing (squeezing) the uncertainty of one variable, (necessarily expanding the uncertainty its

conjugate variable).

This has led to another model of quantum computing with photons. Using coherent states in

the limit of high squeezing, homodyne and single-photon detection can be used to implement

universal quantum computation96–100. This is known as the ‘continuous variables’ approach. In

this thesis, however, we will focus on the single photon approach, using dual-rail qubits, though

squeezing plays a fundamental role in photon-pair generation via nonlinear optics (see §1.4.2).

1.2.2 Sources of quantum light

Generating quantum states of light is a fundamental challenge of experimental quantum optics.

The first sources utilised cascades of atomic transitions89,101, and were used in the first Bell test52.

This opened the door for quantum optics experiments, giving researchers unprecedented access

to single photons91,92,102,103.

Photons from nonlinear optics

For the last 30 years, the majority of quantum optics experiments have employed a nonlinear

process to generate photon pairs. In particular, spontaneous parametric down-conversion (SPDC),

a second-order nonlinear process, has been at the center of nearly all bulk-optical quantum

photonic experiments. A type of three-wave mixing, SPDC converts one photon of a ‘pump’ field

a at wavelength ωp into two photons at energy conserving frequencies ωs and ωi . For historical

reasons, these photons are called ‘signal’ and ‘idler’. We will now take a brief tour of the non-linear

optics that generate these pairs. We refer the reader to ref. 104 for more detail and to §1.4.2 for a

quantum treatment of the photon-pair sources used in Chapters 3 and 4.

Electron-photon interactions are a fundamental feature of physics. Photons ‘feel’ the effect

of the electrons in the media they travel through, and vice versa. A changing electric field, E (t),

displaces charges in dielectric medium and generates a polarisation field in the material:

P (t ) = ϵ0χ
(1)E (t ) (1.30)
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P is the density and direction of dipole moments across space. ϵ0 is the vacuum permittivity. By

its linearity, this relationship assumes that the charges inside the material are held in a harmonic

oscillator potential (Lorentz oscillator).

In some materials, the electric field environment of the electrons deviates significantly from a

simple harmonic (quadratic) potential. To describe this, nonlinear terms are required. We write:

P (t ) = ϵ0(χ(1)E (t )+χ(2)E 2(t )+χ(3)E 3(t )+ . . .) (1.31)

Where typically* χ(i ) is small, and vanishing as i increases. This anharmonicity causes the electrons

in the solid to oscillate with a frequency which is no longer pure: they have more than one Fourier

component. This compound oscillating of the electrons in the solid generates a second optical

field at the Fourier frequencies. There are some caveats however: energy and momentum must be

conserved.

Consider a one-dimensional input field E(t ) = E1e−iω1t +E2e−iω2t + c.c.. Squaring this, as per

the second order term in the polarisation field, yields components at frequencies 2ωi , ω1 +ω2

and |ω2 −ω1|. Since the complex conjugate is also present, negative frequencies are interpreted as

positive ones, with a conjugate field intensity (the field, as an observable, is real). These phenomena

are called second harmonic generation (SHG), sum frequency generation (SFG) and difference

frequency generation (DFG) respectively (see Fig. 1.7).

These processes also happen spontaneously, via interaction with the zero-point field of vacuum

modes—even if E2 is zero, the quantum field has a vacuum energy, and spontaneous generation

occurs. In difference frequency generation this means that strongly pumping a χ(2) media at

frequencyω1 =ωp will spontaneously generate photons atω2 =ωs andω1−ω2 =ωi . This process is

SPDC. Here, ‘parametric’ (the ‘P’ of SPDC) comes from the parametric approximation. A parametric

process is one where the quantum state of the system before and after interaction with the light

field are identical—no energy is lost or gained by the medium.

Photons also carry momentum p =×k , which must be conserved. In non dispersive media,

where dω
dk = 0, this is automatically enforced. In general in dielectric media, dω

dk ̸= 0. This leads to

additional requirements in the nonlinear process. For example, in sum frequency generation, a

process between energy-conserving fields ω1 +ω2 =ω3, the photon wavenumbers k i may not be

balanced: k1 +k2 = k3 +∆k . Here, ∆k is known as the phase mismatch parameter.

Any phase mismatch will suppresses the conversion process: each spatial location in the crystal

contributes additional field, and phase mismatch between these contributions leads to destructive

interference. The result is a conversion efficiency that oscillates between zero and some small

value with increasing interaction length.

Solid state single photon sources

Single electron transitions inside atoms and molecules usually emit a single photon at the transition

energy, and are thus natural candidates for sources of single photons. However, these are radiated

away from the beam, and are challenging to capture. Furthermore, the lifetime of the emitter can

lead to large emission time jitter. Engineering a solid state system to generate and capture single

*χ(i ) is a rank i +1 tensor, for example χ(3) = χi j kl , where i , j ,k, l ∈ {x, y, z} denote the orientation of the three

interacting fields with respect to the crystal. χ(3)E1E2E3 therefore represents a tensor contraction.
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Fig. 1.7 Three-wave nonlinear optical phenomena. Left: difference- and sum-frequency generation processes are
shown (DFG and SFG respectively). Note that SHG is SFG with ω1 =ω2. Spontaneous parametric downconversion—
whereby a photon pair is generated from a bright pump field—is a spontaneous form of DFG (the second field is at the
vacuum energy). Right: for these processes to be efficient, they must be phasematched (∆k = 0).

photons on demand is a ‘holy grail’ of photonic quantum information, and would be a paradigm

shift in quantum technology. Much progress has been made in recent years, but the grail is yet to

be claimed.

Several atom and artificial atom systems have been studied as single photon sources. Molecules,

quantum dots, NV centers in diamond and other crystal defects, carbon nanotubes. Each of these

attempts to engineer a two level system which can be pumped and then triggered to release a

photon into a captured mode. The final challenge is to integrate this captured mode with the

system that the photons are intended for use with. For an up-to-date review of these and other

solid state single photon emitters, see ref. 105.

1.3 Integrated optics

Single photons provide simple means to implement and manipulate qubits using the same tech-

niques as for bright light, leveraging humanity’s ancient understanding of optics. However, tra-

ditional optics are delicate, fragile and hard to scale. To move beyond a handful of qubits, more

complex technology is required. Integrated optics106–108 is the deployment of solid waveguide

circuits and optical devices at microscopic scales. By guiding light along ‘wires’ of material sub-

strate, the optics and coherence are protected from thermal, mechanical and acoustic instabilities.

This enables optical circuits of unparalleled size109,110. Like their electronic counterparts, inte-

grated circuits are ‘printed’ using optical (or e-beam) lithography, and can utilise a wide variety

of materials and process which vary across their application. As such, they are immensely mass-

manufacturable. For these reasons, integrated optics is the ideal candidate for scaling quantum

photonics, and for building a LOQC.

1.3.1 Guiding light

Light can be transmitted long distances without spreading or diffraction by injecting it into confin-

ing structures that, internally, are completely reflective. Microwave and radio frequency radiation

can be guided using metallic reflection, while radiation in the UV to infra-red bands can be guided

by total internal reflection in a dielectric material. In total internal reflection, light is confined

to a region of high refractive index surrounded by a low refractive index (see Fig. 1.8 and 1.9).
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Fig. 1.8 A ‘light pipe’. Light is injected into a water stream and is trapped by total internal reflection, as studied by
Colladon112—arguably the first exploration of waveguiding phenomena. This image, first published in La Nature in
1884 is in the public domain.

We call such structures waveguide. Their confining region is known as the waveguide ‘core’, and

the surrounding lower-refractive index region is known as the waveguide ‘cladding’. For a more

detailed reference on optical waveguide theory, see ref. 111.

Waveguides have a discrete set of modes that are finite in number. These occur when light

constructively interferes with reflections from the sidewalls down the waveguide structure, ac-

cumulating multiples of 2π in a round trip from wall to wall. There are a finite number because

the reflections must be at a larger angle of incidence than the angle of total internal reflection,

otherwise they are radiated. These guided modes have different a different effective index to the

material in bulk: neff = c
c ′ = λ0

λ = β
k0

, where λ0 and k0 are the vacuum wavelength and wavenumber

of light with that frequency, c ′ is the speed of the propagating phase front of the mode and β is the

propagation constant of the mode.

In the presence of zero charge and zero current, Maxwell’s equations reduce to the following

wave equations:

∇2E = n(x, y)2

c2

∂2E

∂t 2 , ∇2B = n(x, y)2

c2

∂2B

∂t 2 , (1.32)

Where we write explicit x and y dependence of the refractive index n(x, y) (our waveguide will be

composed of different transparent media with varying speed of light propagation).

A mode which is guided along a path has no dependence on z, the direction of propagation,

and is confined in x and y . Hence we look for solutions of the form E (x, y) = f (x, y)e iβz−iωt , (and

similarly for B) where β is the propagation constant of the guided mode. Differentiation and

substitution yield:

∇2 f = (β2 −ω2 n(x, y)2

c2 ) f . (1.33)

Which must hold for all x and y . Analytic solutions to this equation are known only for a few

special cases of n(x, y). In practice a numerical ‘mode-solver’ is used to find solutions. Practically
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Fig. 1.9 Two dimensional dielectric Waveguides. A region of higher refractive index is enclosed in a region of lower
refractive index, giving the refractive index function, n(x, y). This function can be used to numerically solve for the
modes in the waveguides. A line is drawn underneath the strip waveguide, indicative of the layers of a lithographic
process.

waveguides have been engineered in all shapes and sizes—nearly all geometries of refractive index

n(x, y) that have a region of higher index surrounded by a region of lower index will guide light. The

amount of confinement—the proportion of the energy carried inside the region of higher refractive

index—in waveguide modes also varies greatly. Small refractive index contrast waveguides lead to

large, weakly confined modes and large differences lead to smaller, more strongly confined modes.

Solving for confinement of E , E (x, y) = f (x, y)e iβz−iωt , yields modes which are completely

transverse in the electric field. We call these TE, or transverse electric modes. Similarly, solving

for confinement of B , B (x, y) = f (x, y)e iβz−iωt , yields modes which are completely transverse in

the magnetic field. We call these TM, or transverse magnetic modes. TE and TM modes have

zero electric and magnetic field in the direction of propagation respectively. These are akin to

the polarisation states of light outside the waveguide. TEM modes are transverse in both fields.

When solutions are not analytic, waveguide modes can be comprised of a mixture of TE and TM

modes. For example square-shaped ‘strip’ waveguides, shown in Fig. 1.9 always have small TM/TE

component. Fig. 3.8 shows the fundamental mode of a 400×340 nm strip and ridge waveguides,

found numerically.

Due to their construction by lithography, integrated optical circuits typically use waveguides

composed of rectangular cross sections of material. In this thesis we focus on single-mode (at

our wavelength of interest—1550 nm) strip waveguides, which have a rectangular ‘top-hat’ index

function n(x, y) (see Fig. 1.9).

1.3.2 Integrated quantum optics

Integrated quantum photonics has seen an explosion in activity since the first groundbreaking

experiments ten years ago. The first integrated quantum photonic circuits used silica waveg-

uides113–116, and used bulk-optical photon-pair sources. At around the same time the generation of

photons using spontaneous FWM (SFWM) in silicon-on-insulator waveguides was pioneered117,118,

enabling integration of photon-pair sources.
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Fig. 1.10 A silicon photonic chip. Electronic circuits are visible in gold. Silicon structures appear as thin dark lines. This
device was designed measure heralded HOM interference between photons from adjacent ring sources, though it was
thorough testing yielded little success. The device had a three main issues. 1) A long input waveguide lead to a excess
spurious photon pair generation, generating large amounts of noise. 2) The resonances of the ring resonator sources
were all split. This is due to coupling with a backward propagating mode in the ring. 3) Phaseshifters were only present
on 2 of the 5 rings, meaning that two adjacent ring’s resonances could only be aligned if the ring with the phaseshifter
happened to be naturally blueshifted from its partner.

Since then quantum photonics has been implemented in nearly all integrated photonic plat-

forms119, including silica (lithographic120–122 and direct write123,124), indium phosphide125, gal-

lium arsenide126, lithium niobate127,128, silicon nitride125,129 and silicon130–132.

1.4 Silicon quantum photonics

Silicon photonics offers precision components at a density impossible in any other platform—

its high refractive index contrast (3.48 for Si and 1.44 for SiO2 at 1550 nm) enables waveguide

dimensions as small as 220×400 nm and a waveguide bend radius of around 10 µm—though it is

opaque up to wavelengths of 1.1 µm. Classical photonics continues to push the boundaries of scale

and integration in silicon, with up to 12000 components integrated133,134, and major steps taken

toward integration of electronics an optics on the same devices110,135, including a working CPU that

communicates with light136. This follows renewed interest in optical interconnects for traditional

computers137–139, communications140, as well as for fast universal switching networks141,142 and

fully optical processing143–147. Chapters 3 and 4 of this thesis discuss silicon quantum photonic

devices for generating graph states.

1.4.1 Silicon’s optical toolkit

We now describe the optical toolkit available in silicon. Minimally, we require a way to reconfig-

urably induce a phase shift on light in a waveguide, an implementation of a beamsplitter, and a

way to get light on and off the device. See Fig. 1.11 for a round-up of the components described

here and that are used in this thesis.
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Phaseshifters can be implemented in a number of different ways. Thermo-optic phaseshifters

utilise the waveguide material’s thermo-optic coefficient dn
dT , whereby the refractive index can

be manipulated by changing its temperature. This is implemented by writing high resistance

wires close to the waveguide that act as local heating elements. These heaters can reach up to

a few hundred degrees above the ambient temperature. Since the effect is thermal, they have a

maximum realisable speed of kHz.

To achieve faster switching, electro-optic effects can be harnessed. By patterning a p-i -n

junction across the waveguide, the number of free carriers in the waveguide can be modulated. This

modulates the refractive index of the waveguide, providing a phase shift. These carrier depletion

modulators can implement GHz operation148, but are inherently lossy due to the introduction of

free carriers.

Beamsplitting can be implemented using either directional couplers107 or multimode inter-

ference devices (MMIs)149. Directional couplers bring two waveguides together to separations of

around 200-500 (for a ∼500 nm wide waveguide in silicon), allowing the evanescent component

of each guided mode to overlap, coupling them*. The reflectivity of the splitter is proportional to

cos(βL) where L is the length of the coupler. β has exponential dependence on the waveguide

separation, which is often at the edge of optical fabrication tolerances. This leads to high sensitivity

to fabrication variations.

MMIs are large regions of core material that are mutlimoded. By orchestrating interference

between these modes, light is split (see Fig. 3.8). Though directional couplers offer superior

transmission, MMIs are far more robust to finite fabrication tolerances. Optimal directional

couplers suffer only from waveguide propagation losses, while state of the art 2×2 MMIs have

around 0.15 dB loss150.

Together, phaseshifters and beamsplitters can be combined to realise any optical unitary151,152

using O(n2) components, where n is the number of modes in the unitary. For n = 2 we have that a

Mach-Zehnder interferometer (MZI) can implement any two-mode optical unitary, and hence can

implement and single-qubit unitary.

It must also be possible to efficiently input and extract light from the device, usually to optical

fibre. This is challenging, as the mode diameter of a silicon waveguide is of order 0.3 µm, while

the mode diameter of SMF-28 fibre is 9 µm. Coupling is achieved either with grating couplers153,

or with spot-size converters154. Grating couplers are sub-wavelength gratings in the height of the

silicon waveguide that scatter light perpendicularly to the chip surface to be caught by an optical

fibre. Usually they are preceded (or followed) by a tapering region that expands the mode to a

larger size, so that it may more easily be caught by a fibre. The grating pitch and the height of

different silicon layers dictates the direction of emission and mode field. Spot-size converters

increase the size of the guided mode before exit from a cleaved edge of the device using an overlaid

polymer waveguide.

State-of-the-art grating couplers achieve sub-dB loss by utilising a metallic backreflector for

increased directionaity, as well as an apodised photonic crystal structure155 in a highly specialised

e-beam process. Recently, however, similar performance was achieved by adjusting the silicon

height and partial etch depths156 to achieve a directional pattern of constructive interference.

spot-size converters are more sensitive to wavelength and are more difficult to align, though can

*Directional couplers are also known as evanescent couplers.
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Fig. 1.11 The integrated optical toolkit and the devices used in this thesis. a) A ring resonator photon-pair source. By
resonantly enhancing a bright pump field, photon-pairs are generated at energy-conserving resonances either side of
the pump. b) A waveguide photon-pair source. By providing a long interaction length, a spiral structure promotes
photon-pair generation. c) A grating coupler. These use a diffraction to couple light perpendicularly from the chip
surface. d) A phaseshifter. A phase is electronically controlled on one of qubit waveguides comprising a dual-rail
photonic qubit. e) A multimode interferometer coupler (MMI). Two waveguides are brought together in a rectangular
region of silicon. The device is engineered to give a desired splitting ratio (usually 50:50, η= 1/2) on the two outputs. f)
A directional coupler. Waveguides are brought together within the evanescent tails of their modes to create coupling. g)
A MZI. Any single qubit unitary can be generated by a MZI with three phaseshifters, implementing RZ (θ3)RY (θ2)RZ (θ1)
up to a global phase. h) An AMZI. A sinusoidal transmission with wavelength is generated due to the pathlength
difference ∆L between the arms of the MZI.
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potentially offer lower loss. Ref. 157 demonstrates a side coupling packaging technique with 1 dB

loss per coupler. Grating couplers have the advantage that they can be placed anywhere—not just

at the edge of a cleave.

Silicon photonics also offers a number of resonant structures, such as the disk158 and ring106

resonator, which offers narrowband filtering and switching capability. The resonant field en-

hancement provided by ring resonators has enabled the implementation of single photon sources.

Asymmetric MZIs (AMZIs) offer reliable sinusoidal wavelength-tunable switching profile.

State-of-the-art silicon waveguide losses are as low as 0.4 dB/cm at both 1550 nm159, and 1310

nm160, though most process yield around 3 dB/cm*. The majority of this loss comes from the mode-

field interacting with the sidewalls of the waveguide, which are rough from the etching process.

The aforementioned world records were achieved by a variety of postprocessing techniques, which

smooth the sidewalls of the waveguides.

Structures with active doping regions, such as p-i -n junctions can also be used for quantum

photonic functionality. Photodiodes can be used for on-chip homodyne detection162, as well as

improved classical calibration and control.

1.4.2 On-chip photon-pair sources

Crystalline silicon, being a centrosymmetric, has no χ(2) coefficient, and so SPDC can not be used

to generated photons in silicon wavguides. While it has been shown that a χ(2) nonlinearity can be

induced in silicon by applying a strong DC electric field163 or introducing strain164 in the silicon

crystal structure, these methods are difficult to implement, or rely on custom processes. Instead,

SWFM can be used.

Photon pairs from SFWM in a silicon waveguide were first demonstrated in 2006117. Indis-

tinguishability of photons from such a source was first shown off chip in 2011165, and on chip in

2018166. These sources have primarily been long lengths of simple waveguide, however resonant

structures, such as ring resonators are becoming increasingly popular167–171, as they enable the

engineering of the spatio-temporal structure of the generated photons172,173. For a derivation of

the quantum state generated by SFWM in a waveguide, see §1.4.2.

SFWM is a weak process, but increases in rate with both field strength and interaction length.

Luckily, the energy density in a silicon waveguide can be made extremely high for modest input

power, due to their minute cross-section. In a linear loss model, the brightness of a SFWM source174

is γ2P 2(1−e−αL)2/α, and therefore has a peak in brightness at −1/α.

Instead of simply increasing the interaction time for SFWM, ring resonators resonantly enhance

the pump field strength, trapping the input light. The resonances of a coupled ring are where the

phase accumulated around one trip of the ring is a multiple of 2π, such that interference happens

destructively in the bus waveguide and constructively in the ring. Critical coupling, where no

light is transmitted (and all light is trapped by the ring) happens when the loss experienced in

one round trip is equal to the transimission of the coupler, or e−αL = t for a ring of lengh L with

coupling t—no light can escape. For a detailed treatment of ring resonators, see ref. 175.

Ring resonators are very sensitive to temperature, and so can be tricky to operate on a device

with thermo-optical phaseshifters—crosstalk is bound to occur. Ring resonances often have

*Large-core waveguides (dimension 2000×300 nm) with losses of 0.03 dB/cm have been demonstrated161.
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FWHM of 50 pm or less, and shift by 70 pm/K166, and so in nontrivial circuits, crosstalk must be

characterised and inverted for best performance.166,176.

The probabilistic nature of current photon sources is the primary challenge holding back

increases in photon-number in quantum experiments. One route to detreministic sources is to

multiplex an array of probabilistic heralded single-photon sources. In this technique, an array of

photon-pair sources are coherently pumped such that at least one of them generates a photon pair

with (near) certainty. One of the photon pair is detected, heralding the presence of the other, which

is routed to the source output. If two or more sources fire, the remaining photons are terminated177.

A detailed theory of multiplexing is produced in refs. 178, 179, 180 and 181.

There are many challenges to this approach. Extremely fast electronics must be combined with

low-loss switches and low-loss delay lines. For this reason, bulk optical implementations have had

modest results182–185. Recently, however, Kwiat and Kaneda have claimed photon generation with

a probability of more than two thirds183 using time-bin multiplexing. Further, their photons are

over 90% indistinguishable. Such a device holds immense power to scale photon-number.

Photon-pair generation in silicon

Spontaneous four-wave mixing104 (SFWM), which is a third-order (χ(3)) nonlinear process, can

be used to generate photon pairs in silicon waveguides. We will now derive the quantum state of

the photon pairs generated by the SFWM hamiltonian pumped at a single frequency. This process

coherently converts two photons from a bright pump pulse into a pair of photons at energy-

conserving sidebands away from the pump pulse. In §1.2.2 we introduced classical nonlinear

optics from classical perspective, focussing on the χ(2), three-wave mixing processes, and argued

that photon pairs can be generated by a single-pump field, in a parametric version of difference

frequency generation, known as spontaneous parametric down-conversion (SPDC). Here we will

start from a quantum description of four-wave mixing and retrieve the expression for the quantum

state generated in the SFWM photon-pair sources used in this thesis: the two-mode squeezed

vacuum state.

The four-wave mixing interaction Hamiltonian is:

Ĥ/× = ϵ1 a b c d † + ϵ2 a b c†d + ϵ3 a b†c d

+ ϵ4 a†b c d + ϵ5 a†b c d † + ϵ6 a†b c†d + ϵ7 a†b†c d + c.c.
(1.34)

For four field modes a, b, c, d . This encompasses all possible four-wave mixing phenomena.

Here, ϵi encodes the nonlinear interaction strength (including field brightness) for the different

processes. We examine the case where a = b is bright and inexhaustible (parametric approximation

a|α〉 =α|α〉, a →α. Assuming fields c and d are empty of photons and 2ωa =ωc +ωd , we are left

just the final term and its complex conjugate a†b†cd +abc†d †. Setting a and b to be the same field

(a = b =α) yields:

Ĥ ′/×= ϵ7α
∗2cd +ϵ∗7α2c†d †. (1.35)

Where |α|2×ω/∆t is the power of one pump pulse with duration ∆t . Exponentiating Ĥ ′ Hamilto-

nian gives the two-mode squeezing operator87,186:

e
−i Ĥ t
× = S(ζ) = e(−ζcd + ζ∗c†d †). (1.36)
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Fig. 1.12 Spontaneous four-wave mixing (SFWM) for photon-pair production. Left: the a b c†d † term of the four-wave
mixing Hamiltonian with a = b. By making the field a bright, photon pairs are spontaneously generated in signal and
idler modes c and d . For small differences in wavelength between the pump, signal and idler fields, the dispersion is
also small, so phase matching can be achieved

Acting on vacuum this generates a two-mode squeezed vacuum state

S(ζ)|0〉 =
√

1−|ξ|2
∞∑

n=0
(−ξ)n |nn〉. (1.37)

Where ξ = i e i Arg(ζ)tanh(ζ) and ζ = iϵα2L/c ′ is the squeezing parameter for interaction length

L = tc ′. By pumping ‘weakly’ with a coherent state, the O(ξ), |11〉 term dominates and can be

isolated by postselection. This is our photon-pair source. In the limit of weak pumping, the

probability to generate a photon is ∼γ2P 2L2, where γ ∝ ϵ is the nonlinear coefficient of the

waveguide.

Nonlinear photon-pair sources suffer from multiphoton noise, due to the O(ξ2) and smaller

terms, which get relatively larger with stronger pumping. Fig. 3.9 shows how terms of a two-mode

squeezed state vary with increasing pump brightness.

Silicon, like most dielectrics, has a certain amount of dispersion. However, by operating at

signal and idler wavelengths close to the pump, phasematching is not a concern—the wavelengths

are approximately the same at the scale of the dispersion. Practically, close filtering of the pump is

required, but can be done with dense wavelength division multiplexing devices (DWDMs), which

are commercially available in the telecommunications C-band (1530 to 1565 nm).

Joint spectrum

Separability is a key feature of single photon sources and is intimately related to the photons’ purity.

If information about one of the photons can be gleaned by measuring the other, then the photons

will lack purity when considered in isolation. This degrades quantum interference, leading to lower

fidelity quantum operations.

Energy conservation dictates that photon pairs can only be generated by SFWM ifωs+ωi = 2ωp .

However, since any real light source undergoing SFWM has finite width ∆ωp , photon pairs can be

generated in some area around this line, according to the pump spectrum. Further, phasematch-
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ing dictates that photons can only be generated where the dispersive properties of the modes

involved permits ks +ki = 2kp . By combining these criteria for a given pump shape, a joint spectral

amplitude J (ωs ,ωi ) can be computed187. If J (ωs ,ωi ) = f (ωs)g (ωi ), then the photons are separable

and there is no spectral entanglement in the state (the photons are pure).

Most states generated by SFWM have strong anticorrelations in frequency in the signal and idler

photons, since energy conservation dictates ωs = 2ωp −ωi . Achieving a separable joint spectral

amplitude (JSA) is therefore very challenging. A wider pump gives some leeway, however usually it

is only through severe filtering of the single-photon channels that a somewhat separable JSA, and

thereby pure photons, can be achieved. Resonant sources can potentially alleviate this problem, as

the JSA will take on the shape of the resonances, producing naturally filtered single photons.

JSAs can be measured with bright light using a stimulated version of the SFWM process, where

either the signal or idler field is ‘seeded’ with laser light187,188. Another promising route to fast

characterisation is using a highly dispersive medium to convert spectral correlations between

signal and idler to temporal ones189, which can be detected as coincident delay (though this

requires single-photon detectors). However, both of these methods only measure the joint spectral

intensity, not the joint spectral amplitude. It is simple to compute purity from a JSA but, despite

this, a HOM dip measurement remains the gold standard of purity measurements, and signifies

operational readiness for the photons.

Parasitic nonlinear effects

Unlike photon-pair sources based on bulk optics, silicon photon-pair sources suffer from a host of

parasitic nonlinear effects such as two-photon absorption (TPA), as well as self- and cross-phase

modulation (SPM, XPM) and cross two-photon absorption (XTPA)190. To make matters worse, free

carriers generated by two-photon absorption contribute to free-carrier absorption (FCA) and free

carrier dispersion (FCD). These effects can all act to reduce the purity and heralding efficiency of

the source. For an introduction to these effects, see refs. 104, 191. These effects are particularly

prominent in resonant structures, due to their extreme field enhancement.

Active structures have been shown to mitigate some of these effects. For example patterning a

p-i -n junction across ring resonator sources and applying a reverse bias will dynamically sweep

carriers generated by the intense pump field out of the waveguide, resulting in less XTPA, FCA and

FCD. This has been shown to increase brightness by factor of two192.

Postselection of photons from multiple sources

To postselect an entangled pair of photons, two sources are coherently pumped, generating one

photon pair in superposition between the two sources. Take two (unnormalised) states produced

by a pair of SFWM sources:

|ξ〉⊗ |ξ〉 = (|00,00〉 f +γ|10,10〉 f + γ|01,01〉 f +
γ2|20,20〉 f +γ2|02,02〉 f + . . . ).

(1.38)

Here, the modes are ordered so that signal photons come before idler photons, and commas

separate dual-rail qubits. Thus the first pair of modes, which constitute a qubit, contains a signal

photons and the second pair of modes contains idler photons. Our state is not normalised,
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Fig. 1.13 A postselected Bell pair generator. Two SFWM photon-pair sources are pumped coherently. A pair is generated
in equal superposition between the two sources. By sending the signal photons to one qubit, and the idler photons to
another, a Bell pair is generated in the postselected basis. Note that the qubits must impinge on a beamsplitter to erase
the ‘which source’ information.

is dominated by vacuum, and contains multipair emission. However, it also contains |Φ+〉 =
(|00〉L +|11〉L)/

p
2 = (|10,10〉 f +|01,01〉 f )/

p
2—a Bell pair.

To make use of such a state, it is necessary to erase the ‘which source’ information—otherwise

mixture results. This is done with a beamsplitter placed in the path of each of the dual-rail qubits.

The state is postselected by a coincident detection of one photon in each qubit. From a coincidence,

we can deduce that one of the sources fired once (since γ2 ≪ γ). Such a source is shown in Fig. 1.13.

By placing n of these Bell sources side by side (each containing two SFWM sources), and

pumping them coherently with a pulsed laser, a state of n Bell pairs can be postselected (with

exponentially decreasing probability as n is increased). Postselection of this portion of the state

happens when the 2n photons are measured in coincidence (one photon per qubit). However, care

must be taken to ensure that the ‘correct’ 2n photons are measured. That is, if we are not careful,

other terms in the superposition can generate coincidences. The Bell pair terms are those where

one source fires per Bell state generator, with n sources and 2n photons, many other terms are

present in the ensemble. To see this, we examine the state generated by two Bell pair generators at

the γ2 level (four photon coincidence):

|ξ〉⊗ |ξ〉⊗ |ξ〉⊗ |ξ〉 =γ2|Φ+Φ+〉L +γ2|11,00,11,00〉 f +γ2|00,11,00,11〉 f +γ2|20,00,20,00〉 f

+γ2|02,00,02,00〉 f +γ2|00,20,00,20〉 f +γ2|00,02,00,02〉 f .
(1.39)

Here we have kept signal photons to the left, and idler photons to the right—there are two qubits

of signal photons, and two of idler photons. Observe that the postselected state, |Φ+Φ+〉 is a small

portion of the four-photon subspace—it is dominated by terms which are outside of the dual-rail

qubit basis. This trend continues in larger ensembles, as every permutation of sources firing is in

the superposition.

The state now contains a large amount of ‘junk’ Fock state components that cannot be in-

terpreted as dual-rail qubits. Luckily, these do not lead to a coincident detection (one photon

per qubit). However, the modes of the qubits cannot now be mixed arbitrarily—non-qubit terms

could be transformed in to qubit terms, causing coincidence. Here, we say postselection has

failed, as the Bell states (and their evolution) cannot be retrieved. Exactly which interferometers
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cause postselection to fail is the subject of Chapter 2. Note that here we discuss only arrays of

Bell-pair generators. More complex arrays of sources, such as for qudits, will be more complex to

successfully postselect for the same reasons.

1.4.3 Detectors of quantum light

Single-photon avalanche diodes (SPADs) have been the standard technology for detecting single

photons for decades. In a SPAD, a diode is reverse-biased beyond breakdown voltage, such that

excitation of a single carrier can cause an avalanche of current, which is macroscopically detectable.

Commercially available systems can have efficiencies up to 70%. SPADs suffer from intrinsic dark

counts due to thermal noise, as well as speed limitations due to the need for the the avalanche

current to be quenched between detections. SPADs are only effective at visible wavelength which

are able to bridge their bandgap (for silicon, this is 1.1 eV, or ∼ 1100 nm at room temperature),

however other compound semiconductor photodiodes can detect at longer wavelengths.

Recently, superconducting nanowire single photon detectors (SNSPDs) have become the

standard technology for detecting single photons. These detectors are composed of a thin film of

superconducting wire. When biased near their critical current, the absorption of a single photon

creates a region of normal conductivity, and a detectable spike in resistance. SNSPDs were first

demonstrated in thin films of niobium nitride on sapphire193, but have recently been integrated

with silicon waveguides194,195. Commercially available SNSPDs boast impressive features, such as

80% (or more) efficiency, 70 ps jitter, 50 ns recovery times and ∼100 Hz dark counts.

1.4.4 Generating entanglement

Generating entanglement with linear optics is challenging—all interferometers for two-photon

gates are probabilistic and postselected28,196–198. In the future, heralded gates will become vital

in measurement-based linear-optical quantum computation schemes30, though there is no func-

tional difference unless feed-forward is implemented. Postselected entanglement gates are central

to Chapters 2, where their power to generate graph states is examined, and in Chapters 3 and 4,

where they are implemented and operated in a silicon quantum photonic device.

Two commonly used postselected entangling gates (which are not locally equivalent) are the

postselected fusion, and postselected controlled-Z (CZ) gates, introduced in §2.2.2. There has

been much work to optimise interferometers which generate entanglement, approaching the

problem analytically and numerically199–201, though it seems that some of the first designs were

close to optimal.

While solid-state systems for photon-photon gates have been under development for nearly as

long as solid-state single photon sources, they are yet to show efficiencies above that of postselected

gates, or to be integrated with other systems. For a review of ‘single photon nonlinearities’, see ref.

202.

1.4.5 Full quantum photonic integration

Though some solutions are silicon based, it is unlikely that the first useful deterministic photon

sources will be integrated in the SOI platform. Hybrid systems will likely be first. Current ap-
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proaches to full quantum-photonic integration use highly specialised fabrication processes, on a

variety of material systems.

Integration of SNSPDs onto silicon waveguides is one step forward, for example by a ‘pick

and place’ method195. Other approaches have patterned waveguides around detectors, and

subsequently placed sources—either carbon nanotubes203 or quantum dots204,205 on the same

device. Electronically controlled quantum dots offer the advantage that there is no pump light

field, which has to be filtered by around 100 dB in optically-addressed systems.

These new platforms will potentially offer the step change that is needed to bring about

truly large scale quantum photonics. Development of the currently popular approaches, such as

SFWM in silicon waveguides with off-chip detectors, may yield advantages in the short term, but

ultimately will fail to scale further than a handful of photons.

1.4.6 Outlook

Silicon’s blend of high-density, high-performance components, current commercial relevance,

electronic control integration, as well as the availability and continuing development of quantum

sources and detectors put it in prime position for true scaling of quantum photonics. Photon-

number scaling is so far noticeably lacking, though the technology has demonstrated impressive

capability otherwise (see §1.5.1). Chapters 2-4 of this thesis address scaling photon number in

silicon quantum photonics directly.

1.5 Photonic quantum computation

LOQC has had a long and varied history. Since the surprising result of Knill, Laflamme and Milburn,

it has been re-invented many times, with huge increases in efficiency28–30,206,207. The current best

guess at a LOQC architecture comes from refs. 30 and 206.

In this scheme, SFWM photon-pair sources are multiplexed to produce near-deterministic

single photon sources. Entangling gates can be further multiplexed to deterministically generate

three-photon GHZ states. These can be built into a globally entangled resource state using proba-

bilistic entangling fusion gates. The result is an imperfect three-dimensional lattice state whose

structure depends on the result of the probabilistic gates. One of the three dimensions of this

resource state is time, and so the device can be packaged onto a two-dimensional layout (chip).

See Fig. 1.14 for a unit cell of such a LOQC device. Note that the use of time for the third dimension

allows the state be generated and measured dynamically, enabling computations of unlimited gate

depth.

Such a device is futuristic for many reasons, though none of them are insurmountable. The

task can be reduced to the following challenges:

• Integrated source of pure, single photons: Either by multiplexing heralded sources, or by integra-

tion of a solid-state emitter. The photons must be deterministic, truly single and pure.

• Low-loss components: More than 5% loss will make the device infeasible208.

• A fast, low loss switch: To multiplex sources and gates. To minimise delay line lengths (and

losses), a near unity transmission switch with operation at GHz speeds will be required.
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Fig. 1.14 The LOQC architecture. a) A unit tiling of a proposed architecture generates a incomplete lattice graph state
that is universal measurement based quantum computing. It uses just a few futuristic components: a deterministic
3-GHZ generator and low-loss delays. Redrawn from ref. 206. b) An incomplete lattice graph state, as would be
generated by a). Redrawn from ref. 30.

• 4 K (or less) operation: To operate with SNSPDs, the device must be held at less than 4 K. This

sets a strict power and input/output budget.

• Integration of electronics: To minimise switching latency (and therefore loss), electronics should

be as close as possible to the optical circuits they control—at cryogenic temperatures.

• Pump rejection: Using on-chip detectors with SFWM (or any other optically driven photon

source) requires that the pump light is removed before detection of the single photons. Up

to 130 dB of on-chip filtering is required. These must also be virtually lossless in the single

photon band.

Developing a pure, miniaturisable single photon source is a holy grail of quantum photonics.

Recently, a 0.99 purity BBO source has been demonstrated in bulk optics, while theory suggests

that near-unity purity may be possible using silicon ring resonators172,173.

Fast, efficient switching in silicon is being developed via exotic materials and processing.

Aluminium nitride209 and barium titante210–212 can induce a χ(2) response and thereby switching

via the Pockel’s effect. Further, microelectromechanical213 structures show promise, though

require e-beam processing. Meanwhile, low temperature nonlinear optics in silicon has recently

been studied for the first time at 1550 nm, finding improved ratio of Kerr (χ(3)) nonlinearity to TPA,

which is benficial for photon pair generation and purity214.

This scheme uses a type of ‘boosted’ fusion gate, whereby auxiliary photons are consumed to

increase the success rate to 75 % (above the threshold for lattice percolation). Since this gate is

used throughout the device, any gate with an improved success probability (or reduced cost) will

drastically cut the footprint of the LOQC device—especially since each single photon is multiplexed

using dozens of individual, probabilistic sources.

Photons from on-chip photon-pair sources are usually separated from the pump by just a

few nanometers, and so detecting single photons on the same device as they were generated is
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a challenge—potent filtering is required to remove the pump before detection. A single photon

at 1550 nm has energy 10−19 J. Hence a pulse in a 500 MHz repetition rate pulse train with 10

mW continuous power has 1013 photons in it—over 130 dB of on-chip pump rejection filtering

is needed! So far isolation of up to 100 dB has been shown via cascaded on-chip filters on two

separate chips215 or with either air-clad waveguides216.

A concomitant challenge of integration is the operating temperature of SNSPDs: 4 K or less.

Operation in a cryostat places draconian limitations on the power budget of a device. Thermo-

optic phaseshifters are infeasible. Further, the number of inputs and outputs is limited, as each of

these is a thermal conduit. This likely means integrating the device’s electronic control—at 4 K—a

significant challenge!

Many of these challenges have to do with the current, limited methods for generating photons.

Multiplexing inefficient SFWM photon sources requires orders of magnitude more switching com-

ponents, and therefore transmission and speed, than would be necessary for a deterministic source.

Further, an electrically driven source would eliminate the need for pump rejection (discussed in

§1.4.2).

1.5.1 Demonstrations of photonic quantum information processing

The manipulation of quantum information with photons exploded in the last three decades,

enabled by the widespread availability of single photon sources based on SPDC. In this time, there

has been slow growth in photon number to the process’s inherently probabilistic nature. Here, we

give a brief review of the scaling of quantum photonic experiments and devices.

The first example of scaling photon number was in 1997: a quantum teleportation experiment

was performed with an ensemble of four photons217. Meanwhile, arguably the first optical circuit to

implement a nontrivial gate for quantum information was in 2003, where a postselected controlled-

Z operation was performed on two photons using bulk optics218. This set the trend for photonic

systems of increasing size complexity.

Since working on the first multiphoton (n > 2) experiment217 Jianwei Pan of University of

Science and Technology of China has continually optimised these bulk optical techniques, recently

entangling 12 photons by employing up to five postselected fusion gates219. Milestones between

these achievements include generating six qubit graph states220 and implementing the first 8-qubit

quantum error-correcting code221.

The first state of four photons used for nontrivial measurement-based quantum computation

was generated in 2001222. Since then there have been many examples of four-photon222–225

(and larger) states generated220 though few demonstrations of measurement-based quantum

computing. Ref. 220 demonstrates a graph state with obvious computation application, though

the authors do not report any computation (likely due to minimal photon rate). Blind quantum

computation226 has been demonstrated using four227 and six228 photons. For a recent review of

quantum photonic processing, see ref. 229.

In the last decade, the trend has been to move to integrated optics, for increased scalabil-

ity113. A notable experiment demonstrated Shor’s algorithm by factoring the number 15 in a silica

waveguide chip230. Recent demonstrations in silica include a six-mode reconfigurable universal

inteferometer120 which was later used to simulate molecular dynamics231, and an implementation

of an 8-mode Fourier transform124.
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In silicon, on-chip sources have been developed, leading to a multitude of quantum photonic

demonstrators. By far the largest silicon quantum photonic demonstration yet is the work of ref.

132, from Bristol, where two photons carry 15 degrees of freedom each. The device contained over

500 components and 32 single photon sources. This is followed in complexity by the device of ref.

23, which is a two-qubit processor—also from Bristol. Additionally, off-chip sources have been

used to perform quantum transport simulations232 and quantum optical neural networks233 with

a large, 3×26 mode universal interferometer in silicon.

Storing and manipulating quantum information in the many degrees of freedom of a single

photon is powerful. Originally dubbed ‘hyper-entanglement’, this technique has allowed experi-

menters to probe larger Hilbert spaces with just two photons. Originally, polarisation and spatial

degrees of freedom were combined to generate d = 4 dimensional234,235 qudits, though time bin-

ning236, orbital angular momentum (OAM)237 and the frequency238 of the photons has also been

simultaneously manipulated. These can be combined arbitrarily, further, there are an infinite num-

ber of spatial and OAM modes that can theoretically be utilised. Recently, there has been a great

deal of activity around qudit states. The largest space accessed is of 18 qubits in six photons239,

meanwhile OAM qubits have been demonstrated up to d = 12240.

Hilbert spaces have dimension nd , for n qudits of dimension d . Scaling photon number, rather

than qudit size, offers exponential, rather than polynomial, increases to Hilbert spaces size. Clearly

this is necessary if the field is to achieve the scalability that is needed. The first demonstration

of multiphoton operation on a silicon chip was in 2018, signalling the transition to multiphoton

operation in silicon166. In this thesis we expand on this work, placing four photons in four qubits

to generate graph states—states used in measurement-based quantum computing. This work is

detailed in Chapters 3 and 4.

1.6 Outlook

Photonics shows promise, but there are a number of technology platforms that are poised to take

the prize. Trapped ions, superconducting qubits, silicon gate qubits, and continuous variables

photonics (see §1.2.1) are all contenders. Each platform has its own challenges and advantages,

but also shares in the ever expanding knowledge base. There is a race, but while each achievement

raises the bar for others, they also inspire the competition. Quantum technology has many

facets, and it is unlikely that one technology platform will dominate every application. Further,

there is no end point—the leader may be overtaken at any time along the racetrack. Research

currently focussed on quantum information processing now may form the basis of new quantum

communication or sensing applications in the future, or lead to yet-undreamt technology.

In 2012, John Preskil coined the phrase ‘quantum computational supremacy’* (QCS) to de-

note the era in which quantum computers begin to outperform traditional computers. QCS has

become a landmark goal for quantum computing research. Specifically QCS is ‘achieved’ when

a quantum computer performs a computation that is out of reach for even the most powerful

*This name has been the subject of some controversy241: perhaps the only other use of the word ‘supremacy’ is
found in ‘white supremacy’. Preskill, who coined the phrase, later quipped: “In a recent talk, I proposed using the
term ‘quantum supremacy’ to describe super-classical tasks performed using controllable quantum systems. I am
not completely happy with this term, and would be glad if readers could suggest something better.” Unfortunately no
alternative has been unanimously adopted, though it remains a point of discord in the community.
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supercomputers242. Whether the computation performed is useful or not, is not necessarily taken

into consideration. QCS is considered to be simpler constraint than large-scale quantum compu-

tation. In fact, perhaps the world’s largest quantum computation efforts at Google, IBM, Rigetti

and Intel are focussed on demonstrating ‘supremacy circuits’243,244. Currently, large increases in

both system size and, more importantly, gate fidelity needed to compete with the best classical

algorithms245,246.

Photonics has its own route to quantum supremacy: BOSONSAMPLING247. This is the task of

sampling from the output distribution generated by inputting n indistinguishable photons into an

m ×m optical unitary (m =O(n2)). This is a difficult task because the output probabilities depend

on the matrix permanent of submatrice of the optical unitary (see Section 3.5.2), and the calculation

of the permanent belongs to complexity class #P. Boson sampling experiments120,219,248–251,

are yet to approach the required photon number, indistinguishability or loss. Ref. 252 reviews

these efforts, simulates 30 photon boson sampling using a probabilistic algorithm, and charts

current and proposed boson sampling experiments, finding them orders of magnitude away from

demonstrating quantum advantage.

These themes of research may decide the future of quantum computers. The current, huge

level of investment cannot be maintained unless the community is able to output meaningful

results. QCS is an obvious affirmative answer to investor’s questions and may bring the investment

needed to tip the balance in favour of a particular quantum technology platform.

It is an exciting time for quantum computing. The race to demonstrate the unique power of

quantum computers is on, and the competition is fierce.
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Chapter 2

Postselectability of optical graph states

2.1 Introduction

Since the first single photon sources, photonics has been the proving ground for demonstrations

of quantum phenomena, such as the double slit, quantum eraser254, or Bell test52. Photons’

straightforward interpretation as qubits in polarisation and in the dual-rail qubit basis (see Fig. 1.6)

have led to a huge number of demonstrations of quantum phenomena and quantum information

processing experiments over the last 25 years. Nearly all of these demonstrations used entangled

postselected pair (which in this chapter we abbreviate to EPP) sources based on nonlinear optics,

such as SPDC or SFWM.

Probabilistic gates are provably the only way to generate entanglement using linear optics27,

and are a central component of modern linear-optical quantum computing schemes29,30,207,255.

Today, postselected entangling gates (which in this chapter we abbreviate to ‘PEGs’) are the

only way to operationally test a quantum photonic technology platform at scale in the multipair

regime. We note that the complexity of generating graph-states using linear optics has not yet been

analysed49,256.

Here, we analyse connected graph states of dual-rail photonic qubits and show that postse-

lected sources and gates, as well as having exponential time complexity, place a fundamental limit

as to which types of entanglement they can produce. This limitation, combined with the result

of ref. 27, heralds the end of linear optics as the proving ground for quantum phenomena—most

quantum states are not accessible by postselection alone. Finally, we explicate what is left to do

with postselection, pointing towards six- and eight-photon graph state generator experiments

which are possible now.

Previous work analysing multipartite optical quantum states have had a different focus, or

less breadth. Ref. 257 provides interferometers for generating each of the four classes of 5-photon

graph state entanglement, providing a bespoke bulk-optical interferometer for each class. Refs.

258 and 259 use graph theory to determine which high-dimensional GHZ state is produced by any

configuration of postselected pair sources. Ref. 260 expresses events in Bell tests and quantum

contextuality experiments using graphs and links graph properties to fundamental bounds in

classical and quantum theories.

Refs. 261 and 262 provide bespoke waveguide circuits to generate three-photon W and GHZ

states respectively. Ref. 198 provides a linear optical interferometer that can generate CZ entangle-

ment on graph states with an improved postselection probability of 1/4 > 1/9.
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Fig. 2.1 Transforming graph states with linear optics (a) Local complementation of qubit α on a seven-qubit graph
state. The subgraph of the neighbourhood of α is complemented: edges that are present are removed, and edges that
are not present are added. (b) The two postselected entangling operations of linear optics, and their effect on graph
states. CZ adds an edge, and fusion performs a vertex merge, and adds a vertex263.

This chapter is organised as follows. In §2.2 we expand on the graph state formalism (first

introduced in §1.1.4) and introduce entangling operations for generating graph states. In §2.3, we

derive methods to establish the postselectability of a given experimental configuration. In §2.4,

we numerically explore the space of postselectable experiments for generating graph states and

determine which graphs are accessible. Finally, in §2.6 we give examples of near-term 6-photon

graph state generators in §2.7, and summarise our findings. The majority of this chapter is taken

from ref. 253—which I authored—where this work is published.

2.2 Graph states from linear optics

2.2.1 Local complementation

Local complementation is a graph operation that encodes local unitary equivalence of graph states

in purely graph-theoretical terms. Graphs which can be transformed into one another by successive

applications of local complementation (LC) are locally equivalent, and can be implemented on the

associated graph state with a local unitary45,63. As an operation on graphs, LCα complements the

neighbourhood of a vertex α (see Fig. 2.1). The following unitary implements LC:

LCα =
√
−i Xα

⊗
i∈NG (α)

√
i Zi (2.1)
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In photonics, local operations are implemented experimentally with a MZI. We use LCα(|G〉),

describing a unitary operation on quantum state |G〉, and LCαG , the graph operation on graph G ,

interchangeably: |LCα(G)〉 = LCα|G〉.
A repeated application of local complementation allows us to fully explore any class of locally

equivalent graph states, given any member of that class45,63. Exploring the structure of these

entanglement classes is the subject of Chapter 5. This defines graph (and therefore stabiliser)

entanglement classes. For a full treatment of single qubit operations on graph states, see refs. 264

and 265. Local complementation was first studied in the context of isotropic systems, where it was

found that there may be at most one tree per class266,267.

2.2.2 Postselected entangling gates

Postselection is a technique whereby when an operation is successful, this trial can contribute to

the measurement results, and when it fails, it does not contribute. In quantum photonics, this is

usually achieved by demanding that all photons of the experiment are detected in coincidence at

certain locations. In the dual-rail qubit picture, this condition is that there is at least one photon

per qubit. Hence postselection fails (or we say it does not postselect) when the postselection

condition, for example having one photon per qubit, is fulfilled despite an operation failing—when

the success of an operation is incorrectly declared.

We distinguish two types of entangling gate used in linear optics—postselected gates and

heralded gates—both of which are probabilistic. Postselected gates have no auxiliary photons, do

not consume photons on success. Heralded gates, on the other hand, either consume auxiliary

photons as a resource (such as in the Knill-Laflamme-Milburn scheme27), or consume one or more

of the input-state photons (such as the canonical Type-I or Type-II fusion gate28). In both cases,

the measurement outcome ‘heralds’ the result of the gate.

Using measurement and feed-forward, heralded gates remove any non-qubit components

of the state, whereas PEGs produce a state which contains terms outside of the qubit subspace.

Postselection allows us to safely ignore these terms. Heralded gates and feedforward enable

quantum computation27; postselected gates can not. Ref. 268 discusses which photon-number

state transformations are possible without postselection or heralding. Here, we only consider

postselected gates.

PEGs are interferometers which couple modes between qubits, implementing the desired

operation on the qubit subspace, Q. See Fig. 2.2 for example PEGs and their linear optical circuits.

Components of the state in the ‘junk’, non-qubit subspace, J, are discarded. Here, J=F−Q, where

F is the space of all Fock states with n or fewer photons, and Q is the qubit subspace, defined below.

The output state of a PEG has components in both Q and in J.

In the dual-rail encoding, a pair of optical modes f constitute each logical qubit i : |0〉i ↔|01〉 f ,

|1〉i ↔ |10〉 f . Then Qi = span({|0〉i , |1〉i }) and Q = ⊗
i Qi . To postselect, we project on to Q with

projector PQ.

We consider the postselected CZ196,197, which we denote CZLO, and a postselected version of

the fusion gate, F 28,263. These gates have success probabilities 1/9 and 1/2 respectively and can

both be implemented by the reconfigurable postselected entangling gate (R-PEG), (see Fig. 2.2).

The R-PEG consists of three Mach-Zehnder interferometers (MZIs) over six modes.
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Fig. 2.2 The reconfigurable postselected entangling gate, (R-PEG), performs both gates and also can enact LC—all of
the graph operations available to linear optics. Unlabelled beamsplitters are 50:50 and have π/2 phase on reflection,
while 1/3 beamsplitters change sign with the lighter side. An MZI can implement any local operation, such as local
complementation.

Interferometers implement linear mode (Bogoliubov) transformations, which map Fock states

to other Fock states unitarily. We can use postselection (via PQ) to understand the effect of CZLO

and F on qubit states. To understand their effect on qubit basis inputs (in Q) we apply PQ on the

right-hand side as well. CZLO can be realised with the R-PEG by setting φ= arccos( 1
3 ), yielding:

PQCZLOPQ = 1

3
CZ,

which is equivalent to the canonical CZ gate after renormalisation. The postselected fusion gate, F ,

swaps |1〉1 and |1〉2 of its two input qubits, and applies a Hadamard gate to qubit 1, as shown in

Fig. 2.2263,269,270. This non-unitary operation removes any |01〉12 or |10〉12 qubit components of

the state by transforming them to two-photon-per-qubit components in J, which do not survive

postselection PQ (coincidence detection). Fusion may be written in the qubit basis as:

PQF PQ = |+0〉〈00| + |−1〉〈11|.

This is an entangling operation, and succeeds with probability 1/2. For example, the action of this

gate on the separable state |++〉 results in the (subnormalised) entangled two-qubit graph state

PQF |++〉 = 1
2 (|+0〉+ |−1〉). Fig. 2.1 shows the action of both CZ and F gates on graphs.

2.3 The limits of postselection

In this section we will demonstrate why certain arrangements of gates fail to postselect. Further,

we derive conditions for the postselectability of experiments of PEGs and EPP sources.
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Fig. 2.3 Experiments, their schemes and postselection. Interferometers are shown next to their scheme (a graph). a)
A Fock state enters a cyclic gate arrangement which places the photon back in the postselected qubit basis, Q—the
experiment does not postselect. b) Concurrent initial gates also cause failure. Each initial gate produces qubits
with excess- and zero-photon qubits which travel in opposite directions around the gate cycle, until the state re-
enters Q. c) A source term in Q is shown next to a source term in J. Junk states from degenerate EPP sources can
effect postselectability, however this example does postselect, as there is no path back to Q. d) Junk states from
non-degenerate EPP sources re-entering Q.
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2.3.1 Criterion for gate postselectability

Which gate arrangements are postselectable? It is widely believed that sequential PEGs may lead

to gate failure indistinguishable from success. That is, photons that have traversed through a gate

failure are still able to meet the postselection criteria. In this case we say postselection fails, or the

interferometer is not postselectable. Below, we derive a condition on the arrangement of these

gates for postselectability.

When is a combination of gates postselectable? This depends on the scattering of junk states

from PEGs. Coincidence detection (postselection) guarantees that there is at least one photon per

qubit, so we can disregard parts of J with fewer than n photons (n qubits in 2n modes). The word

‘qubit’ is used here to the dual-rail mode pair, no matter if there is a photon present or not.

When a PEG fails, it outputs a state from J, leaving one qubit of zero photons, and one qubit

with excess photons. Subsequent gates can redistribute photons between their two input qubits—

they can move photons back into Q. If the state traversing a scheme can leave the qubit basis

Q, and later re-enter it, then the gate arrangement is not postselectable—failure is disguised as

success (see Fig. 2.3a-b). Equally, the information of whether the gate succeeded or failed is erased.

To re-enter Q, the qubits with zero and excess photons must find paths—via PEGS—to meet

again in a PEG. These paths necessarily form a loop. Drawing the gate arrangement as a graph

(where qubits are vertices and edges are PEG), this loop corresponds to a cycle in that graph. This

is the only way photons can leave and later re-join Q. Thus, gate arrangements (schemes) that

contain cycles do not postselect.

This holds for any time-ordering of the gates. In a cycle of gates, each gate’s output is connected

to an input of another gate. Junk is produced by all of the first time-step gates, re-entering Q by the

subsequent gates that link them. An example is shown in Fig. 2.3b.

Therefore, a sufficient condition for successful gate postselection can be stated succinctly as

Experiments containing cycles of PEGs are not postselectable. We will refer to this as the ‘gate cycles

rule’.

For example, attempting to produce a three qubit ‘triangle’ graph state using three postselected

CZ gates applied to |+++〉 will not be successful:

|ψ〉 = PQC Z LO
31 C Z LO

23 C Z LO
12 |+++〉

= 1

108

(p
2+4

p
3
)
|000〉

+ 1

54
p

2
(|001〉+ |010〉− |011〉+ |100〉− |101〉− |110〉)

+ 1

324

(
4
p

3−3
p

2
)
|111〉

|ψ〉 differs significantly from the desired state, which has equal weights of 1/(3
p

2) with signs

{+,+,+,−,+,−,−,−}. This is because junk terms produced by the first gate are placed back in to

the postselected basis by the subsequent gates. The squared amplitude of this postselected state is

well above the expected success probability: |ψ|2 ≈ 0.00706 > ( 1
9 )3 ≈ 0.00137; the state is dominated

by terms which have re-entered Q, scrambling the state. Cycles of fusion similarly scramble the

state, resulting in states which are dominated by junk components re-entering Q.
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We note that in ref. 263 the authors claim that any graph state can be produced using post-

selected fusion only (with a focus on 2d lattice states). Given the above result, this claim is

unwarranted, since the proposed experiment violates the gate cycles rule.

We are unaware of any PEG that does not lead to two-photon-per-qubit terms. Such a gate will

be postselectable even when used in cycles, though would require there to be no coupling between

its qubits modes—a condition unlikely to generate entanglement between them. To our knowledge,

LCs, postselected CZ and postselected fusion represent the known capability of postselected linear

optics to produce graphs states—all two-qubit Clifford gates can be decomposed in a CZ with local

operations79.

2.3.2 Combining degenerate entangled postselected pair (EPP) sources and postse-

lected gates

In this section, we will examine experiments that utilise EPP sources that produce degenerate

(indistinguishable) pairs of entangled photons. Ensembles of m EPP sources produce states which

are mostly in J, even in the 2m-photon subspace (for 2m = n > 2 qubits): m coherently pumped

sources produce a superposition of all permutations of m pairs produced in m sources (at the

2m photon level). Only one of these terms is in Q—the term where one pair is produced in each

source—the rest are in J (see §1.4.2) Because of this, experiments combining EPPs and gates

may not be postselectable even in the absence of cycles of gates (the input superposition already

contains junk). Hence this scenario requires postselectability criteria more strict than the gate

cycles rule alone. Experiments involving EPP sources can also be described as a graph, where both

EPP sources and gates are represented by different types of edges. Examples of these graphs are

shown in In Figs. 2.3, 2.4 and 2.6. In them, we represent gates as standard edges and EPP sources

as pink ellipses.

A common junk state produced by an ensemble of m pair sources that often causes postselec-

tion to fail is one with two excess-photon qubits (from source i ) and two zero-photon qubits (from

source j ̸= i ). Because of these terms, gates that disjointly connect the qubits from source i to the

qubits from source j disguise gate failure as success. By disjointly, we mean that the two paths do

not share gates (edges), however they may share vertices. The excess photons from source i can

travel via gates to the qubits of source j and hence re-enter Q, causing postselection to fail. This is

depicted in Fig. 2.3.

Hence, experiments containing a pair of disjoint paths in the gate arrangement graph that

connect the qubits from one EPP source with the qubits from another, are not postselectable. We

call this the ‘paths rule’. Each gate acts independently, moving a photon toward the zero-photon

qubits, and so postselection does not depend on the gate order.

This rule can be extended to any scheme containing a ring of m of EPP sources connected

via gates. The scheme (graph) of this experiment is a ring of m sources. We find that if m is

odd, postselection succeeds and if m is even, it fails. To understand this, we look at terms in the

superposition generated by the ensemble of EPP sources where some sources fired twice, and

others didn’t fire. In a ring such as this, each qubit is connected to only one other qubit and so

higher-photon-number source terms cannot cause postselection to fail.

We will first examine a ring of m-even sources. If alternate sources fire twice, then each source

that didn’t fire neighbours a qubit with excess photons. The photons can re-enter Q through the
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Fig. 2.4 The rules of postselction applied to various postselection schemes (gate arrangement graphs). a) Venn diagram
summarising postselection rules. The paths and gate cycles rules are necessary conditions, whilst the source cycles
parity rule is sufficient only in the case of non-degenerate EPP sources. b) Elemental example schemes showing the
postselectability of degenerate and non-degenerate EPP source experiments. The order that the gates are applied in
does not effect postselectability, except where a gate can shuttle more than one photon at a time to cause failure—the
example shown only postselects if the inter-source gate is performed last. c) Example schemes with source terms
superimposed. Single photons travel through gates in the directions of the arrows to re-enter Q

gates and the scheme does not postselect. For a ring of m-odd sources, there is no source term

where alternate sources have excess photons, due to its odd length, so the failure described above

does not apply. And so there is a third rule of postselection: experiments with cycles of gates and

EPP sources that have an even number of sources are not postselectable. We call this the ‘source

cycle parity rule’.

As with the paths rule, there may be an arbitrary number of gates between the sources con-

tained in the cycle—to fail, gates simply shuttle one photon towards the zero-photon qubits. These

gates may act on qubits from EPPs not involved in the cycle: only the sources which constitute an

edge of the cycle contribute to the analysis of the rule (see Fig. 2.4).

The source cycle parity rule is a generalisation of the paths and gate cycles rules. The gates

cycles rule is the case of zero sources (zero is even) and the paths rule is with two sources. Like

the paths rule the even sources rule is a necessary, but not sufficient condition in the case of

degenerate EPPs. The paths and source cycle parity rules only account for some sources firing

twice, and others not firing at all. Some gate configurations, however, only fail to postselect because

of higher-photon-number junk (see category 2 in Fig. 2.4). Hence the paths rule is a necessary, but

not sufficient, condition of postselectability. In §2.4 we find such cases are rare.

Due to the combinatorial number of gate and source permutations, a sufficient condition for

postselectability of combinations of PEGs and degenerate EPP sources is not forthcoming. In §2.4,
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we apply numerical methods to evaluate postselectability, determining which graph states are

postselectable from combinations of EPP and deterministic sources and PEGs.

2.3.3 Non-degenerate nonlinear sources and postselected gates

A commonly used class of EPP source are those which generate non-degenerate photons, that

is, photons of different colours, polarisations, etc. Since the two sets of photons are completely

distinguishable, they cannot be interacted in gates. All interferometers that are not postselectable

with non-degenerate EPP sources are also not postselectable with degenerate EPP sources, but

the number of valid gate topologies is greatly reduced in the non-degenerate case. Here we will

combine same-colour gates with the source cycle parity rule and arrive at a sufficient condition for

the postselectability of schemes that use non-degenerate EPPs.

Firstly, schemes containing an odd number of non-degenerate EPP sources (connected by

gates) in a ring formation are not possible—the parity of the distinguishing degree of freedom

prevents it. Combined with the source cycle parity rule, this means any scheme containing a cycle

of non-degenerate EPP sources will not postselect.

Next, we show that this is a sufficient condition. To do this, we must ensure that higher-photon-

number (n > 2) terms in the superposition of Fock states produced by the source, such as (for three

sources) three pairs from one source and none in two others, cannot re-enter Q unless the source

cycle parity rule is broken. Then, all of the terms from the source that can cause postselection to

fail (as well as the gates cycles rule) have been covered. Hence the rule is sufficient condition for

postselectability.

To see this, we observe that for m sources, the source cycle parity rule is broken for any

arrangement of more than m −1 gates. By considering each source as a vertex subsuming its

two qubits (performing a vertex merge on qubits from the same source), we see that m −1 is the

maximum number of gates possible before a cycle is formed between the sources—it is an intrinsic

property of graphs that any connected graph of m vertices and e ≥ m edges must contain a cycle.

To finish, we show that more than m −1 gates are required to make postselection to fail due

any higher-photon-number (n > 2) terms. Take a 2m-photon, m-source experiment, and examine

the case where one of the sources fired m times. Here, to re-enter the postselected basis, Q, at least

2(m −1) gates must be used (each zero-photon qubit must be addressed at least once). However,

the source cycle parity is more stringent than this—a cycle is formed between sources with just

m−1 < 2(m−1) gates. The source cycle parity will always be broken before higher-photon-number

terms can cause postselection to fail. Since we have covered all of the source terms, and found that

the source cycle parity is broken in all cases where postselection fails, the source cycle parity rule

is sufficient for determining postselectability of non-degenerate EPP source experiments.

2.4 Which graph states are postselectable?

Now that we are familiar with the rules of postselecting graph states, we can establish which states

can be accessed, and which states cannot.

First, we lower bound the number of classes that are accessible from the popular resource state

of n non-degenerate pair sources, with the number of trees (non-cyclic graphs). This follows from

the fact that trees can always be constructed from this resource (see §A.1), and that there is at



46 Postselectability of optical graph states

Fig. 2.5 Scaling of postselected graph state accessibility. Sn is the total number of classes with n vertices, and T n is
the number of trees with n vertices (which forms a lower bound). LEPP is the set of classes accessible to degenerate
entangled postselected pairs, LSPS is the set of classes accessible to heralded single photon sources, and LND-EPP is the
set of classes accessible to non-degenerate entangled postselected pairs. Inset: number of postselectable classes as a
proportion of the number of entanglement classes. Isomorphic graphs are counted only once. Sequences from ref. 271,
272.

most one tree in each entanglement class267. Fig. 2.5 compares the number of trees to the number

of entanglement classes for increasing qubit (vertex) number, and reveals a super-exponential

divergence271–273.

Because of the combinatorial number of possible experiments using PEGs and LCs, we turn to

numerical methods to discover exactly which classes of entanglement are accessible to postselected

linear optics given a certain resource state. Our approach is to sample allowed combinations of

entangling gates and local complementations, and catalogue the graph states which result. By

using LC, and the postselected CZ and fusion gates, we span the currently known capability of

postselected linear optics’ to produce graphs states; though gates can only be applied in trees, the

use of LCs allows access to a wider variety of graph state classes—including those not containing

trees. We use the canonical indexing provided by Hein, Cabello, et al. in refs. 45, 49. We denote the

set of graph state class indices that can be accessed by a given resource state R by LR .

2.4.1 Numerical Methods

In refs. 49, 271, tables of representative members for each entanglement class up to n = 12 are

provided. Starting from these supplied graphs, we take random walks to explore each LU class

(which are of known size). We denote the j th n-vertex graph of entanglement class i as Sn
i j , where

Sn
i is the set of all graphs in that entanglement class and Sn is the set of all n-vertex classes,

Sn =∪i Sn
i . Note Sn

a ∩Sn
b ̸== ∀a,b.

We explore which graph states are accessible to linear optics and PEGs with our algorithm

FINDACCESSIBLECLASSES (visually depicted in Fig. 2.6 and provided in §A.2). This algorithm

enumerates accessible entanglement classes for a given resource state R, and stores the list of

accessible classes as L′
R ≈LR . The results of our investigation using FINDACCESSIBLECLASSES are

shown in Table 2.1. To aid the classification of any newly found graphs, Sn is stored in memory.



2.4 Which graph states are postselectable? 47

n Resource state, R Indices of LU classes accessed, L′
R |L′

R |/|Sn |

4 2 non-degenerate EPPs 3, 4 2/2 = 1

5 2 non-degenerate EPPs & 1 single photon 5 to 8 3/4 = 0.75
5 5 single photons 5 to 8 3/4 = 0.75
5 2 degenerate EPPs & 1 single photon 5 to 9 4/4 = 1

6 3 non-degenerate EPPs 9 to 14 6/11 ≈ 0.54
6 6 single photons 9 to 16 8/11 ≈ 0.73
6 3 degenerate EPPs 9 to 18 10/11 ≈ 0.91
6 2 pairs & 2 single photons 9 to 19 11/11 = 1

7 3 non-degenerate EPPs and 1 single photon 20 to 32, 34, 36 15/26 ≈ 0.58
7 7 single photons 20 to 32, 34, 36 15/26 ≈ 0.58
7 1 pair and 5 single photons 20 to 41 22/26 ≈ 0.85
7 3 degenerate EPPs & one single photon 20 to 41 22/26 ≈ 0.85
7 2 entangled pairs & 3 single photons 20 to 45 26/26 = 1

8 4 non-degenerate EPPs 46 to 68, 70, 73, 74, 79, 89, 92 29/101 ≈ 0.29
8 8 single photons 46 to 79, 83, 86 to 87, 89, 92, 94, 104, 107, 121, 143 42/101 ≈ 0.42
8 1 pair & 6 Single Photons 46 to 108, 114, 115, 117, 121, 123 to 125 73/101 ≈ 0.72
8 4 degenerate EPPs 46 to 68, 70, 75, 76, 78 to 80, 82, 83, 86 to 89, 92 to 98, 100, 101,

103, 108, 109, 110, 112 to 116, 118 to 121, 123 to 125, 127, 129,
130, 133, 134, 136, 139, 141, 144, 145

72/101 = 0.71

8 4 entangled pairs 46 to 140, 142 to 144, 146 99/101 ≈ 0.98

9 4 non-degenerate EPP and one single photon 148 to 197, 199, 200, 204 to 208, 212, 214, 218, 219, 221, 222,
225, 227, 233 to 235, 238, 241, 247, 249 to 251, 256, 259 to 260,

263, 272, 274, 275, 297, 328, 392, 410

85/440 ≈ 0.19

9 9 single photons 148 to 200, 202, 204 to 208, 211, 212, 214 to 215, 218, 219, 221
to 222, 225, 227 to 229, 233 to 235, 237 to 238, 241, 247, 249 to
251, 256, 259, 260, 262, 263, 271 to 275, 290, 297, 299, 301, 305,

319, 328, 329, 342, 346, 388, 392, 401, 41

104/440 ≈ 0.24

9 4 pairs and one single photon 148 to 558, 560 to 567, 569 to 572, 575 to 578, 581, 584, 586, 587 431/440 ≈ 0.98

Table 2.1 Entanglement class accessibility for different resources. L′
R is the set of classes of graph state that can be

generated using PEGs given different resource states R. Entanglement classes (denoted Sn
i ) are indexed starting from

the connected 2-vertex graph state. See §A.5 for a complete list of graph states indexed up to 8 vertices (from refs. 45,
49 and 271). This table was generated by FINDACCESSIBLECLASSES.

We provide plain-text and Mathematica representations of Sn , up to n = 9 qubits, as well as a

Mathematica implementation of FINDACCESSIBLECLASSES. These can be found in online materials

or ref. 253.

Each iteration of FINDACCESSIBLECLASSES starts with a resource graph state R , and a randomly

chosen n-qubit experiment satisfying out postselection rules. This n-vertex gate arrangement is

a graph, t , which corresponds to a linear optical experiment composed of PEGs. t is generated

randomly from a set T , which depends on the resource (see §2.4.2). Each edge of t is randomly

assigned either a CZ or an F gate, and a random time ordering. Random combinations of relevant

LCs are interspersed between gates (see §2.4.3), to increase the variety of accessible graphs. As

the quantum operations are compactly represented as operations on graphs, we can avoid the

exponential memory requirement of simulating quantum states. This Monte-Carlo approach is de-

signed to sample the whole space of graph-state generation experiments available to postselected

linear optics, by using LCs, postselected CZ and fusion gates.

After all specified entangling operations have been performed, we store the entanglement

class that has been reached, in L′
R . We store the gates and local complementations used, in H R .

Thus, H R
i is the recipe for accessing entanglement class i with resource state R. These recipes are
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Fig. 2.6 An example of one Monte Carlo iteration of FINDACCESSIBLECLASSES. Starting from a given resource state, in
this case three non-degenerate EPPs and a heralded single photon, operations for an entangling strategy are performed
in order, interspersed with LCs on the previously acted upon vertices. If the resulting graph is not isomorphic to any
graph found thus far, the entanglement class of the graph i is saved to a set L′

R . After many runs, L′
R ≈LR . An alternate

example can be found in §A.2.

overwritten when a more efficient one is found. We keep sampling, until no more novel classes are

found, at which point we assume we have sampled them all: L′
R ≈LR .

2.4.2 Resource States

To fairly sample from postselectable experiments, the sets of allowed gate arrangements, T , varies

for the different classes of resource: heralded states, degenerate EPPs and non-degenerate EPPs. In

all cases, relevant LCs are interspersed between the gates.

For a heralded resource (one not involving postselected sources), our algorithm must sample

from all possible experiments that do not contain a cycle of PEGs. Hence T is the set of all

connected trees with n vertices. There are 2n−1nn−2(n −1)! such experiments. This is the number

of labelled trees274 multiplied by both the number of possible edge labellings {CZ,F} and the

number of gate orderings. Labelled trees are fairly sampled by the Pruefer sequence method275. We

sample from the set of all isomorphisms (labellings) of every tree, as to consider only one labelling

of the resource state.

For a heralded resource that has some entanglement, not all of the gates represented by t ∈ T

need be applied to obtain n-partite entanglement. In FINDACCESSIBLECLASSES, the number of

gates applied is chosen randomly, ensuring the minimum number of gates could still feasibly

output an n-qubit connected graph. For example starting with 3 heralded entangled pairs, only

two gates are needed to produce a 6-qubit state, however more entanglement classes are accessible

by using up to 5 gates. Hence, we randomise over the different number of gates. An example

member of t ∈ T is shown in Fig. A.1, with its ordered edge-labelling (yielding a quantum photonic

circuit). The set of trial gate arrangement trees, T , can also be tailored to encode any restriction in

gate topology, for example where only nearest-neighbour gates are permitted.

In a scheme of m non-degenerate EPP sources, m −1 gates are required to globally entangle

the state. Further, these are not postselectable with m gates, as a cycle will form between sources.

In this case, the number of gates is fixed, and we only sample over the trees of order m. Since
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Fig. 2.7 Six-photon graph states in their entanglement classes. See §A.5 for a complete list of graph states indexed up to
8 vertices. A resource of non-degenerate postselected pairs can access all of the graphs shown in blue, whilst a resource
of single photons can access all of the states shown in orange and blue, and a resource of degenerate postselected
pairs can access all of the graphs shown in pink, orange and blue. Graphs shown in red require a heralded entangled
resource state to be produced using PEGs.

m = n/2, and the number of trees scales exponentially with n, the search space for non-degenerate

pairs is much smaller than for any other input resource.

In the case of a resource state of degenerate EPPs, postselectability of a particular gate arrange-

ment must be evaluated more directly, since we have no sufficient postselection rule rely on in

this case. We evaluate random (non-interacting) photon scattering through the gate arrangement,

for each source term in J. If the photons can return to a one-per-qubit state, in Q, then the gate

combination is discarded, as it is unpostselectable. Although this method is not exhaustive, a

sufficiently large number of iterations can guarantee accuracy. Due to the extra computational

cost associated with this subroutine, FINDACCESSIBLECLASSES evaluates the postselectability of

one experiment, then permutes the choice of gate (CZ or F), as well as the LCs applied, for 50

experiments which share the topology. This greatly increases the efficiency of class discovery, and

is analogous to finding the classes accessible by a single linear optics experiment which utilises the

R-PEG of Fig. 2.1, before moving to the next experiment.

2.4.3 Sampling linear optical graph experiments

Applying local operations between gates can yield a wider variety of accessible graph states. Just a

few LC operations are sufficient. After a CZi j operation, LCs need only be applied to qubits i and

j , since CZ commutes with LC in all other cases. After a Fi j operation, LCs need only be applied to

qubits in {NG (i )∪NG ( j )+ {i }+ { j }}, for the same reason, where NG (i ) is the graph neighbourhood
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of vertex and qubit i . Furthermore, ≤ 5 randomly chosen LC operations are needed after a CZ

gate, since LC around two vertices is periodic with period six276. Similarly, ≤ 9 LCs are needed

after a fusion, as this is the largest number of LC operations needed to traverse the widest class for

n ≤ 9 qubits (from numerics). Higher qubit numbers will require concomitantly larger numbers of

post-fusion LCs. Proofs of these results, where needed, are in §A.1.

The size of the configuration space for a resource of heralded single photons is O(2n−1d n−2
n nn−2(n−

1)!), where dn is the diameter of the orbit of the largest n-qubit entanglement classes (d9 = 9). For

n = 8 qubits the size of this configuration space is ≈ 9.0×1018; for n = 10 it explodes to ≈ 8.0×1021.

This makes an exhaustive search impossible, and motivates the use of sampling methods.

Each newly found n-vertex graph, G , is likely to be isomorphic, not identical, to the correspond-

ing graph in the stored database of entanglement classes, Sn . Consequently, GRAPHISOMORPHISM,

which is computationally hard, must be computed for a range of graphs so that the candidate graph

can be properly catalogued. For small numbers of vertices, however, the problem is tractable.

2.4.4 Which classes are accessible?

We have enumerated the entanglement classes that are accessible using certain resource states and

PEGs. The results are shown in Table 2.1. Interestingly, those states which are inaccessible tend to

have higher canonical indices, ordered both by vertex degree, and by the minimum number of

edges on a graph in the class. This also correlates with known bounds on the Schmidt rank45,49

(see §1.1.2).

In ref. 49 it is shown how LC can assist the preparation of nearly all graph states, optimising

both the total number of gates and the number of nonlocal-gate timesteps. Here the authors only

consider LC as the final stage of preparation. Additional benefit can be found by interspersing

entangling gates with LCs. This is evidenced by the generation of entanglement classes that contain

only cyclic graph states using 4 non-degenerate EPP sources and 3 gates. Applying LC only at the

end of the scheme would only yield trees.

Without exploring the entire space, there is no guarantee that all classes have been found,

however FINDACCESSIBLECLASSES appears to converge after sampling a minuscule fraction of

configurations. For the results in Table 2.1, the algorithm was terminated when no new classes

were found in the last 5/6 of the total number of iterations.

Our exploration using n ≤ 9 was performed using the (un-compiled, single-threaded) Mathe-

matica implementation, on a standard desktop PC. We anticipate that, by using parallel, compiled

code, up to n = 12 vertex graphs can be investigated. Larger graphs contain smaller ones as

subgraphs, and so these small resources may be useful beyond their graph size.

2.5 Scope

In our analysis we have assumed that photons are always scattered between qubits by PEGs, and

take all possible trajectories through the circuit (in superposition). However, qubits are composed

of two modes—an excess photon in a qubit takes one of three forms: |11〉 f , |20〉 f or |02〉 f . For the

assumption of ballistic scattering to hold for any PEG, it must produce junk of the form |11〉 f , from

which an excess photon can always be scattered by subsequent PEGs. So far we have examined

graph states—states in which each mode is populated equally—as input for two types of PEG,
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C Z LO and F . These PEGS always produce junk of the form |11〉 f (when given an equal-weight state

as input).

In this section will examine these assumptions and argue that rule-breaking schemes that

produce otherwise inaccessible entanglement classes are unlikely to occur or difficult to engineer.

Further, we argue that the utility of such a scheme would be greatly reduced. Finally, we consider

the application of our rules of postselection to qudit schemes.

Other inputs and non-standard gates

PEGs can only generate entanglement if there is exchange of photons between different qubits.

PEGs work by transforming some portion of an input state from Q into J, leaving behind an

entangled state in Q. Hence all PEGs which generate entanglement also generate junk. Therefore,

input states which do not contain amplitude in the modes which exchange with other qubits do

not generate entanglement. For example, performing C Z LO|01〉 only attenuates the state, neither

junk, nor entanglement, is created. For any entanglement-creating input state inserted into a PEG,

if the junk states can traverse all subsequent PEGs, our rules of postselection will hold. Note that

single-qubit operations can transform junk states.

Breaking rules

Can we engineer rule-breaking scheme where the junk generated by the circuit is controlled such

that postselection does not fail, despite breaking one of the postselection rules? This would require

optimisation of the form of the PEGs, their input states, and the circuit’s local operations. Since

junk of the form |11〉 f will always be spread by subsequent PEGS, such a scheme would require

that all junk is either |20〉 f or |02〉 f before it is inserted to the next PEG. Here, the mode with zero

photons must be the one which connects with other qubits in subsequent gates. Though it is

not clear that a PEG that only outputs junk of this form exists, we are unable to rule it out at this

point. For some types of junk, single-qubit gates could be used to transform the junk states to this

form. However, this fine-tuned approach appears to be challenging to implement: the trajectory

of all junk would have to be carefully tracked through the circuit, including single-qubit gates.

Furthermore, the scheme must generate a graph states which are out of reach to the schemes

analysed in the previous sectioni to be of interest.

Another way to break the rules may be to engineer completely destructive interference be-

tween junk from re-entering Q, such that the desired state is recovered. This, too, appears to

be challenging in practice. There are typically many trajectories by which junk may re-enter Q,

each contributing a different noise component to one of the 2n qubit basis vectors. For entropic

reasons, the chances of these different trajectories of n photons through a complex interferometer

cancelling out for each of the 2n state amplitudes exactly are slim.

Because this approach relies on precise interference across the whole device, it is more natural

to imagine such a scheme as a single interferometer—a single component—rather than being

composed of one- and two-qubit gates. After all, any PEG relies on engineered interference

between photons in qubits. This highlights another limitation of our work: only two-qubit PEGs

are examined. Our restriction to modular, two-qubit PEGs (both of which can be implemented by

the R-PEG) has enabled our analysis and is inspired by experiment. However, we are unable to

demonstrate that n-qubit (n > 2) circuits can not generate further classes of entanglement.
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Since we can not rule out either of these fine-tuned approaches, our results must be considered

lower bounds (concomitant with out Monte-Carlo search methods). However, these approaches

would have some deleterious features. For one, they would likely sit outside of the powerful and

ubiquitous language of qubit entanglement provided by graph states. This means full quantum

simulation of the circuits would be necessary, rendering the scale our analysis infeasible. They

would also feature increased sensitivity to imperfect phaseshifter calibration—any deviation from

the ideal would allow junk to re-enter Q, on top of the standard unitary noise. Since junk dominates

the total state, this effect would be significant. Furthermore, this scheme would have limited utility

compared to the other schemes analysed here: it would only be able to generate precisely the state

it was designed to—any changes to the interferometer settings would cause postselection to fail

once more. This nullifies one of the premier advantages of integrated optics: reconfigurability—

each fine-tuned device would be bespoke, with a strictly fixed unitary.

Application to qudit states

Recently there has been great interest in photonic d-rail qudits, which typically make use of an array

of d spatial132 modes, orbital angular momentum modes237,240,277,278, or multiple photonic degrees

of freedom235,238,239,279–281 (so-called ‘hyper-entanglement’). This approach has the advantage

that dramatically larger Hilbert spaces are accessible using the same number of photons*. An

important question to ask, then, is ‘how do the rules of postselection generalise to qudits?’

Though qudit PEGs have not been well-explored, with few examples available in the literature,

it is clear that junk must be created in any PEG. Given the provisos above—that local operations

fully mix the modes of a qubit, and that PEGs necessarily produce junk, the same arguments imply

that the gates cycles rule would hold. However, there are many configurations by which an array of

EPP sources may generate a state of two qudits, and so more analysis is needed to comment on the

other rules.

2.6 Designing graph state generators

Generating of graph states—which are vital for LOQC—with photonics is a challenge. FINDAC-

CESSIBLECLASSES can also be used for experiment design: to find a recipe which produces the

desired graph state in class i . Repeat FINDACCESSIBLECLASSES with a reasonable resource state

input R, maximising the probability of generation, P R
i , and recording the recipe, H R

i . Modify R

until a satisfactory experiment is found: use a more practical (less entangled) R at the cost of a

lower P R
i , or vice versa.

The recipe H R
i yields the experiment which produces a graph in the target class i . We can use

the R-PEG to realise entangling operation (see Fig. 2.1), where the single-qubit interferometers can

perform the necessary local complementations. Since they are based on trees, the optical depth of

such circuits is O(n) for n qubits.

Conversely, FINDACCESSIBLECLASSES can enumerate the graph states that a given interferome-

ter can access, by fixing t and searching over different combinations of LC and gate type. In this

*A state of n qudits accesses a Hilbert space with dimension dn . Increasing d leads to a polynomial increase
in space, and increasing n leads to an exponential one. Since photons are so difficult to generate, increasing d is
attractive—despite its poorer scaling (especially at low photon numbers). If adding modes comes at little cost or effort,
it is a powerful strategy.
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Fig. 2.8 The two postselectable graph state generators with 6 photons from non-degenerate qubits. Interferometers,
their scheme as a graph, and classes they can access are shown for both. a) Gates are implemented between a signal
qubits and an idler qubits from the different sources. Signal and idler waveguides are coloured as in the scheme, and an
example of an EPP source is highlighted in pink b) Gates are implemented between signal qubits only. Each EPP source
comprises two photon-pair sources, entanglement comes from erasing the ‘which source’ information in subsequent
beamsplitters. Each entanglement class that the device can generate are shown with their canonical representative
graph states in the bottom right for both devices (see Fig.2.7). U represents a single qubit unitary implemented with a
three-phaseshifter MZI (see Fig. 2.2. Optical Path-length and loss matching are implied.
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way, combining the rules of postselection, and FINDACCESSIBLECLASSES and the R-PEG allows new

graph generating experiments to be rapidly checked for feasibility, and designed with maximum

versatility.

With three non-degenerate EPPs there are just two unique graph generator experiments that

use R-PEG gates and non-degenerate EPP sources (after accounting for symmetries). These inter-

ferometers have two R-PEGs connecting the sources by either their blue-colour qubits (say), or with

one blue-colour gate and one red-colour gate. These can produce classes 9−14 with probabilities
1
4 , 1

18 , 1
4 , 1

18 , 1
81 , 1

81 and 9−12 and 14 with probabilities 1
4 , 1

18 , 1
4 , 1

18 , 1
81 respectively. These experiments

are both topologically a line connecting the sources, however the parity of the colourings combined

with the LCs allow the first interferometer to produce a wider variety of classes. Illustrations of

these devices, including their waveguide circuits and experimental schemes are shown in Fig. 2.8.

In the degenerate EPPs case, we identify a 6-qubit interferometer which can produce all 10 of

the classes accessible to three non-degenerate EPP sources (of which there are 11). This device

couples qubits (2,3), (4,5), (1,6) with R-PEGs. Entanglement classes {9,10,11,12,13,14,15,16,17,18}

can be generated with probabilities ( 1
4 , 1

8 , 1
4 , 1

18 , 1
8 , 1

36 , 1
162 , 1

8 , 1
162 , 1

729 ) respectively. The scheme of

this device is shown in Fig. 2.4 in category 1. A selection of 8-qubit graph state generators using

non-degenerate EPPs are shown in §A.4. The reach of these and other graph state generators are

easy to evaluate using FINDACCESSIBLECLASSES.

2.7 Conclusion

We have characterised a severe and previously undocumented limitation, and explored its conse-

quences for all common types of photon source. We draw linear optical experiments as graphs,

where gates and sources form two differnet types of edge, and qubits are vertices to obtain three

rules of postselection.

• Gate cycles rule: Gate arrangements that form in a cycle in the gate arrangement graph (scheme)

will not postselect. For heralded sources of photons, this condition is sufficient.

• Paths rule: Gate arrangements which disjointly connect both qubits of two EPP sources with

one another will not postselect.

• Source cycle parity: For experiments with EPP sources. Gate arrangement graphs (schemes)

which contain an even number of source-edges in a cycle, will not postselect. This subsumes

the above rules as cases of zero and two sources. This is a necessary condition in the case of

degenerate EPPs, and a sufficient one in the case of non-degenerate EPPs.

Further, we have tabulated which graph states can be accessed using linear optics and PEGs

for n ≤ 9 for a variety of sources, and demonstrated that the fraction of graph states accessible with

postselection diminishes rapidly with increasing qubit number. We have provided algorithms to

calculate which states are accessible for graphs up to n = 12, limited only by the available graph

state entanglement class data. We find that a vanishing fraction of graph states are accessible using

postselected gates for all types of photon source—the most are accessible to degenerate EPPs,

followed by heralded single photon sources, and non-degenerate EPPs.
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Postselectable graph states that can be produced from EPPs are of interest experimentally—

up to 12 photons can be generated today282, and postselection remains the standard technique

for generating entanglement between photons. Whilst we have not found an sufficient analytic

condition on postselectability for the combined postselection of degenerate EPPs and PEGs,

our numerics show that a wide variety of states are nonetheless available to this resource—the

majority of classes are accessible for n ≤ 8. This is encouraging for near-term demonstrations of

entanglement using linear optics.

Several questions remain unanswered. Why are certain states accessible and others are not?

Why does interspersed local complementation allow for the creation of a wider variety of states?

What is the size of the space accessible to hybrid experiments, part postselected, part heralded?

Can this reasoning be applied to hyper-entangled, or qudit schemes?

The power that postselection gives to linear optics is limited—its time as the tool for generating

optical entanglement is up. To unlock new measurement-based protocols, true photon sources

and entangling gates are needed.

The limits of postselection are indeed severe, but with our tools and insights we know how to

reach those limits. Experimenters now have the ability to postselect states with optimal configura-

tions of gates, expediting progress towards ever larger graph states, and eventually LOQC.
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Chapter 3

Designing and simulating an optical

graph state generator

3.1 Introduction

The first generation of postselected graph state generators is composed of four-photon, four-qubit

devices, utilising non-degenerate photon pair sources and a single reconfigurable entangling gate

(an R-PEG, introduced in §2.2.2). This device was the result of my first CDT project rotation in

March 2015, and is the simplest non-trivial graph generator studied in Chapter 2*. Its scheme is

shown in Fig. 3.2. We will henceforth refer to devices that follow this scheme as arbitrary graph

generators (AGGs).

Though the designs of Chapter 2 can be implemented in any quantum photonic platform, their

scale is formidable—if not impossible—for bulk optics. The inherent phase stability of integrated

optics allows structures such as the R-PEG to be implemented with ease. Further, one of the main

attractions of the graph generators of Chapter 2 is their reconfigurability. An integrated device can

generate a multitude of different graph states using electronically-controlled phaseshifters; in bulk

optics, electronically-reconfigurable components are large and expensive.

In LOQC, large graph states are used to perform quantum computations. Silicon quantum

photonics is earmarked as a likely candidate for LOQC due too its high component density, and

commercial and technological maturity206. To this end, there is an increasingly large body of

silicon photonic devices demonstrating quantum information capabilities and applications (see

§1.5.1).

Despite this, there have been no demonstrations of large (n > 2) graph states on an integrated

platform thus far. In this chapter we generate both kinds of four-qubit graph entanglement using

a single reconfigurable device, taking the first steps towards photon-number scaling that will

eventually enable large-scale measurement based quantum computing with photons.

Though arguably the simplest device to utilise an R-PEG, the AGG is remarkable for a number

of reasons. Firstly, it is the largest device capable of generating every 2n-qubit graph state from n

EPP sources253. Secondly, it is the first four-qubit device on the platform to face a number of new

challenges such as partial distinguishability and multiphoton emission, in the context of quantum

information processing.

*In fact, the research that lead to chapter 2 began by asking the question ‘can all 2n-qubit graph states be postse-
lected from n EPP sources?’
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Fig. 3.1 Schematic diagram of AGG v2. 1-5) See main text for theory of device operation. This version of the AGG
features p-i -n junction ring resonator sources, as well as strategically placed photodiodes used to uniquely address
each phaseshifter (for calibration). In AGG v3 and v4, waveguides routed off-chip take the place of the on-chip
photodiodes shown here. Phaseshifter designations are shown underneath each thermal tuner. We will denote the
phases implemented by these shifters as θX, where X is the phaseshifter designation. This figure is due to Dr. Joshua
Silverstone, though it has been lightly modified.

To accurately characterise the operation of the AGG, a concrete measurement strategy is

needed. This should be as efficient as possible, as to best represent the quantum states achieved.

This is vital, as the increased postselection costs and losses associated with scaling photon number

will severely reduce the rate that data can be collected.

Rigorous simulation is a crucial part of any engineering or scientific endeavour, and is arguably

somewhat lacking in the integrated quantum optical domain. Simulations frequently neglect the

two main source of error in multiphoton experiments—photon distinguishability and multiphoton

terms.

The function of this chapter is to prepare for Chapter 4, in which an AGG is tested in the

laboratory: We first outline the theory of device operation in §3.2. Then in §3.3 we discuss

photonic design and introduce the seven varieties of AGG which were designed and fabricated

during this Ph.D—each with their own set of features (and flaws). In §3.4.1 we introduce the

techniques used to verify the quantum states generated by the AGG. This will inform §3.5, where

we explore two quantum photonic simulators, PERM and POMOS and use them to evaluate the

effects of multiphoton emission and partial distinguishability. This establishes requirements for

the purity and brightness of the AGG.
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3.2 Theory of device operation

Over the course of this Ph.D, we have implemented four versions (and seven subvariants) of the

four-photon arbitrary graph state generator, or AGG. These variants differ in photonic design, but

all of them are based on the same theory of operation, which we split in to five stages:

1. Four photons are generated in two frequency non-degenerate pairs in superposition between

the four on-chip photon-pair sources.

2. These are deterministically split by frequency and reconfigured to bring the signal pho-

tons together. At this point the postselected quantum state is |Φ+〉|Φ+〉—two Bell pairs are

encoded in four photons in dual-rail qubits (see §1.4.2).

3. The signal photons are entangled in an R-PEG* structure, generating either GHZ-type entan-

glement or cluster-type entanglement.

4. Single-qubit unitaries rotate this four-qubit state in to one of the six four-qubit graph states.

5. Single-qubit projection stages allow the quantum state to be measured in arbitrary local

bases.

In this way, the AGG generates two pairs of single photons, places those photons in the dual-rail

qubit basis, then entangles and rotates them into one of the six graph states of four qubits. Here

we consider isomorphic graphs to be equal. Finally, the photons are coupled off-chip via grating

couplers, sent through pump rejection filters which demultiplex the signal and idler wavelengths,

and finally detected by superconducting nano-wire single-photon detectors (SNSPDs). A schematic

of AGG v2 with these stages highlighted is shown in Fig. 3.1.

Four-qubit graph state entanglement

There are just two types of graph state entanglement of four qubits45. These entanglement classes,

within which graphs can be transformed to one another by local complementation (see §2.2.1)

correspond to the two settings of the R-PEG. By setting the R-PEG to perform fusion, the ‘star’ state

is generated, and by setting the R-PEG to perform a CZ, the ‘line’ graph is generated. These trees

are the canonical representatives of their entanglement classes, and will be the focus of this and

the next chapter. Graphs of both the line and star states are shown in Fig. 3.1.

Four-qubit state evolution

After spectral demultiplexing, our device postselects the state |Ψ〉 = |Φ+〉1,3 ⊗|Φ+〉2,4 = 1
2 (|0000〉+

|0101〉+ |1010〉+ |1111〉) (see Fig. 3.2). Setting the R-PEG to perform fusion we generate:

|GHZ〉 = 1p
2

(|0101〉+ |1010〉), (3.1)

after postselection. Then, applying a local unitary yields the line graph state:

H1X2H2H3X4|GHZ〉 = |S4〉. (3.2)

*The R-PEG gate is missing single-qubit operations from the left-hand side. All of the graph states are accessible
nonetheless.
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Fig. 3.2 Quantum circuit and postselection scheme of the device. Left: quantum circuit. To generate the star, |S4〉,
we set the R-PEG to fusion and U1 = H , U2 = X H , U3 = H , U4 = X . To generate the line, |L4〉, we set the R-PEG to
Controlled-Z and U1 = Z , U2 = I , U3 = H , U4 = H . This image is due to Dr. Silverstone. Right: postselection scheme
for this device.

Similarly, setting the R-PEG to perform a CZ* generates:

|C ′
4〉 =

1

2
(|0000〉− |0101〉+ |1010〉+ |1111〉), (3.3)

after postselection. Then, applying a local unitary yields the star graph state:

Z1H3H4|C ′
4〉 = |L4〉. (3.4)

3.3 AGG designs

In this section we will ennumerate the seven variants of the AGG that have been produced during

this Ph.D. These were designed and fabricated in four multi-project wafer (MPW) fabrication

runs from three different foundries. We denote these devices ‘AGG vX’, where X is an integer

{1,2,3,4} denoting when the AGG was fabricated (sorted by tape-out date). Variants within the

same fabrication run, if there are any, are denoted with a letter following the X. For example ‘AGG

V3b’ is the second design on the third fabrication run.

We will survey each AGG’s unique features, monitoring the optimisation of the AGG’s quantum

photonic design and noting the application of each foundry’s unique capabilities. The three

foundries used to fabricate AGGs are:

• Institute of Microelectronics (IME): Fabricated AGG v1 and v3a-b. Being one of QETLabs most

used processes, IME’s 220 nm MPW fabrication is known to be consistent and reliable, and

they routinely achieve their stated lead time of four months. Our in-house designs feature

−4 dB grating couplers, robust (over 4π) phaseshifters and evenly balanced 50:50 2×2 MMIs.

• Inter-university MicroElectronics Center (IMEC): AGG v2 was fabricated using IMEC’s 220nm

ISIPP25G+ process, which includes p and n doping as well as polysilicon layers, and multiple

silicon etch depths. They also supply a number of high-specification components, such as

−2.5 dB grating couplers, low-loss and well balanced MMIs, and fast photodiodes. These

*Our gate actually performs Z2CZ due to one of the phaseshifters being on the ‘0’ arm of the MZI rather that the ‘1’
arm. The Z2 can be cancelled by the subsequent local operations.
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high transmission components are attractive for quantum photonics, where every photon

counts. Unfortunately, while IMECs lead time is nominally up to 9 months, recent delivery

times have been consistently longer than this—up to 13 months for AGG v2.

• Cornerstone: Fabricated AGG v4a-c. This young foundry offers both 220 nm and 340 nm silicon

active and passive photonic processes, with basic metalisation (no vias) for thermo-optic

phaseshifters. Of these, we subscribed to their 340 nm silicon process in the hope of produc-

ing low-loss grating couplers283. This meant establishing new photonic designs for grating

couplers, phaseshifters and waveguide couplers.

Optical mask assembly

Silicon photonics’ capacity for extremely high component density means that each MPW run that

the group participates has many different users, sometimes with over 20 experiments comprising

the same die (of which there are many copies). This leads to an extra step before the final mask

can be submitted: each user’s designs must be assembled into a single design (a GDSII file) which

can be submitted to the foundry for fabrication.

This introduces some difficulties. Firstly, each user must compete to be assigned design area.

Secondly, users must have access to the appropriate number of optical and electronic inputs

and outputs, and, without knowing exactly their position of their design on the die, specify their

electronic and optical routing to these outputs. Finally, thorough checks of the entire design area

are required after assembly, as to ensure that it has been done to the satisfaction of all parties.

For the submission that contained AGG v1-2, mask assembly was valiantly performed by Dr.

Damien Bonneau. For AGGs v3 the process was streamlined for efficiency and the responsibility

shared by myself and Dr. Joshua Silverstone (see §3.3.3). For AGG v4 the streamlined process was

managed by myself and Mr. Lawrence Rosenfeld.
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3.3.1 AGG v1

The layout for this AGG was created by Dr. Raffaele Santagati in May 2015 and submitted to IME.

The device was delivered in October 2015, shortly after the start of my Ph.D.

Design features

• Long input waveguide: In this fabrication run users had little control over the location of the

optical inputs. This means that a long waveguide was used to connect the optical inputs with

the photon-pair sources. This leads to amplified generation of spurious photon pairs before

the pump reaches the photon-pair sources. These spurious photon-pairs can contribute a

significant source of noise (see §4.4).

• Ring resonator sources: This AGG featured ring resonator sources (c.f. straight waveguide sources,

see§1.4.2). Though these may naturally generate more spectrally pure photons, they require

more photonic engineering as well as active phase stabilisation during operation.

• Input spectral filtering: This AMZI on the input waveguide filters and attenuates the pump pulses.

Ring resonators typically have narrow resonances and filtering allows the resonances to

be addressed directly by the pump, while incurring the minimum amount of photon pair

generation in the non-resonator waveguides.

• Over-specified single-qubit operations: Three concatenated MZIs can perform local unitaries

independently of projective measurements. Since just one MZI can implement any single-

qubit unitary, these are over-specified. This was done to separate state preparation and

measurement, which would otherwise be compiled into the same local unitary—the adver-

tised graph state would be generated in full before projective measurement.

• Wrap around waveguide: A waveguide loops the entire device and connects grating couplers on

opposite ends of the VGA. This allows optical coupling to be actively monitored using bright

light during single-photon operation.

• Compact phaseshifters: Each of the TiN thermo-optic phaseshifters in the symmetric MZIs of

this AGG are composed of compact quarter-circle arcs. These allow the effective length of

the phaseshifters to be much larger than their linear footprint. This was necessitated by

internal over-subscription of the design run

• Two common grounds: The single-qubit operators and R-PEG share an electronic ground, as do

the ring resonators and on-chip de-multiplexers.

• R-PEG auxiliary mode inputs: The auxiliary waveguide inputs of the R-PEG are connected to the

array of grating couplers. This allows the R-PEG phaseshifters to be calibrated independently

of the on-chip filters.

• Merged, single waveguide qubit outputs: Both waveguides comprising each qubit are joined in a

2×1 splitter prior to termination with a grating coupler. Only one of the output modes can

be probed at a time, the other is radiated. By changing phases in the projective measurement

stages, any single-qubit state can be projected.
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Fig. 3.3 Micrographs of AGG v1. Top: overview of the entire device. Pump pulses are inserted into waveguides on
the left-hand side to generate photon pairs in four ring resonators. The metal layer appears bright yellow, while
waveguides appear as thin dark lines. Bottom: increased magnification shows a fatal mask error that arose during mask
assembly—each of the thermo-optic phaseshifters is missing a quarter-circle arc. This design is due to Dr. Santagati
and was fabricated by IME. Optical grating couplers are not visible.
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• Low-loss expanded waveguides: Long sections of waveguide are tapered out to 1.5 µm width to

reduce propagation losses from sidewall roughness.

• Waveguide input taps: These ∼2 % transmission evanescent couplers can be used to input light

into the single-qubit operators for calibration. Being over-specified means that these con-

catenated MZIs require more inputs (or outputs) to be fully characterised.

• Waveguide crossings after qubit outputs: This AGG has some waveguide crossings near the qubit

outputs which could be avoided.

• I/O: 13 optical ports and 22 electronic ports.

• Area: 2000×1300 µm2.

Test and measurement

One week before the devices arrived, we inspected the final mask, which we had recently received.

To my horror, one quarter-circle arc was missing from every compact phaseshifter across the design

area. This error had not been present when it was completed and submitted for assembly nor was

it present any other version of the assembled mask. On the devices’ arrival, optical inspection

confirmed our fears.

This error was introduced during the final stage of assembly, perhaps by the accidental deletion

of a cell, or a collision that was introduced in the cell namespace (a clandestine feature of the

GDSII data type used for integrated circuit layout).

This was huge setback in the laboratory element of my Ph.D. It was another year before a

workable AGG was delivered. Suddenly, rather than beginning my work in the lab as planned,

a protracted vacant period lay ahead of me. This was immediately filled with photonic design

and extensive quantum photonic simulation of AGGs, as we prepared the AGG v2 for tape out by

the following January. On the bright side, it was one of my main motivations for renovating the

in-house mask assembly process, which I undertook while managing the design run that generated

AGG v3.
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3.3.2 AGG v2

I created the layout for AGG v2 starting in November 2015, with tape out to IMEC in Febuary 2016.

The device was delivered in March 2017, after a lead time of 13 months. The IMEC ISIPP25G+

process offers a wide variety of capabilities, though the design area offered is a fraction of IME’s.

This lead to a number of new features, and several challenging constraints.

Design features

• Maximally compact design: Internal over-subscription combined with the smaller 2.5×2.5 mm2

design area necessitated that this device was maximally compact. A device area of 1000×1400

µm2—half the area of the AGG v1—was achieved despite utilising IMEC’s long (but high-

performance) MMI structure. This MMI has a length of 160µm, which is over three times

the length of the MMIs on AGG v1.

• Compact MZI design: ‘Stacked’ MZIs designs, where the splitters and internal waveguides are

arranged in an ‘s’ shape, allowed for a reduced footprint.

• Constrained electronic ports: This AGG features electronic ports on both sides of the design area

as well as bondpads shared between other devices on the same die. Others were patterned

well into the bulk of the die. This was necessary due to the small design area and large

number of electronic ports on the device (39). Previous devices connected to two rows of

pads were found to be near impossible to wirebond.

• Short input waveguide: Light is immediately split on input to the device. This minimises spuri-

ous photon-pair generation outside of the designated sources.

• Two metal layers: The electronic wiring for the compact, folded optical design was only possible

with the use of two metal layers.

• Low-loss components: IMEC’s in-house MMIs, crossers, and grating couplers were utilised through-

out. Of particular interest are the −2.5 dB grating couplers, which are significantly more

transmissive than the in-house −4 dB of AGG v1 and AGG v3. AGG v2’s reduced waveguide

length will also reduce photon loss.

• On-chip photodiodes: The foundries capability includes the patterning of on-chip photodiodes,

and other p-i -n structures. We patterned IMEC’s propriety photodiode design 14 times

across the device. Photodiodes cap a number of waveguide taps, as well as one of each of

the qubit outputs, and R-PEG axillary outputs. Each of the waveguide taps feature a grating

coupler for individual photodiode calibration. These photodiodes are arranged in three

parallel circuits which terminate at one common ground. This allows a summed readout,

which should be sufficient for phaseshifter calibration, while saving on (highly constrained)

electronic ports. Each tap is an output, rather than an input in AGG v1. Additional taps

allow the AMZIs, which would have been a challenge to calibrate effectively in AGG v1, to be

addressed independently.

• Complex ring resonator sources: These ring resonators make full use of IMECs capabilties, inte-

grating a thermo-optic phaseshifter as well as a p-i -n junction across the ring waveguide.
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Fig. 3.4 Micrographs of AGG v2. Metal appears yellow, while silicon appears green and purple. Clockwise from the
top left: 1) AGG v2, featuring compact photonic design, two metal layers, and on-chip photodiodes. 2) A compact
‘stacked’ MZI. 3) Magnification of the phaseshifter inside an MZI. A design error causes a region of silicon waveguide to
be removed. 3) A grating coupler. 4) A photodiode.
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Fig. 3.5 Inverted, infra-red micrographs of AGG v2 (black is bright). Injected infra-red light is scattered by a defect in
each MZI.

.

The phaseshifter allows active tuning and stabilisation of the resonances, while a p-i -n

junction can be used to sweep out free carriers excited by two-photon absorption of the

extremely bright resonant pump field. This has the effect of reducing parasitic nonlinear

effects such as FCA, XTPA, and FCD.

• Three common grounds: The R-PEG and single-qubit operators have their own ground, while

the ring resonators and de-multiplexers share a different ground.

• Overspecified single-qubit operators: Similar to AGG v1, this device features two-stage, overspec-

ified single-qubit operators.

• R-PEG auxilliary inputs: The auxiliary waveguide inputs of the R-PEG are accessible via the

optical input array, while its auxiliary outputs are terminated in photodiodes.

• Euler waveguide bends: This fabrication run was the first in QETLabs to feature ‘Euler’ waveguide

bends. Previously, waveguide bends composed of circular arcs; here they are sections of a

Euler (or Cornu) spiral. In these spirals, the curvature (1/R for a curve of radius R) varies

linearly. In this way, there is no discontinuity in the curvature of the waveguides, and so

there is no loss-inducing discontinuity in the guided mode.

• I/O: 7 optical ports and 39 electronic ports. Though terminating many optical outputs with

photodiodes allows for a minimal optical ports, the circuit and wirebonding complexity of

this AGG is formidable.

Test and measurement

Though this AGG was the second to be designed and submitted for fabrication, it was the third

to be delivered, approximately 8 months after AGG v3. On arrival, we were excited to test the

device, which promised improved functionality over AGG v3. After carefully packaging the chip,

we attempted to establish optical coupling. This proved difficult. Transmission of more than −40

dB through the device seemed to completely elude us. Suspicions were heightened after coupling

to nearby structures on the die was achieved with −6 dB insertion loss. At this point, the team split

up, with one half examining a die with an infra-red camera, and the other examining a die with

a high-powered optical microscope. Both groups independently located the problem: light was
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radiating from each MZI-enclosed phaseshifter; a small piece of silicon was missing from each

MZI-enclosed phaseshifter.

It transpires that this design error was caused by a complex and unforeseen interaction of

IMEC’s process layers. In the IMEC process, ridge and strip waveguides are patterned with a

combination of four process layers. The first of these, which we will call strip, defines the position

of 220nm height strip waveguides. The second, clad, defines silicon dioxide which forms the

waveguide cladding. Similarly, layer ridge1 defines the location of the central ridge of a ridge

waveguide, and ridge2 gives the partially etched component of the ridge waveguide.

In the phaseshifter provided by IMEC, these layers are used in multiple combinations, with

up to four layers being present in some areas. This creates a problem: what is the behaviour

when combinations of these layers are used together? Generally there is an exponentially growing

number of layer combinations. With four layers, there are 7 nontrivial layer combinations. It was

in the complexity of these layer interactions that the design error was hidden.

Used in isolation, IMEC’s supplied components are patterned with no issue. Only the phase-

shifters enclosed in an MZI were faulty. We quickly noticed the only possible culprit: each MZI had

clad patterned throughout its interior.

This extra layer of clad was patterned to ameliorate IMEC’s strict, automated design rule

checks (DRCs), which must be satisfied before a mask can be submitted. The offender in question

was an acute angle that occured in the strip waveguide cladding layer, clad, when the outputs of

an MMI separated.

A section of the phaseshifter which otherwise only had layers ridge1 and ridge2 present now

also had clad. Fatally, the combination of clad, ridge1 and ridge2 results in a fully etched silicon.

Whereas combining layers strip, clad and ridge2 results in partially etched silicon, and ridge1

and ridge2 results in no etching. Because of this, the interior half of the waveguide was fully

etched.

Design rules are in place in every foundry to ensure that designers do not lay out features

which cannot be fabricated, or that may lead to damage of the foundry equipment, and as such

they are a vital part of foundry infrastructure. Despite this, it was upsetting that a DRC lead to

the failure of this AGG, whose design was the culmination of four months work. Furthermore the

design rule that was broken—an acute angle in the cladding far from the waveguide—would have

had no bearing on the device’s functionality. Whilst the DRC’s cold, algorithmic gaze will spot vital

errors that humans fail to see, it is blind to human intention.

Another aspect of this error is the complex interaction between layers with similar functions.

Had we noticed that our DRC fix meant that the phaseshifters now had a region of clad covering

an area of ridge1 and ridge2, would we have known to change it? Perhaps now that I have been

pushed farther up the steep learning curve of photonic layout by this cruel error, I would have.

Severe consequences have lasting effects.

Though by studying IMEC’s process the effect of patterning these combinations of layers may be

foreseen, this is not always a simple task for those whom are non-expert in lithographic techniques.

Thorough yet simple documentation may alleviate the problem somewhat. Nevertheless, the

complexity of the layer space is surely something to be minimised, if errors like this are to be

avoided.
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3.3.3 AGG v3a-b

I created the layout of AGG v3 in May-July 2016. The devices were received from IME in November

2016, when testing began immediately.

As one of the main users of the design run, I volunteered to lead the assembly of the mask. After

seeing the amount of work required in the old system of assembly (which was close to completely

manual) I was keen to implement a more scalable strategy.

Design features

• Spiral and ring resonator source variants: AGG v3a utilises nested spiral waveguide sources, while

AGG v3b utilises ring resonator sources.

• Immediate power splitting: Both AGG v3a and AGG v3b split the launched power into the four

source waveguides immediately to mitigate spurious photon-pair emission.

• Test structures: Test structures of each of the passive on-chip components are included.

• Fused phaseshifters: An error in the electronic layout of the device connects two of the device’s

phaseshifters: ZU4 and ZU3 are fused in parallel. Fortunately, AGG v3’s single-qubit opera-

tions are over-specified, and these fused phaseshifters can be safely ignored by setting the

subsequent MZI to perform the identity (YU3 = YU4 =π), and compiling the single-qubit

operations (stage 4) with the projective measurement (stage 5).

• Calibration outputs: Taps and calibration outputs are used in the same locations as AGG v2, but

with output routed to grating coupler array rather than photodiodes.

• Segmented design space: Leading the assembly process of this design run allowed full control

over the optical and electronic components of the device.

• Tiered electronic ports: This die contains two tiers of electronic pads, so that adjacent pads are

separated by as much silicon dioxide as possible. This allows for a larger margin of error

when wirebonding and mitigates the risk of destroying dice by unsuccessful bonding. All

future design runs in QETLabs adopted this feature.

• I/O: 16 optical ports, 22 electronic ports (3 shared grounds as in AGG v2).

• Area: 1200×2800 µm.

Test and measurement

AGG v3a is the only device featured in this thesis which has undergone successful test and mea-

surement, being continually operated since its arrival in November 2016. The results of this are

shown in Chapter 4.
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Fig. 3.6 Top: darkfield micrograph of AGG v3a’s identifier. Middle: brightfield micrograph of AGG v3a (nested spiral
sources). Bottom: brightfield micrograph of AGG v3b (ring resonator sources).
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3.3.4 AGG v4a-c

Design features

I created the layout of AGG v4a-c in January 2018. It features a number of design improvements

inspired by the experimental and theoretical work that had been carried out since the last design

process. The devices are expected in early 2019 (in juxtaposition with the expected 3-5 month lead

time).

• 340 nm Silicon layer: In contrast to the other AGGs, this version has a 340 nm top silicon layer.

This allows the design of low-loss grating couplers283. This required all new photonic design

of grating couplers, MMIs, and evanescent couplers. These were optimised using finite

difference time domain (FDTD) simulations.

• 400×340 nm2 strip and ridge waveguides: Ridge waveguides are used to hinder TM modes which

may be present in these large, square strip waveguides, though strip waveguides are used in

the sources for their increased confinement (and therefore effective nonlinearity).

• Minimal single-qubit operators: Each single-qubit operation is performed by a single MZI. This

minimal configuration performs operations which are mathematically identical to the con-

catenated operations of the previous designs, while minimising loss and device complexity.

• Signals routed to center: To entangle the signal photons they must be routed to neighbour one

another. Two waveguide crossings per channel are saved by routing them to the center,

rather than to the top or bottom of the device. This also naturally yields waveguides which

are closer in length, relaxing path-length matching constraints and yielding a simpler design.

• Subtle path-length matching: Path-length matching is achieved by extending waveguides back-

ward by the appropriate length. This naturally balances the number of bends in each

lightpath, is more compact and is easier to lay out than the ‘s-shaped’ curves found on

previous AGGs.

• Thorough test structures: Test structures, including phaseshifters and waveguide cut-back loss

measurements (which are also photon-pair sources), are included. These are vital, as all of

the components on the die, as well as the process that made them, are completely untested.

• Square spiral waveguide sources: Measurements of spiral waveguides patterned on IME devices

yielded propagation losses in excess of 7 dBcm−1, much larger than the 3 dBcm−1 expected of

straight waveguides. For this reason, the four nested sources are layed out in a straight-edged

spiral.

• Grating coupler parameter sweep: The three variants, AGG v4a-c contain a parameter sweep in

the grating coupler pitch from 570µm to 590µm in steps of 10µm, as to obtain maximal

coupling

• phaseshifter geometry: Being a young foundry, it was unclear how the process’ metallisation

would perform. To mitigate this unknown, we implemented two different phaseshifter

designs. One, more robust to patterning error, has dimension 1.5×300 µm and is featured on

AGG v4b. The other has dimensions 1×180 µm and is featured on AGG v4a and v4c. Further,
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Fig. 3.7 Top: micrograph of a preliminary, silicon-only AGG v4c. Bottom: GDSII artwork of the layouts for AGG v4a-c.
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Fig. 3.8 Heatmaps of the energy density of light propagating through different photonic structures of AGG v4. a) The TE
mode of the ridge waveguides used in AGG v4 b) The TE mode of the strip waveguides used in AGG v4 c) Propagation
of light through a 1×2 MMI.

the foundry is to deliver two set of dice, one with NiCr phaseshifters, and one with TiN. It is

hoped that one or more of these combinations is fruitful.

• Evanescent couplers: AGG v4c utilises 50:50 evanescent couplers rather than MMIs, in an effort

to reduce loss. This is seen a risky strategy as evanescent couplers are known to be sensitive

to fabrication variation (cross over length depends exponentially on waveguide separation).

Using a large waveguide separation of 500 nm may alleviate this sensitivity somewhat, but

only testing will tell.

• I/O: 18 electronic ports and 22 optical ports.

• Area: 1400×3000 µm (for the largest variant, AGG v3b).

Test and measurement

AGG v4 is scheduled to arrive in January 2019, when testing can begin.

3.3.5 Overview

The fatal error of AGG v1 was only discovered on the week that it arrived. This sparked a flurry

of design work over the next nine months which resulted in AGG v3 and AGG v2. AGG v3 was

originally designed as a contingency plan, if the experimental features of AGG v2 were to prove

unusable. Due to the increased complexity of the IMEC process, as well as a number of delays on

their part, AGG v3 was delivered eight months before AGG v2.

Because there was a limited time frame before the technologically superior AGG v2 would

arrive, the decision was made to save time by testing AGG v3a, rather than AGG v3b. This decision

was made to avoid the complexity of engineering control of the four ring-resonators to maintain

simultaneous alignment in the presence of crosstalk (see §4.4.1). This would allow us to quickly

gather results for an upcoming conference deadline, before moving to AGG v2 once it arrived.
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This plan was not to be: AGG v2 failed, and once we had an AGG v3a generating results, the

energy barrier to achieving a functioning AGG v3b was too high, (though we got as far as packaging

and wirebonding). At the time of writing, a single AGG v3a die has been under continuous testing

for over two years. For the test and measurement of AGG v3a, see Chapter 4. In the meantime, the

delivery of AGG v4a-c is eagerly awaited.
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3.4 Graph state verification

Given a working graph state generator, what is the best way to verify it is performing as intended?

Which properties of quantum states are we interested in, and how do we measure them? The

most important factor in deciding this is the quantity of data that can be accumulated during the

course of the experiment. With enough data, tomographic measurements—which contain data

to simulate any other measurement—are always possible*. On the other end of the scale, some

witnesses only require a constant number of measurements284, but only provide one bit of data,

for example whether the state has multipartite entanglement, or not.

In our case, with probabilistic photon sources, entangling gates, and photon-loss, accumulating

data can be a long and costly process. With the photonic components of the above designs, a

source-to-detector photon loss of at least −10 dB is expected—a 40 dB reduction in four-fold rate.

Further, the postselection penalty of the entangling gate is either 1/4 or 1/9, or another 6 or 9.5 dB.

For this reason, tomographic measurements are not feasible. We must establish which properties

we are interested and find measurement strategies to learn them to an acceptable accuracy with

the fewest photon coincidences (data points).

3.4.1 Measuring state fidelities with stabilisers

What is the most efficient way to verify a quantum state? We wish to find the fidelity of some

quantum state (or ensemble or ‘identical’ quantum states). We use the stabiliser method284, which

is the optimal local strategy for verification of stabiliser states, differing from the global optimum

by a factor of two in number of measurements for the same error and confidence285.

Any stabiliser state can be decomposed in to the sum of its (strictly local) stabilisers, gi
284

ρ =
2n∑

i=1
gi . (3.5)

A fidelity with respect to it can be broken down into 2n local measurements,

F = 〈G|ρex |G〉 = tr[ρGρex ]. (3.6)

Using |G〉〈G| = ρG = 1
2n

∑2n

i gi :

F = tr[ρGρex ] = tr[(
1

2n

2n∑
i

gi )ρex ] = 1

2n

2n∑
i

tr[giρex ] = 1

2n

2n∑
i
〈gi 〉. (3.7)

So the fidelity of the experimental state with stabiliser state |G〉 can be calculated using only the

expectation values of the stabilisers, mean(〈gi 〉).

To understand this method, we consider what stabilisers signify in a Hilbert space. Stabilisers

are axes of the Hilbert space in a local basis, and their expectation value is the states position along

that axis. By analogy, consider 〈X 〉 on a single qubit—its value determines how far along the X

axis the state resides. Of course, it is possible to define an axis along which our desired state |ψd〉
resides: it is simply |ψd 〉〈ψd |. Most states, however, are entangled, and so would require entangled

measurements to verify optimally. These are at least as challenging as applying further entangling

*Tomography requires an exponential amount of data in the number of qubits.
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gates to the state—entangled measurements can always be decomposed into an entangling (or,

disentangling) operation and local measurements. This is rarely possible in linear optical schemes

due to fixed interferometer geometries and postselectability (see §2.3). Furthermore, it is often

these very gates that are to be scrutinised!

An n-qubit stabiliser state is defined by n stabiliser generators. Measuring them verifies if

the experimental state is indeed |ψd 〉〈ψd |—if the expectation values are 1, then the state is as

desired. This is the minimal local decomposition of any stabiliser state—indeed, the average of

these expectation values forms a lower bound on the fidelity284. Additional stabilisers provide

additional information. This is akin to looking at the state from more directions, rather than

repeatedly from the same direction—utilising all of them provides the best possible picture.

Since our experimental state will in general be mixed, the space it occupies is parametrised

by O(22n) parameters, far more than could be gleaned from 2n stabiliser expectation values. We

gain little information about the state apart from its fidelity with the desired state; we perform

verification, not tomography.

3.4.2 Measuring expectation values of local operators

An estimate for state fidelity can be calculated from measurements of the expectation values of the

state’s stabilisers. We will now see how these measurements are done using AGG v3 of §3.3.3. For

the results of these methods, see §4.3 and 4.5

Nominally, to measure the expectation value of a local unitary, U =U1 ⊗U2 ⊗U3 ⊗U4, on an

ensemble of identical four-qubit states, |ψ〉, the unitary is applied to the states, and the states

are measured in the computational basis Z = |0〉〈0|− |1〉〈1|. The expectation value is calculated

from the distribution of the outcomes of these measurements. Let Nλ be the number outcomes

where measurement yielded |i j kl〉 with eigenvalue λ ∈ {−1,1}. 〈U 〉 is the normalised difference

between the number of measurements with outcomes λ= 1 and the number of measurements

with outcomes λ=−1:

〈U 〉 =

∑
λ=1

Nλ − ∑
λ=−1

Nλ∑
λ

Nλ

. (3.8)

Here we assume that we know the total number of trials
∑
λ

Nλ (no photon loss). For realistic

systems, where photons are lost, each outcome count Nλ in the above can be replaced with a rate

of detection Rλ.

This requires measurement of both output modes of each qubit, if the statistics are to be

gathered simultaneously. This is not possible for AGG v1-3. Instead, since only |0000〉 can be

detected, each of the 2n = 16 eigenvectors of U must be independently projected on to |0000〉 in

turn—measuring an expectation value requires 16 settings, rather than 1. For example, to measure

〈Z Z Z X 〉, photon coincidences are collected for each measurement setting |0000〉〈Zi Z j Zk Xl|,
where Ui projects the i th eigenvector of U on to |0〉. These are then summed as per equation 3.8.

Unfortunately, the practicalities of performing these measurements on AGG v1-3 only became

apparent after the testing of AGG v3a had begun. This realisation prompted the main difference in

design between AGG v3a-b and AGG v4a-c: the addition of a second output waveguide for each

qubit.
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This aspect of the earlier designs is one of my foremost regrets in this work. A factor of 16 (12

dB) on the data acquisition would have enabled a variety of applications, such as measurement

based protocols. Perhaps this, and other experiments can be done in the coming year on the

improved AGG v4c. Some reconciliation is taken by noting that having both output ports requires

eight rather than four photon detectors, which have historically been a scarce resource in our lab.

Moreover there are some practical concerns, such as loss-balancing the off-chip channels to the

detectors.*

3.5 Quantum photonic simulation

We wish to probe the performance of AGGs under realistic conditions, including non-ideal non-

linear photon-pair sources with sub-unity purity and multiphoton emission as well as loss and

unitary errors. To do this, we employ a full quantum photonic simulation of multiphoton (Fock)

states as they are transformed by a linear optical unitary. We model the photonic state generated

by our on-chip sources, propagate it through the unitary of AGG v3 and generate output data of

exactly the same kind as is outputted by AGG v3 (see §3.4). In this way, we can attempt to learn the

leading causes of error on the device, so that we may better understand and engineer them.

Formally, the task is to learn about the output state, |ψout〉, generated by M ×M linear optical

unitary, U , on input of some Fock state |ψin〉:

|ψout〉 =Ω|ψin〉. (3.9)

Where |ψin〉 = ψin(a⃗†)|0〉 for a⃗ = (a†
1, a†

2, . . . , a†
M ) and Ω is the unitary transformation of the

Fock states generated by U . Here, ψin(a⃗†
j ) is a polynomial of photon creation operators in modes

j = 1, . . . , M . This is found by propagating the mode operators a†
j with U :

|ψout〉 =ψin(U a⃗†)|0〉. (3.10)

In this section we utilise two different quantum photonic simulators, each of them suited to explore

one of the leading sources of error on the device: partial distinguishability and multiphoton emis-

sion. The first of these stores the quantum state as a polynomial of mode operators, transforming

the state as per the individual linear optical components of the device, which we call POMOS. The

second calculates permanents of submatrices of the device’s linear optical unitary to find the

transition amplitudes between input and output Focks states247, which we call PERM.

3.5.1 Polynomial of mode operators simulator - POMOS

In this simulator, photonic states are represented by polynomials of photon creation operators

a†. These operators act on the vacuum to create a photon in mode a. In future we will drop the

dagger for clarity. An example ‘state’ stored in this way is (ac +bd)/
p

2, representing the Fock state

(|1010〉+ |0101〉)p2. From here it is simple to implement unitary transformations on the ‘state’. For

*This can be done in post-processing, with an accurate measurement of the channel loss.
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example, a beamsplitter between modes a and b:

a → 1p
2

(a + i b), (3.11)

b → 1p
2

(b + i a). (3.12)

The set of on-chip operations is completed by the phaseshifter, which transforms a mode a → e iφa

for some phase φ. Concatenation of these two operations can construct any optical unitary152.

To simulate our devices, we must first be able to accurately write the state which is generated

by the on-chip sources ψin. AGG v3 utilises four photon-pair sources based on SFWM in a ‘straight’

waveguide source (see §1.2.2 and §1.4.1). In a quantum optical treatment, these sources each

generate a two-mode squeezed vacuum state, from which the two-photon component is posts-

elected. These states have various properties that will negatively effect the performance of our

sources. In this section we will focus on spectral entanglement in each of the sources, and show

how this can be included in ψin and subsequently fed into our simulator, POMOS. In §3.5.2 we

discuss incorporating multiphoton emission from these sources.

Multiple frequency entangled sources of squeezed vacuum on chip

To summarise the notation used in this section, spatial modes are labelled by characters from the

Latin alphabet, temporal-spectral modes are labelled by superscript, and whether the photon is

at signal or idler wavelengths is labelled by the subscript. Here we consider the idler and signal

photons are non-degenerate and so their Schmidt modes are orthogonal, as in AGG v1-4.

SWFM in mode a generates a two-mode squeezed vacuum state with parameter ξ(a) (see

§1.4.2). We write:

|ψa〉 =
√

1−|ξ(a)|2
N→∞∑

n=0

(−ξ(a))n(as ai )n

n!
|0〉. (3.13)

Where ξ(a) = i e i Arg(ζ(a)) tanh(ζ(a)) and ζ(a) is the squeezing parameter from squeezing operator

S(ζ(a)). This is normalised for N →∞. For small ξ, |ψa〉 is dominated by vacuum, with an O(ξ)

two-photon component. This two-photon component is our photon pair source, and has enabled

a large proportion of quantum optics experiments to date52–54,282.

In the above as and ai are clearly separable—which is necessary for the generation of pure

photons—however this is not representative of most states generated by nonlinear processes,

especially in non-resonant sources. In general energy conservation causes the photon pair to be

entangled. Instead we write the state with a discrete JSA, Ja(k, l ), where k and l index discrete

spectral modes. This allows us to express entanglement between the signal and idler spectral

modes (c.f. a continuous JSA Ja(ωk , ωl , see §1.4.1)).

as ai →
La∑

l=1

Ka∑
k=1

Ja(k, l )ak
s a(l )

i (3.14)

and
∑La

l=1

∑Ka

k=1 |Ja(k, l )|2 = 1. Using an (orthogonal) Schmidt basis only Ja(k,k) is populated, and:

|ψa〉 =
√

1−|ξ(a)|2
N∑

n=0

1

n!
(

Ka∑
k=1

−ξ(a) Ja(k,k)a(k)
s a(k)

i )n |0〉. (3.15)
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Fig. 3.9 Squeezing and pair production probabilities. A squeezing parameter of ζ = 0.175 gives combined photon
generation probability of p = 0.0300 and theoretical CAR of 33.3. Left: probability to generate a photon pair with
squeezing parameter. Note the approximately quadratic relationship at low squeezing. Middle: probability to generate
n pairs of photons with squeezing parameter. Right: probability of generating n pairs of photons, for overall photon
pair generation probability p.

Which naturally describes an entangled biphoton state in terms of a Schmidt decomposition of its

JSA. Equally the state can be written as a set of Ka independent squeezed states with squeezing

parameter ξ j = ξJ ( j , j ):

|ψa〉 =
Ka∏

k=1

√
1−|ξ(a)

k |2
N∑

n=0

(−ξ(a)
k )n

n!
(a(k)

s a(k)
i )n |0〉. (3.16)

Representing a tensor product of squeezed states:

|ψa〉 =
Ka⊗

k=1
S(ξ(a)

k )|0〉. (3.17)

To model our sources, we take the tensor product of four of these frequency entangled two-mode

squeezed vacuum states:

|ψin〉 = |ψa〉⊗ |ψb〉⊗ |ψc〉⊗ |ψd〉. (3.18)

For detail on how dual-rail qubit states are postselected from squeezed vacuum, see §1.4.2.

Controlling distinguishability

To produce a state with finite distinguishability between these sources, we can adjust the overlaps

and amount of squeezing of each of the Schmidt modes. To keep things tractable, we set N = 2,

neglecting terms with more than 2N = 4 photons. To simulate its propagation through the device,

we transform the modes as per the device unitary, keeping differently super- and sub-scripted

mode operators orthogonal. To reconstruct the output statistics generated by the device, we

incoherently sum over the frequency degree of freedom. That is, the probabilities of each output

state that contains a photon (no matter its frequency) in all four of the detected output modes

must be summed, with no interference.

Some choices remain: how do we assign physically relevant values to Ji (k,k) = ξ(i )
k /ξ(i )? Though

it is possible to do tomography on the Schmidt modes of a photon pair source286, this is beyond

the scope of our already complex experiment. Instead, we make an approximation: we set each
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joint spectrum Ji (k,k) (for i ∈ {a,b,c,d}) to share some amplitude in mode k = 1, and the rest of

the state occupies some unique mode k = 2,3,4,5 for sources a, b, c, d respectively.

In this way, the purity, P , of each source can be tuned from P = 1/2 to P = 1 continuously,

however at values close to P = 1/2, where J(1,1) = J(2,2) = 1/
p

2, the state is still represented

by just two Schmidt modes. This is an approximation that may not be valid (typically Schmidt

decompositions of nonlinear photon-pair sources have an approximately exponential distribution

of Schmidt modes287). For our expected purities of P > 0.8, where J (1,1) dominates, two Schmidt

modes appears to be a reasonable approximation. Further, it is a useful one: the complexity of the

simulation scales exponentially with the number of Schmidt modes in each source. Though this

approach is general we use N = 2—increasing N requires large increases in computing resources.

In this model we also assume that all photons not in the shared, indistinguishable mode are

completely distinguishable from one another. This has the advantage of limiting the size of the

simulation by keeping modes completely orthogonal (or completely overlapping), while keeping

the number of modes to a minimum. Note that photons from different sources that are in the ‘non-

pure’ mode will not interfere, which may be overly pessimistic, producing lower bounding results.

Since the simulation is limited to four photons, postselection prevents multiphoton emission from

the same source contributing to the data.

These two issues highlight a more fundamental problem: If we Schmidt decompose n sources

to access their minimal representations these Schmidt modes will not, in general, be orthogonal

between the sources. To progress, one avenue is to represent each source in its own Schmidt basis,

then, knowing all of their O(
∏n

i=1 Ki ) overlaps, propagate the state through the unitary accordingly.

This approach requires in depth knowledge of the mode structure of each photon source and the

overlaps between them, something out of reach in most experiments. Full Schmidt decomposition

involves a potentially large number of modes, making O(
∏n

i=1 Ki ) a formidable number.

Another approach is to pick some other orthogonal basis in which to decompose the M

sources in to. The Hermite-Gauss or Gauss-Laguerre bases, though not having as deep a physical

interpretation, may be more practical. Such a decomposition may not be minimal, but will retain

orthogonality between modes, simplifying the method of simulation.

3.5.2 Permanent computing linear optics simulator - PERM

‘Multiphoton’ (here n > 4 photons) emission can be included in POMOS by setting N at the desired

level. In practice, however, both multiphoton emission and partial distinguishability require

propagating an exponential number of terms, which is infeasible using the symbolic manipulation

of POMOS (at least with our implementation in Mathematica). Instead, we use linear optics’

surprising relationship to the matrix permanent to simulate it.

Analogous to the determinant, the permanent is a function of every number in a matrix,

outputting a single real number. These are multiplied according to permutations of the symmetric

group (of size n for an n ×n matrix) and then summed. In the determinant, summands whose

permutation is odd have negative sign, whereas in the permanent, each summand has positive

sign.
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Fig. 3.10 Calculating the transition amplitude, a(| f1〉→ | f2〉) from | f1〉 to | f2〉 via linear optical unitary U .

det(M) =


a b c

d e f

g h i

= aei −a f h −bdi +b f g + cdh − ceg (3.19)

per(M) =


a b c

d e f

g h i

= aei +a f h +bdi +b f g + cdh + ceg (3.20)

In short, the probability of an n-photon Fock state, | f1〉, to transition to another Fock state,

| f2〉, via a M ×M linear optical unitary, U , is related to a the permanent of an n ×n matrix which

is selected using the Fock state occupations of | f1〉 and | f2〉. More precisely, to calculate the

probability amplitude for a Fock state | f1〉 = | j1, j2, . . . , jM〉 to transition to another Fock state

| f2〉 = | j ′1, j ′2, . . . , j ′M〉, we select a submatrix U f2

f1
, of U by taking ji copies of the i th row and j ′i copies

of the i th column (see Fig. 3.10).The probability amplitude for a transition from | f1〉 to | f2〉 is:

a(| f1〉→ | f2〉) =
per(U f2

f1
)√

j1! j2! . . . jM ! j ′1! j ′2! . . . j ′M !
. (3.21)

For states with
∑M

i=0 ji =∑M
i=0 j ′i = n photons, the transition amplitude is given by a single n ×n

permanent. Using this method, any output statistics can be calculated, including the full output

state. To find the amplitude in some output Fock state |F〉, we sum over the transition amplitudes

from each input Fock state αF =∑
i α fi a(| fi〉→ |F〉). Here, α fi is the amplitude of | fi〉 in the input

state.

The permanent is a famously hard computation problem, belonging to computational com-

plexity class #P, and as such is generally intractable for large n.

Multiphoton emission on AGG v3

Fundamentally, AGG v3 outputs a single four-photon rate; setting phases across the chip changes

its linear optical unitary and therefore the measured four-fold coincident rate. These rates are

used to calculate all further statistics and data, such as state fidelities and computation results.

These rates come from detecting photons in the modes |10101010〉 f = |0000〉. In general, however,
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no. photons no. of AGG source terms no. 10-mode Fock states no. of coincident states

4 10 286 1
4-6 26 4290 56
4-8 50 31746 771
4-10 78 167882 5776
4-12 116 705354 50388

Table 3.1 Comparing the number of Fock states that are relevant for representation of an arbitrary 10 mode state,
compared to the number that are of interest to measurements on AGG v3.

single-photon detectors are not photon number resolving: they cannot distinguish if one photon

was present, or if it was two, or five.

To model this output, our simulator incoherently sums over each Fock output that would

cause a four-fold click in our detectors, and thus contribute to the data. This incoherent summing,

implicit in the function of the non-photon-number-resolving detectors, causes multiphoton

emission to appear as infidelity in the measured state. In PERM, we calculate all transitions to

states which would contribute to that four-fold rate. For example, in our device the Fock state

|10101010〉 f corresponds to the logical state |0000〉, but our detectors cannot discriminate this from

Fock states such as |10102020〉 f . The amplitudes for these transitions are incoherently summed to

find an coincident probability.

One interesting feature of PERM is that it only needs to compute transitions to the subset of

output Fock states that we are interested in, which is usually (and in our case) a tiny fraction of

the total number. In AGG v1-3, we can only detect photons in four of the ten waveguide modes.

Only Fock states which have at least one photon in each of these output ports are of interest. This

greatly reduces the number of permanents that need to be computed (see Table 3.1). Ironically,

our mistake of only outputting one waveguide per qubit saves a great deal of computational effort.

Multiphoton emission and photon loss

When combined with multiphoton emission, loss can have a great effect on the output statistics:

two photons are much more likely to reach a detector with efficiency 0 < η < 1 than one—you

can lose either of them, and still get a click. For this reason, there is a correction to the transition

amplitude to include the effect of loss. This effect is larger the smaller η is. For our value of 18 dB

= 10−1.8 = 0.016, the correction is vital (see Chapter 4 for AGG v3 loss measurements).

We will now derive it in the four photon case, though the extension to arbitrary photon num-

ber or detection pattern should be clear. Since we measure in coincidence, we are only inter-

ested in Fock states which have at least one photon in each of the four measured modes |F〉 =
| j1, . . . ,k1, . . . ,k4, . . . , jM〉, where ki are the occupations of the modes we will measure (i ∈ {1,2,3,4}).

Photons in modes other than these have no effect. ηi denotes the transmission of mode i .

To calculate the probability of a four-fold coincidence, we multiply the probability to detect

ki photons for each detector i , and sum over the case of each photon can be lost such that

the detectors still give a coincidence. These probabilities are themselves sums of the binomial
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expansion for each of the ki photons being lost.

Γ(|F〉) =
k1−1∑
l1=0

k2−1∑
l2=0

k3−1∑
l3=0

k4−1∑
l4=0

(
k1

l1

)
η

k1−l1
1 (1−η1)l1

(
k2

l2

)
η

k2−l2
2 (1−η2)l2

(
k3

l3

)
η

k3−l3
3 (1−η3)l3

(
k4

l4

)
η

k4−l4
4 (1−η4)l4 .

(3.22)

Or, for η1 = η2 = η3 = η4 = η:

Γ(|F〉) =
k1−1∑
l1=0

k2−1∑
l2=0

k3−1∑
l3=0

k4−1∑
l4=0

(
k1

l1

)(
k2

l2

)(
k3

l3

)(
k4

l4

)
η

∑
ki−∑

li (1−η)
∑

li . (3.23)

This modifier contributes to all data measured with non-photon-number resolving detectors,

and should be used in any simulation concerned with multiphoton emission. For each term |F〉 in

the output state with amplitude αF the coincidence probability is Γ(|F〉)|αF |2. As such, the outputs

of PERM are modified accordingly.

This compounds loss’s detrimental effect on schemes that use nonlinear sources: the more loss,

the more multiphoton emission contributes to the output statistics. For increased loss, the pump

power must be reduced to achieve the same output statistics (expectation value measurements,

HOM visibilities etc.). For constant output statistics, loss contributes in two independent ways to

reduce count rate (photon-loss, and pump power reduction). Fig. 3.12 shows the effect of channel

loss on HOM fringe output for changing loss parameters. This method uses the heuristic that all

loss is applied ‘at the detector’, which is justified since loss is applied linearly. We also assume

η1 = η2 = η3 = η4 = η (all lightpaths see the same amount of photon loss).

3.5.3 Full quantum photonic simulation

What does the ideal quantum photonic simulator look like? It should encompass the utility of

POMOS and PERM, packaged as efficiently as possible as to handle large system sizes. It should be

able to handle multiphoton emission from nonlinear sources, including loss, as well as spectral

entanglement. It should also allow the user to specify optical circuitry in basic building blocks (such

as beamsplitters and phaseshifters). This tool would be of great use to the quantum photonics

community, and could provide understanding of the sources of error and infidelity in devices of

increasing scale and complexity.

The permanent method is preferred due to its speed and the capability to calculate single

Fock state transitions. The challenge is to build in a natural handling of partially distinguishing

degrees of freedom (such as frequency) in arbitrary occupation of spatial modes, as is natural with

POMOS. Further, it should do this in the most efficient way possible, as to mitigate the exponential

complexity of the problem.

Calculating permanents faster

Our implementation of PERM utilises Mathematica’s in-built routine for calculating permanents,

however moving to a concurrent, compiled language would provide several orders of magnitude of

speedup. Further, permanent calculation and amplitude summing in particular lend themselves

to numerical optimisation. The fastest known method for calculating the permanent is via Ryser’s

formula288, which has complexity O(2n−1n2).
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Fig. 3.11 The effect of multiphoton emission and partial distinguishability on state fidelity and HOM dip visibility. Left:
POMOS is used to find the effect of partial distinguishability on states generated by an AGG. In this simulation, each
photon-pair source emits photon pairs which are entangled in two frequency modes. Each source emits in one shared
mode where the photons are indistinguishable, and one unique mode, where photons are completely distinguishable.
By adjusting the relative amplitude of these modes in each of the on-chip sources simultaneously, distinguishability
can be tuned from zero to one. This construction is expected to be a good approximation for highly indistinguishable
states (say P > 0.8). HOM dip visibility follows the same curve as the star graph state fidelity. Right: PERM is used to
compute the effect of multiphoton emission on states generated by an AGG. Here, transitions of up to eight photons
are computed, and output statistics generated for a detection probability of 10−1.8 =−18 dB, as per measurements of
AGG v3a (Chapter 4). A justification for truncating the computation at eight photons can be found in Fig. 3.12.

3.5.4 Simulating AGG v3

In this section we will use POMOS and PERM to establish the effect of multiphoton emission and

partial distinguishability on the fidelity of states generated by AGG v3.

Two classes of graph state

AGG v3 was fabricated with a design error that fused phaseshifters ZU3 and ZU4, meaning that local

operations must be compiled with projective measurements (see §3.3.2). This has the undesirable

effect that the on-chip phaseshifter settings for measuring state fidelity are identical for each of

the on-chip graph states in the same entanglement class.

Nominally, the on-chip local operators allow the device to transform the state generated by

the on-chip R-PEG, |ψ〉, into one of the graph states in its entanglement class, |G1〉 =U1|ψ〉. To

verify this state, we measure the expectation values of its stabilisers. Without loss of generality, let

g = g (1)g (2)g (3)g (4) be a local stabiliser of |G1〉.
Here, each of the 24 = 16 projections of the eigenvectors of g onto |0000〉 must be implemented

by the projective stage. We write these local projectors as Pi j kl = |0000〉〈g (1)
i g (2)

j g (3)
k g (4)

l |, where g (1)
i

is the eigenvector corresponding to eigenvalue i for the first qubit.

To generate another graph state of the class, we concatenate another local unitary, |G2〉 =
U2|G1〉 = U2U1|ψ〉. This unitary, U2, performs local complementation on the first graph and

therefore necessarily transforms the stabilisers of |G1〉 into the stabilisers of |G2〉. To measure in

the eigenbases of a stabiliser S′ of |G2〉 we project with P ′
i j kl = |0000〉〈g ′(1)

i g ′(2)
j g ′(3)

k g ′(4)
l |. However,

P ′
i j kl = Pi j klU

†
2 , that is, the projectors change to match the stabilisers of the new state. So P ′

i j klU2 =
Pi j klU

†
2U2 = Pi j kl , and the method prescribes the same measurement for both |G1〉 and |G2〉, that

is, generate Pi j kl |G1〉 and measure the coincidental rate.
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We are in the peculiar position where we can generate the entire class of graph states, for

example |G2〉, but measuring its state fidelity is identical in process to that of measuring |G1〉. It is

impossible to individually verify each graph state of the entanglement class, though these can still

be generated (without verification) by choosing not to apply a projector P .

For this reason we only aim to study two quantum states generated by AGG v3a: the star and

line graph states. Both of these states are trees (of which there are at most one per entanglement

class267) and are representatives of the two types of graph state entanglement that exist in four

qubits.

We will now examine the stabilisers of the star and line states, which will be measured to

estimate our experimental state fidelity. We also introduce a technique for generating subgraph

states from larger graph states. This is implemented in §4.5.2.

Star graph stabilisers

With 4 qubits, there are 4 different star graph states. These have each qubit i ∈ {1,2,3,4} at the

center of the star. We measure the star where qubit 4 is the center. Here, we will write the stabiliser

generators as gi for i ∈ {1,2,3,4}, and compound stabilisers gi g j = gi j . Our star state has stabilisers:

g1 = X I I Z , g2 = I X I Z , g3 = I I X Z , g4 = Z Z Z X ,

g12 = X X I I , g13 = X I X I , g14 = Y Z Z Y , g23 = I X X I , g24 = Z Y Z Y , g34 = Z Z Y Y ,

g123 = X X X Z , g124 =−Y Y Z X , g134 =−Y Z Y X , g234 =−Z Y Y X , g1234 =−Y Y Y Y , gi i = I I I I .
(3.24)

The expectation values of these stabilisers are used to calculate a state fidelity with the star graph

state F = mean(〈gi 〉). Conveniently, some of these expectation values can be calculated from the

same data. 〈I I I I 〉 = 1, for example, is trivial. More pertinently, 〈X I I Z 〉, 〈I X I Z 〉, 〈I I X Z 〉, 〈X X I I 〉,
〈X I X I 〉, 〈I X X I 〉 can all be calculated from the data collected for 〈X X X Z 〉. Here, seven stabiliser

expectation values are found by measuring one set of data. Measuring a state fidelity can be done

by measuring coincident rates for 9×16 = 144 projectors, rather than 16×16 = 256.

To understand this technique, note that for qubits, I = |a〉〈a|+ |b〉〈b| for 〈a|b〉 = 0. Measuring

the identity can be simulated by taking any complete set of measurements and allowing both

eigenvalues to be 1. For example, to calculate 〈S′〉 = 〈I X X I 〉 from the data collected for 〈g 〉 =
〈X X X Z 〉, the coincident rates are summed such that the eigenvalues of the projectors on qubits

1 and 4 do not contribute to the measurement outcome—only the eigenvalues of qubits 2 and

3 contribute to the eigenvalue of S′. To measure 〈X X X Z 〉, we record a coincident rate for each

projector |0000〉〈Xi X j Xk Zl|, where i , j ,k, l ∈ {1,−1} is the eigenvalue of eigenvector |Ui〉 of U . To

calculate 〈I X X I 〉, the coincidence rates are summed such that terms with j ·k = 1 are positive,

and terms with j ·k =−1 are negative, and i and l are ignored. The sum is then normalised with

the total rate. Contrast this with calculating 〈X X X Z 〉 from the same data, where the coincidence

rates are summed such that terms with i · j ·k · l = 1 are positive, and terms with i · j ·k · l =−1 are

negative (see §3.4.2).

In §4.5 we explore the states generated by projecting one and two of the qubits of the four-qubit

star graph state on to |0〉. This produces a state of three and two qubits respectively. These smaller
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Fig. 3.12 The effect of loss and Multiphoton terms on heralded HOM dip visibility. Left: the effect of photon loss
combined with finite squeezing. Increased loss appears as reduced heralded HOM dip visibility and state fidelity. Here,
a simulation using up to 10 photons is used. Right: heralded HOM dip visibility for a range of squeezing parameters
in 5 simulations that simulate increasing numbers of photons as generated by nonlinear pair-photon sources. This
justifes the 8-photon simulations of state fidelity for p < 0.08, as shown in Fig. 3.11.

states, |g〉, are subgraphs of the larger graph state |G〉 which can always be created from |G〉 by

projecting all qubits of |G〉 that are connected to, but not in, |g〉 on to |0〉.
Furthermore, the stabilisers of a subgraph state |g〉, Sg , are always contained in the stabilisers

of the state |G〉, SG . To generate |g〉, we must project all neighbouring qubits on to |0〉 = |Z1〉. Since

the stabiliser generators of |G〉 either have Z or I acting on the qubits to be projected, each of

the stabilisers of |g〉 can be found with either a Z or Z 2 = I acting on the projected qubits. This

allows us to extract expectation values 〈Sg 〉 from the data collected for 〈SG〉 by extracting the

measurements that project on |Z1〉 = |I1〉 = |0〉.
The fidelity of the subgraph states can be calculated from the expectation values of the full

set of stabilisers, i.e. the full set of 256 projectors. However, we measure only 144 projectors. We

wish to calculate the fidelity of the (1,4) and (3,4) two-qubit graphs generated from the star graph

state (as these were previously unentangled qubits). To do this we must fill in the one piece of data

missing from the 144 projector coincidence rates: 〈X Z 〉.
In more detail, the stabilisers of the two-qubit connected graph state are X Z , Z X , Y Y . Ex-

pectation values of these can be found by observing that the measured coincidence rates for the

projectors used to calculate 〈Z Z Z X 〉 can also be used to calculate the expectation value of each

stabiliser 〈Z1X4〉, 〈Z2X4〉, 〈Z3X4〉. Furthermore, 〈Y Z Z Y 〉 and 〈Z Z Y Y 〉 can be used to calculate

〈Y2Y4〉, 〈Y3Y4〉. In the reduced set of 144 projectors, only the two-qubit expectation values 〈X1Z4〉
and 〈X3Z4〉 need to be measured to provide a fidelity.

Line graph stabilisers

With 4 qubits, there are 12 different line graph states. We measure the line with edges (3,1), (1,2),

(2,4). Again, we write the stabiliser generators as gi for i ∈ {1,2,3,4}, and compound stabilisers
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gi g j = gi j . This line state has stabilisers:

g1 = X Z Z I , g2 = Z X I Z , g3 = Z I X I , g4 = I Z I X ,

g12 = Y Y Z Z , g13 = Y Z Y I , g14 = X I Z X , g23 = I X X Z , g24 = Z Y I Y , g34 = Z Z X X ,

g123 =−X Y Y Z , g124 =−Y X Z Y , g134 = Y I Y X , g234 = I Y X Y , g1234 = X X Y Y , gi i = I I I I
(3.25)

As above, however, the number of measured expectation values can be reduced to 9. 〈X Z Z X 〉
yields 〈X Z Z I 〉, 〈I Z I X 〉, 〈X I Z X 〉. 〈Z X X Z 〉 yields 〈Z X I Z 〉, 〈Z I X I 〉, 〈I X X Z 〉. 〈Y Z Y X 〉 yields

〈Y Z Y I 〉, 〈Y I Y X 〉. Finally, 〈Z Y X Y 〉 yields 〈Z Y I Y 〉, 〈I Y X Y 〉. As with the star state, 16×9 = 144

measurement settings are needed.

Results

We use our simulators, PERM and POMOS to establish the effect of multiphoton emission and

partial distinguishability, as described above, on the fidelity our on-chip graph states. We also

measure the on-chip HOM interference fringe visibility as these parameters are changed. The

results of this can be seen in Figs. 3.11 and 3.12. For these simulations, multiphoton emission and

partial photon distinguishability are assumed to be the only source of error in their respective

simulations. That is, the phaseshifters are implemented with zero error, beamsplitters are 50:50

and each of the photon-pair sources are equal in brightness.

Characterising physical errors

Though quantum state tomography is often used as a tool to find the source of error in preparing a

quantum state, it represents errors as transformations on qubits, which can be difficult to relate

back to the physical causes of infidelity. To do this, a lower-level, physically motivated description

of the quantum system is needed. This can be used to investigate the effect of measurable device

parameters, such as JSAs and source brightness, and map them directly to measured experimental

data—even data which is not tomographic.

Fig. 3.11 shows how the state fidelity, as measured by AGG v1-3, decreases with multiphoton

emission, and partial distinguishability. Fig. 3.12 shows the relationship between multiphoton

emission and loss in a HOM interference experiment, as well as tracking the contribution at the 6,

8 and 10 photon levels. This is used to justify of the maximum squeezing that can be accurately

simulated when the number of photons is truncated at these values.

In this data, each fidelity measurement is composed of 144 rates which are used to compute

the expectation values of the state’s 16 stabilisers. This is vastly more data than a single fidelity

estimate (a number), and so can be used to learn more about the on-chip quantum state. Four sets

of example data are shown in 3.13, 3.14, 3.15 and 3.16. These display the characteristic effect of

partial distinguishability and multiphoton emission on otherwise ideal measurements of the four-

photon line and star graph state stabilisers as would be performed by AGG v3. Interestingly, for the

star the effect of partial distinguishability on the stabiliser measurements is indistinguishable from

the effect of multiphoton emission. For the line state, however, these have subtly different effects.

By comparing this data to a set of experimentally measured data it may be possible to identify

the leading cause of error. This data is exactly the same kind of data that is measured from a real
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device in the lab, and so this analysis comes at no cost—no extra measurements are needed. In

§4.5 we plot experimental data from AGG v3 and compare it to this simulated data.

Similarly, other causes of error, such as phaseshifter error or random Pauli error can be evalu-

ated in this way. In the future, models like these could be fit to measured data, providing a more

precise understanding of the cause of infidelity of experimentally generated states.
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Fig. 3.13 Simulated stabiliser measurements of a star state with multiphoton noise on AGG v3. Each of the nine
expectation values are simulated via 144 four-fold rates. From these measurements a fidelity can be calculated. p, the
probability of a pump pulse generating a photon pair is varied from 0 to 0.113. Bar charts plot the coincidental rate
for each projector comprising a stabiliser measurement, with expectation values shown beneath. For experimentally
measured data of the same kind see Figs. 4.19 and 4.20. Measurements for X X X Z , are used to calculate the six
unmeasured stabilisers (see §3.5.4), however the fidelity is calculated from all 16 stabilisers. These simulations were
performed with a photon transmission of −18 dB, as measured on AGG v3.
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Fig. 3.14 Simulated stabiliser measurements of a line state with multiphoton noise on AGG v3. Measurements of
X Z Z X , Z X X Z , Y Z Y X , Z Y X Y are used to calculate the six unmeasured stabilisers (see §3.5.4).
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Fig. 3.15 Simulated stabiliser measurements of a line state with partial distinguishability on AGG v3. σ, the indistin-
guishability of the on-chip sources is varied in four steps from 1.0 to 0.6. The data for X X X Z , is used to calculate the
six unmeasured stabilisers (see §3.5.4).
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Fig. 3.16 Simulated stabiliser measurements of a line state with partial distinguishability on AGG v3. σ, th indistin-
guishability of the on-chip sources is varied in four steps from 1.0 to 0.6. Measurements of X Z Z X , Z X X Z , Y Z Y X ,
Z Y X Y are used to calculate the six unmeasured stabilisers (see §3.5.4).



Chapter 4

A four-photon, four-qubit graph state

generator in silicon

4.1 Introduction

In Chapter 3 we introduced the seven variants of the four-photon, four-qubit arbitrary graph state

generator (AGG). Due to the long history of design error we have thus far only been able to test

one of them: AGG v3a. Despite originally being planned as redundancy, and with the expectation

that we would move to testing AGG v2 or AGG v3b with time, the same copy of AGG v3a has been

consistently operating for nearly two years. It has survived micro-and-macro scale flooding in the

laboratory, accidental electro-chemistry on its wirebonds, and cumulatively months of integrated

measurement time. In this period the device’s properties and performance have been continuously

tested and optimised, which is the topic of this chapter.

The device, through many trials and tribulations, has been successful. We have demonstrated

the state of the art in two-qubit |Φ+〉 Bell states, finding a fidelity of 0.97±0.01 and verify their

nonlocality for both on-chip sources. With four photons on chip, we have measured heralded HOM

dip interference with visibility VHOM = 0.80±0.02. This is the record for a silicon chip. Operating

our four on-chip photons as qubits, for the first time on chip, we generate both star and line graph

states with fidelities 0.78±0.01 and 0.68±0.02—the first time in optics these states have been

generated using a single apparatus.

Firstly, in §4.2 we calibrate the device’s photonic components including each of the on-chip

phaseshifters. In §4.3 and §4.5 we use this control to test the device’s single and two-photon

operation. These measurements revealed a host of system-level properties, discussed in §4.4.

Finally we evaluate the device’s four-photon operation and graph state generation performance

in §4.5, starting with an on-chip HOM interference, and moving on to the final objective of the

device: the verification of the star and line graph states. §4.6 begins by analysing some successful

and unsuccessful techniques employed during this experiment, and then concludes the chapter

with a summary of results and a discussion of the future of photonic state generation. For a

synopsis of the theory of device operation, photonic design, quantum measurement procedures

and quantum-photonic simulation, see Chapter 3.
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Fig. 4.1 Experimental set up for testing AGG v3. A laser—either pulsed or CW—is input to the chip via a 1.4 nm filter.
Phases on the device are set using a python controlled analogue voltage controller. During single photon operation
(pulsed laser input), photon pairs are generated in the spiral waveguide sources, which are manipulated using the
chip’s interferometer before being routed off chip for detection in superconducting nanowire single photon detectors
(via 1.4 nm filters). Equally, photodiodes can be used to detect CW light for calibration. A UQD Devices timetagger
with 156 ps resolution is used to determine coincidences.

4.1.1 Experimental set up

Before discussing AGG v3a’s test and measurement, we will introduce the experimental set up for

the measurements used in this chapter. These are shown in Fig. 4.1.

In single-photon operation, the device is optically pumped using pulses from a 500 MHz

erbium-doped fibre laser with 1.5 nm (1.1ps) width pulses (PriTeL UOC). These pulses are filtered

with tabletop shaped 1.4 nm (at −3 dB) dense wavelength division lex (DWDM) filters. In the

waveguide source, the pulse train has an average power of 1.5 mW, pulse widths of 5 ps and peak

power of 0.7 W. The spectra of these pulses is shown in Fig. 4.2. The signal and idler channels are

filtered with tabletop 0.7 nm (at −3 dB) Opneti DWDM filters at a separation of 4.8 nm (6 channels

in the ITU C-band grid) from the pump—sufficiently far to get complete extinction of the pump.

Filtering is vital for shaping the spectral correlations of the single photons, as well as for pump

rejection.

Nominally, photon-pairs are generated in the on-chip spiral waveguide sources (see §1.4.2)

and traverse the length of the chip before coupling off-chip to optical fibre. The photons are routed

through the off-chip signal and idler channel filters before being routed through the in-ceiling

fibre network of the laboratory and being detected by SNSPDs in a shared detector resource in an

adjacent lab. These are manufactured by PhotonSpot.

Alternatively, the device can be probed using continuous wave (CW) light. This is the preferred

method for bright-light troubleshooting and calibration. This is vital as nearly all light paths on the

chip pass through the on-chip de-multiplexing filters, with bandwidths similar to the pulses.

Physically, the device is attached to an FR-4 printed circuit board with a thermal epoxy adhesive

and is actively temperature stabilised using a Peltier and a surface-mount thermistor. Optical
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Fig. 4.2 Left: post-filter spectrum of our infra-red pump pulses, showing the characteristic table top shape of our
off-chip filters. Top right: fast negative pulse typical of photon detection in our SNSPDs. Bottom right: 150 MHz pulse
train generated by an erbium-doped pulsed fibre laser.

coupling is via a fibre V-groove array and a 6-axis piezo-electric stage with vibration isolation. The

device is addressed electronically via gold wirebonds which connect the on-chip electronics to

the PCB, and finally to an analogue voltage driver (supplied by Qontrol Systems). This and other

systems are controlled from a computer.

4.2 Classical calibration and control

Photon loss

The device insertion loss is 26.1 dB for the light path through source 1 to the |0〉 output of qubit

1, after optimising the relevant phase settings. We estimate losses, based on measurements on

test structures on the same die, as: 4 dB per vertical grating coupler, 0.65 dB per 2×2 multimode

interferometer (MMI), 3 dB/cm of straight waveguide propagation, and 7.5 dB/cm of spiral waveg-

uide propagation. All measurements are at 1544.4 nm. By including off-chip losses (3 dB), input

coupling (one grating, two MMIs), and one half of the source length, we estimate that signal

photons experience a loss of 19.3 dB.

MMI imbalance

MZI fringe visibility is upper-bounded by the reflectivity of its beamsplitters. A perfect, 50:50

beamsplitter will cause absolute extinction at φ0 = nπ+π/2 (n ∈ Z) whereas any deviation in

reflectivity allows some light to pass. In fact, the relationship between transmission at MZI phase

φ=φ0 and MMI reflectivity is linear. We measure a fringe on one of the on-chip AMZIs to establish

a lower bound on the MMI imbalance, measuring an extinction of 25 dB. This implies maximum

imbalance of 50.62:49.38. A wavelength scan of an AMZI is shown in Fig. 4.3, and a micrograph of

the on-chip powersplitting 1×2 MMIs is shown in Fig. 4.10.

4.2.1 Phaseshifter calibration

To control the device, the phase-voltage relationship of each thermo-optic phaseshifter must

be known. Using a CW laser at the pump wavelength, we generate bright-light fringes using
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Fig. 4.3 Transmission spectrum of AMZI A1, showing characteristic free spectral range. The lightpath was through
source 1 and out of the cross port of the top R-PEG MZI. The visibility can be used to calculate the MMI imbalance.

each shifter, fitting these using their known current-voltage relationships. These phase-voltage

relationships are inverted to set any phase across the device, providing full control over the on-chip

de-mux, R-PEG, and single-qubit unitaries.

The routines used to calibrate the device evolved over the two year history of AGG 3a. At first

under appreciated, the quality of the calibration, and ultimately of the calibration routines, decides

the device’s performance. It was only after a year of testing that the current routine was found. We

believe the error due to phaseshifter settings to be small compared to other kinds of four-photon

error (see §3.5.2 and 4.5).

In the course of this experiment, we have continually optimised our calibration routines.

Calibration is done with one basic measurement: each thermo-optic phaseshifter is used to

generate a fringe by shining light through its enclosing MZI, and measuring the intensity on the

bar port. This data is used to fit a phase-voltage relationship. This is inverted in order to ‘dial in’

any desired phase. This fringe is generated for the range Vmin < V < Vmax, where the electronic

control performed well, and the phaseshifters are not at risk of damaging themselves. The exact

values of Vmin and Vmax vary between calibrations. For example fringes see Fig. 4.4.

Due to our highly robust phaseshifter design, phases of up to 4π can be reached without

damage to them—it would be painful indeed to receive a device after an 8-month design and

delivery process to find that one could only access π radians.

Choice of fitting function

In our first calibration method, we used an all-in-one calibration, performing a nonlinear fit to

the measured phase voltage fringes with function f1(v) = A cos( f vm +φ0)+ c, for m ∈ [1,3]. This

method does find fits, but the tunability of m allows for over-fitting.

Later, we realised we could measure the current-voltage relationship to establish a more

informed calibration: We use the fitting function f2(v) = A cos( f ·P (V )+φ0)+ c, where P (V )

is the Joule heating of the modulator, found by measuring each phaseshifters I-V relationship

I (V ) = ρ1V +ρ2V 2 +ρ3V 3. To find A, f , φ0, and c. To set a desired phase, we use the relationship

P (V ) = I (V ) ·V , using a measured non-Ohmic I-V characteristic I (V ) = ρ1V +ρ2V 2 +ρ3V 3. We

then numerically solve the resulting quartic equation for the desired phase φ(V ) = f ·V · I (V )+φ0.
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Fig. 4.4 Left: an example MZI fringe. Voltage is applied to the internal thermo-optic phaseshifter, and the resulting
fringe is fit to f2(V ). Right: A fringe generated by inverting the phase-voltage relationship to consecutively set phases
from 0 to 2π on the phaseshifter. The top of the frame labelled with the voltage set to implement the phase at the
bottom of the frame.

This assumes there is no lead or ground resistance in the circuit. For our phaseshifters we measure

ρ1 ≈ 1 KΩ, while we expect the ground and lead resistnaces to be smaller than 10Ω.

Though f2 involves more parameters overall, it makes use of more data to do so. The current-

voltage relationship, which is simple to measure independently, plays the role that m plays in f1,

reducing the fit’s sensitivity to noise on the measured fringes. Further, it is better motivated: the

physical interpretation of m is unclear. Ohmic heating would set m = 2, however this was rarely

the case in our calibrations.

Inverting phase-voltage relationships

To operate the AGG, we wish to set an arbitrary phase in our phaseshifter. Now we are equipped

with a phase-voltage relationship, this appears to be an easy task. Writing f2(V ) = A cos(φ2(V ))+ c :

φ2(V ) = f ·P (V )+φ0 = f (ρ1V 2 +ρ2V 3 +ρ3V 4)+φ0. (4.1)

Which we wish to solve for some constant φ2 =φc

ρ3V 4 +ρ2V 3 +ρ1V 2 + (φ0 −φc )/ f = 0. (4.2)

Which is a quartic in V , and thus has four (perhaps complex) solutions. For obvious reasons, we

wish to set a single, real voltage. To further complicate things, we can only use V in a certain range

Vmin < V < Vmax. Luckily, we know from the measured fringe that workable solutions exist. To

ensure that a usable solution is found, the dialed-in phase φ can be adjusted by steps of 2π (see

Fig. 4.6)

Fitting function f1(V ) has similar issues under inversion. For f1(V ) = A cos(φ1(V ))+c , dialling

in a phase φc yields:

φc = f V n +φ0, (4.3)

Vc = n
√

(φc −φ0)/ f . (4.4)
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Fig. 4.5 Left: a typical histogram measuring an unheralded g (2)(0), the ratio between the central and side peaks. This
histogram was measrued of signal photons from source 1, for p1 = 0.03. Using this, P̃ = g (2)(0)−1. Right: measured
purities of the signal and idler photons of each source using this method287.

To ensure that φc > φ0 and the equation can be solved for Vmin < V < Vmax, we define φmin =
φ(Vmin) and adjust the dialled phase φc to be in some range φmin to φmin +2π

φc ′ = (φc −φmin mod(2π))+φmin. (4.5)

Then:

Vc = n
√

(φc ′ −φ0)/ f . (4.6)

Which is now guaranteed to be in the range Vmin <V <Vmax, given that all phases are accessed in

this region in the measurement.

Design error work-around

As a workaround for AGG v3’s design error (see §3.3.3), the defunct phaseshifters is switched off (0

V), and the subsequent MZI is set to the identity (YU1= YU2= YU3= YU4=π). The final two shifters

are enough to implement any single-qubit projector. single-qubit unitaries can be compiled in to

these projections by postmultiplication.

Though this design error was unfortunate, it had the effect of lowering the complexity of

the on-chip operations: 8 rather than 16 phaseshifters must be dynamically controlled (with an

additional four stationary). Further, this reduction in complexity will have mitigated the device’s

propensity for crosstalk.

4.2.2 Python control

AGG v3 is controlled using a number of bespoke python scripts which package and implement

the above phase calibration routines, as well as interfacing with a host of auxiliary devices used

in the experiment: the piezoelectric stage controller, powermeters, lasers, temperature control

unit, optical spectrum analyser, and the detector coincidence logic. In this way, measurement

procedures are nominally completely automated, requiring no human interaction—as long as

nothing goes wrong.
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Fig. 4.6 A phase-voltage relationship from Equation 4.2. Realistic phases do not always have a solution (y = 0) in the
acceptable range (blue line). By adjusting the desired phase by 2π, a solution can be found in the acceptable range
(here 2 <V < 10). Fit parameters for f2(V ) come from a recent electronic and optical calibration of the device.

This caveat—that nothing goes wrong—is not a strong constraint for the calibration or two-

photon operation of the device, where measurements take at most few minutes. However in

four-photon operation it was required to reliably integrate measurements over periods of up to

24 hours (see §4.5). This lead to a number of bug-hunts and optimisations in the control code

and device interfacing over its two-year lifetime. For example, the stability of voltage source was

increased from crashing in around one in 10,000 commands to 1 in 100,000 by implementing

error-checks in the sending and receiving of the ascii command packets. Currently, we are able

to operate AGG v3 continuously for as long as 48 hours without interruption, provided there was

no physical malfunction of equipment. One issue was the stability of the UQD timetagger, which

would likely crash if physically touched. Since it was kept as a shared resource this was frustrating

common. Despite this, some elusive bugs still remain, and high activity levels in the laboratory

and detector farm room mean that (remotely) babysitting the device two or three times a day is

necessary for optimal output, modulo the ∼6 hours a day that the SNSPDs were undergoing their

cooling cycle.

As an example measurement procedure, we will briefly discuss the protocol for measuring a

set of expectation values of Pauli matrices. First we input of a list of strings dictating which Pauli

to measure on which qubit. At this point the script generates a list of the individual projectors

which make up those measurements, and calculates the on-chip phases that implement those

projectors on the device. This is done by concatenating the (set by user) local unitaries with the

projectors, generating a 2×2 matrix for each qubit. A solution for the on-chip phases is then

calculated numerically from a decomposition of the single qubit unitary into the three MZI phases

using python package numpy. The script then iterates over the projectors, communicating with a

server which is connected to the single photon detectors to integrate coincidences for a specified

time. As it iterates, it continually sets the appropriate phases on the chip by communicating with

the analogue voltage drivers over USB. In the meantime, further data, such as on-chip bright-light

power monitoring via taps and single photon generation rates, are measured and saved together

with the coincidence data.
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4.3 Two-photon operation

To generate four-qubit states, our device takes two two-qubit states and entangles them in the

R-PEG. It follows that to produce high-fidelity four-qubit states, our two-qubit states must be high

fidelity. By switching the R-PEG to identity, we can optimise the photon generation in each of the

photon-pair sources, as well as the two on-chip Bell states and the calibration of the thermo-optic

phaseshifters. This vital characterisation data would be difficult to extract using four-photons, due

to their greatly reduced rate—around 6 mHz compared to ∼2000 Hz for pairs (at nominal pumping

and filtering).

4.3.1 Photon source characterisation

To generate four-qubit states the four on-chip photon-pair sources are pumped together, but first

we analyse the performance of the individual SWFM sources. Isolating each source using the

AMZIs, we measure the rate of two-photon coincidences while changing the launched power. We

find a quadratic relationship (Fig. 4.7), confirming that a third-order non-linear process (SWFM) is

responsible for the generation. Further, we find the generation rates of the sources that comprise

the Bell state generators are well balanced—a vital condition for the production of high fidelity

Bell states171. The relative brightness of the two pairs is not important for state fidelity, but does

affect the overall four-photon rate.

We calculate the rate of photon pair generation by using the following simultaneous equations:

C = ηsηi R, Ss = ηsR, Si = ηi R. Here, ηs , ηi are the signal and idler transmissions, and C and

Ss , Si are the coincidence and singles rates. This technique establishes a coupling-independent

metric for the rate of on-chip pair generation: pi , the probability of each pulse to generate one

or more photon pairs in source i 92. This metric of the on-chip squeezing can be optimised using

the launched power before each measurement. Fig. 4.7 shows pair production probability, pi with

pump attenuation.

Using the simultaneous equations for pair generation rate above and solving for signal and

idler loss ηs ,ηi , we estimate the transmission for single photons generated on-chip. Taking the

lowest-brightness data from Fig. 4.7a, we measure the transmission for the signal photons from

Fig. 4.7 Left: pair generation rates and launched power for the four on-chip photon pair sources. Right: effect of pump
attenuation on the probability to generate at least one photon pair. Fits take into account only the first 13 points,
before the onset of nonlinear absorption.
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Fig. 4.8 Maximum-likelihood tomographic reconstructions of the two on-chip Bell states. These on-chip Bell states
have fidelities of 0.974±0.011 and 0.970±0.011 for i = 1,2 respectively (as measured via the stabiliser method of §3.4.1)

sources one to four are −20.3 dB, −20.7 dB, −19.1 dB and −18.8 dB. For the idlers we measure −22.2

dB, −23.1 dB, −22.3 dB and −22.0 dB. These transmissions represent the heralding efficiencies

of the four waveguide sources. Idler losses are higher due to the grating coupler’s wavelength

sensitivity (see Fig. 4.3).

We measure the unheralded g (2)(0) of both photons of all sources to estimate the spectral

purity287. The measured purities, all of which are 0.82 < P̃ < 0.92, are shown in Fig. 4.7. Here,

spectral entanglement of the photon pairs is minimised by tight off-chip filters (Section 4.5.1,

Fig. 4.16). The launched power for this measurement was calibrated such that pi = 0.03.

4.3.2 Two entangled pair sources on-chip

AGGs contain two on-chip Bell pair sources in qubits {1,3} and {2,4}. These generate |Φ+〉 =
1p
2

(|00〉+ |11〉) (after postselection171). To establish the performance of these sources, we set the R-

PEG to perform the identity and use the reconfigurable local projectors to perform a tomographic

set of measurements. From this data we extract the stabilisers of |Φ+〉 to calculate fidelities

F = 0.974±0.011 and F = 0.970±0.011 for |Φ+〉1,3 and |Φ+〉2,4 respectively. To our knowledge, our

on-chip Bell states are state of the art for silicon quantum photonics23,171. These measurements

have accidental coincidences subtracted. Without subtraction of accidentals, the fidelities of

|Φ+〉2,4 and |Φ+〉1,3 are 0.943±0.011 and 0.940±0.011 respectively. See §4.6.1 for a discussion of

this technique and a discussion of fidelities of postselected states

We also perform a maximum-likelihood tomographic reconstruction of the states (shown

Fig. 4.8). These reconstructions are negatively affected by a number of device properties. Power

imbalance in the sources manifests as imbalance between the ‘source’ |00〉〈00| and |11〉〈11| terms,

while miscalibration of the RZ (θ) rotations on the tomography stages manifests as a phase on

the coherences |00〉〈11| and |11〉〈00|. Miscalibration of the RY (θ) rotations manifests as non-zero

amplitude in the |01〉〈01| and |10〉〈10| components (as does multiphoton contamination). Photon

distinguishability appears as mixture. Examining the reconstructed density matrices, we observe

that none of these errors dominate: the phaseshifters and sources perform nominally.

We quote the fidelity from the direct measurements of the stabiliser expectation values, as

we anticipate that these are more accurate, and can be assigned more rigorous errorbars. The
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Fig. 4.9 Top: non-local interference in the coincidental basis for |Φ+
1,3〉 (left) and |Φ+

2,4〉 (right). The non-local phase

φe is the sum of the two on-chip phases −θi+2
Z −θi+2

Z = φe . Bottom: Cross sections of the two manifolds. These
measurements contain a series of 16 Bell test measurements. The maximum of these were S1 = 2.791±0.010 (83 σ)
and S2 = 2.714±0.009 (72 σ).

optimisation of maximum-likelihood tomography makes it difficult to propagate errors—both

systematic and random.

4.3.3 Two on-chip tests of local realism

A more stringent test of the entanglement in a two-qubit state comes from a CHSH-style nonlocality

test50–54. Any local-realist physical theory will output a parameter 0 < S < 2, whereas quantum

mechanics can produce measurements yielding 0 < S < 2
p

2. To realise a test of local realism,

we generate |ψi〉 = (|00〉+ e iφe |11〉)/
p

2 = R i+2
Z (θZT(i+2))R i

Z (θZTi)|Φ+〉 by applying Z rotations to

the |Φ+〉 state demonstrated in §4.3.2. By scanning with θZT(i+2)+θZTi =φe setting we generate

two-dimensional fringes in the coincidental basis (see Fig. 4.9). Here, YTi and YT(i+2) are set to

π/2 (beamsplitters). This generates interference on the (measured) |00〉 component according to

the two-photon phase φe .

These fringes contain a series of CHSH Bell test measurements, providing Bell parameters Si .

The maximal of these are S1 = 2.791±0.010 for the first Bell state, and S2 = 2.714±0.009 for the

second. These exceed the maximal local-realist value of S = 2 by 83 and 72 standard deviations

respectively. With the fidelity, this demonstrates high-quality entanglement, as well as precise

control of the on-chip unitaries. These measurements have accidental coincidences subtracted

(see §4.6.1 for a discussion of this technique).
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4.4 Emergent device properties

As systems are scaled up, they gain properties which cannot be derived from their components in

isolation. Understanding these ‘system-level’ properties is vital for the successful integration of a

large number of components.

The most prominent of these is crosstalk. This is the effect of a controlled variable on variables

it is not designed to effect. In our example, each of the voltages Vi , controlling a phaseshifter can

have an effect on more than just the phaseshifter it is connected to, such as another phaseshifter,

or beamsplitter reflectivity.

Spurious generation of photon pairs

In a silicon photonic device, nominally each waveguide has a nonlinear coefficient—photon pairs

may be generated anywhere where there is a pump pulse. This is a problem: photons generated

anywhere but in the sources have the potential to contribute noise in the outputs. In the future, as

devices scale up, they will require longer and longer waveguides to link different portions of the

chip, exacerbating the problem.

This is mitigated by splitting the pump pulse in to the four sources as soon as possible. This

is of particular importance as SFWM is a third-order nonlinear process, and so the efficiency of

photon-pair generation scales with the square of the power. Because of this, waveguide length

prior to the splitting is 16 times more effective as a source of (undesired, noise-inducing) photons.

Fortunately, when the on-chip de-multiplexing AMZIs are set to split the signal and idler pho-

tons, they also split the pump evenly. This is useful for monitoring optical coupling, but also helps

to mitigate spurious photon-pair generation: any length of waveguide after the demultiplexing is

one quarter as effective at generating photon-pairs, which at this stage is unwanted. Further, in

order to contribute to the four-fold coincidence data, a spurious photon pair generated after the

AMZIs must be generated in addition to two postselectable pairs.

4.4.1 Crosstalk

Thermal crosstalk

Despite active temperature stabilisation via a PID-controlled Peltier unit, we observe significant

thermal crosstalk. To isolate this effect, we scan a series of bright-light fringes generated by an on-

chip qubit demultiplexer, sequentially switching on other phaseshifters between measurements.

We observe a linear shift in the phase offset of the fringes up to 2.2 rad (See Fig. 4.11). Since the

Fig. 4.10 A micrograph of the input waveguide of AGG v3a. Immediate power splitting reduces the quantity and
detriment of spurious photon pairs. A ‘Euler’ waveguide bend, demonstrating continuous rate of range of curvature, is
visible in the top right.
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Fig. 4.11 Crosstalk on our device. Top left: histogram of dissipated electrical powers for the 144 settings used to measure
the star state. Top right: Histogram of dissipated electrical powers for the 144 settings used to measure the line state.
Bottom left: bright light fringes from one of the on-chip de-multiplexers, for different chip configurations. Starting
with all phaseshifters switched off, they are sequentially switched on to 8 V. A fringe is taken at each chip state. Bottom
middle: detail showing the fringes drift as more heat is dissipated to the chip. Bottom right: phase offsets of the fringes
as phaseshifters are sequentially turned on. We extract a thermal phase crosstalk coefficient of 0.003 rad· mW−1

physical proximity of each phaseshifter seems to have no effect on the crosstalk, this is consistent

with bulk heating of the substrate.

The heat dissipated in the chip varied from 0 mW to 750 mW, with each phaseshifter dissipating

50 mW. This gives a thermal crosstalk coefficient of 0.003 rad/mW. We calculate the heat dissipated

into the device for each of our measurement settings, finding the average to be 443 mW and 472 mW

for the star and line states respectively. Histograms of this data are shown in Fig. 4.11. Here, the

average deviation from the mean is 39 mW and 22 mW for the star and line states respectively.

Combining these results, we calculate the average phaseshifter error for each fidelity measurement

is 0.12 rad and 0.065 rad for the star and line states respectively. A simulated measurement using a

Monte-Carlo model with Gaussian phase noise of width ∆φ= 0.12, finds fidelities of 0.93 for both

the star and line states. This could be improved by ensuring the same amount of heat is dissipated

to the chip substrate, for example by using an auxiliary heating element (phaseshifter).

Oscillations in coupling

We observe cycles in the chip coupling with a characteristic time of around 90 minutes, consistent

with the changing temperature in the room due to climate control (see Fig. 4.13). This is a Fabry-

Perot effect between the fibre array and the chip surface. To remove any unwanted bias in our

data, we change measurement settings once per minute, in order to see a stable mean coupling

over many iterations for our integration times of many hours. This technique also defends against

simple decoupling, though we found this to be minimal over the course of 12 hours (once the
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mechanics have settled). An attentive user can ensure that good coupling is maintained. In the

future, these issues can be completely avoided by chip packaging, for example by fixing the VGA to

the die with a refractive-index-matched adhesive.

Electronic crosstalk

The phaseshifters on our devices all have ground shared with at least two others. Though this

greatly reduces the complexity of the chip layout, it is likely to induce electronic crosstalk.

Usually, shared grounds are assumed to have zero resistance, in which case each of the resistors

(phaseshifers) in a circuit can be addressed individually. However, a shared ground with resistance

Rg leads to a ground resistance voltage Vg . In this scenario, for any set voltage Vi , Vi = V ′
i +Vg ,

where, V ′
i is the voltage across the phaseshifter (the effective voltage). Current is also conserved:

Iin =∑
i Vi Ri , Vg Rg = Ig . Solving for Vg (Vi , . . . ,Vn) allows you to correct the set voltages Vi :

Vi =V ′
i +Vg (Vi , . . . ,Vn) (4.7)

or, since Vg (Vi , . . . ,Vn) is linear in its arguments, in matrix form.

V = A ·V +Vi (4.8)

This has not been implemented in this experiment, but implementing may be able to reduce the

crosstalk demonstrated in §4.4.

Practically, this requires precise measurements of the resistances of each phaseshifter and

the ground voltage. This is difficult, as the only electronic access is via electronic breakout,

which includes the wirebonds, and all of the on-chip wiring. One approach is to measure the

voltage between two signals to find Ri +R j . Doing this across many combinations of phaseshifter

allows one to find each Ri , while including a minimum amount of shared ground (part of the

on-chip wiring is included). Then, Ri +Rg can be measured from each signal to the shared ground.

Subtraction gives an estimate of the ground resistance for each signal, which can be averaged to

increase accuracy, and to provide an error.

A simpler method to remove crosstalk is to drive the components using current as a priority, as

currents are unaffected by changes in parallel circuits. This requires driving electronics which can

accurately control and readout current, which, while not used in this experiment, are available

commercially.

Though electronic crosstalk has not been measured explicitly on this device, the data of Fig. 4.11

shows crosstalk between phaseshifters which are electronically isolated from each other, so it is at

least not the dominant form of crosstalk present.

Crosstalk in ring resonator photon-pair sources

Though we have not yet tested any AGGs which utilise ring resonator photon-pair sources, we

anticipate a host of new issues using ring resonators in the presence of crosstalk.

To generate indistinguishable photons from different ring resonator sources, the ring reso-

nances must be tuned to align perfectly. Ideally the two resonance’s mode numbers at the pump

wavelength are equal, as to ensure the neighbouring resonances are at the correct separation in
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Fig. 4.12 A spectrum of a single ring resonance of the device of Fig. 1.10. The splitting of the resonance is due to due
to coupled forward and backward propagating ring modes. The width of the resonance is less than 40 pm, making it
particularly sensitive to changes in temperature.

wavelength, otherwise dispersion will create subtle differences in the free spectral range between

the used resonances.

Given the resonances are thermo-optically tuned, it is clear that they are sensitive to temper-

ature. In fact, for a resonator at room temperature, a change in temperature of one degree will

change the location of a ∼1550 resonance by as much as 70 pm166.

Ring-resonator’s acute sensitivity to crosstalk demands active compensation. Electronic

crosstalk can be inverted as per §4.4.1 if well characterised. Thermal crosstalk, however, is much

more difficult to characterise and invert, as it cannot be approached analytically. Bulk heating mod-

els, such as ones hinted at in §4.4.1 can be effective290, but require a large number of measurements

and modelling.

Being of almost identical design and fabrication to AGG v3a, the ring-equipped AGG V3b is

certain to suffer from the same degree of crosstalk. Because of this, operating its four photon-pair

sources will likely prove challenging.

4.4.2 Outlook

In the future, when extremely high fidelity performance is required, more comprehensive models

of system-level properties will be necessary. For example, in-depth thermal modelling combined

with standardised measurements could provide an accurate model of thermal crosstalk, as well

as informing future photonic design as to minimise the thermal channels that give rise to it. For

example, for thermal crosstalk via the substrate, a larger buried oxide layer could be used. Similarly,

if the main channel of thermal conductivity are the waveguides or wiring, their geometry can be

optimised. Trenches etched in the oxide layers could also be used291,292.

4.5 Four-photon operation

Despite using essentially the same software as for two-photon operation, four-photon measure-

ments bring a host of new challenges. The majority of these stem from their protracted integration

times (see §4.2.2).
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Fig. 4.13 Characteristic cycles in coupling due to variations in the ambient laboratory temperature. Oscillations in
count rate (red) are due to a Fabry-Perot cavity effect between the surface of the chip and the end surface of the
V-groove array, these are consistent with the measured the 1 degree oscillations in room temperature (blue).

4.5.1 Heralded Hong-Ou-Mandel interference

Measuring two-particle interference in a Hong-Ou-Mandel (HOM) dip is the canonical way to

establish the particles’ indistinguishability (see §1.2.1). In a classic HOM dip experiment two single

photons, separated by a relative time delay ∆t , are incident on the two inputs of a beamsplitter

This time delay is used to continuously tune the distinguishability of the photons, causing a ‘dip’ in

coincidences at ∆t = 0, when the photons are indistinguishable in time. Further, the depth of the

dip, measured by the visibility, VHOM = (a −b)/a, corresponds to the degree of indistinguishability

of the photons across all other degrees of freedom. Here, a is the rate of coincidences for large

values of ∆t (the reference level) and b is the coincidence rate at ∆t = 0 (the dip minimum).

Photons may be distinguishable in any of their degrees of freedom, for example spectrum,

time or polarisation. Furthermore, for heralded HOM interference, entanglement also plays a role.

For example, nonlinear photon-pair sources typically produce photon pairs with entangled joint

spectra. These frequency correlations mean that the signal photons (say) can be distinguished

from one another by the frequency of their partner idler photon293. In other words, measurement

of the idler photon leaves the signal photons in a mixed state (they are impure). In this case,

HOM interference between the signal photons happens probabilistically, resulting in reduced dip

visibility and four-qubit state fidelity—even if their individual (marginal) spectra are identical.

HOM interference experiments establish two photon’s mutual indistinguishability, from both the

internal degrees of freedom, and from their entanglement to their environment (or other photons).

This is a vital benchmark of single photon sources, and is an important factor for quantum state

generation (see §3.11).

A Hong-Ou-Mandel fringe

A classic HOM dip experiment (see 1.2.1) is not easy to implement using integrated waveguide

circuits—there is no easy to access, continuously tunable-distinguishing degree of freedom to

tune (c.f. time of arrival in bulk optics). Instead, we perform a HOM fringe103 In this experiment,

the photons are incident on a MZI, and the enclosed phase tuned between 0 and 2π. Here, HOM

interference provides a minima Nmin at phases φ=π/2+mπ, where the MZI acts as a beamsplitter

(for m ∈ Z). Meanwhile, at φ = mπ, the MZI implements either the identity or a mode swap
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Fig. 4.14 Comparison of HOM interference measurements. Interferometers are shown with a cartoon of their mea-
surement results below them. Left: A degree of freedom that distinguishes two photons, here the time of arrival at a
beamsplitter, is tuned. Coincidences reach a minimum when the photons are indistinguishable. A reference level is
provided when ∆t is far away from 0, where the photons are completely distinguishable. Here the photons scatter
randomly and independently, causing coincidences for half of the inputs. Right: a MZI acts as a tunable beamsplitter.
The fringe has maxima at the identity and swap configurations (φ= mπ for m ∈Z), where every pair causes a coinci-
dence, and minima when configured to be a 50:50 beamsplitter (φ=π/2+mπ). The maxima of the fringe are twice the
reference level of the dip: a = Nmax/2. Hence VHOM = (a −b)/a = (Nmax/2−Nmin)/(Nmax/2) = (Nmax −2Nmin)/Nmax.

and all input photons cause coincident detections. A diagram comparing HOM dip and fringe

experiments and their results is shown in Fig. 4.14.

In a HOM dip, when photons are distinguishable, still half of them bunch (by independent

random scattering). This provides a reference level of coincidences, a, which is used to normalise

the measurement. In the HOM fringe, however, distinguishability is not tuned. Instead, either a

pass-through or swap is performed on the two input photons. Here, none of the photons bunch.

The high point of the fringe, which we call Nmax, is therefore twice the reference level of the dip, a:

a = Nmax/2 (4.9)

The HOM fringe and HOM dip experiments are exactly equivalent when ∆t = 0 and φ=π/2+mπ.

Hence the fringe minima are equal to the dip minimum Nmin = b. This allows us to establish a

HOM-dip-equivalent visibility, VHOM from a HOM fringe:

VHOM = Nmax/2−Nmin

Nmax/2
= Nmax −2Nmin

Nmax
. (4.10)

Enabling fair comparison between HOM dip and HOM fringe measurements and on-chip estima-

tion of photon indistinguishability. Note that for distinguishable particles, a fringe is still obtained,

but the minima of this fringe correspond to the reference level of the dip, N dist
min = a, and VHOM = 0.

Note that a third definition of the visibility, which I will call the contrast is:

C = Nmax −Nmin

Nmax +Nmin
. (4.11)

The contrast is frequently used as a figure of merit for interference fringes—typically for bright

light—taking into account the average intensity of the fringe as well as its changing envelope.



4.5 Four-photon operation 109

While previous authors have used this definition of visibility in HOM fringe experiments103,166,294

we find our definition to be better motivated as it is exactly equivalent to a HOM dip visibility,

which is equal to the indistinguishability of the photons. HOM interference experiments are not

equal—it is important to correctly model the physics of the scenario.

We now formally describe the HOM fringe for a pair of indistinguishable signal photons. The

experiment has unitary:

UM Z I = 1

2


1−e iθ −i (1+e iθ) 0 0

−i (1+e iθ) 1−e iθ 0 0

0 0 1 0

0 0 0 1

 . (4.12)

Where the first two modes are the MZI with enclosed phase θ. Here, the signal modes are on the

left and the heralding idler modes are on the right. Inputting |ψ〉 = |1111〉, and propagating through

UM Z I generates:

|ψ〉 = 1

2
(1+e i 2θ)|1111〉− i

2
p

2
(1−e i 2θ)|2011〉

+ i

2
p

2
(1−e i 2θ)|0211〉

The |1111〉 component is the coincidental basis, and so we observe fringes in the four-fold coinci-

dences with intensity: ∣∣∣1+e i 2θ

2

∣∣∣2 = cos2(θ).

Our HOM experiment contains some nonidealities. The easiest of these to measure is the on-chip

beamsplitter reflectivities, however these are measured to be within one percent of 50:50 (see

§4.2)—negligible compared to other effects. More pertinently, we are not using number-resolving

single-photon detectors, meaning that multiphoton emission from the photon-pair sources leads

to unwanted coincidences, which serve to raise all points of the fringe. This is unavoidable using

nonlinear sources—source brightness must be optimised to minimise noise while keeping an

acceptable coincidence rate. See §3.5.2 and Fig. 3.11 for more detail on multiphoton noise, and a

plot showing the effect of multiphoton noise on VHOM.

All modes are created equal

HOM interference experiments can be performed with any distinguishing degree of freedom (not

just time of arrival) in any two modes (not just spatial modes)*. For example, polarisation may be

used to distinguish the photons. By preparing the input photons in orthogonal polarisation states,

say |H〉1 and |V 〉2, indistinguishability can be tuned by rotating the second photon’s polarisation

by an angle θ (subscript denotes the spatial degree of freedom). Like the HOM fringe presented

above, this would result in a cos2(θ) fringe in coincidences. When θ =π/2+mπ, the photons are

the same polarisation (are indistinguishable) and so HOM interference occurs, resulting in zero

*Here we will desribe about HOM interference of photons, but in principle, HOM interference can occur between
any two of bosonic particles of the same type. For example, in plasmons295,296, phonons297 and atoms298.
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coincidences. When θ = mπ the input photons have different polarisations (are distinguishable)

and there is a maximum in coincidences.

However, the the scenario of this measurement has more in common with the traditional

HOM dip than the spatial mode HOM fringe described in §4.5.1—we are tuning dintinguishability,

not the phase of the photons. In this new experiment, the high point of the fringe would be the

same as the reference level of the traditional HOM dip, a. The photons, being indistinguishable,

scatter randomly and independently. Hence the original expression for HOM dip visibility, VHOM =
(a −b)/a should be used to establish indistinguishability. The ‘fringe’ result of the experiment

simply comes from the circular geometry of linear polarisation. In a traditional, (time-delay) HOM

dip experiment, the shape of the dip comes from the convolution of the photons temporal shape.

Note that this experiment requires three orthogonal modes: |H〉1, |H〉2, and |V 〉2 (in the perfectly

indistinguishable case). A HOM fringe from an MZI, as discussed in the previous section, has two

modes (in the perfectly indistinguishable case).

In another scenario, the HOM fringe described in the previous section could be implemented

using two orthogonal polarisation modes, rather than two orthogonal spatial modes. All that

is required is an ensemble of optics that implements the same transformation on polarisation

modes as a MZI does on spatial modes. This ensemble could be implemented by enclosing a

variable polarisation dependent phase φ with two quarter wave plates rotated to π/4. These wave

plates act on polarisation modes as a beamsplitter would on spatial modes*. To measure HOM

interference, two collinear photons in polarisation states |H〉1 and |V 〉1—these could be generated

by a collinear SPDC or SFWM source—are launched into the ‘MZI’ By varying the internal phase

and measuring coincidences between the |H〉1 and |V 〉1 modes a fringe is obtained. Note the use

of only two modes, |H〉1 and |V 〉1—both of which are in the same spatial mode (in the perfectly

indistinguishable case—which differentiates this experiment from the previous one.

This second polarisation HOM interference experiment would exactly replicate the spatial

mode HOM fringe results of the previous section. When φ = π/2+mπ, the ensemble acts as a

‘beamsplitter’ between the polarisation modes and HOM interference occurs, ensuring that the

photons are bunched in either |H〉 or |V 〉, resulting in zero coincidences. When φ= mπ (for m ∈Z),

the ensemble implements either a mode swap or identity, resulting in a maxima in coincindences.

Since this fringe is identical in origin to the spatial mode HOM fringe of the previous section, the

correct figure of merit to use is VHOM = (Nmax −2Nmin)/(Nmax).

Despite the simplicity of the above schemes, I am unaware of any experimental implementa-

tion. Many experiments utilise polarisation to manipulate two-photon interference299–304, but I am

unable to find any that utilise polarisation in the simplified way I describe. Notably ref. 304 demon-

strates HOM interference without a spatial mode beamsplitter, but in a significantly more complex

interferometer. While the experiments described in this section are not standard, they may pro-

vide easier methods for establishing the indistinguishability of two photons—depending on the

system under test. For example, the former proposal is an ideal test for a naturally synchronous

(integrated) setting where the polarisation modes of the waveguides can be manipulated. The

latter proposal provides a minimal test of the spectral indistinguishability of collinear photon-pair

sources, in bulk or otherwise—if there is negligible dispersion and birefringence.

*In fact, any linear two-mode optical unitary in polarisation can be implemented using a half wave plate followed
by a quarter wave plate followed by a half wave plate. Using a variable, polarisation dependent phase makes makes the
analogy to spatial optics more explicit.
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Otherwise, polarisation was first used to demonstrate two-photon interference by Shih and

Alley299 and Ou and Mandel300 in 1988. In these experiments, an entirely different scheme was

used. First, a polarisation entangled photon pair is generated in two spatial modes, which are

mixed on a beamsplitter. Quantum interference is observed in coincidence as the two photons

are projected onto polarisation states, producing fringes of a different origin to the experiments

described above.

In an extension of the above scheme, the provocatively titled ‘Can two-photon interference be

considered the interference of two photons?’301 reports both a time-delay HOM dip experiment,

and fringes of the ‘Shih-Alley’ type described above. In this experiment, HOM interference occurs

between the time-of-arrival degree of freedom, with time of arrival also distinguishing the asyn-

chronous photons. Also of note is ref. 305. Here, both a time-delay HOM dip and a HOM fringe are

performed, using a single silicon nitride waveguide. This was implemented using an integrated

‘beamsplitter’ between the waveguide’s zeroth- and second-order guided modes, a variable phase

shifter with differential effect on the two modes, and an off-chip time delay.

‘Two-particle’ interference is a fundamental feature of bosonic physics, and can appear in

many guises. Any experiment possible with the spatial degree of freedom is in principle possible in

any other (given the right technology to manipulate them). For example, recently a HOM dip has

been demonstrated in the frequency domain306. A HOM fringe requires ability to implement a

‘beamsplitter’ (between the modes of interest) and variable mode-dependent phaseshifter, while a

HOM dip requires a ‘beamsplitter’ and a tunable degree of freedom which distinguishes the two

input modes. In our scenario, a HOM fringe was much simpler to implement, and provides the

same information. Further, it tests HOM interference in exactly the context in which we wish to

wield it for graph state generation—we have no interest in HOM interference off chip.

Results

To evaluate the purity and spectral overlap of the on-chip sources, we perform a four-photon HOM

interference experiment. Here, sources (1,4) were turned off using the on chip de-mux, and a

photon pair was generated in each of the sources (2,3). The signal photons were interfered on

the central MZI of the R-PEG, and the idlers used as heralds. Scanning the MZI phase produces a

fringe in the four-fold coincidences.

Filtering the signal and idler photons can carve a separable joint spectrum from one that is

entangled (see Fig. 4.16) though this comes at the cost of rate. We find that a reasonable trade off

is made by filtering our pump pulses with 1.4 nm square filters before insertion and filtering our

single photons with 0.7 nm square filters after extraction (see Fig. 4.16).

We measure a raw HOM-dip-equivalent visibility VHOM = (Nmax −2Nmin)/Nmax = 0.80±0.02.

This lower bounds the waveguide source’s spectral purity: P > VHOM = V = 0.80± 0.02. Here,

we use measurements of the pair generation rate pi (described above) to optimise the trade off

between four-fold rate and detrimental multiphoton terms on VHOM. We found p2 = p3 = 0.06

provided a workable trade off. These results, and all of the four-photon measurements described

in this section are raw—without subtraction of noise (‘accidentals’). See Fig. 3.11 for the effect of

multiphoton noise on a heralded HOM fringe.
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Fig. 4.15 Four-photon HOM interference. Signal photons are routed to the central MZI of the R-PEG, and idler photons
are used as heralds. a) A schematic of the experiment, which is a sub-interferometer in the AGG, showing photon
bunching between indistinguishable photons in the central MZI. Path-length matching is implied. b) Interference
fringe with HOM-dip-equivalent visibility of 0.80±0.02. The visibility of this fringe corresponds to a lower bound on
the incident photons’ purity. c) Pumping and coupling are monitored to attempt to maintain a source brightness of
p = 0.06 for both sources i = 2,3. Data was accumulated over a period of over nine hours.

Discussion

Off-chip interference between silicon waveguide sources has been measured many times. In

2006, Harada et al. demonstrated a visbility of of 0.73165, while more recent experiments have

demonstrated a visibilities of up to 0.95130,307.

A variety of other material platforms have also been used to make similar ‘straight’ waveguide

sources127,308–312. Notably HOM interference has been demonstrated off chip in germanium

doped silica122, lithium niobate312–314, and aluminium gallium arsenide315. Two-photon circuitry

integrated with multiple photon-pair sources generating a single pair has been demonstrated

many times, across many platforms,130,171,294,316, though the integration of multiple photon-pair

sources generating multiple pairs of photons together with reconfigurable optical circuitry linking

them, was lacking until recently. The first measurement of heralded HOM interference on a chip

with photons generated on the same chip was demonstrated by the group of Sebastien Tanzilli at

CNRS in 2016 in a hybrid device. Two periodically poled lithium niobate waveguides for photon-

pair production were sandwiched between direct write silica circuits294. Lithium niobate has

an inherent χ(2) nonlinearity and supports periodic poling for quasi phase matching and hence

photon pair generation. An on-chip MZI enabled a HOM fringe measurement, which yielded a
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Fig. 4.16 Carving out pure photon pairs from SFWM. Left: transmission spectra of the off-chip filters. Right: a cartoon
of joint spectral amplitude a biphoton generated via SWFM. Filters, which would remove spectral correlation, are
indicated.

HOM-dip-equivalent visibility of VHOM = 0.90±0.08. In 2018, the first on-chip HOM interfernce

on the silicon platform was recorded, which was the first to interfere photons from seperate ring

resonator sources. This experiment yielded a HOM-dip-equivalent visibility of VHOM = 0.67166.

As this thesis was being written, the group of Christine Silberhorn at Paderborn University

demonstrated a two-photon HOM dip317 with visibility VHOM = 0.93±1.8. Here, photon pairs were

generated using the group’s in-house titanium in-diffused lithium niobate waveguide platform.

Subsequently, a variable time delay was implemented on chip using the waveguide’s birefringence

combined with polarisation converters based on a χ(2) effect.

Also of note are the on-chip photon-pair sources recently demonstrated by the group of Sara

Ducci at CNRS, Paris. Here, a source of photon pairs is established by pumping AlGaAs waveguides

vertically out of plane, allowing for phasematching control via pump angle of incidence318. Vertical

pumping reduces the requirement for pump rejection, and naturally separates the generated

photon pairs, which are generated in counter-propagating modes. The device presented contains

two ‘source’ waveguides and a beamsplitter, but no HOM interference is demonstrated.

To summarise we measure the highest heralded HOM interference in silicon, in line with the

highest on-chip heralded interference (within error). The integration of photon sources with their

operational platform (linear optical circuitry) is a major achievement, and an important step

toward full quantum photonic integration—though so far filters and detectors remain off chip.

Perspective

Until we measured a fringe, it was unclear whether the AGG was even feasible. High-quality HOM

interference is vital to the performance of the R-PEG, and little was known about the purity and

overlap of on-chip silicon photon-pair sources. The first measurements were hugely motivating, as

they signified the start of uncharted territory. This motivation was needed—it took a great deal of

work to bring our first measurement of on-chip HOM interference (VHOM = 0.2) to where it is now.

Anticipating fidelities

In Chapter 3 we introduced two quantum-photonic simulators for establishing the amount of

infidelity due to either multiphoton terms or partial distinguishability of our photons. Using the

value of purity measured in the previous section, P = 0.822±0.123 and the simulated data from
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§3.5.4 we estimate that our four-photon graph states will have a fidelity of at most 0.91 and 0.77

with the star and line states respectively due to distinguishability errors alone.

Similarly, at an operating point of p = 0.03, our simulation data implies that our states will

have a fidelity of at most 0.90 and 0.76 with the star and line states respectively due to multiphoton

errors alone.

Four-photon coincidence rate

In the HOM dip presented above (pumping two sources) the four-fold coincidence rate is 2.5

per minute, despite the fast repetition frequency of the pump pulses (500 MHz). This low rate

is due to the low fibre-to-fibre transmission of the chip: −26.1 dB with a further 2.5 dB loss in

filtering and off-chip detection. By excluding the components that come before photon generation

each of the single photons experiences 19.8 dB loss (see §3.2). Each photon experiences this loss

independently, making the reduction in four-fold rate nearly 80 dB. The post-source loss of an

AGG made from state of the art components such as sub dB grating couplers156, low loss, 2 dB/cm

waveguides160, and 0.1 dB couplers (via low loss MMI150 or evanescent coupling319), could be as

low as 5 dB (20 dB for the four-fold rate). This would increase the four-fold coincidence rate to

over 40000 Hz.

4.5.2 On-chip optical graph states

We measure the state fidelity of our two on-chip graph states by measuring their 16 stabilisers over

144 measurement settings (see §3.4.1). We integrated for 153 hours collecting 3221 coincidences at

a rate of 5.8 mHz for the star state and for 239 hours collecting 1045 coincidences at a rate of 1.1

mHz for the line state. These measurements were done with time-shared detectors which have

a daily downtime of ∼6 hours. The star and line fidelity measurements were performed over the

course of a month or more each.

Four-qubit star

We generate the four-qubit star graph state by setting the R-PEG to perform fusion. This yields a

GHZ state:

|GHZ〉 = 1p
2

(|0101〉+ |1010〉) (4.13)

Applying local unitaries H1H2H3X2X4 produces the star graph state with an edge between qubit 4

and each of the other 3 qubits:|S4〉 = CZ14CZ24CZ34|++++〉 = H1H2H3X2X4|GHZ〉:

|S4〉 = (|0000〉+ |0001〉+ |0010〉− |0011〉+
|0100〉− |0101〉+ |0110〉+ |0110〉+
|1000〉− |1001〉+ |1010〉+ |1011〉+
|1100〉+ |1101〉+ |1110〉− |1111〉)/4.

(4.14)

See §3.5.4 For a list of the stabilisers of |L4〉. Fig. 4.17 shows the state as a graph with the fidelity

measurement data. The fully-connected graph, as well as the other four isomorphic star graph

states can be generated by choosing a different local unitary.
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Concatenating projective measurements into these local unitaries allows us to measure ex-

pectation values for each of the 24 = 16 stabilisers of the state, and estimate a state fidelity (see

3.4.1). We measure the fidelity of our experimentally generated |S4〉 to be 0.78± 0.01. This is

the first time an entangled four-photon, four-qubit state has been generated using integrated

photonics*. In these and subsequent four-photon measurements, we reduce the photon-pair

generation probability to p = 0.03 to suppress multiphoton contamination.

We project one or two of the qubits of |S4〉 onto |0〉 in a pimative measurement-based protocol36.

This generates two- and three-qubit graph states. We call these 3- and 2-qubit graph states by the

set of qubits that remain: |S4〉J =
(⊗

j∉J 〈0| j
)|S4〉, where J is the set of un-projected (remaining)

qubits. |S4〉1,3,4, a three-qubit state, is generated by projecting qubit 3 onto |0〉, achieving a fidelity

of 0.77±0.01. |S4〉1,4 and |S4〉3,4, which two qubit states, are generated by projecting qubits {2,3} and

{1,2} onto |0〉, respectively. Both have fidelity 0.83±0.02. These state fidelities are also displayed in

Table 4.1. The two photons encoding |S4〉1,4 are orthogonal in colour, and have not interacted—but

are entangled. |S4〉3,4 can be interpreted as the two input Bell pairs of the AGG undergoing Type-II

fusion—postselecting on measuring ‘00’. The fidelity of |S4〉1,3,4 is estimated with all new data,

whereas |S4〉1,4 and |S4〉3,4 are estimated using portions of data originally taken to estimate the

fidelity of |S4〉, and some new data.

Four-qubit line

To generate the second class of four-qubit graph state, we set the R-PEG to perform a Controlled-Z ,

yielding:

|C4〉 = 1

2
(|0000〉− |0101〉+ |1010〉+ |1111〉) (4.15)

Applying local unitaries H4H3X1X3 transforms this into the line (cluster) graph state |L4〉 =
CZ31CZ12CZ24|++++〉 = H4H3X1X3|C4〉:

*Previously four photons have been generated using a single device, but their state was biseparable121

State Fidelity MG
II (2,4) MG

III Count rate Counts

|S4〉 0.78±0.01 3.17±0.07 12.45±0.12 (12,16) 5.7 mHz 2640
|L4〉 0.68±0.02 2.61±0.14 10.93±0.29 (12,16) 1.1 mHz 1085

|S4〉1,3,4 0.77±0.01 2.79±0.09 6.16±0.11 (6,8) 3.3 mHz 1142
|S4〉1,4 0.83±0.02 - 3.32±0.09 (2,4) 4.0 mHz 416
|S4〉3,4 0.83±0.02 - 3.31±0.09 (2,4) 4.1 mHz 369

|Φ+〉1,3 0.97±0.01 2.79±0.01† 3.90±0.03 (2,4) 1.8 kHz 38003
|Φ+〉2,4 0.97±0.01 2.71±0.01† 3.88±0.03 (2,4) 1.9 kHz 41769

Table 4.1 The quantum states measured in this thesis; their state fidelity, nonlocalty, and collection statistics. Where
they apply, nonlocal bounds are bracketed. ‘†’ is for Bell-CHSH tests. This table is taken from ref. 289, where this work
is published.
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Fig. 4.17 Four-qubit star state fidelities measured via stabiliser expectation values, which have range [−1,1]. Each of
these states are generated by setting the R-PEG to perform fusion. Top: the four-qubit star state. Middle: the three qubit
graph state. By projecting qubit 2 on to |0〉 we remove it from the graph. Bottom: two-qubit graph states generated by
projecting either qubits 2 and 3 or 1 and 2.
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Fig. 4.18 Four-qubit line state fidelity measured via stabiliser expectation values, which have range [−1,1]. To generate
this state, the R-PEG is set to perform a controlled-Z.

|L4〉 = (|0000〉+ |0001〉+ |0010〉+ |0011〉
+|0100〉− |0101〉+ |0110〉− |0111〉
+|1000〉+ |1001〉− |1010〉− |1011〉
−|1100〉+ |1101〉+ |1110〉− |1111〉)/4.

(4.16)

The state is shown as a graph in Fig. 4.18. Though there are many isomorphic four-vertex line

graph states, this one has edges between (3,1), (1,2), (2,4), and is isomorphic to four other line

states. The three remaining (non-line) four-qubit graph states, can be generated by choosing a

different local unitary. For a list of the stabilisers of |L4〉, see §3.5.4. Our experimental state, |L4〉
has fidelity F = 0.68±0.02 (see Fig. 4.18).

Many factors contribute to this state’s fidelity being lower than the line’s. For one, the inte-

gration time was significantly longer, leading to increased instability in coupling and operation.

Further, simulations show that line state generation using the AGG is more sensitive to both

mutltiphoton and distinguishability errors (see Fig. 3.11). One reason for this could be the postse-

lected CZ’s explicit reliance on two-photon HOM interference on the central beamsplitter of the

R-PEG.

Mermin tests

Mermin tests take multipartite states and verify their nonlocality222,320–322. We use tests284,323,324

of two and three settings on each qubit, MG
II and MG

III , that are calculated from the stabiliser

expectation values already used to calculate the fidelity of each graph state |G〉. MG
II and MG

III

notate both the operator and the modulus of its expectation value |〈MG
II 〉|.

The two-setting star state tests are:

MS
II = g4(1+ g2g3 + g2g1 + g3g1), g4 → g4g1 (4.17)
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MS
II ′ = g4(1+ gi )(1+ g j ), g4 → g4gk , (4.18)

Where graph symmetries are indicated by an arrow and i , j ,k = {1,2,3}. The line state tests are:

ML
II = g1(1+ g2)(1+ g3), g2 → g2g4 (4.19)

ML
II ′ = g1(1+ g3)(g2 + g4), g2 → g2g4, gi → gi gi+1, (4.20)

Local-realist theories cannot output MG
II > 2. For quantum mechanics, MG

II < 4.

The three-setting Mermin test is simply a rescaling of the fidelity as calculated by the states’ 16

stabilisers:

MG
III =

16∑
i
〈gi 〉 (4.21)

Local-realist theories cannot output MG
III > 12, while for quantum mechanics MG

III < 16.

Table 4.2 contains the results of these tests. Both tests find that local-realist theories cannot

reproduce our measurements of |S4〉. Local-realist theories can, however, explain the data for the

MG
III measurements of |L4〉, but cannot for MG

II . This is due to its decreased fidelity.

There are many ways to construct tests for local hidden variables. Mermin tests are the

multiparty (n > 2) tests which test perfect correlations and provide the maximum violation56,323.

By this it is meant that the classical bound is proportionally lowest of all Bell tests for that type

of entanglement. This is an extension of the ‘GHZ-argument’, whereby no local hidden variable

theory can explain the perfect correlations that can be measured of a multiparty GHZ state55. In

this sense, our test MG
II is a Mermin test, and supplies the most efficient violation of local-realist

theories. In this light, it is reasonable that our line state violates MG
II but not MG

III .

4.5.3 Overview

We generate both star- and line-type graph states using the same hardware, a first in optics. Both of

our graph states are above the F = 0.5 threshold for witnessing genuine multipartite entanglement.

We perform a basic measurement based protocol to generate subgraphs of our star graph state,

and show these, too, are high-fidelity. Further, we certify the nonlocal nature of our states by

performing Mermin tests. For a table summarising our results, see Table 4.1.

MS
II |〈MS

II 〉| ML
II |〈ML

II 〉|
g4 + g234 + g124 + g134 3.06±0.06 g1 + g12 + g13 + g123 2.5±0.2
g24 + g34 + g14 + g1234 3.14±0.06 g1 + g13 + g124 + g1234 2.6±0.1

g4 + g14 + g24 + g124 3.16±0.04 g12 + g14 + g123 + g134 2.5±0.1
g4 + g24 + g34 + g234 3.14±0.05 g14 + g124 + g134 + g1234 2.6±0.1
g4 + g14 + g34 + g134 3.03±0.05 g12 + g23 + g124 + g234 2.6±0.1

g34 + g234 + g134 + g1234 3.04±0.07 g23 + g34 + g134 + g123 2.6±0.2
g14 + g124 + g134 + g1234 3.06±0.06 g14 + g34 + g124 + g234 2.6±0.1
g24 + g124 + g234 + g1234 3.17±0.06

Table 4.2 Mermin tests for the experimentally generated star and line states. A gap separates MS
II ′ and ML

II ′ . This table

is from ref.289, where this work is published.
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Fig. 4.19 Projector measurement data for used to calculate the 9 expectation values used to calculate a fidelity for our
star state. Errors on each point are Poissonian (square root of the value). The data for X X X Z can be used to calculate
6 other stabilisers.

Fig. 4.20 Projector measurement data for used to calculate the 9 expectation values used to calculate a fidelity for
our star state. Errors on each point are Poissonian (square root of the value). The first four measurements are not
themselves stabilisers, but can be used to calculate 3, 3, 2 and 2 other stabilisers respectively.



120 A four-photon, four-qubit graph state generator in silicon

Our star state is close in fidelity to the first star state325, which was generated using bulk

optics. This state had a fidelity of 0.840±0.007, though a recent 12-photon experiment would

likely produce even higher fidelity star states219. Meanwhile, our line state is far from the record

fidelity of 0.952±0.003225, but surpasses the first bulk-optical fidelity of 0.63±0.02222. Note that

all of the record states are using bulk optical set-ups which are likely several meteres in diameter.

These high fidelities are made possible by the use of bulk-optical photon-pair sources with purities

of up to 0.99219 (see Fig. 3.11) and low-loss components. To this end, the development of pure

photon-pair sources, via engineered spectral coupling173 or pump pulse engineering172 in ring

resonator structures, are a vital component of future photonic state generation.

The measured state fidelities are ∼0.1 smaller than the fidelities anticipated from the source

brightness (p = 0.03) and the HOM dip visibility measured in §4.5.1, according to the simulation

results of §3.5.4. Given that the simulations take in to account only one form of error at a time

(either multiphoton noise, or distinguishability errors), they are to be considered upper bounds on

the measured fidelities—which agrees with our experiment.

Error estimation

For four-photon data, we generate 100,000 Monte Carlo samples which are Poissonian distributed

around the measured count rate, which we assume to be the mean. This provides a distribution of

expectation values which in general is not symmetric. We then extract asymetric errors encom-

passing the data one standard deviation from the mean. This method ensures that expectation

values and their errors are in strictly in the domain [0,1]. In our case, the two-sided errors are equal

to the required precision. In two-photon data, we propagate the errors directly from the count

rates, assuming an error of
p

N for N counts.

4.6 Discussion

4.6.1 Fruitless avenues and fruitful tricks

AGG v3 survived (and benefited from) a plethora of different performance optimisation attempts.

Before concluding this chapter, we will spend a few paragraphs examining some of them for the

benefit of future experimenters.

Rate optimisation

High photon loss (and low four-fold rate) plagued AGG v3, and was our primary experimental chal-

lenge. Our four-qubit state fidelities measurements took 2-4 weeks of set up and raw integration

time. The largest single contributor to this loss were the on-chip grating couplers at 4.5 dB. The

device has relatively stable optical coupling (up to 18 hours), but these long integrations required

attention at least twice a day. Optical coupling, detector interfacing and experimental control

could be done remotely, but unfortunately control of the laser and detector hardware were never

integrated with software. Due to their protracted length, these measurements were on the edge of

what was feasible with AGG v3. One wonders how much of our state infidelity could be improved if

measurements took two minutes, rather than two weeks.
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With shorter integration times (minutes compared to days), comes hugely increased (effective)

stability, and hence potential to increase fidelity. Our measured coupling instability (Fig. 4.13)

undoubtedly acted to reduce our measured visibilities (despite countermeasures). Both the source

brightness (input coupling) and output statistics will be affected. While we did not track the

accuracy of our calibration dynamically, this surely degraded with time. The line state, which was

measured two more than two months after the calibration was made, surely suffered. Furthermore,

integration times of minutes would allow rapid testing and optimisation of calibration and control

techniques using operational four-qubit measurements, leading to increased fidelities.

The four photon rate defines a number of other experimental parameters: noise from both

multiphoton terms and distinguishability can be reduced at the cost of rate. In this sense, rate is

like a currency to be spent: fidelity can be improved by filtering more and reducing the photon

pair generation probability. We aimed to show the highest fidelities possible, but other users may

have different priorities—how rich you are depends on your equipment and optics, but how to

spend it is up to you.

Splicing all the way down

To reduce our off-chip losses, we spliced our off-chip filters through the in-ceiling network of

fibre directly into the detectors. This provided around 1 dB of transmission per channel, or a

4 dB improvement on the four-photon rate. This was a vital step to increase our fidelities to

what is reported in this chapter. Another improvement involved discovering our detectors were

polarisation sensitive. Count rates were maximised by adjusting the position of the optical fibre on

the workbench.

Adventures in packaging

Another plan to improve the four-fold rate was to use an index matching oil, or UV cured adhesive

to fix the VGA to the chip with high optical coupling. This would remove the loss due to reflections

on the small air gap. It would also remove the Fabry-Perot effect responsible for the violent changes

at small fibre-chip separations (see Fig. 4.13), which in turn should lead to improved four-photon

performance.

We performed a preliminary test to establish the mechanics of placing a fluid on top of the

chip surface (which faces across the room) and to practice coupling with a highly distorted view

of the chip and VGA. In this test, we placed a drop of de-ionised water on the surface of the chip.

A minute or so into re-establishing optical coupling, it became clear that something was wrong:

bubbles were visible forming and rising the microscope view. In a sudden realisation, we turned

off the on-chip electronics (needed establish an absolute coupling value), but damage had already

been done. It seems our de-ioninsed water was re-ionised by dust on the chip which caused some

electro-chemistry to happen between the wirebonds. These wirebonds turned from gold to grey

and black.

Unfortunately this stopped this train of experimentation in its tracks. This copy of AGG v3 had

been operational for over a year at this point, and so was sure to make up a good portion of my Ph.D

thesis. The risk of catastrophic failure was too high. After recalibration, little—if any—performance

had been lost. This adventure does highlight one positive property of the device: it is robust,
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surviving two years of continual testing without rigorous packaging (and occasionally collisions

with the fibre array).

As we move towards higher and higher performance quantum photonic devices, packaging

will become vital, but as with classical integrated devices, it is a risky and costly procedure (best

done with devices that aren’t one-of-a-kind). The end-goal of integrated quantum photonics for

quantum computing will be full integration, but this is still some ways off. Though perhaps with

this experience behind us and a fresh set of dice, AGG v4 will see a robust packaging.

Postselection, fidelity and ‘accidental coincidences’

It is easy to forget our devices rely fundamentally on postselection. We postselect photons from

our on-chip sources of squeezed vacuum, and we postselect entanglement between these from

the superposition that results. This is not, of course, scalable. The astute reader will have noticed

the count rates of our four-photon states (see Table 4.1) are stated in single-digit milli-Hertz. Each

additional pair of photons increases integration times by a constant factor—an exponential scaling.

We may see up to 12 photons from integrated photon-pair sources some day219—but this effort

may be misspent. There is value in testing the multiphoton capabilities of what is currently the

premier integrated quantum photonic technology, but to ‘scale’ in the obvious way will not bear

fruit in the long term. Postselection enables today’s results, but it is a crutch that we must outgrow

in order to progress.

Furthermore, our reliance on postselection means that the measurements reported in this

thesis have a number of provisos. What we measure is a fidelity of a postselected qubit state,

whereas in reality our device is a system of optical modes which support an order of magnitude

more basis vectors than are in our qubit basis. This would not be a problem, but for the use of

postselected sources and gates. In fact, the quantum states we generate are never contained in

the qubit basis—through our postselection we wilfully ignore the majority of the state wielded

by the device. The photon sources produce mostly vacuum, but even at the single photon level

most of what they produce is ignored (‘postselected away’) to give the desired Bell states. Similarly,

our postselected gate, acting with failure probability 1/2 or 8/9, hides most of the quantum state

from our deliberately blind detectors. It is this feature that gives rise to the ‘limitations’ explored in

Chapter 2. In this sense, the qubit fidelity, as measured in this chapter, is a restricted and biased

figure of merit.

Another form of postselection, or postprocessing that is common in photonics, is the subtrac-

tion of ‘accidental’ coincidence data. In postselected photonic measurements, the fundamental

measurement is of a rate of coincidental detection events. To establish this rate of coincidences,

we examine a histogram of the number of synchronous coincident detections with a varying delay

on one of the detection signals. In this histogram, if two photons are generated simultaneously

(such as in our sources) process a peak is seen at zero time delay (if the detectors and electronics

are calibrated). Our coincidental rate is the sum of all of the events in this peak divided by the time

it took to measure the counts in the histogram.

However, detection events can occur away from synchrony. This is displayed in the histogram

as a noise floor. This noise can be due to a number of processes: detector dark counts, leaked

pump, Raman scattering, and importantly, the emission of two pairs of photons at different times.

Knowing this noise floor comes from events generated by processes other than the one that is
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under investigation (production of a single photon-pair in the nonlinear sources), the natural

response is to subtract this noise floor from the measured coincidental rate in postprocessing.

Note that time-delayed multiphoton emission happens with the same probability as synchronous

multiphoton emission, and so this technique allows experimenters to remove multiphoton noise

from two-photon coincidence data. The result is cleaner data with improved interferometric

visibilities. This practice is ubiquitous in the quantum photonics community.

However, noise from multiphoton events is fundamental to postselection of pairs from nonlin-

ear sources. Other noise processes can in principle be engineered away, but multiphoton noise (in

the presence of loss) can not be removed. Postprocessing allows users to see how their sources

perform under idealised conditions, but paints a fake picture of the capability of today’s photon

pairs sources.

With more than two photons, it is unclear how this subtracton of ‘accidentals’ can be done.

With four photons, the histogram of time delays between the photons is a four dimensional object,

and as such is not easy to handle. In general, multiphoton emission results in more complex

behaviour, which cannot be statistically subtracted. In fact, the modelling of multiphoton terms of

§3.5.2 came from a desire to understand, and correct for, multiphoton noise. Upon discovering

the complex behaviour of multiphoton terms, such as in the case of measuring the line state (see

Fig. 3.14), we realised this would not be possible. Other authors have measured the multiphoton

emission present in their experiment, and subsequently subtracted it166,184, though to do this

requires accurate matching of circuit loss and source brightness between measurements, and

additional detectors—and is still postprocessing. There may be something to gain from analysing

the large amount of multidimensional ‘histogram’ data arising from multiphoton coincidence, but

this requires further research. Though number-resolving photon detectors allow the isolation of

noise from multiphoton terms, this is still a postselective (postprocessing) technique.

Subtracting ‘accidentals’ is one of photonics’s more questionable practices. Quantum tech-

nologies, including quantum computation, do not permit their outputs to be postprocessed in

this way. Luckily, this approach is limited to two-photon coincidence measurements—there is

nowhere to hide in multiphoton measurements. In this sense, postprocessing, and subtraction

of multiphoton noise is in the same category as postselection: a necessary crutch to develop the

technology we have today. In the future, clean photon sources will make these techniques a thing

of the past.

Calibration

In the last two years we recorded three four-qubit star state fidelities: 0.64±0.04, 0.68±0.025 and

0.78±0.02. Continued optimisation of the chip’s calibration was at the root of each of these step-

changes in performance. For example, prior to the use of the second fringe function from §4.2.1,

and the ‘hot chip’ calibration technique used for mitigating crosstalk on the AGG v3 (see §4.4)

we were unable to measure a four-photon expectation value that we anticipated could provide

a fidelity that would demonstrate genuine multipartite entanglement (F > 0.5)284. Incremental

improvements came from randomising the order that each calibration fringe was taken, and

increasing the number of points comprising it. Further, measuring the optical power 0.5 seconds

after the phase was set made for more reliable fringes, as this allows the thermo-optic phaseshifter

to fully settle. It is worth noting that each good calibration was used for at least three months, and
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was only abandoned to seek further improvements in fidelity. Again, AGG v3 proved remarkably

stable and robust.

One unsuccessful effort to improve the calibration was to ensure that each phaseshifter took

a range of voltages that was continuous as phase is increased from 0 to 2π. Nominally, there

is a discontinuity caused by mandating the voltage is kept in a certain region. This sometimes

leads to poor performance around the discontinuity. Unfortunately, this technique was unable

to provide an improvement, as it greatly increased the amount of heat dissipated to the chip: a

typical setting required over 1000 mW of power be dissipated to the chip, compared to around 480

mW required for the non-continuous calibration. This reduced the coupling stability, as well as

widening the difference in power dissipated between different measurement settings, leading to

increased crosstalk.

Though our final calibration (at the time of writing) has yielded a large increase in state fidelity,

we are unable to ascribe it to the use of a particular technique or method. The device had been

calibrated in similar ways in the past, though great care was taken to ensure it was of high quality.

After all, the calibration is the primary arbiter of the device’s performance. Though the repeatability

of the calibration (and so performance of the device) may be called into question, better knowledge

of its crosstalk and further improvements to calibration methods may yet improve on it.

Looking to future devices, calibration is a serious issue for scaling quantum photonic devices.

Though we were able to achieve our results without need for a strategy that addresses crosstalk

directly, this will not be the case as systems increase in size.

One feature of the AGG that proved vital for achieving good calibration were the strategically

placed evanescent coupled waveguide ‘taps’. These gave independent access to phaseshifters,

which would otherwise be via other MZIs. This allowed our phaseshifters to be calibrated with-

out dependence on the calibration of other components—an important property for scalability.

They necessarily induce some loss, but using bright light for calibration, taps of 99.9% or more

transmission are acceptable—so long as they can be reliably manufactured.

Universal interferometer schemes151,152 suffer from the same issue: For an n mode scheme,

the calibration of MZIs near the start of the scheme depends on the successful calibration of at

least n −2 MZIs further down the interferometer. This can be halved by inputting light in both

sides of the scheme, but severely limits the size of a feasible scheme.

4.6.2 Conclusion

Graph states provide a language of qubit entanglement, with different graphs providing utility for

different quantum protocols. Therefore, devices which can generate a diverse range of graphs are

powerful. To this end, we had originally planned to implement an array of measurement-based

protocols on an AGG—something which is currently lacking from this chapter, and in our narrative

of graph state generation thus far. Long-standing issues with low four-fold rate have thus far

prevented these measurements, however they may be possible on AGG v4a-c, which we hope to

demonstrate as first truly versatile photonic device for measurement-based protocols.

As discussed in Chapter 3, AGG v4a-c have a number of features that should yield large im-

provements on the performance of AGG v4. Though these utilise the same kinds of photon source

and entanglement generation, its low-loss design should allow reduced levels of multiphoton

noise while reducing integration times by order of magnitudes. Further, though its straight waveg-
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uide sources do not offer any theoretical intrinsic improvement in purity, increased photon rate

may allow tighter filtering, allowing us to ‘carve’ a more separable JSA from the sources’ partially

entangled ones.

In §4.5.1, we anticipate that using informed quantum-photonic design and state of the art

components it may be possible to achieve four-fold rates of up to 40000 Hz. This is an exciting

prospect, but one must be wary of the trade off between rate and state fidelity described in this

chapter. Though this would indeed be a bright source of four-photon states, and would allow rapid

state characterisation and verification, it will be necessary to ‘spend’ a large portion of this photon

rate on improvements in state fidelity.

We have demonstrated an integrated quantum-photonic device with four on-chip photon-pair

sources that generates both kinds of four-qubit graph state entanglement with reasonable fidelity.

This is the first device with four entangled qubits, with each qubit composed independent single

photons. We are also among the first to demonstrate a HOM dip experiment using on-chip sources

and photon interference, with a HOM-dip-equivalent visibility of 0.80±0.02. These are the first

steps taken into the multiqubit regime for integrated quantum photonics.

Though the loss of our device is high, the four-photon count rate has the potential to be

improved by several orders of magnitude with the latest photonic designs and technology. In the

near future, improved calibration of the on-chip phaseshifters (including crosstalk inversion) as

well as intrinsically separable photon source engineering172,173 and chip packaging will enable

either improved state fidelities or increased photon-number to six or eight photons. In the long-

term, integration of deterministic photon sources and entangling gates will herald a new era in

quantum photonics, and access the next order of magnitude in photon number.
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Chapter 5

Graph state orbits

5.1 Introduction

Graph states allow us to classify all stabiliser states by the entanglement they possess79. As such,

they are crucial for describing entanglement between qubits326,327. Most notably, graph states can

be used to implement universal, error-corrected quantum computation. It is difficult to find a

quantum information protocol that cannot be expressed using graph states.

Correspondingly, graph state entanglement has been studied a great deal—each of the 1.6×1012

graph states up to 12 qubits have been classified into 1.2× 106 locally equivalent classes49,271.

Further, there exists an algorithm to find the local clifford unitaries relating two graph states (if it

exists) in polynomial time328,329. Contrastingly, the task of finding if a target graph state can be

generated from an arbitrary input graph using local clifford operations, local Pauli measurements

and classical communication is shown to be in NP264,265. A number of tools for the aforementioned

tasks are published with the referenced works.

Graphs are combinatorial species, and so extending their classification beyond n = 12 qubits

is a challenge. Further, just a minuscule fraction of the n ≤ 12 photon graph state classes have

been studied other than in this classification—most are unlikely to ever be examined otherwise.

Entanglement is myriad and mysterious, and understanding it is one of the foremost challenges of

quantum information. Furthermore, graph states are central to quantum information protocols

and so understanding their structure is paramount.

Though the problem of identifying the local unitary relationship between different graph states

is solved329, there has been little research done on the structure of the orbits that are generated by

local complementation (LC)—the graph operation which generates the entanglement class from

any single member by its successive application (see §2.2.1 and the heading of this chapter). By

exploring this structure, which is wildly complex, we hope that to gain new insight and develop

tools for LOQC architectures as well as immediately feasible photonic graph state generators.

In this chapter, we use a breadth-first search to map the space of graph states and their local

relationship by LC, generating the unique orbit of each entanglement class. We map these orbits

up to 8 and 9 qubits for labelled and unlabelled graph states respectively. We analyse the graph

properties of the LC orbits, and identify avenues for future investigations. Further, we display a

curated selection of these numerous orbits in this chapter as well as in Appendix B (§B).
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Fig. 5.1 Orbits of graph state class no. 3. a) The orbit, C3. b) The isomorphic orbit, L3. In all subsequent diagrams,
qubits are labelled anticlockwise from noon around the circle as shown in a).

5.2 Graph orbits as graphs

All n-vertex graphs can be local complemented in n different ways, generating up to n new graphs.

Each of these can be complemented further, generating up to n −1 new graphs (LC is self inverse).

We can repeatedly LC graphs until we find no new ones, and all graphs in the class have been found.

By performing every LC on every graph in the class and recording which graphs are connected by

LC of which vertex, the orbit is mapped. We will denote these orbits Ci for entanglement class i .

This orbit is a graph whose vertices are themselves graphs (graph states). Edges are labelled with

the a vertex index indicating which LC links those graphs. Since LC is self-inverse, these edges

are undirected. A simple example of the orbit of GHZ-type entanglement in 4 qubits is shown in

Fig. 5.1. For clarity, we will refer to the graphs on the vertices of the orbit as graph states, and the

graph that links them as their orbit. Formally, these orbits are the Cayley graph of the group of

graphs closed under the group action local complementation.

A quantum puzzle game

These orbits have an entertaining analogy with a Rubik’s cube*. Each face of a 3×3×3 Rubik’s

cube is a different colour, which is itself separated into 3×3 = 9 individual squares. This is the

cube’s solved state. The toy has 6 basic moves, which rotate the different faces of the cube by 90◦.

By applying these six moves in a random (unrecorded) combination, a random state of the cube

is generated. The challenge is to return the cube to its solved state. For a mathematician, the

challenge is to understand the cube’s symmetry, and solve it in the general case.

*A popular puzzle toy.
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Fig. 5.2 Orbits of graph state class no. 4. a) The orbit, C4. b) The isomorphic orbit, L4.



130 Graph state orbits

Using about one billion seconds (35 years) of CPU time, the Cayley graph of the Rubik’s cube

has been computed, ‘solving it’330: A Rubik’s cube has 4.3×1019 states and its Cayley graph has

diameter 26. That is, it can always be solved in 26 90◦ moves (or 20 moves if 90◦ or 180◦ rotations

are allowed). ‘Cubers’, as Rubik’s cube aficionados call themselves, call this ‘god’s number’.

In our analogy, the many states of the toy are our graph states, and rotating the different faces

of the cube corresponds to LC of different graph vertices. As evidenced by the ratio of its cardinality

to its diameter (∼ 1018), the Cayley graph of the Rubik’s cube is highly dense (though each vertex

only has six edges). Each of the 1.2 million entanglement classes of 12 qubits has its own unique

orbit—each of them is another Rubik’s cube (with 12 rather than 6 moves). Note there are factorially

many entanglement classes as n is increased. God’s number for local complementation orbits

depends on the class, but is maximally 9 for 9 qubit graphs. There are some qualitative differences

between a Rubik’s cube and LC orbits though. LC can sometimes be the identity, resulting in

self-loops in the orbit, and sometimes LC applied to different vertices of the same input graph will

result on the same output graph.

Recently there have been a number of games published with quantum mechanics at the focus.

These have generally had two motivations. These are education331,332, and also to have players

of the game make genuine contributions to the field. Two examples of the latter ask players to

optimise quantum error correction decoders333, and topological quantum circuits334. Highlighting

the similarity between LC orbits and to the Rubik’s cube hints at making a game from LC them,

but this would serve neither of the purposes above. Though there are a number of possible

objectives—find a planar graph in this class, find a target graph, etc.—these are not challenges that

humans stand a chance of doing better than a computer. The only motivation would be that of a

puzzle—just like a Rubik’s cube.

5.2.1 Graph isomorphism in LC orbits

Graphs can be symmetric under relabelling of their vertices—such graphs are said to be isomor-

phic. Graph states which are isomorphic share the same variety of entanglement. However, not

all isomorphic graph are in the same local equivalence class—the entanglement they possess

can be distributed in different ways between the parties. This is an important feature for the

implementation of protocols where qubits are in inequivalent spatial positions, i.e. where qubit

relabelling is non-trivial335. Note that by exploring the orbit of one isomorphism of a graph G ,

the orbits of each of the isomorphisms of G , G ′, are also known. These can be found by applying

the vertex re-labelling that takes G to G ′ to each of the graphs on the vertices of the orbit (and the

orbit’s edge labels).

What does this mean for orbits Ci ? There may be many isomorphisms of the same graph in

a class, and apart from in situations in which qubits cannot be relabelled, these are redundant.

How can we modify our methods to account for this symmetry? We simply explore each orbit

as in §5.2, but consider isomorphic graphs as the same when deciding if a new graph has been

discovered (see §5.2). We will call these graphs Li when isomorphic graphs are considered equal,

and Ci otherwise (for entanglement class i ).

As in Ci orbits, edges of a Li orbit are also undirected, however a complication arises when

drawing graph states on each vertex of the orbit, as in the figures of this chapter. For Li orbits,

we display directed edges when those edges are labelled. This is because the edges cannot be
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Class |Q| |LC | |E | |E |/|LC | Tree? d̄i max(di ) Planar? Loop? CC Euler? Hamil.?

3 4 2 3 1.50 ✓ 0.500 1 ✓ ✓ 0 ✗ ✗

4 4 4 8 2.00 ✓ 1.25 3 ✓ ✓ 0 ✗ ✗

5 5 2 3 1.50 ✓ 0.500 1 ✓ ✓ 0 ✗ ✗

6 5 6 15 2.50 ✗ 1.50 3 ✓ ✓ 0 ✓ ✓
7 5 10 32 3.20 ✗ 1.84 3 ✓ ✓ 0.100 ✗ ✓
8 5 3 5 1.67 ✓ 0.889 2 ✓ ✓ 0 ✗ ✗

9 6 2 3 1.50 ✓ 0.500 1 ✓ ✓ 0 ✗ ✗

10 6 6 15 2.50 ✗ 1.50 3 ✓ ✓ 0 ✓ ✓
11 6 4 8 2.00 ✓ 1.25 3 ✓ ✓ 0 ✗ ✗

12 6 16 58 3.63 ✗ 2.11 3 ✗ ✓ 0 ✗ ✓
13 6 10 33 3.30 ✗ 1.84 3 ✓ ✓ 0.100 ✗ ✓
14 6 25 102 4.08 ✗ 2.41 5 ✗ ✓ 0 ✓ ✗

15 6 5 13 2.60 ✗ 1.36 3 ✓ ✓ 0.467 ✗ ✗

16 6 5 14 2.80 ✗ 1.36 3 ✓ ✓ 0.467 ✗ ✗

17 6 21 86 4.10 ✗ 2.21 4 ✗ ✓ 0.059 ✗ ✓
18 6 16 57 3.56 ✗ 2.08 4 ✗ ✓ 0.244 ✗ ✗

19 6 2 3 1.50 ✓ 0.500 1 ✓ ✓ 0 ✗ ✗

20 7 2 3 1.50 ✓ 0.500 1 ✓ ✓ 0 ✗ ✗

21 7 6 15 2.50 ✗ 1.50 3 ✓ ✓ 0 ✓ ✓
22 7 6 15 2.50 ✗ 1.50 3 ✓ ✓ 0 ✓ ✓
23 7 16 58 3.63 ✗ 2.11 3 ✗ ✓ 0 ✗ ✓
24 7 10 32 3.20 ✗ 1.84 3 ✓ ✓ 0.100 ✗ ✓
25 7 10 33 3.30 ✗ 1.84 3 ✓ ✓ 0.100 ✗ ✓
26 7 16 59 3.69 ✗ 2.11 3 ✗ ✓ 0 ✗ ✓
27 7 44 202 4.59 ✗ 2.77 5 ✗ ✓ 0 ✓ ✓
28 7 44 206 4.68 ✗ 2.77 5 ✗ ✓ 0 ✓ ✓
29 7 14 50 3.57 ✗ 2.17 5 ✓ ✓ 0.119 ✗ ✓
30 7 66 344 5.21 ✗ 3.01 6 ✗ ✓ 0.018 ✗ ✓
31 7 10 33 3.30 ✗ 1.84 3 ✓ ✓ 0.100 ✗ ✓
32 7 10 34 3.40 ✗ 1.84 3 ✓ ✓ 0.100 ✗ ✓
33 7 21 86 4.10 ✗ 2.21 4 ✗ ✓ 0.059 ✗ ✓
34 7 26 116 4.46 ✗ 2.41 4 ✗ ✓ 0.077 ✗ ✓
35 7 36 176 4.89 ✗ 2.47 4 ✗ ✓ 0.020 ✗ ✓
36 7 28 120 4.29 ✗ 2.54 5 ✗ ✓ 0.036 ✗ ✓
37 7 72 374 5.19 ✗ 3.02 5 ✗ ✓ 0.017 ✗ ✓
38 7 114 636 5.58 ✗ 3.26 6 ✗ ✓ 0.039 ✓ ✓
39 7 56 292 5.21 ✗ 2.79 5 ✗ ✓ 0.074 ✗ ✓
40 7 92 542 5.89 ✗ 2.98 7 ✗ ✗ 0.050 ✗ ✗

41 7 57 306 5.37 ✗ 2.74 5 ✗ ✓ 0.044 ✗ ✓
42 7 33 159 4.82 ✗ 2.36 5 ✗ ✓ 0.110 ✗ ✓
43 7 9 31 3.44 ✗ 1.60 3 ✓ ✓ 0.563 ✗ ✗

44 7 46 216 4.70 ✗ 2.75 5 ✗ ✓ 0.154 ✗ ✓
45 7 9 28 3.11 ✗ 1.75 4 ✓ ✓ 0.167 ✗ ✗

Table 5.1 A selection of properties for Li , organised by class (see Appendix A for a table showing a representative graph
state from each class of n < 9 qubits). Here, |Q| is the number of qubits of the orbit’s graph states, |LC | is the size of the
orbit, |E | is the number of edges on the orbit, di are the distances between vertices on the orbit. ‘Tree?’ is whether the
orbit is a tree, ‘planar?’ is whether the orbit is planar, ‘Loop?’ is whether the orbit has any self-edges, ‘CC’ is the orbit’s
mean cluster coefficent, ‘Euler?’ is whether the graph has a cycle in which each edge of the orbit is traversed precisely
once, ‘Hamil.?’ is whether the orbit has a cycle that visits each vertex of the graph precisely once. Properties such as
these are computable from the library of orbits we have generated. Self loops are not considered when evaluating if the
orbit is a tree. Properties of Ci orbits may differ to their Li equivalent, apart from in distances and self-edges (loops).
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consistently labelled otherwise, making it hard to see how one graph state transforms to another.

In this case, they are all accompanied by an edge going the other way: all are bidirectional, but to

be consistent with the graph states drawn on the orbit vertices, the labels in the different directions

must differ.

To draw orbits Li with graph states on the orbit vertices, we must take a single graph state to

represent all of the graphs states it is isomorphic to. When there is more than one LC that generates

the same target graph state some input graph state (up to isomorphism), it is unclear which graph

states isomorphism to draw on the new vertex. We pick one arbitrarily, and label the edge that

links the two states with both LC indexes. Because we have to choose a single isomorphism to

draw on the target orbit vertex, these labels will need to be different when going from the target

graph back to the original input graph. Hence different labels are used. This way the reader can

still understand the orbit by looking at which graph state vertex is locally complemented to get

from one graph state to another. Note that when edges of the orbit are unlabelled, undirected

labels are drawn.

Li orbits are much easier to view than Ci orbits, having around one tenth of the number of

orbit vertices for 4 < n < 8. This also greatly reduces the amount of computation needed to map

them. Another advantage of using Li , is that Ci are not unique—not every orbit contains every

isomorphism of its member graph states. For example, there are three equivalent orbits of class 4

(one of which is shown in Fig. 5.2). The other two orbits contain the two other isomorphisms of

the ‘square’ graph state, and so can be calculated easily from the C4 we show by relabelling. Some

classes have only one orbit, which contains every isomorphism of the graph states. For example,

the classes which contain the star and fully-connected graph states. These orbits have |LC | = n +1

graph states and are themselves a ‘star’ graph for the non-isomorphic case, Ci . For example, the

orbit of the four-qubit star state, shown in Fig. 5.1, is itself a five vertex star.

5.2.2 Graph exploration

Mapping the orbit of a graph state |G〉, is a graph exploration problem. The method described

in §5.2 is a breadth-first traversal, where we traverse each potential edge of the orbit once. This

means n|LC | graph comparisons need to be made to map an n-qubit orbit of size |LC |. Without

performing each LC, there is still uncharted territory, and so this is the minimum LCs and graph

comparisons needed. One saving can be made by noting that LC applied to a vertex with just one

neighbour is the identity. A comparison is either asking if the input and output graphs of a LC are

equal, or isomorphic, depending on whether we are exploring Ci , or Li respectively.

We use this method to explore the Ci for n ≤ 8 and Li for n ≤ 9, that is, up to graph state

entanglement class i = 146 and i = 586 respectively. The largest of these orbits contains 3248 and

8836 vertices. To do this we start with the representative member of each class (given by ref. 49).

GRAPHISOMORPHISM is a costly routine, and is widely believed to belong to complexity class

NP*. Exploration of Li makes heavy use of GRAPHISOMORPHISM, calling it up to n|LC | times,

however a Li is much smaller than than its Ci counterpart—many times different LCs yield the

same result.

*Modulo affirmative peer review of ref. 336, which will place it in QP, or quasipolynomial time
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Fig. 5.3 Adjacency and distance matrices of L247. Graph states (orbit vertices) are ordered by edgecount and then
lexicographically by their lexicographically sorted edgelists. In the adjacency matrix, the colour of the entry corresponds
to which vertex undergoes LC. We demarcate regions of the plot which correspond to graph states with the same
number of edges. The canonical representative graph state of the class is shown in the top centre.

Fig. 5.4 Adjacency (left) and distance (right) matrices of C45.
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5.2.3 Graph properties of graph orbits

The orbits explored here are far too complex to view directly due to their highly-connected and

and non-planar nature (see Table 5.1). In general, orbits involving more than about 20 vertices

are difficult to view. To display them, we plot the orbits as matrices. Figs. 5.4, 5.3 and 5.5 show the

adjacency matrices and distance matrices of classes 247, 45 and 10 respectively. The adjacency

matrix of a graph, A, represents each vertex with a row and a column. For each edge (i , j ) present

in graph, Ai j = 1, otherwise Ai j = 0. Similarly, the distance matrix, D , gives the distance between

two vertices: Di j is equal to the minimum number of edges that need to be traversed to get from

vertex i to vertex j .

Writing graphs as matrices induces a problem: matrices require an order for their rows and

columns—it can be a challenge to recognise structure which is independent of the row/column

order, or, conversely, to recognise structure without an order that highlights it. Here we order graph

states by isomorphism, edge count, and then lexicographically by their lexicographically sorted

edgelists. Further, we demarcate regions of the plot which correspond to graph states with the

same number of edges (for Li ) and graph states which are isomorphic to one another (For Ci ). In

both cases, the adjacency matrices show structure related to these regions (see Figs. 5.4, 5.3 and

5.5).

We compute a variety of graph properties of Li orbits of 3− 7 qubits and display them in

Table 5.1. These metrics are simple to compute (notwithstanding their computational complexity)

once the graphs are known, and are useful to locate orbits with interesting features, such as class no.

40, which has no self-loops, implying that none of its member graph states has a vertex of degree

1. This is the only such species with this property up to n = 7, and is shared by 9% of orbits up to

n = 9. Other graph properties, such as the diameter, mean distance, mean clustering coefficient,

and whether the graph has a Eulerian or Hamiltonian tour, are also listed.

There is a huge amount of variety in the 586 Li orbits and 146 Ci orbits we have computed

which cannot be represented here. It is remarkable to see how much complexity and structure can

stem from a simple rule—local complementation—on graphs of modest size. A curated selection

of orbits and matrices can be found in Appendix B (§B).

5.3 Applications

As yet, it is unclear how properties of the orbit relate to properties of the entanglement and

its correlations—entanglement remains mysterious. Still, our exploration provides new ways

of understanding the local structure between graph states, and with more data, and new ways

of looking at it, we can hope to learn more. The graph state metaphor is a powerful one—as

demonstrated by its ubiquity—and continues to provide tools that aid our understanding of

quantum states.

Utilising LC has been shown to be beneficial for routing entanglement in a number of different

quantum technologies. Specifically, in measurement-based schemes, LC can be used to implement

different protols on the same entangled state. Since LC is local, this is equivalent to changing the

measurement bases in the protocol, though phrasing this as LCs followed by measurement means

the standard language of measurement based protocols can be preserved. Generally LC has merit

in any application where entanglement has already been generated and must be used as is. For
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Fig. 5.5 Orbit (top), Adjacency matrix (left) and distance matrix (right) of C10.
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example, in a ‘ballistic’ optical quantum computer206, or when the entangled particles have been

distributied spatially335.

In the ballistic optical quantum computing scenario, a large graph state is generated with

probabilistic entangling gates. Depending on which of these heralded gates succeed, different

states are generated, and the local measurement bases are changed accordingly to adapt the

computation to it. Some graphs generated this way are better suited this scenario than others, for

example in loss tolerance206,208 and pathfinding207. In this sense, local complementation may be

advantageous.

Any useful computational state state will be composed of perhaps millions of qubits, which

will be far out of reach of this kind of exhaustive analysis—n ≤ 12 is already a challenge. One

approach may be to find techniques to transform the computational state a few qubits at a time.

This way, the problem of forming a useful resource state can be approached in a modular way,

using smaller maps of LC such as the ones we have here. The goal is to learn how to transform

certain, generalised structures in the resource state into advantageous types of graph state.

Note that in scenarios where qubits are localised, as in a ballistic quantum computer or on

communications scenarios, Li orbits are not relevant, as qubits cannot be re-labelled at will—they

have a spatial position which cannot be swapped with other qubits. A further restriction is that in

an optical quantum computer measurements must be performed in the order that the photons

were generated in.

5.4 Discussion

At over 35 MB compressed, the data comprising our library of orbits is formidable. In the future,

we intend to publish this data with an associated guide manuscript, and will include the means to

create the plots in this chapter.. All computations thus far were performed using a single core of

an Intel i5 CPU in Mathematica. Exploration up to n = 12 is feasible, if exploration is moved to a

compiled language, such as C, and concurrency is employed.

With such a large set of data on a topic with rich connections, there are many of potential

avenues. For each orbit, there is a huge ensemble of properties to investigate, and there are a

huge variety of orbits (every graph state is represented)—at this stage it is hard to know which

avenues to pursue. Meanwhile, an investigation driven by an application, such as the optimisation

of percolated-lattice resource states for quantum computation, can be undertaken, and may

highlight fruitful theoretical avenues.

Graph states are key to modern quantum information protocols, and as such warrant study in

their own right. Though we have few analytic or heuristic results based on the numerics of this

chapter, these orbits highlight the complexity of of stabiliser entanglement and conclude a theme

of this thesis—local complementation. Indeed, we look to future research to utilise these resources

to better understand the generation and manipulation of graph states, as well as the processing of

information via measurement-based quantum computing.
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Declaration

Representing linear optical circuits as directed graphs, where two-qubit gates are vertices, as

well as is due to Sam Morley-Short. Sam and I jointly conceived mapping the orbits or local

complementation.

Furthermore, I would like to personally thank Sam for motivation and for following me down the

graph state rabbit hole.





Chapter 6

Conclusion

From the outset, my Ph.D was focussed on the four-photon arbitrary graph generator, which was

designed in my first CDT project rotation with the (now) Drs. Silverstone and Santagati. This

project was a rollercoaster from the beginning—within the first few weeks, we hit what would turn

out to be a fifteen month setback. The constant chip-manufacturing delays, combined with eye-

watering integration times gave me time to contemplate what we were doing, why it worked, and

how to expand it. Chapters 2 and 5 of this thesis are the result of following these contemplations to

their conclusion. I was compelled to follow graph states down the rabbit hole, and for this I am

grateful. It has been a pleasure to explore their numerous and multifaceted properties.

It is remarkable to me that after nearly two years of testing, we were finally able to demonstrate

both of the four-photon, four-qubit graph states—the project was a success (though I regret not

having the photon throughput to perform more complex quantum information protocols). Further,

it was wrapped up (nearly) in time for me to start writing this thesis—the Ph.D has been remarkably

self-contained. I hardly worked on another project during the three years that made up this Ph.D.

It has overall been a greatly pleasurable experience, and I hope this thesis has done it justice.

It is easy to forget how ambitious the AGG was when we conceived it in 2015. No one had

demonstrated heralded HOM interference on a chip before—let alone a four-photon processor.

Even 23 phaseshifters seemed like a lot at the time! As time went on standards were raised and

the challenges seemed all the more achievable—until finally we were hard pushed to publish our

four-photon experiment before the (mostly internal) competition!

6.1 Outlook for integrated quantum photonics

The quirks and imperfections of silicon photonics fabrication can make predicting performance

tricky, and the space of single photon source designs is large. High-performance silicon photonic

components are often the result of a large number of design cycles and parameter sweeps, and

are often specific to a manufacturing process. For this reason, the development of ring resonator

photon sources has been slow in academic institutions, where rapid design cycles of complex

silicon photonic processes are rarely possible. The current high profile of photonic quantum

technologies is poised to lead to commercialisation, and more rapid development.

Though a (heralded) HOM dip provides a gold standard for photon purity, it requires expensive

single photon detectors and is technically challenging. In contrast, JSAs can be measured quickly

with bright light, and can potentially provide more information about the photon pair source.
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Standardisation of these techniques will allow for rapid measurement and test of new designs,

expediting progress towards unit purity.

One promising route to eliminating parasitic nonlinear effects is to change the operating

wavelength to one where two photons do not have the energy to excite electrons across the

bandgap of silicon. The bandgap of silicon at room temperature is 1.1 eV, and so moving to

wavelengths longer than 2200 nm is necessary. Other advantages to this approach include more

manufacturable (larger) structures and lower loss. The challenges are numerous, however, there

are no mass-manufactured, commercially optimised telecoms components. In contrast, one can

buy a 1550 nm tabletop shaped filter with 100 dB extinction and 0.5 dB loss for less than $100 At

around 2000 nm these specifications are far out of reach, and most equipment is custom.

In the midst of quantum-photonic developments, we continue to look to innovation in the

classical silicon photonics world, after all, all current silicon quantum-photonic devices owe their

existence to piggybacking on this already mature platform. To this end, I look forward to the

continued development and integration of increasingly accessible low-loss, high-specification

components. Though grating couplers represent the largest single loss in current devices, as quan-

tum photonic devices increase in size propagation and coupler losses will need to be minimised,

too.

Multiphoton emission currently constitutes a significant proportion of the noise in quantum

photonic experiments. To resolve this, either true single photon sources, or accurate photon-

number resolving detectors are required. Recently fibre-coupled quantum dot based single photon

photon sources have become commercially available337,338. Combining these with low-loss bulk

optics has yielded impressive multiphoton rates in boson sampling experiments250,251. By instead

using low insertion loss integrated devices, further scaling may be possible. Large bulk optical

experiments quickly become untenable as the number of independently-controlled degrees of

freedom needed to maintain them explodes. A quick calculation yields that A 100 MHz source

of single photons passed through a device with −7 dB transmission and an efficiency of 1/2 per

entangling gate could generate 8 photon entangled states at a rate of 2 Hz, or ten photon states at

rate of 2 detections per minute.

Meanwhile, real progress is being made towards integrating both single-photon sources and

single-photon detectors on the same quantum photonic platform. Detectors are slightly more

developed having already been demonstrated on waveguide circuits, however incorporating any

meaningful photonic systems at cryogenic temperatures remains a challenge. Sources are also

moving rapidly, with solid-state emitters reaching key performance metrics and recently becoming

commercially available. When indistinguishability is demonstrated between separate emitters, a

new regime of photon number will be unlocked.

In the future, increasing numbers of photons will need to be incorporated with developing

platforms for quantum optics. There is some reach in continuing the trend of increasing the size of

postselected devices on the silicon platform—the reconfigurable nature of the platform should

enable more interesting experimentation than just state generation—as is often the case in bulk

optics. To go scale further, however, a step change in photon generation is needed. Heralded or

solid-state sources are needed to reach the levels of complexity seen in other technology platforms.

Recently there have been a number of high-profile achievements with entirely silicon circuits,
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Fig. 6.1 The three types of graphs found in this thesis. a) Interferometers can be seen as graphs, sources (’S’) are vertices
with degree two with an outward edge. R-PEGs have two outward and two inward edges. Outputs (’O’) have one inward
edge. Six qubits come from three degenerate nonlinear pair sources. This experiment can access entanglement class
nos. 9-18. b) The scheme corresponding to the interferometer of a). Gates, which are vertices in the graph of a) are now
edges. c) The orbit of entanglement class 19, which can be accessed by the experiment given by a) and b).
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however the community is sure to migrate to whichever platform has the next breakthrough in

source technology,

It is hard to know if the photon sources of the future will be multiplexed or solid-state emitters.

On one hand, more must be done to demonstrate the feasibility of scaling solid-state emitters

beyond a handful of cherry-picked specimens. On the other hand, multiplexing has fiendish

loss and speed requirements, which also may prove infeasible, and solid emitters alleviate one

of the foremost challenges multiplexed schemes—pump rejection. Meanwhile, the gap between

architecture and experiment is slowly closing via progress on both fronts.

It is easy to forget that ten years ago access to near-unity efficiency single photon detectors

was a pipe dream for most researchers. Now, there are several companies offering off-the-shelf

arrays of SNSPDs that offer just that. To this end, I am eager to see what the developments of the

coming decade will bring. The path is known but a fraction of the distance to the prize, and it will

likely twist and turn to arrive at something altogether different from what can be imagined today.

6.2 Concluding remarks

The thrust of this thesis was to provide a set tools for developing photonic quantum technology

and to break the barrier to multipair operation of integrated quantum photonics, moving one step

closer towards LOQC. Our four-photon experiment has demonstrated that multiphoton graph

states are accessible today, and our numerical and theoretical explorations show what can be

done in the immediate future, and how to do it. Six- and eight-photon devices are coming, and

by using our designs, their performance and power can be maximised. Further, our maps of local

complementation orbits, which provide a detailed knowledge of the local structure of stabiliser

entanglement, are relevant for all quantum technology using entanglement.

Multiphoton experiments using nonlinear sources now face no new challenges—only optimi-

sation of parameters which are already known. Purity and loss are the primary obstacles, enabling

both higher performance and increased system size. To progress here, it is engineering—not

science—that is needed. Still, to meaningfully move forward, we should not be looking to expand

the modest systems (and modest growth) we have now. A step change is needed, and this can only

come from new technology.

It is an exciting time for quantum photonics and quantum information in general. The compe-

tition between the quantum technology platforms is on and the quantum ecosystem is growing at

an incredible rate, and innovations are happening continually. Quantum engineering is emerging

as a field and industry of its own.

The world looks to the giants of information technology—rather than LOQC—to provide them

with the ‘quantum revolution’. Indeed the other contenders are formidable, and can currently

boast vastly more impressive qubit numbers and integration. However, the revolution will be slow

and multifaceted—no doubt each technology platform will find a niche. Much like in the early days

of traditional computing technology, there will be leaders, and there will be overtakers—it took

some time before silicon became the de-facto choice for traditional computing technology, and

silicon has since been reinvented many times. Nevertheless, photonics is the only platform whose

future in quantum technology is guaranteed—quantum communications and sensing necessitate
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photonics. Still, LOQC’s promise of massive scalability may turn this ugly ducking206 into a dark

horse.
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Appendix A

Graph states, algorithms and

postselection

This appendix is mostly taken from ref. 253, which I authored.

A.1 Proofs

Lemma 1. All of the n-vertex graph states that are locally equivalent to a tree can be constructed from

⌈n
2⌉ entangled postselected pairs (from postselected nonlinear pair sources) using only postselected

CZ and fusion gates.

Proof. The two distinct trees with n = 4 vertices (the “star” and “line” graphs) correspond to

performing CZLO or fusion on two pairs respectively, which establishes the base case. The induction

step is to show for any order n +2 tree, t , one can always find a feature of the tree that implies

it could have been constructed from some order n tree, and the two vertex connected graph

(entangled pair), using an egde-add (CZ) or fusion operation.

These features of t are as follows:

• Feature 1: t has two vertices in a line formation, where the second vertex is only adjacent to the

first. This corresponds to a CZ (edge-add) of an order n tree with the complete two-qubit

graph.

• Feature 2: Two leafs (vertices of degree 1) are adjacent to the same vertex of t (but no others).

This corresponds to a fusion of an order n tree with the complete two-qubit graph.

To show that all trees have one of these Features, we perform another induction. All order n+1

trees can be constructed by adding a vertex (with connecting edge) to some n-vertex tree. We will

show that these Features can disappear when adding a connected vertex, but only by creating the

other Feature. Hence all trees have at least one of these features.

Feature 1 will disappear if a new vertex is connected to the degree-two vertex of the Feature.

In this case, the new graph has Feature 2. Similarly, Feature 2 will disappear if a new vertex is

connected to one of the vertices of Feature 1. This forms Feature 1. The only tree of three vertices

has both of these features. Hence all trees have one of these two features.

Since all n +2 trees have one of these features, it is always possible to find a tree of order n that

can be used to construct a tree of order n +2, down to n = 4 where we know how to make both of
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the trees. Since each additional pair of vertices has only one gate acting on it, the postselection

rules are not violated. This completes the proof.

Lemma 2. [CZi j ,LCα] = 0 ∀ α ∉ {i , j }. (CZi j commutes with LC applied to qubit α, LCα when α is

not one of the qubits acted upon by the CZ.)

Proof. If i , j ∉ NG (α) the unitaries (graph operations) act on different qubits (vertices) and there-

fore commute. We now examine i , j ∈ NG (α). Note that complementation of a subgraph defined

by a fixed set of vertices commutes with a CZ operation, since both toggle the edges present in the

graph (addition modulo 2). This can also be understood by examining the CZ and LC unitaries. In

LCα for i , j ∈ N (α), qubits i and j undergo a
p

i Z operation, which is diagonal. Since CZ is also

diagonal, these operations commute, that is [CZi j ,
√

i Zk ] = 0 for k = i , j . Note that
√

i Zk ⊗
√

i Zl

is also diagonal. Since NG (α), is unaffected by the CZ, LCα and CZ commute if i , j ∉ N (α).

Lemma 3. Repeated LC on i and j on some graph G has just one periodic path through the members

of the LC class.

Proof. This is demonstrated independently in terms of edge-local complementation in276, but

we provide an alternate proof. Since LCα ◦LCα =1 there are only two ways uniquely apply LCs—

alternating LC on i and j , i.e. . . .LC j ◦LCi ◦LC j and . . .LCi ◦LC j ◦LCi . This defines two paths

through the members of the LC class.

We will now show these paths are periodic. In the following we denote the k th LC operation of

one of these trajectories as, LCk ,

Since there are a finite number of graphs equivalent under LC, alternating LCs must reproduce

the initial graph, or the path will end after k−1 LCs, i.e. when some graph is reached whereby LC has

no effect. In this case, LCk =1 and the series of LCs can be written . . .LCk+1
i ◦LCk

j ◦LCk−1
i ◦. . .◦LC1

j =
. . .LCk+1

i ◦LCk−1
i ◦ . . .◦LC1

j . Since LCi ◦LCi = 1, all LCs can be paired around LCk and cancelled,

leaving the identity, i.e. the operation is periodic with period 2k −1.

We will now show that these orbits are the inverse of one another. Take one of the two orbits

(say the one that starts with j ) and assume it has period p, then LCp
i ◦LCp−1

j ◦ . . . ◦LC1
j (G) = G .

Applying LCi here we find LC1′
i G = LC1′

i ◦LCp
i ◦LCp−1

j ◦ . . .◦LC1
j (G) = LCp−1

j ◦ . . .◦LC1
j (G). Similarly

to the above, each operation in the second orbit inverts an operation in the first orbit until we

arrive back at the starting graph G . Hence, the second path, (begininning with LCi is the reverse or

the first.

This implies that only one trajectory need be considered in FINDACCESSIBLECLASSES. We

henceforth always start the orbit with LC j , which we will denote LCk for the k th LC of an orbit.

We now prove that such an orbit has period at most 6 for all graphs, independent of of the

number of vertices.

Lemma 4. Repeated application of LC on vertices i and j on some graph G has period at most 6,

independent of the number of vertices.
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Proof. This is demonstrated independently in terms of edge-local complementation in276, but we

provide an alternate proof. Starting with some graph state G =G0 let Gk be the graph state after k

LC s. Next, we define three sets of vertices.

Firstly, The set of vertices which are in the neighbourhood of i , but not in the neighbourhood

of j and excluding j and i , which we label

Xk = {NGk (i )−NGk ( j )− { j }− {i }} (A.1)

Secondly, the intersection of vertices which are in the neighbourhood of i and the neighbourhood

of j .

Yk = {NGk (i )∩NGk ( j )} (A.2)

And finally the set of vertices which are in the neighbourhood of j , but not in the neighbourhood

of i and excluding i and j .

Zk = {NGk ( j )−NGk (i )− {i }− { j }} (A.3)

Where for clarity we write X0 = X, Y0 = Y, Z0 = Z. Now we can examine the effect of the

successive LCs on a graph G =G0.

Since i and j are always neighbours, the effect of LCi on the k th member of the orbit is to swap

the sets Xk and Yk , and the effect of the LC j is to swap sets Yk and Zk , yielding the following, for

k = 1, . . . , p:

• For odd k, LCk complements the subgraph induced by the sets NGk ( j ) =Yk ∩Zk +{i }, setting

Yk+1 =Zk and Zk+1 =Yk .

• For even k, LCk complements the subgraph induced by the sets = NGk (i ) =Xk ∩Yk + { j },

setting Xk+1 =Yk and Yk+1 =Xk .

By repeated application of the above rules, we find:

X6 =X, Y6 =Y, Z6 =Z (A.4)

We have shown the neighbourhoods of i and j have period at most 6. We have yet to show that the

edges not involving i or j , have undergone one period, which will will do now.

We write the complementation of a graph as an operation on a graph C : G →Gc. Further, we

denote the complementation of subgraph induced by a set of vertices, A as CA : G →GAc , where

GAc is the input graph G but with the subgraph induced by the vertex set A complemented. We

define E [A,B ] as the set of all bipartite edges in E that run from a vertex in the set A to a vertex in

the set B , E [A,B] = {(a,b) ∈ E : a ∈A, b ∈B, a ̸= b}.

Also, we use CE [A,B ] : G →GE [A,B ]c do denote bipartite complementation. That is, GE [A,B ]c is

the input graph G but with the bipartite component between A and B complemented.

For odd k, LCk performs the operation CNGk ( j ) =CYk∪Zk+{i }, whilst for even k, LCk performs

the operation CNGk (i ) = CXk∪Yk+{ j }. To check the effect of successive LCs on the edges of Gk we

examine the graph operations in terms of fixed sets of vertices, namely X, Y, Z, using the relations
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above. Hence the successive LC operations can be written in the following way:

LC1 = CY∪Z∪{i }

LC2 = CX∪Z∪{ j }

...

Continuing to apply the rules, we find LCl = LCl+6. Hence after 12 successive LCs each complemen-

tation LCl has cancelled with LCl+6 (since complementation of a fixed set of vertices commutes)

and the graph has undergone one period.

Note CA∪B =CA ◦ CB ◦ CE [A,B ]. Using this expansion, the first six operations of the LC orbit

can be written

LC1 =CY ◦ CZ ◦ CE [Y,{i }] ◦ CE [Z,{i }] ◦ CE [Y,Z]

LC2 =CX ◦ CZ ◦ CE [X,{ j }] ◦ CE [Z,{ j }] ◦ CE [X,Z]

LC3 =CX ◦ CY ◦ CE [X,{i }] ◦ CE [Y,{i }] ◦ CE [X,Y]

LC4 =CZ ◦ CY ◦ CE [Z,{ j }] ◦ CE [Y,{ j }] ◦ CE [Z,Y]

LC5 =CZ ◦ CX ◦ CE [Z,{i }] ◦ CE [X,{i }] ◦ CE [Z,X]

LC6 =CY ◦ CX ◦ CE [Y,{ j }] ◦ CE [X,{ j }] ◦ CE [Y,X]

(A.5)

Noting CE [B,A] =CE [A,B] (arguments of bipartite edges commute), [CA,CB] = 0 (complementations

of a fixed set of vertices commute with one another) and CA ◦CA = 1 (complementation is self-

inverse), we find LC6 ◦LC5 ◦LC4 ◦LC3 ◦LC2 ◦LC1 = 1 since each complementation is performed

twice. Hence LC operations on only two vertices have period six.
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A.2 FINDACCESSIBLECLASSES Algorithm

Data: A resource graph G(E ,V ) of order n

A function generating graphs of allowed qubit interactions, t ∈ T

The set of sets of entanglement classes of order n, Sn

Convergence criteria, d , the proportion of iterations to be run since the last novel class was found

Result: Outputs the indices of LU classes of that are accessible with a given resource, G(E ,V ), using only postselected fusion and CZLO

gates, as well as a recipes for each.

L′
R , HR ,P R ←; // H will be the recipe for each class, indexed by class

j ← 0 // L’ are the classes which can be accessed

G ← R

while c < d · j do // Stop when convergence ratio is reached

p ← 1 // Success probability of this this experiment

j ← j +1 // Number of iterations done so far

t (E ,V ) ← RANDMEMBER(T ) // Choose an ordered gate topology from the allowed set T

L ← RANDINT(n −1−|E [G]|, |E [t ]|) // L is the number of gates to perform from the tree

for i ← 1 to L do

r ← RANDMEMBER(E [t ]) // Choose the next edge from the gate topology

gr ← RANDMEMBER({Fr ,CZLO
r }) // we will apply either CZ or fusion along the chosen edge

Apply gr to G(E ,V ) // Apply the gate

Append “gr ” to h // Save what we have done to the recipe index

if g = CZLO then

p ← p × (1/9) // Keep track of success probability

m ← RANDINT(0,5) // LC periodic with period 6 for two vertices

for k ← 1 to m do

α← r(1+k (mod2)) // Want to alternate LC on i, j, i, ...

G(E ,V ) ← LCα(G(E ,V )) // Apply LC

Append “LCα” to h // Save what has been done to the recipe

end

if g = F then

p ← p × (1/9) // Keep track of success probability

m ← rand(0,14) // the Width of largest LC class is 14

for k ← 1 to m do

α← RANDMEMBER(VG [NG (i )∪NG (i )+ {i }+ { j }]) // LC does not commute with F

G(E ,V ) ← LCα(G(E ,V )) // Hence need to LC whole union of neighbourhoods of i, j

Append “LCα” to h // Save what has been done to the recipe

end

end

if G(E ,V ) is not equivalent to any graph in classes L′
R then // Did we find a new class of graph?

Append i to L′
R where Sn

i is the equivalence class of G(E ,V ) // Save which class we accessed

HR
j ← h // Save successful recipe

P R
j ← p // Save success probability

c ← j // Keep track of convergence criteria

else if p > P R
j and G(E ,V ) LR ′

j
is equivalent to G(E ,V ) LR ′

j
then

Replace HR
j with h // Save improved recipe

Replace P R
j with p // Save improved probability

end

Return {L′
R , H }
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Fig. A.1 An alternate example of one Monte Carlo iteration of FINDACCESSIBLECLASSES. Starting from a given resource
state, in this case 2 EPPs and 3 single photons, nonlocal operations from the scheme topology are performed in order,
interspersed with relevant LCs on the previously acted upon vertices. Pairs of qubits populated with photons from
EPPs are highlighted in pink. If the resulting graph is not isomorphic to any graph found thus far, the entanglement
class of the graph i is saved to a set L′

R . After many runs, L′
R ≈LR .
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A.3 Example of postselected gate - CZ

The postselected CZLO acting on |++〉 produces the following state:

CZLO |++〉 =1

3
|101000〉 f +

1

3
p

2
|100100〉 f +

1

3
p

2
|100010〉 f

+1

3
|100001〉 f +

1

3
p

2
|011000〉 f +

1

6
|010100〉 f

+1

6
|010010〉 f +

1

3
p

2
|010001〉 f +

1

6
|001100〉 f

−1

6
|001010〉 f −

1

3
p

2
|001001〉 f −

1

3
p

2
|000110〉 f

+1

3
|000101〉 f −

1

3
|002000〉 f +

1

3
|000200〉 f

Where the non-qubit terms in

J= span(|101000〉 f , |100100〉 f , |100010〉 f ,

|100001〉 f , |011000〉 f , |010001〉 f ,

|001001〉 f , |000110〉 f , |000101〉 f ,

|002000〉 f , |000200〉 f )

are removed by postselection PQ. Hence

PQCZLO |++〉 =1

6
|010100〉 f +

1

6
|010010〉 f

+1

6
|001100〉 f −

1

6
|001010〉 f

=1

6
|00〉+ 1

6
|01〉+ 1

6
|10〉− 1

6
|11〉

=1

3
CZ|++〉
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A.4 Eight-qubit graph state generator designs

signal

idler

EPP
source Output to

detectors

SchemeR-PEG

U

U
RR

WDM Single qubit 
unitary

a)

R-PEG

R-PEG

Power
split

Pump
input

U

U

b)

R-PEG

R-PEG

Scheme

Scheme

R-PEG

U

Graph classes accessed:
46 to 51, 54 to 58, 60, 62, 63, 68

Graph classes accessed:
46  to 51, 53 to 59, 60, 62, 63, 66, 68

Fig. A.2 Two postselectable graph state generators with 6 photons from non-degenerate qubits. Interferometers, their
scheme as a graph, and classes they can access are shown. a) Gates are implemented between neighbouring signal
qubits and idler qubits. Signal and idler waveguides are coloured as in the scheme, and an EPP source is highlighted in
pink in the interferometer. b) Two gates are implemented between idler qubits, and one signal, yielding a bigger range
of graph states. Each EPP source comprises two photon-pair sources, entanglement comes from erasing the ’which
source’ information in subsequent beamsplitters. Each entanglement class that the device can generate are shown
with their canonical representative graph states in the bottom right for both schemes (see Fig.A.4). U represents a
single qubit unitary implemented with a three-phaseshifter MZI. Optical Path length and loss matching is implied.
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U

U

R-PEG

R-PEG

U

U

Scheme

R-PEG

Graph classes accessed:
46 to 49, 52, 55 to 57, 60, 61, 63, 67, 

70, 73, 74, 79, 89, 92

Fig. A.3 A further eight-qubit graph state generator. Graph state classes that do not contain a tree are written in purple.



168 Graph states, algorithms and postselection

A.5 Ennumeration of graph state entanglement

Fig. A.4 Minimal edge count representatives from each of the LU classes up to 8 qubits, canonically numbered as in
ref.45,49,271.



Appendix B

A gallery of graph state orbits

The results of Chapter 5 are over 600 orbits, most of which are vastly too large and complex to

display. In this Appendix, we exhibit a curated selection of orbits to complement those of Chapter

5, and to demonstrate the huge variety in form of these orbits.

Fig. B.1 Orbit L145.
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Fig. B.2 Orbit L18 and its adjacency and distance matrices. Graph states (orbit vertices) are ordered by isomorphism,
edgecount and then lexicographically by their lexicographically ordered edgelists. In the adjacency matrix, the colour of
the entry corresponds to which vertex undergoes LC. We demarcate regions of the plot which correspond to isomorphic
graph states.
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Fig. B.3 Orbit L196.

Fig. B.4 Orbit L289.
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Fig. B.5 Orbit L19 and the adjacency and distance matrices of C19. Graph states (orbit vertices) are ordered by
isomorphism, edgecount and then lexicographically by their lexicographically ordered edgelists. In the adjacency
matrix, the colour of the entry corresponds to which vertex undergoes LC. We demarcate regions of the plot which
correspond to isomorphic graph states. This makes clear that the orbit is composed of just two non-isomorphic graph
states, each of which have 60 and 72 isomorphisms respectively.
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Fig. B.6 Orbit L78,
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Fig. B.7 Adjacency and distance matrices of orbits L78 (top) and C78 (bottom). Graph states (orbit vertices) are ordered
by isomorphism, edgecount and then lexicographically by their lexicographically ordered edgelists. In the adjacency
matrix, the colour of the entry corresponds to which vertex undergoes LC. We demarcate regions of the plot which
correspond to isomorphic graph states for C , and graph states with the same number of edges in L.
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