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Abstract—Recent work has introduced a number of tools and
techniques for reasoning about the interplay between application
performance and portability, or “performance portability”. These
tools have proven useful for setting goals and guiding high-
level discussions, but our understanding of the performance
portability problem remains incomplete. Different views of the
same performance efficiency data offer different insights into an
application’s performance portability (or lack thereof): standard
statistical measures such as the mean and standard deviation
require careful interpretation, and even metrics designed specifi-
cally to measure performance portability may obscure differences
between applications.

This paper offers a critical assessment of existing approaches
for summarizing performance efficiency data across different
platforms, and proposes visualization as a means to extract useful
information about the underlying distribution. We explore a num-
ber of alternative visualizations, outlining a new methodology that
enables developers to reason about the performance portability
of their applications and how it might be improved. This study
unpicks what it might mean to be “performance portable” and
provides useful tools to explore that question.

Index Terms—high performance computing; performance
portability

I. INTRODUCTION

There has been a growing volume of work in the deeply inter-
connected space of performance, productivity, and portability
that aims to provide useful tools and answers to developers.
This is a fledgling area of research, and each contribution
measurably grows our ability to reason about these complex
notions.

In previous work, we proposed a formal definition for
performance portability and a metric based on this definition
for characterizing an application’s performance portability [1],
[2]. Although this metric has proven an effective way to
discuss performance portability in objective terms [3]–[7], it
cannot answer all questions that a developer might have about
their application’s performance portability [8]–[12].

This paper therefore seeks to explore this problem space
more deeply. What does it mean to ask for performance, porta-
bility and productivity? How does it vary between developers,
and what do the current metrics and tools offer in service
of these questions? In attempting to provide answers to these
questions, we make the following contributions:

1) We propose a set of six synthetic data sets, designed to
assess the intuition gained from different performance
portability metrics and visualizations.

2) We provide a critical assessment of existing approaches
to summarize performance portability, including mea-
sures of average performance efficiency and consistency.

3) We demonstrate a number of novel visualizations for
expressing the performance efficiency of applications
while preserving insight into the underlying distribution
of performance efficiency across platforms.

II. BACKGROUND / MOTIVATION

A. Applications, Platforms, Problems, and Semantic Pitfalls

The definition of performance portability proposed in [1], [2]
relies on specific interpretations of certain fundamental terms
so as to be precise. It is worth reviewing these terms and
how they figure into a comprehensive study of an application’s
performance portability.

Problem: A task with a pass/fail correctness metric and for
which quantitative performance may be measured.

Application: A collection of software capable of running a
given problem with measurable correctness and performance.

Platform: A collection of software and hardware on which
an application may run a problem.

Performance Efficiency: Either: architectural efficiency,
computed relative to the theoretical capabilities of a platform
(e.g. peak instruction throughput or memory bandwidth); or
application efficiency, computed relative to the best perfor-
mance previously demonstrated to be achievable on a platform
(i.e. by another implementation of the same application).

These terms are intended to accommodate broad inputs as
well as unburden readers from preconceived notions of what
they mean. When critically viewing performance portability
results, it is of the highest importance that the realizations of
these terms be understood in the context of these definitions
and what the author of the results has ascribed to them.

To emphasize some of the meaningful subtleties, consider
a hypothetical molecular dynamics package. This package is
capable of running a variety of molecular simulation scenarios,
and considerable work has been put into supporting a wide
variety of hardware and operating systems. In some cases,



TABLE I: Examples of meaningful interpretations of terms.
Entries marked † represent varying components of the study.

Problem(s) Application(s) Platform(s)

Protein-folding scenario MD package CPUs, GPUs†

Protein-folding scenario MD package CPUs†

Protein-folding scenario MD package Compilers†

Various MD problems† MD package CPUs, GPUs†

Protein-folding scenario Implementations† CPUs, GPUs†

Suite of MD codes Frameworks/languages† CPUs, GPUs†

large amounts of code specific to a certain class of hardware
(for example, GPUs) has been written.

There are many different studies we might wish to perform
using this package, examples of which are listed in Table I.
Perhaps the most obvious is to think of a particular input
scenario as the problem, the whole of the package as the
application, and a small group of different systems with varied
hardware and operating systems as the platforms. A semantic
shift can produce novel studies that recycle the same compo-
nents. Keeping the problem the same, we could consider the
language frameworks and their respective underlying hardware
as platforms and treat the individual, disparate implementa-
tions within the package as applications. This would reveal
the aggregate efficiencies of the language frameworks, rather
than hide that within a monolithic package-level application.
Alternatively, one could combine several codes into one suite
(e.g. a benchmark suite) and use some aggregated performance
metric to measure success/failure across the suite as a whole.

B. Challenges

It is important to acknowledge that developers may be in-
terested in performance portability for different reasons, and
that there are several aspects of an application’s performance
portability that they may wish to explore:

1) Is it performance portable?
This seemingly simple question may be asked by devel-
opers seeking to measure progress towards a goal of per-
formance portability. While metrics such as those in [1],
[2], [10], [11] provide ways to measure application per-
formance portability, whether something is performance
portable or not is based on inherently subjective criteria
– the set of platforms that must be supported, and the
performance efficiency that must be achieved on each,
will vary by developer and application.

2) What performance does it achieve “on average”?
A developer may not have full control over where
their applications are ultimately executed. For example,
researchers may be assigned time on multiple machines
of different architectures. Understanding the expected
performance across a set of candidate machines may
therefore assist developers in ensuring that their appli-
cations run “fast enough” wherever they are scheduled,
or help end-users to choose which libraries to leverage.

3) How consistently does it perform across platforms?
The answer to Question 2 does not address how the per-

formance efficiencies of an application are distributed,
obscuring an application’s affinity for different platforms
and inputs – applications with similar average efficien-
cies may be tuned for different architectures [12] (e.g.
CPU or GPU) or exhibit different scaling behaviors [10].

4) What performance is expected on new platforms?
Many developers interested in performance portability
are looking to future-proof their codebase against un-
known changes in architecture. Predicting the level of
performance on a hypothetical new platform is clearly
impossible (since the target architecture is unknown), but
analyzing an application’s sensitivity to changes in plat-
forms may be a suitable proxy. Analytical performance
modelling is another approach for this prediction.

Hardware-agnostic languages and frameworks enabling de-
velopers to support multiple platforms with a single source
code (such as OpenCL [13], SYCL [14], Kokkos [15] and
RAJA [16] to name but a few) have been developed and
deployed in service of performance portability. The nature of
these languages/frameworks leads to a fifth question:

5) How difficult is it to write/maintain?
Maintaining a separate highly-tuned implementation for
every platform is the most obvious way to guarantee
high performance efficiency everywhere, but the amount
of effort required by this approach is unacceptable to
many developers. We believe that separating measures
of performance from measures of productivity (e.g.
code divergence [8]) is a more promising direction
than a combined performance-portability-productivity
metric [11], and will not explore this question further.

Throughout, it is important to remember that the platform set
of interest to a developer may evolve over time. As this set
diversifies, a developer’s definition of acceptable performance
portability may also change. For example, a drop in average
performance might be acceptable if it allows a more diverse
platform set to be utilized or makes an application more
amenable to supporting new architectures in the future. We
make no attempt in this paper to define what an acceptable
level of performance portability is; our focus is on assisting
developers in making determinations about their own codes.

C. Data Sets

The real-world performance data in this paper is taken from
a study by Deakin et al. [17]. We include results from
three codes, written in five programming models: OpenMP,
OpenCL, Kokkos, OpenACC and CUDA. Note that by the
definitions in Section II-A, each combination of code and
programming model constitutes an “application”. All combi-
nations were tested on a wide-ranging set of twelve platforms.

We have additionally constructed a number of synthetic
data sets (unportable, single target, multi-target, consistent
and inconsistent), shown as a heatmap in Figure 1. Each
column represents a different data set and its performance
efficiency over a range of hypothetical platforms (A-J). Each
data set is designed and named to reflect the characteristics of
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Fig. 1: Heatmap of synthetic application efficiencies.

a distinct efficiency distribution that could realistically arise
during application development; taken together, these data sets
can be used as a litmus test for the intuition gained from
different metrics and visualizations. We believe that synthetic
distributions like these could serve a similar role to mathemat-
ical basis functions or classifiers in the space of performance
efficiency distributions, but leave this investigation to future
work. A detailed description of each data set is given below.

Unportable: Applications in this class are written to support
only a single target platform, possibly using a proprietary
programming model that excludes some classes of platforms.
This is represented by an efficiency of zero on one or more
platforms (where the application does not run).

Single Target: Applications may be written in a portable
model but with significant optimization efforts applied to a
limited set of platforms. For example, if an application is
only ever expected to run on one platform, that platform will
be the development team’s optimization focus. However, the
application remains capable of achieving non-zero efficiencies
(i.e. it will run correctly) on the remaining platforms.

Multi-Target: A multi-target application shares many sim-
ilarities with one targeting a single platform, but expands the
target to a larger set of platforms. For example, the application
might be optimized specifically for one class of architectures
(such as GPUs). The result is often a bimodal distribution of
efficiencies, with two distinct groups: one high and one low.

Consistent: Some applications achieve similar performance
efficiencies on all platforms. This may result from the nature
of the application (e.g. a micro-benchmark intended to stress
a particular architectural feature) or project goals (e.g. a desire
for a code to attain similarly high levels of performance across
all platforms [17]). We use two distributions to represent
such applications, separating cases where the efficiency is
consistently low (30%) and high (70%), to determine whether
the approaches tested can differentiate between them.

Inconsistent: An application that prioritizes portability over

TABLE II: “Averages” of synthetic efficiency data.

Unportable Single Multi Consistent Inconsistent Consistent
Target Target (30%) (70%)

Minimum 0.0 10.00 10.00 30.0 10.00 70.0
Arith. Mean 10.0 19.00 55.00 30.0 55.00 70.0
Geo. Mean 0.0 12.59 31.62 30.0 45.29 70.0
Har. Mean NaN 10.99 18.18 30.0 34.14 70.0
Median 0.0 10.00 55.00 30.0 55.00 70.0
PP 0.0 10.99 18.18 30.0 34.14 70.0

performance is unlikely to achieve consistent levels of per-
formance efficiency. Such applications may be continually
adapted as they move between platforms and developers add
new features, resulting in wide-ranging results with high vari-
ance. We represent this as a linearly increasing performance
efficiency, but could have drawn these numbers from a uniform
distribution.

III. SINGLE NUMBER METRICS

Representing the performance portability of an application
using a single numeric value is highly desirable, providing
a simple way to compare the distributions of performance
efficiency results across applications.

When confronted with a slew of data, it is tempting to reach
for familiar statistical measures (e.g. average and standard
deviation); Question 2 and Question 3 may be answered di-
rectly, with Question 1 answered by defining a value (or range
of values) representing a sufficiently performance portable
application. However, as we will see, common statistical tools
may not provide the insight we’re looking for. It is also highly
unlikely that any single number could answer all three of
these questions simultaneously; combining multiple metrics
– or using different metrics for different analyses – may be
necessary.

A. Average Performance Efficiency

Table II compares several “averages” computed for our syn-
thetic data set. In addition to standard statistical averages
(arithmetic mean, geometric mean, harmonic mean, median),
we include the minimum value and the value of the perfor-
mance portability metric from [1], [2], calculated as:

PP(a, p,H) =


|H|∑

i∈H
1

ei(a, p)

if i is supported ∀i ∈ H

0 otherwise

that is, the harmonic mean of application a’s performance
efficiency e(a, p) when executing problem p on a set of
platforms H . PP differs from the harmonic mean only in that
the latter is not defined if the input data contains a zero (since
it would require the computation of 1/0).

The ranking of the synthetic data sets according to the
performance portability metric is the most aligned with the
authors’ intuition of which hypothetical application is the most
performance portable (from least to most): 1) unportable;



TABLE III: “Consistencies” of synthetic efficiency data.

Unportable Single Multi Consistent Inconsistent Consistent
Target Target (30%) (70%)

SD 31.62 28.46 47.43 0.0 30.27 0.0
Har. SD1 NaN 3.44 15.68 0.0 32.32 0.0
Har. SD2 NaN 3.16 15.81 0.0 40.86 0.0
MAD 0.00 0.00 45.00 0.0 25.00 0.0
Range 100.00 90.00 90.00 0.0 90.00 0.0

1As calculated in [18], [19]; 2As calculated in [20]

2) single target; 3) multi-target; 4) consistent (30%); 5) in-
consistent; 6) consistent (70%). However, whilst we are
confident that the rankings of the extremes of this list are
intuitive, the middle rankings are less obvious – for example,
ordering inconsistent and consistent (30%) depends on the
importance an individual developer assigns to consistency
(since the inconsistent application has higher absolute per-
formance on all but two of the platforms).

For the most part, the other metrics agree on which of the
hypothetical applications in our synthetic data sets have the
best and worst performance portability. However, as expected,
some of the metrics are unable to distinguish between the
different distributions: the minimum value is identical for three
of the distributions; and the arithmetic mean is identical for
the multi-target and inconsistent distributions.

The arithmetic mean also highlights the difficulty of han-
dling “did not run” results with standard statistical measures.
Performance efficiencies are naturally constrained to the range
[0, 1], where the two extremes convey extra information (i.e.
0 represents “did not run” and 1 represents “best perfor-
mance”). Whether or not an application is portable is key to
its performance portability, and giving “did not run” results
the same weighting as poor performance results is misleading.
The sensitivity of the arithmetic mean to large values makes
it most liable to obscure performance efficiencies of 0, but
the median can suffer similarly. Handling these problematic
results is a theme that we will revisit throughout the paper.

B. Consistent Performance Efficiency

Some definitions of performance portability [17], [21], [22]
talk of achieving “similar” performance rather than (or in
addition to) a high average performance. The focus in such
discussions is not just how good the performance efficiency
of an application is (although it doesn’t necessarily exclude
that), but whether the performance efficiency it achieves is
consistent across platforms.

Table III compares several common “consistency” measures
computed for our synthetic data set: the standard deviation
(SD), median absolute deviation (MAD) and the range of the
data. We also include two variants of the standard deviation
calculated from the harmonic mean (Har. SD), as proposed
in [18]: the first is calculated as in [18], [19], and the second
as in the original paper by Lam et al. [20]. Exactly how these
values should be interpreted is unclear, but we include them
in our comparison for completeness.

It is clear from the results that consistency alone is insuffi-
cient to meaningfully summarize the performance portability
of applications. The two consistent data sets have the same
degree of consistency according to all the measures tested,
despite the fact that any reasonable user would prefer consis-
tently high performance over consistently low performance.

But even pairing an average with a measure of consistency
may obscure important and interesting information. Since
each of the consistency metrics considered here represent
how close the values are to a specific average, the degree
to which they are affected by large or small performance
efficiencies is dependent on the properties of the selected
average. For example, the standard deviation and harmonic
standard deviation paint very different pictures of consistency:
for the single target data, the harmonic standard deviation is
more reflective of consistently bad results; while for the multi-
target data, the standard deviation is more reflective of the
large difference in platform support.

Based on previous case studies [2], [3], [21], [23], we
conjecture that applications are more likely to demonstrate
a preference for certain architecture types than to exhibit
normally distributed performance efficiencies across platforms,
complicating the interpretation of simple statistical measures
further. If data sets like single target and multi-target are
as common as we believe, then how far our data points lie
from an average value is unlikely to be the question that
performance portability analyses should be trying to answer.

C. Beyond Single Number Metrics

We maintain that defining performance portability in terms
of single number metrics can be a useful way to set project
goals and make high-level comparisons, but such binary qual-
ification of performance portability does not show the whole
picture. Without insight into why an application’s performance
portability is what it is, or how the underlying performance
efficiencies really differ across the platforms of interest, a de-
veloper cannot take appropriate action to resolve the issue(s).
The remainder of this paper explores visualizations as a means
to summarize performance portability, with an aim to preserve
as much information about the raw data as possible.

IV. DISTRIBUTION ACROSS PLATFORMS

In seeking to improve an application’s performance portability,
a developer must ultimately gain an understanding of how
performance efficiency results are distributed across platforms.
Poor efficiency on a small number of platforms might be
root-caused to a performance bug or some combination of
architecture and tool immaturity. Large deviations in efficiency
and/or bimodal results may suggest that specializing for dif-
ferent platforms will prove beneficial, while improving tightly
clustered results may require much broader optimizations.

However, drawing such insight from raw performance effi-
ciency data can be challenging, and grows increasingly more
so with each additional data point. Ideally, we seek an effective
means of visualizing distributions that: does not distort or
obscure results; permits multiple applications to be plotted
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Fig. 2: Box plots of synthetic performance data.

together and compared; and is simple enough for developers to
intuit the performance portability of an application at a glance.
Such visualizations would enable developers to quickly (albeit
subjectively) answer Question 1, Question 2 and Question 3.

A. Box Plots

Box plots are a common, well-understood figure showing
the spread of data around the median, and are an obvious
candidate for summarizing the distribution of performance
efficiency data. The graph consists of a box formed by the
lower and upper quartiles, which is divided by the median.
Many software packages produce box plots with whiskers at
1.5 times the interquartile range from the box edge, and plot
outliers beyond this range as circles.

Figure 2 shows box plots for the synthetic data introduced in
Section II-C. This data is intended to stress test the approaches,
and we can clearly see that the box plots fail to show useful
information for many of these data sets. In the multi-target
case, the fact that the data has two clusters is not represented
in any way. The large box shows that the data is spread far
from the median, but doesn’t provide insight into the amount
of data around these points. Likewise, the inconsistent data
shows a fairly large box and a similar median value to the
multi-target data, as we found in Table II. The data is evenly
spread throughout the entire range, but this is not represented.
The consistent data sets do not utilize the visible space on
the graph well, but the lack of visible boxes conveys that the
data is highly clustered around the median. Additionally, the
difference in absolute performance between the two consistent
data sets (30% and 70%) is clearly represented. For the
unportable and single target data sets, the lack of boxes
reflects the clustering around the low performance efficiency
values. The single platforms with high performance efficiency
are represented as outliers, reflecting that these results are not
characteristic of this application – however, it is important to
note that the decision to label these results as outliers is under
user control, and therefore subject to abuse.

Figure 3 shows box plots for the real-world applications
described in Section II-C. Each chart in the figure pertains

to one code, with different box plots for each application
(programming model). The first two box plots for BabelStream
show clearly that much of the efficiency data is consistently
high; however, it is easy to miss that some platforms did not
run (represented by the outliers at zero), and the number of
unsupported platforms is obscured (by nature of all outliers
being at the same point). The other plots for this code do
not yield much information as to the quality of performance
portability; the boxes all cover the complete range [0, 100],
and we are left only with the median to make comparisons.
Many of the box plots shown draw the median line at zero:
most of the efficiency results are classified as not portable (i.e.
most applications did not run on most platforms). It is difficult
to see results where the data is non-zero.

When performance efficiencies are clustered around the
median, box plots intuitively represent the extent of that clus-
tering. However, in more general cases it can be challenging
to understand the number and effect of outliers. In particu-
lar, bimodal distributions (like multi-target) appear severely
distorted and indistinguishable from other distributions. Box
plots therefore suffer from many of the same problems as the
metrics discussed in Section III, and do not provide a clear
way to intuit a ranking of applications.

B. Histograms

Another classic way to visualize the distribution of data is to
produce a histogram. Data are grouped into categories (bins)
and plotted as a bar chart showing the number of items in
each bin, highlighting which bins are highly populated. A
histogram also shows all the data directly (albeit smoothed
into categories), preserving outliers and intermediate values
occurring between regions of high density.

In selecting the bins, it is important to remember the
meaning that we have ascribed to 0% performance efficiency
(i.e. that an application did not run or produced an incorrect
result). This is distinct from (0 + ε)%, which indicates that
an application ran correctly, but with very low efficiency. As
such, we recommend separating “did not run” results into
their own bin, so as to distinguish them from low efficiencies.
This is a special case of a common problem in constructing
histograms: using too few bins hides useful information; but
using too many bins does nothing to summarize the data. The
significance of being in one bin or another is also open to
interpretation: one might feel that efficiencies of 69% and 71%
are equivalent, yet these results may fall into distinct bins.

Histograms for the synthetic data are shown in Figure 4a.
We show all the data sets on the same graph for brevity also
to allow direct comparison between them. Given the limited
range of the data, it is important to plot the different data
sets as independent bars side-by-side on the chart; in practice,
overlaying them almost always obscures data points.

These histograms capture the characteristics of the data sets
effectively. The two consistent data sets show strong peaks in
the bins corresponding to 30% and 70% efficiency, and the two
peaks of the multi-target data set are similarly intuitive. The
presence of many low frequency bins for the inconsistent data
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Fig. 3: Box plots of application efficiency for the real-life data sets.
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Fig. 4: Comparative visualizations of the synthetic data set.

set reflects the wide spread of data. An approximate ordering
of applications by performance portability can be derived by
examining whether the largest peaks occur for low or high
efficiency (reading left to right on the figure); however, such an
approach highlights the challenge of ranking the inconsistent
data set, which contains no peaks.

The corresponding histograms for the real application data
are shown in Figure 5a. These figures are again plotted using
frequency to normalize against differences in the number of
platforms in the data set. Although the distribution of per-
formance efficiencies for specific applications remains fairly
clear, it is harder in the real data sets to compare different
distributions. This is particularly true in areas of relatively low

density (approximately (0 − 60] for all applications shown),
where a given bin is not guaranteed to have non-zero frequency
for all applications; a reader seeking to understand the under-
lying distributions must effectively average over multiple bins
by eye in order to make a meaningful comparison.

C. Probability Density Function
Each performance efficiency result can be thought of as a
sample from some unknown underlying distribution. We can
use these samples to construct a continuous density function
with desirable properties using kernel density estimation tech-
niques. These methods are heavily used in statistics, having
first been introduced in the mid-20th century by Rosen-
blatt [24] and Parzen [25].

Most commonly, these methods additively apply some
normalized continuous kernel function at sample points to
reconstruct a continuous density estimation of the data set.
The primary challenge is the choice of kernel bandwidth to
apply in the process; a fixed width is often used based on a
variety of heuristics. Most analysis of kernel density estimation
methods is based on the asymptotic mean squared error, which
considers the behavior of the estimators as the number of
samples approaches infinity. While this is suitable for many
applications, we must consider that performance portability
studies generally have small, sparse sample sizes.

For data sets with sparse and unevenly distributed data, no
fixed bandwidth is guaranteed to yield satisfactory results –
isolated peaks may be smoothed out excessively, or closely
placed samples may show as high frequency spikes. Work has
been done on so-called “adaptive” or “variable” bandwidth
kernel density estimation, where a different bandwidth is ap-
plied across the reconstruction space. The are many variations
of this technique, which are reviewed in [26] and [27].

To construct a probability distribution function f(x) from
n efficiency samples S = {s0, s1, . . . , sn−1}, we use unit
Gaussian kernels applied at sample locations:

f(x) =
1

n

∑
i∈[0,n)

1

h(si)
K

(
x− si
h(si)

)
(1a)

where K(x) is the unit Gaussian and h(x) is the density-
to-bandwidth formula of Abramson [28] that operates on
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(b) Estimated probability density function.

Fig. 5: Comparative visualizations of the application data set.

estimated density d(x) using a tuneable scaling factor V :

K(x) =
1√
2π
e−

1
2x

2

(1b) h(x) =
V√
d(x)

(1c)

Estimating Density The formulae above are incomplete: we
need to estimate the density d(x) based on si. Of course,
a continuous representative density is precisely what we are
trying to compute with f ; this suggests we should use an
iterative refinement algorithm. We construct an initial fixed-
bandwidth estimate f0(x) using Equation (1a), with h(x) = C.
C may be chosen from among the popular heuristics (e.g.
Silverman’s Rule of Thumb [29]). Then we iteratively compute
fi(x), using Equation (1c) with d(x) = fi−1(x). We continue
until

∫ 1

0
(fi(x)− fi−1(x))

2
d x has decreased below some

threshold ε, at which point we may be satisfied of convergence.
Figure 6 shows this process for an artificial data set.
Conserving Density There is one issue with the process
described with Equation (1a) that must be addressed: the
Gaussian kernel in Equation (1b) has infinite support, so each
sample will contribute some volume to the entire real line.
This is at odds with our knowledge that only efficiencies in
[0, 1] are meaningful – if we limit our domain of interest to
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Fig. 6: Example of adaptive kernel density estimation refine-
ment on an artificial data set. The gray bars are a density-
normalized histogram of the samples. The line plots show it-
erates f0(x) through f9(x); note the progressive convergence.

this interval, we will lose density by “clipping” contributions.
To correct this, we propose a modification to Equation (1a)



to adjust the applied kernels K(x) such that they contribute
unit density to the interval of interest.

f(x) =
1

n

∑
i∈[0,n)

Y b
a (si, h(si))

h(si)
K

(
x− si
h(si)

)
(2)

The scaling factor Y b
a (si, h(si)) adjusts the kernel applied at si

with bandwidth h(si) to integrate to unity over [a, b]. This can
be derived as follows (abbreviating Y b

a (si, h(si)) for clarity):

Y b
a

∫ b

a

1

h(si)
K

(
x− si
h(si)

)
d x = 1 (3a)

Y b
a

∫ b′

a′
K(t)d t = 1 (3b)

Y b
a

(∫ b′

−∞
K(t)d t−

∫ a′

−∞
K(t)d t

)−1
= 1 (3c)

Where we have employed a change of variable t = x−si
h(si)

.
a′ = a−si

h(si)
and b′ = b−si

h(si)
and the knowledge that the

improper integrals of K do not diverge. Now, when K is
the standard normal distribution, we know that the integrals
found in Equation (3c) are given by the cumulative distribution
function for the standard normal distribution:

Φ(x) =
1√
2π

∫ x

−∞
e−

1
2 t

2

dt =
1

2

(
1 + erf

x√
2

)
(3d)

We combine Equations (3c) and (3d) to obtain:

Y b
a = 2

(
erf

b′√
2
− erf

a′√
2

)−1
= 2

(
erf

b− si√
2h(si)

− erf
a− si√
2h(si)

)−1
(3e)

Since b > a and erf monotonically increases from −1 to 1,
Y b
a > 1. If samples lie within an interval of interest – which is

the only scenario that is realistic for our purposes – the scaling
effect is largest for samples on the boundary of the domain.
Applying Estimated Efficiency PDFs Figure 4b shows these
techniques applied to the synthetic data; contrast with the
histogram in Figure 4a. The aforementioned boundary effects
are prominent, and compounded by the tendency of data sets
to have many points at 0 and 1. High frequencies at these
locations also encourage narrow bandwidths to be applied,
resulting in large spikes. These are best plotted on a semilog
scale that treats the densities [0, 1] linearly and applies log-
arithmic scales to (1,∞). We have added small handles that
visually extend the PDFs beyond [0, 1] in x to make it clear
where they intercept the efficiency = 0 and efficiency = 1 lines.
We can derive the ordering of the synthetic data sets using the
same approach used for the histograms in Section IV-B.

Figure 5b shows the techniques applied to the real-world
data sets; again a semilog scale for density has been used,
along with handles to show intersections with the boundaries
of efficiency. The tendency of efficiency data to cluster around
the endpoints is pronounced here.

The density plots provide similar insight into an appli-
cation’s performance portability as the histograms in Sec-
tion IV-B. However, the density plots are an improvement in
two areas: extracting trends is easier; and multiple applications
may be plotted without resulting in crowded clusters of bars.
Violin Plots Violin plots can be used to visualize the same
curves as those produced from kernel density estimation. For
this data they are the same curves as seen in Figure 5b,
reflected into a symmetrical shape and presented as the box
plots. As they display the same data in much the same way,
we do not expand on them further in this paper. Their main
use would be in comparing two similar data sets side by side,
however would be limited to comparing two data sets, unlike
those in Figure 5b which is clear for many data sets.

V. IMPACT OF PLATFORM SELECTION

A critical part of discussing performance portability is the
set of platforms that an application is expected to support.
The approaches in Section III and Section IV treat all plat-
forms equally, but it is highly likely that different subsets
of platforms will have higher or lower priorities during an
application’s lifetime: for example, purchasing a new machine
may increase a platform’s priority temporarily, while an exist-
ing machine being retired may permanently reduce interest in
maintaining support for related (historical) platforms.

Whatever the reason, selecting a different platform set
can have a significant impact upon performance portability
analyses. For example, single number metrics such as PP
evaluate to zero in the presence of any single “did not run”
result, and the distribution of performance efficiencies may be
distorted if a platform set includes many similar platforms [2].
In this section, we explore an alternative view of performance
portability, by characterizing an application’s sensitivity to
changes in platform set. Understanding this sensitivity may
go some way towards answering Question 4.

A. Plotting PP Against H
The study by Deakin et al. [17] contains plots of performance
portability (as measured by PP) against the platform set (H)
used to compute it. In these plots, the x-axis for all applica-
tions is sorted to represent decreasing subsets of platforms:
the leftmost point includes all platforms, and each subsequent
point removes the least supported platform. Applications with
better performance portability appear closer to the top-left of
the graph, achieving higher PP scores for larger platform sets.

The study defined the least supported platform as the one
with the fewest non-zero performance efficiencies across all
applications (programming models) being compared. As a
result, the approach cannot be directly applied to studies of a
single application (where the number of non-zero performance
efficiencies for each platform will always be either 0 or
1). We refine that approach here, by considering alternative
constructions of the platform domain (the x-axis).

B. Efficiency Cascade Plots
Consider an application with efficiencies E0 observed for
a set of platforms H0. One or more platforms has the
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Fig. 7: Efficiency cascade plot for synthetic data sets, along
with platform chart.

minimum efficiency in E0; we record this minE0 and the
cardinality of H0, then remove any one platform among
those with the minimum efficiency to construct a new set
of platforms H1 with corresponding efficiencies E1. We
continue for n = |H0| steps in this fashion until we obtain
Hn = ∅. We then plot |Hn−1|, |Hn−2|, . . . , |H0| against
minEn−1,minEn−2, . . . ,minH0 (i.e. increasing number of
platforms vs. minimum efficiencies among each subset) to
obtain a visualization of how precipitously an application’s
support for various platforms degrades.

This is necessarily non-increasing, and so we designate
these plots as efficiency cascade plots. It is trivial to compute
PP using Ei for each |Hi| and to superimpose this with the

efficiency cascade. Multiple applications/problems may be
aggregated onto a single efficiency cascade plot by winnowing
the platform sets as described above individually; the Hi at
each tick on the x-axis will not necessarily be the same across
applications, but the plotted cardinalities are shared. Figure 7
demonstrates such a plot for the synthetic data sets, with solid
and dashed lines representing the minimum efficiency and PP
values respectively.

Efficiency cascade plots may be easily constructed by
individually sorting each application’s efficiencies across all
platforms in decreasing order, then plotting them piecewise-
linear against the sequence number of the platform in this
ordering. Reading a platform number from the x-axis and
consulting the plotted efficiency (for a specific application)
gives the number of platforms with at least that level of
efficiency. Conversely, reading right from an efficiency or PP
value on the y-axis to where it intercepts a plotted value gives
the number of platforms that have an efficiency or PP greater
than the chosen y value.

Because the platform sets for each application are sorted
separately, we must resist the temptation to draw any conclu-
sions about specific comparative platform performance across
applications in efficiency cascade plots. The exception is for
the rightmost point for each application, which shows the
minimum efficiency and PP calculated across all platforms.

Platform Charts It is possible to include information about
the Hi chosen by adding a row of color-coded boxes for each
application for each |Hi| plotted on an efficiency cascade; this
we term a platform chart. Where an application does not run
on a platform, the space is left blank. Due to the construction
of efficiency cascades, we can always expect the blank areas
for any given application to be contiguous and on the right-
hand side of the plot.

When application efficiency is used and the data set is
“closed” (i.e. the peak efficiency for each platform is contained
in the shown data, as in the data used here) we expect the effi-
ciency cascade to begin with a series of peak efficiency values.
Similarly, we can expect that the leftmost appearance(s) of a
platform in a platform chart contains the peak efficiency for
that platform among the data.

By nature of the harmonic mean, the PP for an application
on a given set of platforms is never lower than the minimum
efficiency. For the consistent data sets, the PP and efficiency
as seen in Figure 7 are identical. The bimodal nature of the
single target and multi-target data sets are also reflected
in the efficiency cascade, with clear transitions between two
levels of support marked by sharp drops in efficiency.

Figure 8 shows efficiency cascade plots for the real-world
data. There are numerous distinct patterns that help to quickly
assess application (i.e. language/framework) behavior. The
number of supported platforms is marked by a drop to zero ef-
ficiency. There are some applications that show high efficiency
for a subset of platforms after which efficiency precipitously
drops, reminiscent of the single target data set.

Other observations are notable for requiring subjective
evaluation. In all data sets, OpenMP leads or ties all other
applications through most of the platforms. In some cases,
Kokkos supports more platforms, or supports latter platforms
with higher efficiency than OpenMP. For additional discourse
on this subject, we refer the reader to the study of Deakin
et al. [17]. It is an interesting exercise for the developer or
application user to consider whether they prefer performance
or portability; in some cases, it is most important that as many
platforms be supported as possible; while in other cases, the
higher efficiency may be more desirable.

By choosing colors in the platform chart that convey mean-
ingful groupings, we can gain insight into how individual
applications handle different types of platforms. In Figure 8,
we have chosen distinct color families for GPUs and CPUs,
highlighting that CUDA supports only GPUs, while both
OpenCL and OpenACC have weak support for CPUs in the
data presented.

It is reasonable to wonder how the data presented in an
efficiency cascade plot coincides (or does not) with one’s idea
of performance portability, quantitative or qualitative. Since PP
is featured in the plots, these questions are simple to answer:
the highest point in the rightmost column is the application
with the highest PP across all platforms in H0. Comparing
points to the left can be misleading, since the Hi at each of
these points is not necessarily the same across applications.

Insights into the qualitative question are readily available in
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efficiency cascades. Imagine a line of the form y = −αx+ c
sweeping from the top-right of the plot (i.e. by decreasing
c); the first application efficiency plot that is intersected can
reasonably be argued to be the most performance portable.
For α � 1, the line becomes steeper – the first intersected
point will be the application with the highest PP across the
most platforms, as described above. For smaller α (> 0)
this sweeping line may intersect an application that supports
fewer platforms but does so at a higher net efficiency than
the application that maximizes absolute PP over all platforms.
This process may be used progressively to sort applications
by their performance portability.

For example, in Figure 7, consistent (70%) has the highest
PP across all platforms. If a developer values performance on

a subset of platforms more than what PP expresses over a
larger set, multi-target may satisfy. Likewise, in Figure 8,
Kokkos has the highest PP for Cloverleaf and Neutral, but
valuing the highest maximum for these applications may result
in OpenMP appearing the most performance portable. These
valuations can quickly become subjective, but remain useful
in guiding discussions.

C. Assigning Platform Weights
The cascade plots in Section V-B order platforms along the
x-axis differently for each application, implicitly assigning an
equal weight to each platform. This is similar to the distribu-
tion analyses of Section IV, where the platform dimension is
also not exposed explicitly. This formulation of the cascade
plots therefore assumes that a developer’s ultimate goal is
to support all platforms with high performance efficiency,
but as discussed previously, there are many circumstances in
which a developer may assign different priorities to supporting
different platforms.

One could imagine sorting the x-axis for all applications
to align with a developer’s priorities; however, the data points
for each application would no longer be guaranteed to be non-
increasing, and interpretation of the plots would follow [17].

A more promising approach would be to assign colors in the
platform chart beneath the plot based on priority; this is a
straightforward extension to the existing plots, and one that
we intend to explore in future work.

VI. CONCLUSION

Understanding performance portability data is a challenging
and multi-faceted problem. To this end, we have identified
questions which a developer might ask of their applications in
their quest for performance portability.

This paper has demonstrated that looking at “average”
performance efficiency or the “consistency” of performance
efficiency alone can be misleading, and doesn’t provide ac-
tionable insight into an application’s performance portability.

Visualizing the distribution of performance efficiency across
the platform set of interest has proven much more intuitive
in this regard. Specifically, we have identified two promising
directions for novel visualizations that effectively summarize
the performance portability of applications:

1) Estimated probability density functions (see Sec-
tion IV-C), which summarize the data distribution in a
familiar and histogram-like fashion; and

2) Efficiency cascade plots (see Section V-B), which high-
light an application’s sensitivity to platform selection
and provide insight into how individual efficiency values
impact the calculation of PP.

Although not the original intention of this work, we find that
PP remains a useful summary metric that is aligned with our

intuition of what it means for an application to be performance
portable. We believe that augmenting PP values with one or
more of the visualizations discussed in this paper effectively
overcomes the metric’s shortcomings, and provides the insight
that developers have been missing.

All scripts used to produce the plots in this paper are open
source, available online (see Appendix A), and straightforward
to apply to new data sets. Work is ongoing to combine the
scripts into a more comprehensive software package.
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APPENDIX A
ARTIFACT DESCRIPTION APPENDIX: INTERPRETING AND

VISUALIZING PERFORMANCE PORTABILITY METRICS

A. Abstract
This paper contains no computational results. The plotting scripts used to
produce the visualizations in this paper, along with the synthetic and real-
world data sets, are available online under the MIT License at https://github.
com/UoB-HPC/performance-portability.
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