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Abstract 

In recent years, the push towards automation and translation productivity led to great efforts 

dedicated to the development of machine translation (MT) systems. Neural machine 

translation (NMT) represents the latest of these efforts. In this paper we present a critical 

review of human factors in NMT research with two goals: to provide a snapshot of research 

in NMT involving human stakeholders, and to appraise how professional translators have 

been included in discourses around NMT. We report four key findings. First, from 

translators’ perspective, changes brought about by the neural paradigm are not as much to 

do with workflows, but rather with the NMT editing process and its specifics. Second, the 

majority of NMT research involving human stakeholders is directed towards advancing the 

state of MT development rather than ensuring the usefulness of NMT as a tool for 

professionals. Third, the review suggested overall narrow conceptualisations of translation 

productivity that were often based solely on measures of processing time or throughput. 

Fourth, it emerged that NMT investigations involving end-users are still relatively scarce. We 

present and discuss these findings, and make recommendations for future research on topics 

including the concept of productivity and the role of NMT as a professional tool. 
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Introduction 

In recent years, the push towards automation and the emphasis on translation productivity 

have stimulated great efforts to develop machine translation (MT) systems. Neural machine 

translation (NMT) represents the latest of these efforts. After the first papers appeared in 

2013-20141 (e.g. Kalchbrenner and Blunsom, 2013; Sutskever et al., 2014), NMT rose to 

prominence in academic research in around 2015 (Bahdanau et al., 2015), and has since 

become the dominant paradigm in MT research (Moorkens, 2018: 375). Its “short but 

meteoric history” (Peris et al., 2017: 1), coupled with the overall quality increase reported in 

much of the literature, especially since the recent successes of the Transformer architecture 

(Vaswani et al, 2017; also see Forcada, 2017: 300), prompted discussions about the future of 

professional translation and the impact of NMT on the translation process (Martikainen, 

2019: 1).  

By shifting from statistical phrase-based (Koehn et al., 2003) to neural network models, 

NMT constitutes a significant departure from previous MT architectures2. MT is now used 

‘raw’ (i.e. unedited) in many use cases (Way, 2013), so NMT raises questions about the value 

and degree of human involvement in language translation (Castilho et al., 2019a). Relevant 

questions include whether this technical paradigm shift in MT has led to a shift in the 

translation profession and, if so, what is changing, how translators are affected, and what 

they can do to best navigate this fast-evolving landscape. With these questions in mind, we 

examined the literature on NMT to explore what factors related to this technology are liable 

to affect the human stakeholders involved in its use, particularly professional translators.  

Five years after NMT’s arrival, we present what is, to our knowledge, the first structured 

review of NMT’s human factors. The review has two overarching goals. First, to provide a 

snapshot of NMT research involving humans based on a systematically gathered corpus of 

relevant papers, which we discuss and analyse below. Second, to appraise how a major 

category of stakeholders, professional translators, has been included in discourses around 

NMT. To fulfil this goal, we look at translators’ perceptions of and responses to NMT 

developments. We consider the roles translators play in published research, identify relevant 

gaps in this body of knowledge and suggest how these can be addressed.  

The remainder of this article is organised as follows. In the Methodology section we describe 

our inclusion criteria, review protocol and database searches. In the Results section we 

describe the makeup of the corpus and present the results of the analysis, which we structure 

 
1Some theoretical papers actually pre-date these publications (e.g. Forcada and Ñeco, 1997). 
2Although a technical discussion of the NMT paradigm is beyond the scope of this paper, for an introduction 
see Forcada (2017), which includes a comparison between NMT and other MT architectures. 
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in relation to four recurring themes: quality and human evaluation, post-editing, 

perceptions, and stakeholders. In the Discussion section we appraise the results by focussing 

on the relationship between NMT and professional translators. Finally, in the Conclusion 

section we summarise our arguments and suggest avenues for further research. 

 

Methodology 

Review Scope  

To ensure the relevance and precision of our results, we limited the review in two ways. 

Firstly, only the period 2015-2019 was considered, with a cut-off point of October 2019, 

when the searches were performed. Secondly, only English-language publications were 

included3. Given the relatively short time frame considered, we adopted an inclusive attitude 

in terms of publication types to avoid unnecessarily omitting potentially relevant items. 

Although the searches returned mostly peer-reviewed publications such as journal articles, 

we also accepted any relevant preprints, book chapters, conference proceedings, other 

reviews, reports from workshops and symposia, online resources such as teaching materials, 

as well as dissertations and theses. To be considered, any of these records had to meet the 

inclusion criteria described in the next section. A summary of the records’ methodological 

approaches is also provided in the section Publication Types. 

 

Inclusion Criteria  

First of all, items were initially considered only when they met two core criteria: (1) they 

dealt in some way with NMT, either exclusively or as part of a comparison with other MT 

architectures; (2) they involved a clear human element in their methodology. In practice, this 

often meant that the papers dealt with some aspect of NMT quality where humans are 

involved (e.g. assurance, evaluation, estimation). This often also meant that they dealt with 

post-editing of machine translation (PEMT) and/or explicitly collected perceptions or 

attitudes of the participants involved. To be classed as ‘involving a human element’, papers 

had to meet at least one of the following criteria: 

(a) addressing implications of NMT for humans;  

(b) describing a study that involves first-hand, direct human participation; 

(c) involving human participation in earlier MT development stages where this participation 

is described in some detail in the paper.   

 
3 Although papers on this topic are often published in English, we acknowledge that this criterion excludes 
relevant research in other languages. 
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Criterion (c) was introduced for a practical reason, namely to avoid the inclusion of an 

otherwise very large number of records that only tenuously involved human factors. A typical 

such case is that of a technical paper that addresses mostly mathematical or architectural 

issues but assesses the NMT system based on human-targeted evaluation metrics, such as 

hTER, which imply the use of a human reference translation produced at some point in the 

past. In these borderline cases, if the human reference translations were a cursory element, 

the papers were excluded because they did not include direct human factors as intended in 

this review. If, however, a paper used human reference translations from previous datasets 

and directly addressed methodological or conceptual elements pertaining to human 

involvement, then it was included. We also note that we did not restrict our selection to a 

specific methodological approach but considered quantitative, qualitative as well as mixed-

methods studies. We provide the complete list of items included in our review in a dataset 

that accompanies the present article. The dataset has full bibliographical details of all items, 

the complete list of query terms for all databases, as well as further details on how we 

classified the papers (e.g. type of human involvement).  

 

Database Queries 

We queried Google Scholar, Web of Science/Web of Knowledge (WoS/WoK), Scopus and 

ArXiv.org. Initially, pilot searches were performed with a variety of potential keywords to 

gauge the quantity of hits returned (see Review Protocol below). Once the final keyword 

combination was identified, the database searches were performed. All searches were carried 

out on 23rd October 2019 and produced a total of 120 hits across all databases. All queries 

looked for items whose titles included ‘neural machine translation’ or ‘NMT’ in addition to 

any of the following terms: ‘human’, ‘post-editing’, ‘PEMT’, ‘assessment’, ‘evaluation’, 

‘perceptions’ or ‘attitudes’ (see review dataset for the exact syntax of each database query). 

Table 1 presents the results of the search for each database.  

Database Total hits 

(23/10/19) 

Search details Retained 

after 

screening 

Google 

Scholar 

60 - 2015-present  

- titles only 

- results sorted by ‘Relevance’ 

- unticked “include patents” and “include 

citation” 

34 

Scopus 22 - 2015-present  

- titles only 

- results sorted by ‘Relevance’ 

0 
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ArXiv.org 20 - 2015-present  

- titles only 

- results sorted by ‘Relevance’ 

2 

WoS/WoK 18 - 2015-present  

- titles only 

- results sorted by ‘Relevance’ 

- all databases searched (default is WoS 

Core Collection only) 

1 

Total  120  37 

Table 1. Summary of databases queried and initial results.  

As Table 1 shows, Google Scholar returned most results. Items appearing in the other 

databases were often duplicates that had already been identified through Google Scholar. 

After screening the records (see Review Protocol section), a total of 37 items across 

databases was retained. The other items were eliminated either because they were duplicates 

or because they did not match the inclusion criteria.  

 

Review Protocol 

To carry out the critical review, we adopted the following 6-stage protocol: 

Stage (1) Pilot searches: to find the combination of keywords that would maximise the 

number of relevant hits returned, multiple searches in the chosen databases were first 

performed, taking note of exact keyword search combinations and number of hits returned 

in each database each time. This process lasted for 2-3 days and resulted in the final list of 

keywords presented above in Databases and Queries.  

Stage (2) Title and abstract screening: papers were preliminarily selected for inclusion 

based on the titles and abstracts only. At this stage, we selected items when the titles implied 

the article met the criteria. Where this was not sufficiently clear based on the abstract, these 

cases were reconsidered during the full-paper screening (see below). 

Stage (3) Duplicate removal: results were compared across databases to remove 

duplicates. 

Stage (4) Full-paper screening: papers were identified for full analysis by browsing 

through the body of text to ensure that a human element was indeed present. 

Stage (5) Manual inclusions: during the full-paper screening described in Stage (4), 

reference lists were also checked against the total selection obtained up to that point, and 

articles not initially returned by the searches were manually included where relevant. This 
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procedure involved examining title and abstract first, and wherever this was not enough to 

establish whether the item should be included, a full-paper screening was also carried out.   

Stage (6) Full-paper analysis: a qualitative analysis of all selected papers was carried out 

by reviewing their contents, summarising their methods and results. We present the 

outcome of this analysis below in the Results Section. 

After the above procedure, a total of 110 items were retained for analysis, of which 37 came 

from database searches (see previous section) and 73 were manually included. We noted that 

human factors in NMT research were often not represented in the articles’ titles or abstracts, 

which is reflected in the high number of manually included items not directly returned by 

our searches. During the pilot stage, we relaxed the search restrictions by searching abstracts 

and full articles rather than just titles and by including more general terms in the search, 

such as just “neural” rather than “neural machine translation”. This invariably returned 

many thousands of hits, which would have prohibited a detailed screening. We therefore 

retained just the more strictly relevant keywords and addressed any deficiencies of this 

method in stage (5) by manually adding relevant items based on reference list checks. We 

also note that some entries matching our query terms were not initially returned by the 

October 2019 searches, though were successfully retrieved later (e.g. items coming from the 

2019 MT Summit Proceedings). Where we spotted cases of this nature, the items were also 

manually included in the corpus through stage (5).  

 

Results 

We present the review results in two parts. First, we briefly describe the make-up of the 

corpus in terms of publication types. We then present an analysis of the papers in relation to 

the four above-mentioned core themes, namely quality and human evaluation, post-editing, 

perceptions, and stakeholders.   

Publication Types 

Roughly half of the items reviewed (48%, n=53) are empirical studies involving a comparison 

between NMT and another type of MT system (PBMT, RBMT4). By ‘empirical’ we refer to 

analyses based on direct observation or experiences, using primary sources and 

demonstrable evidence. The corpus comprises 18 non-empirical items (16%), namely ten 

general discussion articles (e.g. Pym, 2019), two review articles (Chatzikoumi, 2019; 

Popescu-Belis, 2019), two editorial forewords (Way and Forcada, 2018; Castilho et al., 

 
4 Phrase-Based Machine Translation and Rule-Based Machine Translation, respectively. 
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2019a), one meta evaluation (Fomicheva and Specia, 2019), one discussion-based MA thesis, 

(Tommasello, 2019), a set of lecture slides (Virpioja, 2018), and one power-point 

presentation (Moorkens, 2019). These non-empirical sources were included because of their 

theoretical relevance or how they presented potential implications of NMT uptake. We note 

that some categories in our analysis (see below) exclude non-empirical papers by default 

(e.g.  because non-empirical papers by definition would not have conducted a practical post-

editing task). We nevertheless take non-empirical records into account when the analysis 

accommodated non-empirical approaches (e.g. whether the papers simply addressed the 

issue). We also consider non-empirical papers qualitatively in the discussion where relevant 

and these papers also count towards the total corpus size throughout. 

The rest of the corpus consists of other kinds of applied empirical studies that do not involve 

comparing different MT architectures (n=39, 35%), namely (a) empirical appraisals 

involving NMT where the analysis is not comparative (n=11); (b) other comparisons, e.g. 

between NMT approaches, systems or features (n=7), human translation and NMT or NMT 

post-editing (n=5), raw and post-edited NMT (n=2), NMT and TM5-assisted translation 

(n=3), raw NMT and L2 writing (n=1) and between NMT and a speech-enabled phrasebook 

(n=1); (c) empirical evaluations of adaptive/interactive NMT (n=5); and (d) WMT6 

conference proceedings (n=4).  

Core Human Factors in NMT Research  

During both screening phases of the review protocol it became evident that most items, in 

one way or another, evaluated some aspect of NMT quality, which is unsurprising given the 

MT community’s interest in this theme. Since this review is specifically concerned with 

human factors, we approached the theme of quality by examining how humans were 

involved in quality evaluations. We also explored what types of human stakeholders played a 

role in the research and whether they were asked to contribute their perceptions or opinions 

on some aspect of the study. In addition, we considered the presence of a post-editing task a 

theme in our analysis, since it involves human participation by definition and it often also 

included an overt element of human perception. Below we present some count data and 

analyse the corpus in relation to these themes.  

Quality and Human Evaluation 

Most items (80%, n=88) empirically assessed quality, for example by performing some form 

of linguistic or error analysis. If items addressing quality non-empirically through 

discussions are also counted (e.g. Forcada, 2017; Pym, 2019; Guerberof Arenas and 

 
5 Translation Memory. 
6 ‘Workshop in Machine Translation’, one of the most important international events in MT research. 
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Moorkens, 2019), this percentage rises to 96% (n=106). Of manual quality evaluations, 

comparative side-by-side rankings and ratings on various scales were used 61 times 

(rankings: 27; ratings: 34). In 21 instances in the corpus, inter-annotator agreement (IAA) 

was reported, usually by Cohen’s (e.g. Klubička et al., 2017;) or Fleiss’ kappa (e.g. Jia et al., 

2019b; Muzaffar and Behera, 2018). Direct Assessment (DA)7, a methodology consisting of 

expressing judgments on the quality of the MT output via a continuous rating scale, 

appeared 10 times in the corpus (e.g. Hassan et al., 2018). We also note that over half of the 

papers (52%, n=57) included at least one form of automatic evaluation metric (e.g. BLEU). In 

comparative evaluations, the strongest findings in support of NMT were often based on 

automatic metrics. When human evaluation methods were used, the results were less clear-

cut (Castilho et al., 2017a), which highlights the risks of over-reliance on automatic metrics 

and the importance of including human methods to obtain a fuller picture of NMT’s merits 

and drawbacks.  

Our meta-analysis confirmed NMT’s overall quality improvements compared to other system 

architectures like PBMT (Bojar et al. 2016; Bentivogli et al., 2016; Klubička et al. 2017; 

Castilho et al. 2018). Although one study found more error-free segments in SMT8 (25%) 

than in NMT (2%) (Castilho et al., 2017a: 114), NMT output was found to contain fewer 

overall errors compared to SMT (Wu et al., 2016; Moorkens, 2018; Castilho et al., 2017b). 

Increased adequacy (or accuracy) and fluency for NMT are also reported (but see Castilho et 

al. 2017a for accuracy issues). Compared to adequacy/accuracy, fluency improvements have 

been more substantial and more consistently cross-replicated so far (e.g. Bentivogli et al., 

2016; Toral and Sánchez-Cartagena, 2017; Moorkens, 2018), although one recent paper 

(Popel et al., 2020) found that their system was significantly better than professional 

translators at adequacy and worse at fluency. NMT errors have also been considered more 

difficult to identify both by students (Moorkens, 2018) and professionals (Castilho et al., 

2017a). This has potential consequences for translators, who might need training to be able 

to use NMT effectively and avoid the risk of leaving unidentified, and therefore unedited, 

errors in the target text. NMT performs particularly well on reordering (e.g. Bentivogli et al. 

2016; Toral and Sánchez-Cartagena 2017) and inflectional morphology (e.g. Popović, 2017), 

especially agreement (Klubička et al., 2017), including long distance agreements (Pinnis et 

al., 2018; Isabelle et al., 2017). 

 
7 For an in-depth analysis of concepts such as IAA, DA and BLEU, see Chatzikoumi (2019) and Fomicheva and 
Specia (2019). 
8 Statistical Machine Translation. Although SMT and PBMT often refer to the same architecture, this review 
retains the term as used in the original paper. 
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However, NMT system performance has been consistently shown to deteriorate with 

increasing sentence length9 (e.g. Koehn and Knowles, 2017; Castilho et al., 2017a; Toral and 

Way, 2018; Toral, et al., 2018a – but see Van Brussel et al., 2018: 3803) as well as with rare 

words (e.g. Sennrich et al. 2016; Wu et al., 2016). Semantic issues at the wider discourse 

level, which often require examining context over multiple sentences (Popescu-Belis, 2019), 

also remain a challenge, for example the semantic ordering of adjunct prepositional phrases 

or the focus of negation (Bentivogli et al., 2016; Sennrich, 2017). Lexical errors such as 

mistranslation were also found in NMT output (e.g. Vardaro et al., 2019b; Castilho et al., 

2018; Yamada, 2019) as well as omissions (e.g. Klubička et al., 2017; Moorkens et al., 2018; 

Skadiņa and Pinnis, 2017). Notably, Van Brussel et al. reported that NMT can fluently omit 

text spans of as many as four words (2018: 3802). They also highlighted issues with the 

visibility of NMT omission errors due to increased fluency, since the fluent output would not 

warrant expectations of missing content by reading the target alone, with problematic 

implications for monolingual quality evaluations.  

A relevant finding in these comparative quality evaluations is that many issues between 

PBMT and NMT can be complementary (Popović, 2017). In other words, what one system 

architecture struggles with, the other can often address well, which suggests that, depending 

on the context, purpose, value and shelf-life of the content (Way, 2013), a combination of MT 

approaches may produce the most satisfactory outputs and reduce the level of post-editing 

required. Increasing MT quality also underlines the importance of document-level 

evaluation. Relative to sentence-level evaluation, document-level approaches can provide 

evaluators with more context and expose discourse-related errors that sentence-level 

approaches are unable to capture (Knowles et al., 2018; Toral et al., 2018b).  

 

Post-editing 

Approximately 33% (n=36) of all items included a post-editing task in their design, 

sometimes involving the analysis of various aspects of post-editing effort, i.e. temporal, 

technical and cognitive, as outlined by Krings (2001). Although post-editing’s salience in the 

corpus of papers is to an extent pre-determined by the fact it was among the keywords used 

for the searches (see Databases and Queries), this count is nevertheless substantial, 

 
9 So far, two mainstream NMT architectures have been implemented: RNN with attention (Bahdanau et al., 
2015) and Transformer (Vaswani et al, 2017). Although a full discussion of these is beyond the scope of this 
paper, outlining this distinction is relevant, since most studies to date show that raw MT quality for long 
sentences degrades with RNN, but with Transformer it does not. We therefore envisage that the relationship 
between quality and sentence length might change as NMT develops and the Transformer architecture is 
further refined. 
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considering that it only includes empirical studies where a post-editing task yielded actual 

product and/or process data for analysis.  

NMT displayed advantages in terms of the post-editing process. NMT post-editing was found 

to be faster than from-scratch human translation (Jia et al., 2019a; Toral et al., 2018a; 

Shterionov et al., 2018). It was also found to be less cognitively demanding, as evidenced by 

lower pause density (Jia et al., 2019a; Toral et al., 2018a). However, results are less 

conclusive in terms of the duration of pauses in NMT post-editing relative to from-scratch 

translation, as pauses are reported to be longer for human translation in one case (Jia et al., 

2019a) but shorter in another (Toral et al., 2018a). On the other hand, the paper by Toral et 

al. (2018a) reports a substantial decrease in technical effort, with 23% fewer keystrokes in 

NMT post-editing compared to human translation (ibid.: 10). Temporal, technical and 

cognitive effort in NMT post-editing are sometimes reported to reduce not only in 

comparison to HT, but also to other MT systems (e.g. Castilho et al., 2017b; Jia et al., 2019b; 

Moorkens et al. 2018; Läubli et al., 2019, Shterionov et al., 2018).  

However, the advantages registered for temporal effort do not apply to all language pairs or 

directions. For instance, NMT post-editing was slower than PBMT post-editing for most 

participants who worked from English into Chinese in Jia et al. (2019b: 20). Castilho et al. 

(2017b) and Castilho et al. (2018) also report that NMT post-editing is not always faster than 

PBMT for all four languages investigated. In terms of technical effort, a comparison between 

NMT, SMT and RBMT found that in certain text blocks NMT involved an increase of 

keystrokes per word, suggesting higher technical effort in those blocks (Koponen et al., 

2019). Although technical effort was reduced for NMT in all language pairs in the third study 

reported by Castilho et al. (2017a: 117), the difference was not significant and the authors 

suggest that NMT may therefore offer only marginal improvements in post-editing effort. In 

terms of cognitive effort, in Koponen et al., (2019) both the number and length of pauses 

were highest for NMT compared to SMT and RBMT in one of the text blocks, but lowest in 

another. Collectively, these findings suggest just a partial consensus on reductions in post-

editing effort associated with NMT relative to other MT architectures. Consistent with pre-

NMT research on post-editing, some papers also found that translators tend to make 

unnecessary, preferential changes to do with style during post-editing of NMT (Vardaro et 

al., 2019b; Koponen et al., 2019), even when participants are explicitly asked to correct only 

meaning and grammar errors.  

In 22 papers in the corpus (20%), productivity is empirically tested (n=8) or just discussed to 

different extents (n=14). When empirically tested, productivity was most often 

operationalised as a measure of temporal effort, e.g. Words Per Hour (WPH) (e.g. Shterionov 

et al., 2018), tokens processed per hour (Skadiņa and Pinnis, 2017) or time spent editing 
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(Moorkens, 2018). In one paper (Sánchez-Gijón et al. 2019), where the focus of the 

investigation was translators’ perception of their productivity with NMT and TM, the authors 

link their analysis of performance – in terms of post-editing time, edit distance and 

characters edited – to productivity, implicitly suggesting a broader conceptualisation based 

on more than just speed or throughput. Only in one instance (Knowles et al., 2019: 141), 

productivity was explicitly treated as a composite concept and operationalised as 11 variables 

in three categories (temporal effort, technical effort and quality). Like other results based on 

conceptualisations of post-editing effort, productivity research offers mixed results when 

NMT is compared to other technologies. On the one hand, Toral et al. found a 36% 

productivity increase with NMT compared to PBMT (2018a: 6), and Shterionov et al. also 

found NMT to make translators more productive in terms of WPH compared to PBSMT 

(2018: 230-231). On the other hand, Skadiņa and Pinnis report that, whilst SMT and NMT 

post-editing both fare better than HT, “productivity is higher for post-editing SMT 

translations (104% compared to 94%)” (2017: 377). In Sánchez-Gijón et al. (2019), NMT 

required less textual editing than TM matches in all three fuzzy match bands considered 

(below 80%, 80-90%, above 90%) but more editing time on average (especially for matches 

below 80% and for a minority of those above 90%), and the results changed with sentence 

length. Therefore, NMT “does not seem to boost productivity as much as might be expected” 

(2019: 55). We discuss productivity further in the Human Translators as Core Stakeholders 

section. 

 

Perceptions 

In 25% (n=28) of all papers, human participants were asked to provide their qualitative 

views on some aspect of the study, ranging from overall feedback to a full appraisal of 

opinions and attitudes. Written questionnaires were used in 17 cases (e.g. Yamada, 2019), 

interviews five times (e.g. Stapleton and Leung Ka Kin, 2019), informal feedback elicitation 

seven times (e.g. Castilho et al., 2017b), retrospective protocols twice (Jia et al., 2019a; 

Castilho and Guerberof Arenas, 2018), in-class discussion once (Moorkens, 2018) and focus 

groups also once (Esperança-Rodier et al., 2017). In one case, the methodology for gathering 

perception data was unclear (López Pereira, 2018). We note that sometimes a single paper 

exploits a combination of these methodological tools, e.g. Moorkens et al. (2018), where both 

interviews and questionnaires were used. In a minority of instances, participants were also 

asked about the CAT tools they used to perform the task (e.g. Daems and Macken, 2019).  

NMT was usually preferred to other MT systems, whether participants were students (e.g. 

Moorkens, 2018; Briggs, 2018) or professionals (e.g. Pinnis et al., 2018; López Pereira, 2018; 

Daems and Macken, 2019). This preference margin was on occasion minimal, however. Even 
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in instances where negative perceptions were recorded amongst respondents regardless of 

the type of MT (e.g. Esperança-Rodier et al., 2017), NMT slightly outperformed SMT, 

although the difference was not significant (ibid.: 19). Perception data was also collected in 

other comparative evaluations, for example between NMT post-editing and NITP 

(Interactive Translation Prediction with an underlying neural system), where the latter was 

preferred (Knowles et al., 2019). 

In the context of NMT post-editing, data from Jia et al. show that students generally had a 

positive attitude towards NMT post-editing, with the whole cohort deeming post-editing to 

be faster and less mentally demanding than human translation (2019a: 78). Some, however, 

stated that NMT output can be misleading and sometimes more effortful to correct than 

human translation, and recognised that post-editing limited translation freedom and 

creativity (ibid.), thus supporting pre-NMT findings on perceptions of post-editing. In 

another study involving students, no significant difference in perceived cognitive effort 

between NMT and SMT post-editing was found, despite NMT requiring fewer revisions than 

SMT (Yamada, 2019: 94).  

Attitudes towards MT post-editing tend to be more negative for professionals than for 

students (e.g. Jia et al. 2019a: 60-61). Previous research shows that MT already had a shaky 

reputation amongst professionals before the arrival of the neural paradigm (e.g. Teixeira 

2014), not only because they perceive MT quality as generally sub-standard, but also because 

they perceive themselves as potentially replaceable by a technology that is ‘inevitable’ and 

forced upon them (Cadwell et al., 2017). Other reasons are the downward trend in prices 

linked to MT (Moorkens et al., 2016a), CAT integration issues (Martín-Mor et al. 2016), and 

the fact that MT can be used “to cut translation costs by reducing translators’ interventions 

or even producing unedited and unreviewed MT output” (Sánchez-Gijón et al., 2019: 32). 

Even if NMT is usually preferred to SMT, our review confirms mixed results in terms of 

overall translators’ opinions of (N)MT, with some professionals also reporting individual 

personality differences as having an influence on their perception (Daems and Macken, 

2019: 129). Notably, in their comparison between NMT post-editing and TM-assisted 

translation, Sánchez-Gijón et al. found that “the mean editing time for MT segments by 

participants who do not perceive that MT lowers their productivity is far below that of the 

participants who did perceive MT as a handicap in terms of productivity” (2019: 48). This 

finding suggests that perceptions could affect performance, which deserves further attention 

in NMT research. Finally, Moorkens et al. (2018) found that, although participants found 

NMT to be more fluent and adequate than SMT, and despite the lower temporal and 

technical effort of NMT post-editing as opposed to HT, professionals still preferred human 

translation in the context of literary translation (2018: 3).  
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Stakeholders 

Professional translators were involved in 44 papers (40% of the whole corpus). They were 

usually asked to translate from scratch, post-edit MT output, revise post-edited versions, or 

assess quality. In 24 papers (22%), professional linguists were involved in the assessment. 

These were participants without specific translation experience, but with relevant linguistic 

knowledge, including language teachers (Qin et al., 2019) and academics (e.g. Briggs, 2018). 

Professional linguists can sometimes also include the author(s) of a paper (e.g. Popović, 

2017; Koponen et al., 2019). Laymen (bilingual or monolingual) were involved in 25 papers 

(23%) (e.g. Hassan et al., 2018), and in some cases they were crowd-workers. Laymen are 

subjects who usually lack any experience or specialised knowledge of linguistics and 

translation but who are able to communicate in the languages they are required to evaluate. 

Students were also involved in evaluation or post-editing in 21 papers (19% of the total). In 

most cases (n=14), they were MA students enrolled in a translation programme or attending 

a translation module, although undergraduate students were also involved in some cases 

(n=4). In the three remaining instances (Rysova et al., 2019; Shterionov et al., 2018; 

Shterionov et al., 2017), it was unclear whether the students were post-graduate or under-

graduate. Altogether, human stakeholders were included in empirical investigations 117 

times across all items. Since a single publication can and often does involve more than one 

stakeholder type, we note that some papers are included more than once in these counts (e.g. 

Castilho et al. 2017a).  

We also note that the involvement of end-users is less common in the NMT studies reviewed 

(n=16, 15% of the total). End-users can be intended as both (a) those who consume the 

translations generated with the help of NMT and (b) those who exploit the NMT technology 

itself, for instance as a productivity tool. They range from the general public to translation 

commissioners who increasingly need large amounts of content to be translated and are 

therefore resorting to raw NMT or NMT + post-editing scenarios to be able to cope with this 

increased demand. End-users may also include language service providers and large 

multinationals who already own or are investigating purchasing NMT systems for adaptation 

to their own purposes and internal workflows. As “the communication pie” grows (Pym, 

2019: 8) and this increased need for translated content is paralleled by a fast-growing 

commercial interest in NMT and by more collaborations between the private and academic 

sectors, it is surprising that NMT investigations have not broadened in scope to address 

more directly these end-users. Some examples of research on users intended in sense (a) that 

are included in this review corpus are Bouillon et al. (2017), Heinisch and Lušicky, (2019), 

and Castilho and Guerberof Arenas (2018). In Bouillon et al. (2017), BabelDr, a flexible 

phraselator, was compared to Google Translate in the context of hospital use. End-users 

were French speaking doctors, who used the translations produced by both systems in their 
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diagnoses of Arabic speaking patients. Heinisch and Lušicky (2019) examine the 

expectations towards NMT in students enrolled on an MA program in specialized 

translation, including prior experience in MT use, quality expectations and expected errors 

from (N)MT. Castilho and Guerberof Arenas (2018) assess reading comprehension for texts 

translated using SMT and NMT. The participants were university students and staff, who 

were tested as end-users of the machine translations. The authors test MT efficiency (based 

on time taken to complete the comprehension questions and participants’ correct answers), 

differences in cognitive processes and user satisfaction.  

An important category of end-users of the technology (rather than consumers of texts) are 

the translators themselves. In this review, we found that professionals were more often 

involved as evaluators of NMT quality than as users of the technology. When translators take 

part in a user study where they use or assess MT ‘as a tool’, the core distinction that we 

identify is that they use the technology for their own benefit (e.g. to increase their own 

productivity), rather than for other stakeholders’ benefit (e.g. for developers to improve a 

system, or for an LSP to decide whether MT is worth applying to a certain client account). 

Therefore, in user studies involving professional translators, the tool is more likely to be 

assessed in terms of ergonomics, personalisation capabilities and integration into personal 

workflows than exclusively in terms of output quality or company workflows. Finally, user 

studies tend to focus on the immediate usability of the technology in the real world, so MT 

integration with other existing platforms and tools is often investigated, again from the point 

of view of the translator rather than other stakeholders. We therefore see the distinction 

between ‘quality evaluator’ and ‘technology user’ as a matter of framing and overall aim: 

although the tools assessed (e.g. NMT vs SMT engines) and often the assessment methods 

are the same (e.g. temporal, cognitive and technical effort measures), what changes is the 

focus of the discussion, which shifts to the professionals themselves as MT’s ultimate 

beneficiaries. Investigations where NMT is explicitly framed as a way to improve translators’ 

professional lives and tested as a means to enhance their personal productivity are still scant 

(e.g. Sánchez-Gijón et al., 2019). We address what this means for a profession working 

“under significant time pressures” (Bowker and McBride, 2017: 259) in the Discussion 

section. We also note that some existing research where professional translators are involved 

as end-users of the technology might have been missed by our queries, which did not include 

the term “user”. This deficiency was addressed by manually checking reference lists in all 

included items, and adding relevant items not returned by the database queries. Despite 

these targeted additions, however, the number of records remains rather low, with only 16 

studies (15% of the total) addressing end-users in our corpus (n=110), as reported above. We 

therefore agree with Forcada (2017) and many others (e.g. Castilho and Guerberof Arenas, 



 

15 
 

2018; Heinisch and Lušicky, 2019; Lesznyák, 2019) that investigations on end-users of NMT 

(both professional translators and lay users) are lacking, and merit future work.  

Finally, one core distinction made in the NMT literature is that between experts and non-

experts, where ‘expert’ usually refers to professional translators, whereas ‘non-experts’ can 

refer to anyone from students to bilinguals with little or no training. There is now clear 

evidence that, when these two extremes of experience are considered, evaluation results for 

NMT can dramatically change (Toral et al., 2018b), especially when looking not just at 

individual sentences but at entire documents (Laübli et al., 2018: 4793-4794). These 

researchers have warned about the drawbacks of working with laymen who might not notice 

subtle linguistic issues and be more tolerant of translation errors. This may be especially true 

in the context of NMT, where the output tends to be more fluent, which makes it potentially 

harder to spot mistakes (Läubli et al., 2018: 4792) and highlights the importance of 

including expert evaluators in NMT quality assessments. If non-expert end-users of NMT-

translated content do not notice the errors, however, one may ask whether these errors 

matter in the first place. As “fully customisable, dynamic levels of quality” (Way, 2013: 2) are 

increasingly required in the industry, in instances where the shelf-life of the content is short-

lived and the stakes are relatively low, NMT errors may not have any repercussions. In other 

instances, however, the fact that NMT can perform worse for accuracy than fluency might 

pose a greater risk of misinformation, especially if free MT engines are used indiscriminately 

in potentially high-stakes settings (see Vieira et al., 2020). We notice a gap in the reviewed 

corpus with regards to relevant questions concerning whether end-users are becoming more 

tolerant of errors because of (N)MT developments, or how, relative to other architectures, 

NMT might affect communication between its end-users.  

  

Discussion 

Perceptions and Appraisals of Quality 

The analysis showed that quality remains unsurprisingly central to NMT investigations to 

date. The fact that many empirical studies are framed as comparisons with other MT 

systems, together with the complementary nature of many of the quality issues highlighted, 

suggests that we are far from achieving true “human parity” (Hassan et al., 2018). The review 

also suggests that other paradigms remain relevant and that a combination of MT systems, 

where available, may provide the best overall performance and maximise MT applicability. 

As previously mentioned, NMT has caused a profound paradigm shift in MT development. 

Yet, we do not see an equally substantial shift in translators’ workflows relative to the use of 

SMT, and human expertise in both assessment and editing of NMT output is required in 
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much the same way. Five years on, there is little evidence that the arrival of NMT has been as 

disruptive as previously heralded, for example by Shoshan, who argued that “NMT is a 

‘disruptive technology’ that that will change the way most translations are performed” and 

that “machine translation can now be used to replace human translators in many cases” 

(2018: online).10 However, as many have noted (e.g. Pym, 2019; Way 2018) NMT is not 

replacing human translators tout court but is creating translation spaces that professional 

translators were never traditionally involved in (Pym, 2019: 7), e.g. in the translation of large 

amounts of user-generated content whose quality requirements are not as strict as in high-

stakes settings and whose shelf-life is limited (see this and other use-cases as examined in 

Way, 2013). Moreover, many challenges remain the same since the advent of NMT, including 

the need “to find suitable points at which translators can intervene in or control (…) the 

translation process, and to educate new generations of translators/post-editors who are 

capable of working with NMT in a sustainable way” (Kenny 2018: 67). What appears to have 

changed is the nature of the editing task and the attention NMT output requires from 

translators. As the review has shown, NMT can produce highly fluent output, where errors 

are more difficult to identify. NMT can ‘silently fail’ by making “fluent-sounding but 

semantically inappropriate” translation choices (Koehn and Knowles, 2017: 6), where output 

is unrelated to the source and therefore potentially misleading. NMT can also produce 

strategic and surreptitious omissions (Pym, 2019) that are invisible in monolingual target 

evaluations and can make NMT output more difficult to post-edit (Van Brussel et al., 2018: 

3803). Therefore, NMT may increase the need for human intervention, especially in high-

stakes situations. Hopefully, however, as familiarity with NMT output increases, so will 

translators’ ability to spot these errors (Moorkens, 2018: 378). Moreover, as document-level 

evaluation (e.g. Rysova et al., 2019) starts to be implemented more regularly in NMT 

research, human judges will be able to appraise textual cohesion and coherence issues in 

NMT output, potentially exposing flaws that currently remain undetected.   

In terms of perception, the review highlighted mixed attitudes towards NMT. In our corpus, 

we notice a relative scarcity of in-depth interviews and questionnaires compared to other 

forms of human involvement. We argue that, to understand the effect of NMT on the 

industry, personal, perception-related data should be collected on a larger scale, and from 

the full spectrum of stakeholders involved, including textual consumers and project 

managers. Collecting perception data has several advantages. First, subjective perceptions 

can complement quantitative evaluations by adding nuance to the explanation of certain 

phenomena. Moreover, human feedback can identify what aspects of an NMT system need 

improvement and help establish desirable avenues for further investigation. Finally, being 

 
10 For an in-depth analysis of the alleged revolutionary and disruptive potential of NMT, see Kenny (2018). 
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aware of the reactions, impressions and attitudes of human stakeholders towards a 

particular NMT topic, for instance quality or post-editing, makes it possible to examine the 

relationship between these stakeholders’ views and their capacity to exploit the potential of 

this new technology whilst also being aware of its limits (Esperança-Rodier et al., 2017: 12).  

 

Human Translators as Core Stakeholders 

This review has also shown that translators remain crucial players in NMT research: they 

were the most commonly involved stakeholder category across all papers in the corpus, and 

their professional expertise is paramount to NMT evaluations (Toral et al., 2018b; Läubli et 

al., 2018). Professionals are needed not only as evaluators but also as post-editors, and their 

specialised knowledge may be even more urgently needed with NMT, as discussed above. 

Moreover, as NMT becomes a tool increasingly used by a variety of stakeholders in the 

industry, translators are needed more than just as post-editors – they have the expertise 

required to understand what clients need and how to achieve it, so they are well placed to 

contribute to decisions on when and how to draw on NMT. We thus echo what Pym calls ‘the 

notary function’ of qualified translators, who, especially in high-risk settings where great 

levels of trust are required, should be allowed “to act as authorities, authorizing the results 

of postediting” (2019: 15), or to help project managers and clients decide whether NMT post-

editing is the best solution in the first place. 

For professional translators to act as authorities, however, they must be au fait with the 

technology. Our review thus underlines the importance of training for professionals, who 

need to be aware of the linguistic differences between the SMT and NMT raw outputs they 

are to post-edit, for instance. In terms of training, post-editing has been described as 

relatively underrepresented in translation programmes (Gaspari et al., 2015). While the 

situation may have now improved (see Guerberof Arenas and Moorkens, 2019), training 

issues need addressing if “the more advanced, human-like translation abilities of NMT make 

it even more challenging for untrained translators to meet a professional standard of post-

editing quality” (Yamada, 2019: 102). If the strengths and weaknesses of NMT are 

highlighted in translator training, and student post-editors are alerted to the challenges 

inherent to the more fluent output produced by NMT, then future generations of translators 

should be capable of working with NMT in a sustainable and productive way, and be in a 

suitable position to fulfil the notary function described above. 

Crucially, the analysis also highlighted that translators were more often involved as quality 

evaluators than as end-users of NMT technology. In other words, not many papers in this 

corpus addressed NMT as a tool for translators, for instance by looking at ways in which 
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NMT can specifically improve professionals’ working methods or by carrying out 

experiments in real-life settings. Our review data therefore confirms that “[m]easurements of 

the actual usefulness of NMT for professional translators are still very scarce” (Forcada, 

2017: 305). In fact, there is evidence that some professionals, especially freelancers, might be 

unaware of NMT as a specific type of MT technology (Vieira and Alonso, 2019: 173). 

Alongside highlighting once more the importance of training, this finding also confirms that 

NMT uptake by translators is slower than uptake by language service providers and other 

stakeholders in the translation sector. 

Increased NMT uptake in the industry also means NMT integration in commercial CAT tools 

(e.g. DeepL integration in Memsource), and well-known providers such as SDL have already 

created their own proprietary NMT system and integrated it into their CAT tools. As 

translation environments become increasingly integrated, the distinction between TM and 

MT is becoming more blurred (Moorkens, 2017), so it is relevant to explore, through both 

controlled experiments and real-life case studies, how translators are actually working with 

NMT and TMs. The only empirical studies in this corpus that do this are Sánchez-Gijón et al. 

(2019), Daems and Macken (2019), Läubli et al. (2019) and Zaretskaya (2019). Moreover, 

very few papers to date have compared NMT and SMT post-editing by professional 

translators working in their usual CAT tool. An exception in this corpus is Läubli et al., 

(2019), where testing (NMT post-editing vs TM-only) was carried out in a company setting 

by four in-house translators familiar with the software and the terminology of the texts. We 

agree that for “the potential of this technology to be fully realized in professional translation, 

the involvement of professionals is crucial” (Forcada 2017: 291), and argue that one 

important step in this direction involves more research focused on NMT as a tool for 

translators who, in professional settings, should also be regarded as end-users of the 

technology and be able to provide perception data on their user experiences.  

One last noticeable trend in the corpus regards productivity, where the slant was seldom 

productivity for translators. The concept of productivity is often addressed in passing and is 

most often operationalised in terms of time, speed (e.g. WPH) or some other form of 

throughput. The fact that productivity has de facto been operationalised most often in terms 

of processing time disregards practical (non-)textual factors that might affect translators, 

from number of visits per segment and the quality of the source text, to the time spent pre-

processing files for translation, updating and cleaning TMs, solving technical software issues 

or liaising with clients and project managers. In addition, using edit distance measures to 

calculate productivity and assess translator performance has limitations, for example 

because they provide an absolute score bound to a reference translation and potentially 

penalise equally valid renditions that do not match the reference as closely (Marg, 2016: 25). 
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Moreover, an edit distance measure such as hTER considers only the final post-edited 

product, not the process, so it does not necessarily measure every edit operation (Sanchez-

Torron and Koehn, 2016: 19). For instance, it does not measure instances where the same 

word is deleted and then added back in. In this sense, key-logging would capture the nuances 

of the post-editing process more precisely, although there are potential issues (e.g. data 

protection) involved with implementing this methodology in professional settings. Overall, 

the review suggests that much NMT research is disproportionally focused on establishing 

MT’s potential benefits and drawbacks in terms of time (and therefore cost) savings. While 

time management is important for translators, it is worth noting that cognitive effort, 

expectations and perceptions of target-text quality (Vieira and Alonso, 2019) and, more 

generally, job satisfaction, are also important variables to consider. Not only can these 

variables affect translators’ speed in the long term, but they are also central to 

conceptualisations of human translation as a professional practice.  

 

Conclusion 

This paper presented a critical review of the literature on NMT that specifically involves 

human participation. A corpus of relevant papers was identified (Methodology) and analysed 

(Results) to examine the makeup of current research on NMT and how human stakeholders 

are involved in and contribute to the creation of this body of knowledge. Our meta-analysis 

of this corpus points to a series of cross-study patterns about the role of human translators in 

NMT use (Discussion). Of these, we highlight four findings.  

First, our review shows that, from translators’ perspective, changes brought about by the 

neural paradigm are not as much to do with workflows, but rather with the editing process, 

which in turn underscores the importance of training for both professionals and trainees. 

Therefore, while NMT represents a significant shift in computational terms, it has not 

changed the role or position of the translator in the translation value chain. This is an 

important finding to emphasise because it runs counter to the enthusiasm around NMT as a 

potentially revolutionary technology. Second, it emerged that the bulk of NMT research 

involving humans is still directed at advancing the state-of-the-art in MT development. 

However understandable this is from a commercial perspective, translators “remain a large 

cohort of MT users” (Way, 2018: 15), so future research should also address the usefulness of 

NMT as a tool for professionals. We suggested that this could be achieved by dedicating more 

space to real-life scenarios (e.g. involving commercial CAT tools and NMT integration in 

such tools), and by including perception data more often in empirical investigations 

involving professional translators, like in the user studies addressed in the Results and 
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Discussion sections. Third, the review suggested overall narrow conceptualisations of 

translation productivity in NMT research. We call for a wider discussion of definitions and 

operationalisations of productivity in translation, especially in relation to translation 

technology use. Finally, we observe that NMT investigations involving end-users are still 

relatively scarce. By ‘end-users’ we refer both to users of texts produced with the help of 

NMT and users of NMT technology, which includes professional translators. As MT helps to 

turn translation into a widespread social activity and creates opportunities for MT use in 

areas where professionals were never traditionally involved (Pym, 2019: 7), more data is 

therefore required to understand NMT’s implications for increasingly diverse use cases and 

user profiles.   
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