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a b s t r a c t

Signal detection theory (SDT) and the sequential probability ratio test (SPRT) are two leading models
for binary perceptual decision-making in psychology and neuroscience. For initiates in this research
area, the foundational relationship between SDT and the SPRT, or between statistical inference models
and their mechanistic counterparts, can be unclear because many decision-making models in use today
are much extended versions of the original, simpler models that contain the essence of these models’
claims to optimality. For those familiar with the models, it would be useful to have a quantitative
comparison between their performance as multi-sample hypothesis tests. In this tutorial review of
SDT and the SPRT, we emphasize that SDT and the SPRT differ only in their sampling procedures and
so can be viewed as static and dynamic variants from the same family of hypothesis tests. Furthermore,
we map the sample efficiency gains of using the SPRT over a multi-sample version of SDT by a
novel construction of ROC curves. The goal of this paper is to provide a compact treatise on the
statistical underpinnings of SDT and the SPRT, how they relate to the drift–diffusion model (DDM),
and what these models imply for the physical implementation of evidence gathering and optimal
decision making in biological systems.

© 2021 The Author(s). Published by Elsevier Inc. This is an open access article under the CC BY license
(http://creativecommons.org/licenses/by/4.0/).
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1. Introduction

Perceptual decision making is the process by which agents
se sensory information to make inferences about the world and
elect discrete actions. Sometimes these actions result in rewards
hat are subjectively experienced and evaluated by the agent.
he agent’s assumed goal is to act optimally so as to maximize
ome measure of the reward it accumulates during the course of
ts behaviour. Perceptual decision making is difficult in practice
ecause real perceptual systems, inferences, action selections and
eward outcomes are all subject to uncertainty. Understanding
ow decision-making agents in the real world operate effectively
n the face of this uncertainty is important, since doing so will
elp to explain animal perceptual decision-making behaviour and
ould also inform the design of autonomous decision-making
ystems. A key approach that has been used to explain biological
gents’ behaviour in this context is through the use of statistical
ecision theory (McNamara & Houston, 1980).
The leading decision-making models that have a statistical

asis in psychology and neuroscience are signal detection theory
SDT) and the sequential probability ratio test (SPRT) (Bogacz
t al., 2006; Dayan & Daw, 2008; Gold & Shadlen, 2007). Although
hese methods are routinely employed to explain behavioural
ata (Laming, 1968; Ratcliff & McKoon, 2008; Stone, 1960), the
athematical relationship between these two theories has some
ubtleties that are key to understanding their implications. More-
ver, while it is common knowledge that they are equivalent
o other mechanistic theories of decision making, principally the
rift diffusion model (DDM), there are also mathematical sub-
leties in this relation that depend on the probability distributions
ssumed to underlie the sampled evidence (Bitzer et al., 2014;
ogacz et al., 2006; Jones & Love, 2011). Understanding the im-
lications of the formalism is important because, despite recent
ingle-neuron studies advancing our understanding of percep-
ual decision making at the neural level, a complete account of
ow decision making is implemented biologically remains unfin-
shed (Churchland et al., 2008; Hanks & Summerfield, 2017) and
ill depend on the mathematics of the theory.
In this tutorial review, we explore these issues by examining

he relationship between SDT and SPRT from a mathematical
iewpoint that bears in mind how biology might implement
hese methods. Because of the additional focus on biological
mplementation, we start by framing the background to the per-
eptual decision-making problem using Marr’s three levels of
nalysis (Marr, 1982). Then we review, from a SDT perspective,
ow we can make optimal decisions based on a fixed and pre-
etermined number of observations (which we term nSDT) and
ow decision accuracy depends on sample size through receiver
perating curve (ROC) curve analysis. In the following section, we
eview the SPRT as a binary-choice decision-making algorithm
nd through ROC analysis compare the efficiency of SPRT over
ixed sample nSDT. Then we discuss the links between the SPRT,
DT and the popular drift diffusion model (DDM), highlighting the
elationships between the model parameters. A key point is that
hen evidence is normally distributed, strength-based accumula-

ors, such as those in the DDM, and log-likelihood accumulators,

2

such as those in the SPRT, become equivalent. We also emphasize
that the essential difference between fixed sample testing (nSDT)
and SPRT is in their sampling method and so they can be viewed
as static and dynamic variants from the same family of hypothesis
tests (Gottlieb & Oudeyer, 2018).

2. Background

A fundamental goal of decision-making research is to explain
behaviour; that is, to answer the question of why humans (or
animals) act the way they do. Marrian approaches to this ques-
tion (including the related tradition of rational analysis) offer
‘‘teleological explanations’’ for behaviour by proposing that bio-
logical decision-makers are adapted so the function of, or reason
for, their behaviour is to mirror optimal solutions to problems
posed by their environment (Anderson, 1991; Griffiths, Chater
et al., 2012). The aim is to define specific hypotheses for the
decision-making process and to investigate the consequences
of those assumptions for the algorithmic and implementation
solutions to the environmental problem. Empirically testable pre-
dictions naturally follow, which can be used to test the validity of
these assumptions for biological decision makers. Some of these
tests, however, have in fact shown that humans often appear
to behave suboptimally; the most famous examples appearing
in economic decision making (Kahneman & Tversky, 2000). In
another example from a perceptual decision-making study, the
majority of participants were found to perform suboptimally on
a binary-choice task, although the authors speculated that this
could be explained by individuals setting their own optimality
criteria rather than maximizing reward-rate as assumed (Bogacz
et al., 2010). As a consequence of such findings, some authors
have questioned the persistence of optimality assumptions when
modelling behaviour (Bowers & Davis, 2012; Jones & Love, 2011;
Marcus & Davis, 2013) (but see also (Griffiths, Chater et al.,
2012) for a response to these criticisms). The aim of this article
is not to suggest that biological decision-makers act optimally
under all conditions, but rather to review the statistical basis for
a normative model for binary-choice decisions (the DDM) and
to discuss plausible biophysical implementations for diffusion
decision models.

Computational level. Here, we consider the computational prob-
lem that a decision-making agent is solving to be binary-choice
perceptual decision making. Whilst this is a simplification of the
general perceptual decision-making task, binary-choice decisions
could be considered to be the core task that underlies multiple-
choice decisions (Eisenberg, 1991). Many perceptual decisions
are most naturally formulated in terms of ‘yes–no’ binary-choice
decisions (Dayan & Daw, 2008; Green & Swets, 1966), and de-
cisions with greater than two choices can be tackled by a sys-
tem of combined ‘yes–no’ sub-decisions (Armitage, 1950; Lorden,
1976; Sobel & Wald, 1949). With this in mind, we proceed by
concentrating first on binary-choice perceptual decision making,
although other work has tackled the question of how agents han-
dle more complex multiple-choice problems (Krajbich & Rangel,

2011; Roe et al., 2001; Tajima et al., 2019).
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The assumed goal of an agent in the binary-choice task is
to act optimally on information, gathered by their perceptual
systems, by selecting the best action from a set of two possi-
bilities. We consider two sampling paradigms: a fixed sample-
size (interrogative paradigm) and a freely-chosen sample size
(free-response paradigm). Empirical studies have shown that in
the free-response paradigm, experimental parameters such as
time pressure, reward contingencies and sensory evidence qual-
ity (for example, percentage of coherently moving dots in the
random dot kinematogram experiment) determine the response
time (RT) (Ratcliff et al., 2016). If that time comes at a cost, then
the agent must balance that cost of deliberation against the cost
of making an error – a problem known as the speed–accuracy
trade-off (Bogacz et al., 2010).

The optimality criterion we focus on in this paper is the
minimization of the expected loss (as a function of accuracy
and decision time) associated with a single decision. If losses
are simply regarded as negative rewards, then minimizing the
expected loss is equivalent to maximizing expected reward. The
specific criterion we use is Wald’s linear combination of accuracy
and decision time (Wald & Wolfowitz, 1948). An often used alter-
native is maximization of the long-term reward-rate (Balci et al.,
2011; Simen et al., 2009), although some authors have concluded
that the reward rate optimization hypothesis for animals lacks
empirical support (Rahnev & Denison, 2018; Ratcliff et al., 2016).
In fact, the notion that we can meaningfully define optimality in
any given context, beyond assumptions that we must make about
biological decision-makers, is disputed; it may be that we cannot
access the precise computational problem being solved by an
animal, even if that animal is indeed behaving optimally (Rahnev
& Denison, 2018).

Algorithmic level. Algorithmic solutions to the problem of max-
imizing reward over a single binary-choice perceptual decision-
making trial include SDT and its dynamical relation, the SPRT. In
both algorithms, agents infer the world state to use as a basis for
a decision by subjecting a sample of observations to a hypothesis
test, where the hypothesis is usually parametric and relates to a
generative probabilistic model for the sample. An example of a
binary decision task is a signal detection task in which the agent
has two hypotheses about the world: the null hypothesis, which
says there is no signal present, and the alternative hypothesis,
which says a signal is present. The agent may choose the correct
hypothesis or make an incorrect choice of the alternative hypoth-
esis when the null hypothesis is true (an error of type I, also
known as a false positive), or make an incorrect choice of the null
hypothesis when the alternative hypothesis is true (an error of
type II, also known as a false positive). In SDT, the sample consists
of a single observation, whereas in SPRT, the sample size, n, is not
etermined in advance of the decision. Although, classically, SDT
s applied to a single observation only (n = 1), it can be viewed as
member of a more general class of hypothesis tests that permit
ny fixed sample sizes (n ≥ 1). To make clear this connection, we
efer to the fixed-sample-size hypothesis test as SDT, but where
> 1, affix a sample-size prefix: nSDT.
In the psychological literature, binary-choice decision making

s often modelled using the drift–diffusion model (DDM) (Balci
t al., 2011; Bogacz et al., 2006; Ratcliff, 1978; Simen et al., 2009).
lthough previous work has highlighted the parallels between
DM models and the SPRT, it is possible to view the DDM model
tself as eschewing the statistical inference framework that un-
erpins the SPRT and hence to view the decision process as a
echanistic, accumulation-to-threshold process. In the DDM, the
eight of evidence in support of one hypothesis over the other

ollows the trajectory of a particle diffusing with a drift velocity
the magnitude of which depends on the discriminatory quality

f the sensory input) to an absorbing boundary (Gold & Shadlen, t

3

007; Ratcliff, 1978). DDM models successfully explain observed
rror rates and RT distributions from a great many experimental
tudies of binary-choice decision tasks over a range of domains
see Ratcliff & McKoon, 2008; Ratcliff et al., 2016 for compre-
ensive reviews). They have also been used to explain subject
esponses in categorization and memory retrieval tasks (Ratcliff,
978; Voss et al., 2013). It is well recognized that the DDM can be
iewed as a continuous-time, special case of the SPRT. By directly
howing the equivalence between the SPRT and a discretized
ersion of the DDM, the map between both models’ parameters
as been derived (Bitzer et al., 2014).
In both SPRT and DDM, optimal behaviour depends crucially

n using the optimal threshold values for the evidence. The opti-
al thresholds in the DDM have been shown to satisfy a transcen-
ental equation that is therefore solved numerically (Bogacz et al.,
006). However, the derivation of the equivalent transcendental
quation for optimal thresholds in the SPRT relies on Wald’s
pproximations for the thresholds, which can break down when
here are higher rates of type I and type II errors (Edwards, 1965).
qual costs for both type I and type II errors are often assumed:
n assumption that is not always ecologically valid. Consider for
xample the drastically different costs associated with an animal
aking a false positive or a false negative when looking out for
redators. In this example, the costs of the type I and II errors
becoming startled for no reason versus possible death) are highly
symmetric. One proposal for how animals could deal with this
roblem is that thalamus and cortex combine to implement in-
eracting SDT (fast-but-inaccurate) and SPRT (slow-but-accurate)
odels for predator avoidance (Trimmer et al., 2008). Asym-
etric error costs have also been investigated in the context
f reward-rate maximization where direct simulation revealed
n empirical relationship between the error costs and evidence
tart-point in the DDM (Bogacz et al., 2006). Recent work that
ntegrates reinforcement learning with diffusion decision-models
as shown that adaptation of DDM parameters during learning
an account for improvements in task performance over time
ven if the resulting behaviour is suboptimal (Fontanesi et al.,
019; Miletić et al., 2020; Pedersen et al., 2017).
In their original forms, the SPRT and the DDM incorrectly pre-

ict RT distributions under certain conditions and so have been
odified over the years to fit the empirical RT data. For instance,
xperimental studies have shown that when accuracy is stressed
n task instructions, error responses are typically slower than
orrect responses, and when speed is stressed in instructions,
rror responses are typically faster than correct responses (Luce,
986; Swensson, 1972). Standard diffusion decision models can-
ot explain these results because if thresholds are assumed to
e symmetrical and the drift rate is held constant across trials,
hen the DDM predicts equal mean RTs for both error and cor-
ect responses — an outcome which is almost never observed
mpirically (Ratcliff et al., 2016). However, disparities between
orrect and error RTs can be recovered in diffusion models by
llowing inter-trial variability in both the signal strength, which
ccounts for slow errors, and the initial evidence, which accounts
or fast errors (Laming, 1968; Ratcliff, 1978, 1981; Ratcliff et al.,
999). Some authors have commented that allowing this degree
f flexibility in DDM models means they can explain any pattern
f data, thereby rendering them unfalsifiable (Jones & Dzhafarov,
014), but these arguments apply only to a more general class
f models that allow arbitrary parameter distributions across
rials (Heathcote et al., 2014). In reality, inter-trail variability
n the DDM is strictly constrained to specific distributions that
ave been applied consistently in modelling studies (Smith et al.,
014).
A recent development in perceptual decision-making research

s the recognition that in the repeated trial version of the compu-

ational task, the optimal decision threshold that maximizes the
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eward rate is non-linear and time-varying rather than constant.
n this case, dynamic programming techniques are used to derive
he optimal decision boundaries, and the precise nature of the
oundary time-dependency is related to experimental factors
uch as inter-trial delay times or time penalties for errors (Dru-
owitsch & Pouget, 2012; Malhotra et al., 2018; Tajima et al.,
019). It has been pointed out, however, that optimality in these
ases depends on a linear costing of time; in the more ecologically
alid case where rewards are time discounted, DDM-like models
ith collapsing boundaries are not optimal (Marshall, 2019; Stev-
rson et al., 2019). For clarity in introducing the key concepts
or perceptual decision making, this paper focuses only on the
omputational problem of maximizing reward on a single trial,
or which it is known that the optimal boundary is constant in
ime.

mplementation level. Analysis of the physical implementation of
he SDT and SPRT algorithms can be broken down so that we
onsider two interacting systems: the sensory evidence accumu-
ation system, and the action-selection system. A canonical neural
heory of sensory evidence accumulation says that evidence is
epresented in the firing rates of a neuron–antineuron pair that
esponds selectively to the two possible states in a binary-choice
ask (Gold & Shadlen, 2001, 2002), specifically in the differ-
nce of the neuron–antineuron pair’s instantaneous firing rates,
s observed in electrophysiological recordings of single neurons
n both primates and rodents during binary-choice perceptual
ecision-making experiments (Hanks & Summerfield, 2017). For
he implementation of action selection, evidence for the pre-
ise mechanism underlying its neural implementation remains
bscure — although there is a consensus that the basal ganglia
lays a role. Indeed there have been several proposals for how a
eural circuit might implement such a scheme (Bogacz & Gurney,
007; Kropotov & Etlinger, 1999; Lepora & Gurney, 2012; Red-
rave et al., 1999). Also currently unclear, however, is how the
rain would represent and learn the mapping from the sensory
vidence to the optimal action, and how actions could remain
ptimal under changed environmental context (Lepora & Gurney,
012; Simen et al., 2006).

. Signal detection theory with multiple samples

.1. Theory

In a typical problem from decision theory, the decision-making
gent receives evidence about the true state of the world and uses
his as a basis for a decision, which may or may not correspond
o the true state. In SDT, there are two possible world states, s0
nd s1, which correspond to the absence or presence of a signal.
he decision-making agent has two hypotheses—H0: (s0 is true),
nd H1: (s1 is true)—about the possible true state. In n-sample
ignal detection theory (nSDT), the agent samples a fixed and
redetermined number n observations, x = (x1, . . . , xn), which is
sed as evidence to select the hypothesis, Hk, that best indicates
he true state, sk (k ∈ {0, 1}).

Signal detection theory uses a probabilistic framework that
ncorporates the inherent uncertainty in decision-making us-
ng noisy observations. Each observation is regarded as a 1-
imensional random variable, X , drawn from one of two prob-
bility distributions, f0 and f1, which correspond to the absence
r presence of the signal (states s0 and s1 respectively). When the
rue state is s0 there is no signal; only noise is present and so the
bservation x is drawn from f0. When the true state is s1, there is
signal in addition to the noise and so the observation x is drawn
rom f1:

p(x|s0) = f0(x), (1)

p(x|s1) = f1(x).

4

In this way, the true state is partially hidden from the observer
since the observed perceptual effect, x, is noisy and may not
completely distinguish the two states, s0 and s1.

We can generalize from the single observation case to multiple
observations. For multiple observations it is assumed that there
are a fixed and predetermined number of observations, n, to
be used as the evidence base for a decision. The full sample
of n observations is denoted by the n-dimensional vector x =

x1, . . . , xn). If we assume stationarity over the sampling period,
then observations are independent and identically distributed.
This means the likelihood of the complete sequence of observa-
tions, x = (x1, . . . , xn), generated by the process, fk, is given by
the product of the likelihoods of each individual observation,

p (x|sk) = fk(x1)fk(x2) . . . fk(xn) =

n∏
i=1

fk(xi). (2)

Given an observation (or set of multiple observations), the agent
must have a rule that maps those observations to a decision.
In general, observations are mapped to a decision variable that
is then compared, or tested, against a decision criterion. This
constitutes the decision rule for the agent to detect the presence
of a signal; i.e., choosing H1: (s1 is true) over H0: (s0 is true).

One such simple decision rule is to compare the likelihood
ratio for observations x against a threshold, θ . The likelihood ratio
LR(x) is

LR (x) =
p (x|s1)
p (x|s0)

=
f1(x1)f1(x2) . . . f1(xn)
f0(x1)f0(x2) . . . f0(xn)

=

n∏
i=1

f1(xi)
f0(xi)

, (3)

and the likelihood ratio test of the hypotheses is

if LR(x) ≥ θ, choose H1,

if LR(x) < θ, choose H0.
(4)

The threshold, θ , partitions the event space of LR(x) (the real
number line) into two exhaustive and mutually-exclusive regions
that correspond to selection of H0 or H1.

The four possible decision outcomes, using the terminology
sually found in psychological literature, are shown in Fig. 1b.
ver a number of decisions we can characterize the agent’s per-
ormance by the ratios of the hit and false-alarm counts to the
otal number of decisions — the ‘‘hit rate’’ and the ‘‘false alarm
ate’’, respectively. In this paper we refer to the hit rate as the
rue positive rate (TPR) and the false alarm rate as the false
ositive rate (FPR). It will also be useful to define the two error
robabilities for any given decision: α is defined as the probability

of a false positive (false alarm) and β is defined as the probability
of a false negative (miss). Decision performance is characterized
using the pair (α, β), which is known as the strength of the
test. Neyman and Pearson showed that for fixed n and given
probability of a false positive (α, the test size), the likelihood ratio
test in Eq. (4) maximizes the probability of a true positive (1−β ,
the test power), and so is the most statistically powerful test of
the hypotheses (Neyman & Pearson, 1933).

3.1.1. Optimal decisions without likelihood functions
In psychophysics applications, it is often assumed that obser-

vations are distributed according to one of two Gaussians with
means µ0 and µ1 (µ0 < µ1) and equal variance, σ 2 (Fig. 1a). In
this case, observations are distributed according to,

p (x|sk) = fk (x) =
1

σ
√
2π

e−
1

2σ2 (x−µk)
2
, (5)

where the index, k ∈ {0, 1}, corresponds to the true state sk. The
difference in the means, µ1 −µ0, represents the size of the signal
if it was not corrupted by noise. If the likelihood functions, f0
and f , overlap, then there is uncertainty about the true state. The
1
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Fig. 1. Comparing single- and multiple-sample SDT. a, Equal-width Gaussian distributions assumed to underly the observations in SDT. b, Possible outcomes of a
ecision in SDT. c, Example plots demonstrating the effect of multiple samples on SDT for equivariant Gaussians; left panel, Blue curves are Gaussian distributions
or observations arising from noise only; red curves are Gaussian distributions for observations arising from the signal added to the noise. Dashed curves show
istributions of the sample mean for sample size n = 1; solid curves show distributions of the sample mean for sample size n = 5. The discriminability of the two

hypotheses increases between n = 1 and n = 5 (functions overlap less); middle panel, the probability of choosing H1 plotted as a function of the decision threshold,
θ . Blue curves are for condition: H0 is true, and red curves are for condition: H1 is true. The increased sample size increases the gradient of the sigmoid function
(solid curves); right panel, datapoints from the red and blue, solid and dashed curves (middle panel) are plotted parametrically against each other (the implicit
variable is θ ) to produce the receiver operating characteristic (ROC) curve for the signal detection task in left panel. The difference between the area under the curve
measures for the solid (n = 5) and dashed (n = 1) curves indicates the increase in test accuracy from the larger sample. Dotted straight line partitions ROC plot
into better-than-chance (above) and worse-than-chance (below) regions. (For interpretation of the references to colour in this figure legend, the reader is referred
to the web version of this article.)
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difficulty of discriminating the two states can be quantified by the
discriminability, d′, which is defined as the ratio of the absolute
difference of the means to their shared width,

d′
=

|µ1 − µ0|

σ
. (6)

The discriminability, d′ can be thought of as a measure of the
quality of a sensory cue for separating the presence of a stimulus
from background noise (Green & Swets, 1966).

The equal-width Gaussian assumption has important impli-
cations for the implementation of the Neyman–Pearson test in
Eq. (4). Using the argument that any monotonic function of the
likelihood ratio can be used as the decision variable, it can be
shown that simply testing the mean of the raw observations in
the sample, x against a threshold will give the most powerful
test of the hypotheses (see Appendix A for derivation) (Bogacz
& Gurney, 2007; Green & Swets, 1966),

1
n

n∑
i=1

xi ≥ θ ′. (7)

Note that the test in Eq. (7) does not require explicit calcu-
lation using the likelihood functions, f1 and f0. So long as the
underlying distributions are equal-width Gaussians, then a purely
mechanistic scheme, which accumulates sensory data and tracks
the number of observations for testing against a threshold, is
equivalent to the most powerful test of the hypotheses from the
observations.
5

3.1.2. Discriminability depends on sample number
Increasing the number of samples, n, improves the accuracy of

decisions because the sample mean is itself Gaussian distributed
with a variance that reduces with n,

x ∼ N (µx, σx(n)). (8)

When using the mean of the observations as the decision variable,
one is trying to discriminate between the distributions of the
sample means that arise from processes f0 and f1. The sample
ean distribution, conditioned on the true state, sk, is given by,

(x|sk) = gk (x; µk, σx) =
1

σx
√
2π

e
−

1
2σ2

x
(x−µk)

2

. (9)

Example distributions are plotted in the left panel of Fig. 1c.
The means of the sample mean distributions are the same as
the means of the assumed underlying processes, f0 and f1, but
the standard deviation of the sample mean distributions, σx (also
known as the standard error of the mean), decreases as the
number of observations, n, increases,

σx(n) =
σ

√
n
. (10)

o the discriminability of the mean distributions, d′

x, scales with
√
n,

d′

x =
µ1 − µ0

=
√
n
(

µ1 − µ0
)

=
√
nd′, (11)
σx σ
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here d′ is the discriminability of hypotheses H0 and H1 with
a single observation (Eq. (6)). From the perspective of signal
detection theory, taking additional observations is equivalent to
increasing the discriminability of the two hypotheses, H0 and H1.1

It follows from Eqs. (7) and (9) that the probability of detecting
a signal (selecting H1) conditioned on the true state, sk, is the
integral of probability density gk(x) over the interval (θ, ∞):

Pr(H1|sk) = Pr(x > θ ) =

∫
∞

θ

gk(x)dx = 1 − Gk(θ ), (12)

where Gk is the cumulative distribution function of the sample
mean x. Evaluating this integral gives the probability of detecting
a signal pk (conditioned on sk) as a function of θ :

pk(θ ) = Pr(H1|sk) =
1
2
erfc

(
θ − µk

σx
√
2

)
, (13)

here erfc is the complementary error function (see middle panel
f Fig. 1c for example plots).

.2. ROC curves for nSDT

The effect of sample size on signal-detection performance can
e visualized by constructing a receiver operating characteristic
ROC) curve at each n. The ROC curve is a tool for evaluating
he performance of probabilistic binary classifiers and can also
e used to visualize the effect of the threshold value on nSDT
est accuracy (Fawcett, 2006). The expected true positive rate
TPR) and false positive rate (FPR) are calculated using Eq. (13)
nd are plotted parametrically against each other with θ as an
mplicit variable running from −∞ at (TPR, FPR) equals (1, 1)
o ∞ at (0, 0) for different values of n (Fig. 1c, right panel).
he curves show the degree to which the agent can bias their
ecisions, changing the relative occurrences of true positives and
alse positives by altering the value of their decision threshold, θ .

All valid coordinates (FPR, TPR) along ROC curves map uniquely
o a sample size and threshold pair (n, θ ), which means that the
air (n, θ ) provide alternative coordinates in ROC space. This is
emonstrated in Fig. 2 where each solid ROC curve represents
he n coordinate, and the grey dashed lines running across these
urves represent the θ coordinate (the grey lines join points in
OC space with the same threshold value).
A common measure for comparing classifiers over all crite-

ion values is to use the area under the curve (AUC): a larger
UC indicates better performance on the binary classification
est (Fawcett, 2006). The AUC increases with n (ROC curves are
ocated further to the upper left quadrant at higher n), indi-
ating the increase in test performance with increasing n. The
OC curves in Fig. 2 allow us to visualize the smallest possible
ample size, n, to guarantee type I and II error probabilities (α, β).
his is useful because in statistical hypothesis testing one wants
o ensure that enough data is collected to observe the signal
the power of the test, 1 − β) whilst also achieving a minimal
cceptable false positive rate (the size of the test, α).

.3. Cost of optimal decision making for nSDT

To obtain a measure of optimality for decision making, we
ave to understand the agent’s goal or objective. For instance,
ne objective might be to simply minimize errors by choosing the
aximum a posteriori probability hypothesis, whereas another
bjective might be to choose the hypothesis that minimizes the

1 The equivalence of the nSDT and the familiar one-sided test concerning the
ean of a Gaussian with known variance is demonstrated in Appendix B.
6

Fig. 2. Summary ROC plot for SDT with n observations. Each curve corresponds
to the ROC curve for nSDT with n observations on the discrimination task shown
n Fig. 1a. Points in ROC space with the same decision threshold values are
onnected by the grey dashed lines.

xpected decision cost. In this paper, we assume that the opti-
ality criterion is minimization of the expected decision cost per
ingle trial.
Agents can change the relative occurrence of type I and II

rrors in their decisions by shifting their threshold values. By
nderstanding the costs of type I and II errors, agents can de-
ermine the optimal threshold, which is defined as the threshold
hat minimizes the expected overall cost of the decision.

Following the examples in Green and Swets (1966) and Lynn
nd Barrett (2014), it is possible to show that if the decision
ariable is LR(x) then the optimal threshold is simply the ratio of
he type I and II error costs. First, assume that no cost is incurred
or making a correct decision. If W0 is the cost of a false positive
erroneously selecting H1 when H0 is true), then the expected
ost, C , of choosing H1 when we have sampled observations x is,

[C |x, choose H1] = W0 · p (x|s0) . (14)

imilarly, if W1 is the cost of a false negative (erroneously select-
ng H0 when H1 is true), the expected cost of H0 is,

[C |x, choose H0] = W1 · p (x|s1) . (15)

herefore, to minimize the expected cost of a decision, the crite-
ion for choosing H1 is,

[C |x, choose H1] < E [C |x, choose H0] . (16)

t then follows (substituting (14) and (15) into (16)) that,

p (x|s1)
p (x|s0)

>
W0

W1
, (17)

showing that the threshold on the likelihood ratio for choosing
H1 is simply the ratio of the costs for type I and II errors. If we
want to use the sample mean as the decision variable, then we
can use the test in Eq. (7). Explicitly, the decision rule minimizing
expected cost is

if LR(x) ≥ W0/W1, choose H1,

if LR(x) < W0/W1, choose H0.
(18)

If we want to use the sample mean as the decision variable, then
we can use the test in Eq. (7), where the optimal threshold that
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Fig. 3. Sequential probability ratio test. a, Histogram of number of observations at decision time for 1000 SPRT trials. b, Example trajectories are shown from 5
SPRT trials where the true hypothesis was H1 . On one of the trials the accumulated evidence crosses threshold θ0 and so H0 is incorrectly selected (red curve). In
general, the accumulated evidence, Z , follows a random walk that resembles trajectory of a particle diffusing with drift to an absorbing boundary. c, False positive
(blue curve) and true positive (red curve) rates (calculated from 1000 SPRT trials) plotted against decision threshold. We have forced Θ0 = Θ1 in order to visualize
on 2-dimensional plot. Decision making is not at chance level when Θ = 0 (TPR and FPR do not converge to 0.5) because there is a bias in the direction of
the first evidence chunk that depends on the true state. The decision rule still distinguishes positive and negative evidence. The average sample size, n, increases
monotonically with decision threshold (green curve). d, Comparison of SPRT and nSDT ROC curves for sample size (on average in the case of SPRT). That the SPRT,
n = 5 curve lies to the upper left of the equivalent nSDT curve indicates the increased accuracy of the method for the same expected sample size. The SPRT n = 1
curve is simply the midpoint of the equivalent nSDT curve (this is because of the assumption Θ0 < 0 < Θ1) and represents where the SPRT thresholds become
anishingly small. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)
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inimizes the decision cost, θ ′∗, is,

θ ′∗
=

[
log (W0/W1) − B′

]
A′

, (19)

here A′ and B′ (defined in Appendix A) depend on the underly-
ing distribution parameters.

In summary, if the costs are known, then we can calculate
he optimal decision threshold. If the costs are unknown, how-
ver, then a natural framework for the agent to find the optimal
hreshold is reinforcement learning (Lepora, 2016).

. The sequential probability ratio test

.1. The SPRT procedure

The SPRT is from the same family of hypothesis tests as nSDT
ut differs in that instead of performing a single test on a pre-
etermined number of observations, the SPRT performs a hy-
othesis test after each observation. At the nth observation, xn,
he collected evidence xn = (x1, . . . , xn) is an n-dimensional
vector that grows with each observation. Assuming stationarity,
as in the fixed sample case, the likelihood of the evidence after n
observations is the product of the likelihoods of all the individual
observations,

p (xn|sk) = fk(x1)fk(x2) . . . fk(xn) =

n∏
i=1

fk(xi), (20)

when sk is the true state. Similarly to the nSDT, the likelihood
ratio LR(x) can be used as the decision variable,

LR (xn) =
p (xn|s1)
p (xn|s0)

=

n∏
i=1

f1(xi)
f0(xi)

. (21)

After each observation, a hypothesis test is applied but instead of
being compared with a single threshold, as in nSDT, the decision
variable, LR(x), is tested against two threshold parameters, θ0 and
θ1,

if LR(xn) ≥ θ1, choose H1,

if LR(xn) ≤ θ0, choose H0.
(22)

If neither condition is satisfied, θ0 < LR(xn) < θ1, then the
selection of either hypothesis is deferred and another observation
 t

7

is made. The parameters, θ0 and θ1, are known as the decision
thresholds for H0 and H1.

4.2. Optimal decisions without likelihood functions

Using the log of the likelihood ratio as the decision variable
has the benefit that evidence accumulates as a simple sum at each
observation,

log LR(xn) = log
p (xn|s1)
p (xn|s0)

=

n∑
i=1

log
f1(xi)
f0(xi)

. (23)

uppose we then define a new decision variable, Zn, that accumu-
ates evidence iteratively,

n = Zn−1 + zn, zn = log
f1(xn)
f0(xn)

, (24)

with a decision rule that makes comparison with the log trans-
form of the two thresholds, Θk = log θk, k ∈ {0, 1}:

if Zn ≤ Θ0, choose H0,

if Zn ≥ Θ1, choose H1, (25)
if Θ0 < Zn < Θ1, take observation.

Although not shown here, the agent can also incorporate priors
on the hypotheses H0 and H1 (see Appendix C).

By plugging the Gaussian model for the observations in Eq. (5)
into the processes, f0 and f1 in Eq. (24), it is straightforward to
show that the evidence increment, zn, is affine in x (of the form
f (x) = ax + b, where a and b are arbitrary constants),

zn =
µ1 − µ0

σ 2 x +
µ2

0 − µ2
1

2σ 2 . (26)

This means that the evidence increment, zn, is itself in effect
sampled from a Gaussian distribution,

zn ∼ N
(
µz, σ

2
z

)
, (27)

of mean µz and variance σ 2
z . The nth increment, zn, is negative

or positive if the observation is more likely to have arisen from
process f0 or f1, and so the accumulated evidence, Zn, follows

random trajectory with dynamics that drifts towards either
hreshold depending upon µ and σ (Fig. 3b).
z z
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By definition, the mean of the evidence increment, µz , is the
expected evidence increment conditioned on the true state, sk,
which equals the expected log likelihood-ratio conditioned on sk,

µz = E [zn|sk] = E
[
log

f1(xn)
f0(xn)

|sk

]
. (28)

If, for example, s1 is true then the expectation of the log
likelihood-ratio is,

E
[
log

f1(xn)
f0(xn)

|s1

]
=

∫
x

f1(x) log
f1(xn)
f0(xn)

dx, (29)

which can be equivalently considered a Kullback–Leibler (KL) di-
vergence, DKL (a measure of the difference in the two probability
distributions f0 and f1), since DKL is defined:

DKL(f1(x) ∥ f0(x)) =

∫
x

f1(x) log
f1(xn)
f0(xn)

dx. (30)

he greater the difference, the simpler the task and the greater
he expected increment in the evidence at each observation.
hen s1 is true, the distribution mean (or drift rate), µz , is related

to the KL-divergence by

µz = E [zn|s1] = E
[
log

f1(xn)
f0(xn)

|s1

]
= DKL(f1(x) ∥ f0(x)), (31)

and when s0 is true, it is related by

µz = E [zn|s0] = E
[
log

f1(xn)
f0(xn)

|s0

]
= −DKL(f1(x) ∥ f0(x)). (32)

Note the difference in signs between expressions (31) and (32),
which results in Zn diffusing on average towards the appropriate
decision boundary.

Because the evidence increment, zn, is linear in x, we can
write the recursive SPRT update rule in terms of the samples xn.
Substituting (26) into (24),

Zn = Zn−1 + Axn + B, (33)

where A = (µ1 − µ0)/σ 2 and B = (µ2
0 − µ2

1)/2σ
2). So, in a

similar manner to that demonstrated for nSDT, a purely mecha-
nistic scheme involving one accumulator, Zn, and two thresholds,
(Θ0, Θ1), is sufficient to perform SPRT and hence the equivalent
optimal causal inference, without the need to fully represent the
likelihood functions, f0 and f1.

4.3. Relationship between SDT and the SPRT

A central message of this paper is that SDT and the SPRT are
closely related decision methods. SDT uses one observation and
one threshold that partitions the decision variable’s event space
into two regions, whereas SPRT uses an initially-undetermined
number of observations and two decision thresholds that parti-
tion the decision variable’s event space into three regions. Here
we show that a limiting case of the SPRT gives a decision rule that
is equivalent to single observation SDT (Fig. 4a). By definition,
the SPRT thresholds are constrained so that Θ0 < Θ1. If we
allow the difference between the thresholds δ = Θ1 − Θ0, to
become vanishingly small so that Θ1 ≈ Θ0 ≈ Θ , then the region
in the event space of Zn that corresponds to further sampling
collapses: this leaves the event space of Zn partitioned into just
two regions that correspond to choosing H0 or H1, as is the case
for SDT (Fig. 4a). Setting Z0 = 0 and allowing −∞ < Θ < ∞, the
following decision rule recapitulates the behaviour of SDT:

if Z1 < Θ, choose H0, (34)

if Z1 ≥ Θ, choose H1,

8

where Z1 = z1 = Ax1 + B. As in SDT, the expected sample
size E[n] = 1 for SPRT, since the decision rule in Eq. (34) is
surely satisfied after one observation. The decision can be biased
in the same way as in SDT by changing the value of the single
threshold Θ .

4.4. Relationship between the DDM and the SPRT

It has long been understood that the pure DDM implements
the SPRT where the assumed underlying distributions in the SPRT
model are equal-width Gaussians (Bogacz et al., 2006). More
recently, Bitzer et al. (2014) showed explicitly the relationship
between DDM and SPRT model parameters in a study that proved
the equivalence of the SPRT and a discretized version of the DDM.
Here, we review the main results from that study.

In the original form of the DDM, evidence, y(t), accumulates
over time according to a Wiener diffusion process with drift,

dy = v dt + s dW , (35)

where the drift term v dt represents the average evidence incre-
ment per unit time, s dW represents the amount of diffusion and
W is a Wiener process. Decisions are taken when the accumu-
lated evidence y(t) crosses a threshold, D, |y(t)| ≥ D (assuming
ymmetric decision thresholds). Discretizing this process gives,

t − yt−∆t = v∆t +
√

∆tsϵt , (36)

here ϵt ∼ N (0, 1) is a noise variable drawn from a standard
aussian distribution. Already we can see the similarity to the
PRT process: the equations for both the DDM (Eq. (36)) and the
PRT (Eqs. (24) and (27)) describe the same accumulation process,
ith at each time step the evidence increment being Gaussian
istributed. Since we are now considering observations in time,
ather than in some sequence that can be indexed by n, the SPRT
observations at time t are drawn from a Gaussian distribution
with variance σ 2∆t:

xt ∼ N (µk, σ
2∆t). (37)

ubstituting this model for the observations into the recursive
PRT in Eq. (24) yields an equivalent equation for the discretized
DM in Eq. (36) and reveals the following relations between the
arameters of the two models:

=
µ2

0 − µ2
1

2(∆t)2σ 2 + µk
µ1 − µ0

(∆t)2σ 2 , (38)

=
µ1 − µ0

σ∆t
, (39)

= Θ, (40)

here we have assumed symmetric thresholds in the SPRT
−Θ0 = Θ1 = Θ). Furthermore, if we constrain the distribution
eans so they are symmetric about zero, µ1 = µ, µ0 = −µ, then

hese relationships simplify to,

= ±
2µ2

(∆t)2σ 2 = ±
d′2

2(∆t)2
, (41)

=
2µ
σ∆t

=
d′

∆t
, (42)

where v is positive or negative depending on which is the true
distribution.

The drift and the diffusion in the DDM are related to the
discriminability of the distributions in the equivalent SPRT model
(Fig. 5). Taken together, we can say that for any given SPRT
model where the assumed distributions are equal-width Gaus-
sians, an equivalent DDM model can be found that gives exactly
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Fig. 4. Relationship between SDT and the SPRT. a, Effect of the difference between symmetric SPRT thresholds on the TPR and FPR. In the limiting case, where the
difference between SPRT thresholds is vanishingly small, the SPRT is equivalent to the single sample SDT. b, Table summarizing sampling methods for SDT, nSDT and
SPRT. ‘‘Interrogative’’ and ‘‘free-choice’’ paradigms refer to the corresponding experimental paradigms for binary-choice tasks. Sample size in nSDT is a predetermined
and fixed constant, k. Conversely, the sample size in the SPRT, is initially undetermined and in effect randomly sampled from a probability distribution governed by
the decision thresholds (assuming fixed task parameters).
t
m

the same error probabilities and decision times as the original
SPRT model (Bitzer et al., 2014). If the SPRT thresholds are op-
timally set to minimize the expected loss, or risk, then the equiv-
alent DDM also minimizes decision risk. This reiterates a previous
point that for SPRT models of the form considered here, explicit
representation of the likelihood functions is not necessary.

4.5. The importance of the threshold values

In the SPRT, the threshold pair (Θ0, Θ1) completely deter-
ines the type I and type II error probabilities. If we define the
ecision error e = {0, 1} for correct/incorrect decisions, then the

type I and II error probabilities are equivalent to the expected
decision error conditioned on sk; i.e.,

E0[e] = Pr(H1|s0),
E1[e] = Pr(H0|s1).

(43)

lso, since the evidence increment, zn is a random variable, it
follows that the number of steps taken to reach a decision, n, is a
andom variable, the distribution of which is determined by the
hreshold-pair values (Θ0, Θ1) (see Fig. 3a for example n distri-
ution). Recognizing this, we can write these expected errors and
xpected decision time, E[n], as functions of the thresholds,

E0[e] = g0(Θ0, Θ1),

E1[e] = g1(Θ0, Θ1), (44)

[n] = g (k)(Θ , Θ ).
k n 0 1

9

In other words, the thresholds uniquely determine the expected
decision accuracy and average sample number.

4.6. ROC curves for SPRT

In a similar analysis to that for nSDT, we can use ROC curves
o investigate the performance of the SPRT as a binary decision-
aker (Figs. 3d and 6). In contrast to the ROC curves for nSDT,

which are calculated directly using expressions (13) and (10), the
analogous curves for the SPRT shown in Fig. 6 were obtained
by first modelling the functions mapping the thresholds to the
error rates and average sample size in (44), and then using these
models to extract the ROC coordinates corresponding to integer-
valued average sample sizes. The full details are in Appendix D,
but in brief, Gaussian process (GP) models were used to regress
the errors and average sample size over the threshold values. We
used two approaches to produce the necessary datasets for the GP
models: the first was to use analytic approximations that relate
the thresholds to the expected error rates and expected number
of time steps (see Appendix D.1.1 for expressions); the second
was to use a large number of simulated SPRT trials over a range
of threshold values (see Appendix D.1.2 for simulation details).

Comparing the two plots in Fig. 6 derived from analytic and
simulated datasets, there are discrepancies between the ROC
curves arrived at using the two different methods. This is because
the approximate relationship between the thresholds and the

error rates, based onWald’s inequalities (Eq. (D.1)), break down in
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Fig. 5. Schematic illustrating the relationship between the SPRT and DDM model parameters. The drift rate parameter, v, in the equivalent DDM model is proportional
o the square of the discriminability parameter, d′ , in the SPRT model, whereas the DDM noise parameter, s, scales linearly with d′ .
Fig. 6. Summary ROC plots for SPRT. The dashed grids show the alternative threshold coordinate systems in ROC space derived from: a, simulated SPRT trials; and
b, analytic expressions.
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some regions of ROC space due to the discrete nature of the SPRT
observations. Because the evidence arrives in discrete chunks, the
evidence is unlikely to be equal to the threshold value when
the decision is made; most often, the evidence overshoots the
threshold. The smaller the threshold value, the more likely it is
that the evidence overshoots the decision threshold by a larger
margin, and the larger this overshoot, the less accurate Wald’s
approximation relationships become. Smaller thresholds mean
faster decisions but less accuracy and so when there are high
error rates, Wald’s approximate relationships break down.

However, Wald (1947) made clear that his threshold approxi-
ations did not represent the relationships between the thresh-
lds and error rates per se but that setting the thresholds to

the approximate values in Eq. (D.2) would not, in practice, harm
the efficiency or accuracy of the SPRT, provided the sampling
cost is not very high. In analysing the consequences of using
the threshold approximations, Wald (1947) argued that low error
rates are normally desired (typically in the range 0.01–0.05), and
so inaccuracies in error rates resulting from approximate thresh-
olds ‘‘could be neglected for all practical purposes’’, without this
necessarily being the case in high error-rate regimes (see shaded
region in Fig. 6b). Nonetheless, considering higher error rates due
to time pressure is commonplace when modelling psychophysics
data, and then Wald’s approximations can be very inaccurate
for fast decisions at small threshold values (Fig. 6b). Here, our
simulated ROC curves (Fig. 6a) are arrived at empirically, and
10
so we regard these as more accurate estimates for the true ROC
curves than those arrived at through the analytic approximations
(Fig. 6b). It is worth noting that the analogous analytic results for
the error rates and decision time in the DDM are exact (Bogacz
et al., 2006). This is because evidence accumulates continuously
in the DDM (Eq. (35)), thus avoiding the error introduced by
collecting evidence in discrete chunks.

The most noticeable difference between the simulated and the
analytic plots in Fig. 6 is that the simulated ROC curve for E(n) =

is a single point in the middle of the nSDT n = 1 ROC curve (see
ig. 3d), whereas the corresponding analytic curve inaccurately
pans all values of FPR and TPR. The ROC curve for E(n) = 1 is a
single point because of the assumed starting point of the evidence
(Z0 = 0) and the condition that the two evidence bounds should
satisfy Θ0 < 0 < Θ1; this means that in the simulated case, an
average sample number of one is only possible with vanishingly
small thresholds (the limiting case where limδ→0 δ = Θ1 − Θ0,
where Θ1 = −Θ0).

We can visualize the transformation instantiated by SPRT be-
tween the threshold space and ROC space by plotting the coor-
dinate grids for the threshold pair (Θ0, Θ1) alongside the ROC
curves (see grids in Fig. 6). These grids are analogous to the alter-
native coordinate grid plotted in ROC space for nSDT in Fig. 2. We
note that for nSDT the map is from the sample size and decision
threshold, (n, θ ), to the error probabilities, (α, 1 − β), whereas
in SPRT the map is from the two decision thresholds, (Θ , Θ ),
0 1
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o the error probabilities (α, 1 − β). In other words, in nSDT the
sample size and decision threshold together determine the error
probabilities, whereas in SPRT it is the decision thresholds alone
that determine the error probabilities.

We can also use ROC space to visualize the sample efficiency
gain made by using the SPRT over nSDT. As mentioned ear-
lier, the SPRT is optimal in the sense that it minimizes the ex-
pected sample size for a given test strength (α, β) (Ghosh, 1970;
Wald & Wolfowitz, 1948). The relative efficiency, η, of SPRT to
SDT, i.e., the relative reduction in sample size n, at a given test
strength, is defined as (Wald, 1947),

η(α, β) =
nsdt(α, β)

E[nsprt](α, β)
. (45)

he relative efficiency, η, is quantified for a range of type I
nd II error probabilities by comparing the equivalent SPRT and
DT ROC-curves; that is, those where nsdt = E[nsprt] (Fig. 7).

At small SPRT threshold values (where SPRT resembles single-
sample SDT), the average percentage saving in n is of just a
few percent; conversely, for larger thresholds, the savings range
between 40% and 70%, consistent with observations made pre-
viously (Ghosh, 1970). As we see in the following section, the
efficiency gain’s importance can be quantified by assigning a cost
to each observation.

4.7. Cost of optimal decision making for SPRT

Wald and Wolfowitz (1948) showed that the SPRT is optimal
in that it minimizes the risk, R, of a decision. The risk is the
expected cost of the decision and is defined using a function
linear in the expected stopping time, Ek[n] (Ek corresponds to
true state sk) and the type I and II error rates Pr(H1|s0) = E0[e]
and Pr(H0|s1) = E1[e],

R(π,W , c) = π0 (W0E0 [e] + cE0 [n]) + π1 (W1E1 [e] + cE1 [n]) ,

(46)

where πk are the prior probabilities of states sk and c is the
cost per observation (Wald, 1945). If we assume uniform priors
(π0 = π1 = 1/2), divide through by c , and set the mean of the
expected stopping times E[n] =

1
2 (E0[n] + E1[n]), then

R(W , c)
c

=
1
2

(
W0

c
E0 [e] +

W1

c
E1 [e]

)
+ E [n] . (47)

We can see that there are only two free parameters: the cost
ratios, W0/c and W1/c , that determine the relative importance
of the sampling costs and type I/II errors costs. This is because
minimizing the right hand side of Eq. (47) also minimizes the risk.

The SPRT thresholds that minimize the risk, R, are defined as
the optimal thresholds and are denoted, (Θ∗

0 , Θ∗

1 ). It has pre-
viously been shown that there exists a unique mapping from
any cost-ratio pair (W0/c,W1/c) to (Θ∗

0 , Θ∗

1 ) (Wald & Wolfowitz,
1948). This relationship between the cost ratios and the thresh-
olds has been approximated but this relationship only holds when
Wald’s approximations for the thresholds are accurate (Edwards,
1965); i.e., it breaks down at high error rates. In a similar visual-
ization for the transform between threshold space and ROC space
done by the SPRT we can see the relationship between the cost
ratios and the optimal error rates and sample size by plotting the
corresponding cost-ratio grid alongside the ROC curves (Fig. 8);
details of how this plot was produced are in Appendix D.5). The
dashed lines illustrate the transform between cost-ratio space
and ROC space performed by SPRT. We can see the diminish-
ing returns on decision accuracy from additional observations
at high n: the ROC curves become closer together towards the
11
Fig. 7. The relative efficiency, η, of SPRT over nSDT for the discrimination task in
Fig. 1c. The relative efficiency characterizes the saving in observations by using
SPRT over nSDT.

Fig. 8. The map between the decision risk cost-ratios and SPRT performance.
This plot shows the map between cost-ratio coordinates and the optimal
expected TPR and FPR and sample size. This plot is similar to that in Fig. 6
except here the dashed grid shows an alternative cost-ratio coordinate system
in ROC space.

high-accuracy region of ROC space, which gives a corresponding
squashing of the cost-ratio coordinate system.

High cost ratios favour accuracy over speed, whereas low cost
ratios favour speed over accuracy. To provide an intuition for
how the optimum changes with different cost-ratio pair values,
we can visualize the risk, R, as a surface in threshold space
(Fig. 9). Symmetric cost-ratio pairs produce symmetric estimates
for (Θ∗

0 , Θ∗

1 ) (Fig. 9a,b). When W0/c = W1/c , the costs associated
with both types of error are equal and so equal thresholds are
necessary to balance the costs and minimize R. When cost ratios
are low (i.e. low error costs relative to sampling cost), deciding
immediately is optimal. Hence, the corresponding optimal thresh-
old pair (Θ∗

0 , Θ∗

1 ) is near the origin (0, 0), which ensures SDT-like
behaviour with a minimal number of observations (Fig. 9a). Con-
versely, when cost ratios are high (i.e. high error costs relative
to the sampling cost), the optimal threshold values are also high,
which leads to longer decision times (since sampling is cheap)
and more accurate decisions.
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Fig. 9. Decision risk surfaces plotted in threshold space for different cost-ratio pairs. The red dots indicate the position of the surface minima, i.e., the coordinates of
the optimal decision thresholds. Equal cost ratios have equal corresponding optimal decision thresholds (panels a and b), whereas unequal cost ratios have unequal
corresponding optimal decision thresholds (panels c and d).
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In the case of asymmetric cost ratios, the optimal threshold
alues are also asymmetric (Fig. 9c). If cost ratios are very asym-
etric, then the cost of one error type becomes vanishingly small

elative to the other error type, so the optimal decision is to
lways immediately decide in favour of the hypothesis with the
owest risk. SPRT implements this with a zero threshold value for
he low-risk hypothesis and a large threshold value for the high-
isk hypothesis. Overall, this means that it is extremely unlikely
hat a risky decision is made (Fig. 9d).

. Discussion

One of the goals of this paper was to make clear the rela-
ionship between multiple-sample nSDT and SPRT methods for
ptimal decision making in binary-choice tasks. In essence, these
wo methods differ only in their sample size rules but otherwise
ollow the same decision-making pattern: the agent’s posterior
elief of the world state is over only two states – ‘‘signal’’ and
‘noise’’ – and hence can be represented by a scalar test statis-
ic. The test statistic of the sample is compared to a decision
hreshold in nSDT, or upper and lower thresholds in SPRT. These
arameters completely determine the expected error rates of the
PRT and so provide an alternative coordinate system in ROC
pace (Fig. 6). The upper and lower bounds also determine the
xpected sample size because the SPRT stopping rule is coupled
o the decision rule. In the fixed sample case, the stopping rule is
ecoupled from the decision rule and so the sample size is needed
n addition to the decision threshold to define a point in ROC
pace (Fig. 2).
We also considered the specific situation of equal-width Gaus-

ian likelihoods, examining the result that linear combinations of
aw observations are sufficient for evidence accumulation in both
SDT and SPRT. A key aspect is that it is not necessary to explicitly
epresent the likelihood functions; representation is implicit in
hat the observations are sampled from those underlying distribu-
ions. Finally, we reviewed the parameter relationships between
he SPRT and the DDM and examined the map from cost ratios to
ptimal thresholds in the SPRT.

mplications for implementation of evidence gathering. Given our
ntroductory comments in this paper, let us look again at per-
eptual decision making using Marr’s three levels of analysis.
he computational task is defined as a signal discrimination task
etween two equal-width Gaussian distributions. The optimal
lgorithmic solutions to this task are nSDT and SPRT, which have
echanistic implementations that could plausibly be carried out
y biological neural networks. The question of how the brain
epresents and deals with uncertainty has lead to two compet-
ng proposals in the field: a population probability coding (PPC)
ramework and a sampling coding framework (Berkes et al., 2011;
12
Drugowitsch & Pouget, 2012; Lochmann & Deneve, 2011; Ma
et al., 2006). The results reviewed in this paper complement
the view that optimal Bayesian inference does not necessarily
require the brain to make calculations using likelihood functions,
but instead to sample from the underlying probability distribu-
tions (Griffiths, Vul et al., 2012; Haefner et al., 2016; Sanborn &
Chater, 2016).

For instance, in the equal-width Gaussian signal-
discrimination task, the Gaussian generative model is approxi-
mated by sampling from the underlying distribution. Then the
difficulties of combining multiple observations in a Bayesian
framework in the brain are avoided due to the additive properties
of Gaussian-distributed sensory evidence. This is consistent with
a long-standing proposal for models of binary-choice perceptual
decision making in which sensory evidence is represented by
the instantaneous firing rates of a neuron–antineuron pair that
respond selectively to the two states under consideration (Gold
& Shadlen, 2002). The weight of evidence is calculated by taking
the difference in the response of the two neurons, and simply
accumulates over time with some scaling. The scaling factor is
dependent on the underlying response-distribution parameters
and could be acquired and incorporated into the SPRT decision
thresholds.

Implications for implementation of optimal decisions. In animals,
erceptual decisions manifest as actions. The ideas reviewed in
his paper take the view that decision-making systems (action-
election systems) weight the available evidence according to
ontext and initiate actions. One limitation of this perspective
s that decisions and actions follow serially: action performance
oes not influence decisions. This serial model is successful in ex-
laining experimental data from constrained experimental tasks;
owever, there are a family of models for more ecologically-valid
asks where actions dynamically influence the decision process
n a closed loop — this is known as the embodied choice frame-
ork (Lepora & Pezzulo, 2015). That said, in both serial and
losed-loop decision models, actions result in feedback from the
nvironment, which allows trial-and-error learning of the optimal
hresholds.

We have seen in the SPRT that if priors on H0 and H1 are equal,
here exists a unique mapping from the cost-ratio pair to the
ptimal decision-threshold pair. If priors are not flat, then there
till exists a threshold pair that minimizes R(π,W , c) (Wald &
olfowitz, 1948). Optimal decision making in the SPRT therefore
eans finding the optimal threshold-pair conditioned on the
riors (π0, π1), type I and II error costs (W0,W1) and the sampling
ost c. One computational implementation for such learning is
o use a reinforcement-learning algorithm (Lepora, 2016). In this
cheme, optimal thresholds encode the parameters on which the
isk is dependent and there is no requirement to decode the opti-
al thresholds into the decision costs to make optimal decisions.
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einforcement learning would automatically take account of the
tatistics of previous experience as well as the decision costs.
One biological implementation of such a scheme could in-

olve encoding the thresholds as weights that act as a gain
erm on the collected evidence. It has previously been proposed
hat priors could be encoded in network weights (Ganguli &
imoncelli, 2010; Wei & Stocker, 2012). We suggest that these
ame weights could also be used to encode error and sampling
osts. In this way, the initiation thresholds for all actions on the
ain-adjusted evidence are constant and SPRT decision thresh-
lds are implemented by weighting the sensory evidence. That
aid, one disadvantage would then be that synaptic weights may
ot be able to reflect the dynamic changes in relevant contex-
ual information, since it is reasonable to assume that context
hanges would take place over a shorter characteristic time-
cale than that of synaptic plasticity. A work-around for this
roblemmight be for contextual information to be integrated into
ecision making via neuromodulation of the sensory evidence
ain-term (Cohen & Newsome, 2008; Haefner et al., 2016). A
easonable candidate for this gain modulation is dopamine, which
s known to encode motivational states and reduce the threshold
n action initiation (Collins & Frank, 2014; Salamone & Correa,
012).
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ppendix A. Optimal decisions without likelihood functions

An equivalent test to that in Eq. (4) can be constructed using
ny monotonic function of the likelihood ratio as the decision
ariable (Green & Swets, 1966). For example, if h is any monotonic
unction of the likelihood ratio, so that y = h (LR (x)) and t =

(θ ), then the test,

f LR(x) ≥ θ choose H1, (A.1)

s the same test as,

f y ≥ t choose H1. (A.2)

or equal-width Gaussians, it can be shown that testing the mean,
x, of x = (x1, . . . , xn) against an appropriately transformed
hreshold value is equivalent to the likelihood ratio test, and
herefore optimal.

Following the example of Bogacz and Gurney (2007), substi-
uting Gaussian density functions N (µ0, σ0) and N (µ1, σ1) into
he likelihood ratio (Eq. (3)) gives

R (x) =
e−

1
2σ2

∑n
i=1(xi−µ1)2

e−
1

2σ2
∑n

i=1(xi−µ0)2
; (A.3)

hereupon taking the logarithm,

og LR(x) =
1

2σ 2

n∑
i=1

(xi − µ0)
2
−

1
2σ 2

n∑
i=1

(xi − µ1)
2 ,

=

(
µ1 − µ0

σ 2

) n∑
i=1

xi + n
(

µ2
0 − µ2

1

2σ 2

)
. (A.4)

hen substituting A′
= nA = n(µ1 − µ0)/σ 2 and B′

= nB =

(µ2
0 − µ2

1)/2σ
2 gives,

log LR(x) = A′

(
1
n

n∑
xi

)
+ B′

; (A.5)

i=1

13
i.e., a linear transform of the sample mean. Overall, this demon-
strates that the log likelihood-ratio of x is monotonically related
to the sample mean, implying that,

1
n

n∑
i=1

xi ≥ θ ′, (A.6)

is an equivalent test to the optimal test (4), where θ ′
= (log θ −

′)/A′ (noting that A′ and B′ depend on sample size, n).

ppendix B. The equivalence of nSDT and the Neyman–Pearson
rocedure

Say we want to set the type I (false positive) error rate to α,
hen from a SDT perspective this means setting the probability
hat we detect a signal to,

r
(
x > θ ′

)
= α, (B.1)

which, setting (θ ′
− µ0) = c , we can rewrite as,

Pr (x − µ0 > c) = α. (B.2)

We can define a new variable,

Z =
x − µ0

σ/
√
n

, (B.3)

which is distributed according to a standard normal distribution
(we know that H0 is true and the sample mean, x is Gaussian with
variance σ 2

x = σ 2/n). So Eq. (B.1) can be rewritten,

Pr
(
Z ≥

c
√
n

σ

)
= α, (B.4)

or equivalently,

Pr (Z ≥ zα) = α, (B.5)

where zα is usually obtained from a table of standard normal val-
ues. The value of zα is chosen so the standard normal cumulative
distribution function Φ(zα) = 1 − α. So a test that gives a FPR of
α is,

x − µ0 ≥
zασ
√
n

, (B.6)

which we recognize as the familiar one-sided test concerning the
mean of a normal population with known variance. This means
we can control our false positive rate, α, by setting the threshold
θ ′ in Eq. (7) to,

θ ′
=

zασ
√
n

+ µ0, (B.7)

For example, a commonly used false positive rate – or level of
significance – for a test is α = 0.05. In this case, a standard
normal table tells us that zα = 1.645, and the threshold can be
set accordingly.

Appendix C. A note on priors

Priors on the hypotheses can be incorporated by setting the
starting point of the evidence equal to the likelihood ratio of the
priors,

Z0 =
Pr (H1)

Pr (H0)
. (C.1)

An equally valid method for implementing the priors is to set the
starting value for the evidence to zero, Z0 = 0, and to apply the
priors via the decision thresholds. We show this below.
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The posterior odds on hypotheses H0 and H1 incorporates the
rior odds on H0 and H1 and is calculated using Bayes’ rule,
Pr (H1|xn)
Pr (H0|xn)

=
Pr (H1)

Pr (H0)
.
p (xn|s1)
p (xn|s0)

. (C.2)

aking the logarithm to obtain the posterior log-odds,

og
Pr (H1|xn)
Pr (H0|xn)

= log
Pr (H1)

Pr (H0)
+

n∑
i=1

log
f1(xi)
f0(xi)

, (C.3)

we can then define a new decision variable Ln to be the posterior
log-odds after n observations,

Ln = L0 +

n∑
i=1

zi, (C.4)

where the initial value of L is the prior log-odds,

L0 = log
Pr (H1)

Pr (H0)
. (C.5)

This suggests the recursive relationship similar to (24),

Ln = Ln−1 + zn. (C.6)

Now define a decision rule so that after each observation, the
accumulated posterior log-odds, Ln is compared to two threshold
parameters γ0 and γ1,

if Ln ≤ γ0 choose H0,

if Ln ≥ γ1 choose H1, (C.7)
if γ0 < Ln < γ1 take observation.

But Ln = Zn + Z0, so we can also say,

if Zn ≤ γ0 − Z0 choose H0,

if Zn ≥ γ1 − Z0 choose H1, (C.8)
if γ0 − Z0 < Zn < γ1 − Z0 take observation.

So if the threshold on the SPRT decision rule (25), Θk = γk − Z0,
then the SPRT decision rule in Eq. (25) and the decision rule in
Eq. (C.8) are equivalent. Therefore, as well as implementing priors
by setting the starting value of the evidence Z0 to be the prior
odds, we can also implement priors in SPRT through the decision
thresholds,

Θk = γk − Z0, k ∈ {0, 1}. (C.9)

For flat priors (Z0 = 0), the posterior log-odds and log likelihood
ratio are equivalent(Ln = Zn), and Θk = γk.

Appendix D. Methods

D.1. Generating datasets for regression analysis

D.1.1. Generating dataset 1 using wald’s approximations relating
thresholds to error rates and expected sample size

Wald (1947) showed that there were fundamental upper and
lower limits on the SPRT threshold values that guaranteed a test
strength of at least (α, β),

θ1 ≤
1 − β

α
, θ0 ≥

β

1 − α
. (D.1)

Wald (1947) suggested that for all practical purposes the thresh-
olds could be set to be equal to these values with the only
negative effect being a slight increase in the sample size. Setting
the above inequalities as equalities,

θ1 ≈
1 − β

, θ0 ≈
β

, (D.2)

α 1 − α

14
and rearranging gives an approximate relationship between the
SPRT thresholds and the error rates:

α ≈
θ0 − 1
θ0 − θ1

, β ≈
(θ1 − 1)θ0
θ1 + θ0

. (D.3)

Wald (1947) also derived approximations for the expected num-
ber of observations under each hypothesis:

E0(n) ≈
(1 − α) log θ0 + α log θ1

E0(z)
,

E1(n) ≈
β log θ0 + (1 − β) log θ1

E1(z)
,

(D.4)

where for assumed equal width normal distributions of means µ0
and µ1 and variance σ 2 for the noise and signal hypotheses, the
expected evidence increment is,

Eθ [z] =
1

2σ 2

[
2(µ1 − µ0)µk + µ2

0 − µ2
1

]
, (D.5)

where µk is the true distribution mean. We used these expres-
sions to create the dataset for our regression analysis that pro-
duced the ROC plot in the right panel of Fig. 6.

D.1.2. Generating dataset 2 by simulation of SPRT trials
SPRT data was generated using a parametric sweep of a range

of threshold values in log space from (0, 0) to (−4, 4) giving a
range of decision times up to about n = 100. Data was generated
from 1000 SPRT trials at each threshold pair value (500 trials for
H0(s0 is true) and 500 trials for H1(s1 is true)). This yielded a
dataset D which consisted of the threshold pair used (Θ0, Θ1)(i),
the number of steps taken to reach the decision, n(i), and whether
the procedure produced an error, e(i), where i is the trial index.

D.2. Training of Gaussian process regression models

Our objective was to generate estimators for the functions in
Eqs. (44). To do this we wanted a predictive model that would
take threshold values as inputs and output the estimated ex-
pected sample size and errors. The general approach to obtain
these models was to regress the simulated error and sample size
variables over the threshold values for a simulated SPRT dataset
using Gaussian process regression. Gaussian process regression is
well suited to fitting data where inputs and outputs are multi-
variate and non-linear and the output is smooth. In addition we
started with no assumptions about the likely functions and so
a non-parametric method such the one used was suitable for
learning the functions as accurately as possible.

The following Gaussian process models,

GP0(Θ, Θ1) ≈ E0[e](Θ0, Θ1),
GP1(Θ, Θ1) ≈ E1[e](Θ0, Θ1),
GPn(Θ, Θ1) ≈ E[n](Θ0, Θ1),

(D.6)

were implemented using MATLAB’s fitgrp function using a squared
exponential kernel. For GP0(Θ0, Θ1) ≈ E0[e](Θ0, Θ1) and
GP1(Θ0, Θ1) ≈ E1[e](Θ0, Θ1), the dataset D was partitioned
according to whether the training example was generated by a
H0 or H1 simulation and a Gaussian-process regression model
was trained using (Θ0, Θ1)(i) as predictor variables and the error
e(i) ∈ {0, 1} as the target variable. To obtain GPn(Θ0, Θ1) ≈

E[n](Θ0, Θ1), a Gaussian process regression model was trained on
all training examples in D using (Θ0, Θ1)(i) as predictor variables
and the number of steps n(i) as the target variable. The dataset
D did not require partitioning for the GPn(Θ0, Θ1) model as
the number of training examples for H0 and H1 were the same
meaning equal priors and so averaging the expectation of number
of steps for each hypothesis.
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Fig. D.10. Gaussian-process regression models of TPR, FPR and expected sample number using simulated dataset (left column) and analytic expressions (right column).
ontours at integer values of E[n] give threshold pairs that can be used as input to the FPR and TPR models to get coordinates for ROC curves that correspond to
nteger E[n].
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D.3. Extracting average time steps

The trained GPn(Θ0, Θ1) model was used to predict E[n]
Θ0, Θ1) over a range of (Θ0, Θ1) enabling E[n](Θ0, Θ1) to be
lotted as a surface in threshold space. Contours were then in-
erpolated on the surface at integer values of E[n] and from
these contours a set of threshold pairs corresponding to integer
expected decision times. These threshold pairs were substituted
back into the GP0(Θ0, Θ1) and GP1(Θ0, Θ1) models to predict
the expected error rate associated with each threshold pair. In
summary, we arrived at a dataset containing paired expected
error rate for each hypothesis, grouped by integer number of
E[n](Θ0, Θ1). The true positive rate TPR ≈ 1 − GP1(Θ0, Θ1) and
he false positive rate FPR ≈ GP0(Θ0, Θ1) were calculated for
ach integer E[n] group and plotted in ROC space giving the ROC
urves in Fig. D.10.
15
D.4. Calculating threshold coordinates in ROC space

The threshold coordinate grid in ROC space was drawn by
first defining the threshold grid and then transforming the grid
into ROC space using the trained GP models GP1(Θ0, Θ1) and
GP0(Θ0, Θ1) to arrive at the corresponding TPR and FPR coordi-
nates (since TPR(Θ0, Θ1) ≈ 1 − GP1(Θ0, Θ1) and FPR(Θ0, Θ1) ≈

P0(Θ0, Θ1)). See Fig. 6 for example.

.5. Mapping from cost-ratios to thresholds in SPRT

Because the dataset on which the GP models in Eq. (D.6) were
rained was generated by simulations of the SPRT (which we
now minimizes decision risk), the threshold pair, (Θ∗

0 , Θ∗

1 ), that
minimizes the decision risk for the cost-ratio pair, (W /c,W /c),
0 1



T. Griffith, S.-A. Baker and N.F. Lepora Journal of Mathematical Psychology 103 (2021) 102544

c

u
t
w
(

D

d
o
T
p
c

R

A

A

B

B

B

an be found by solving the following minimization problem,

(Θ∗

0 , Θ∗

1 ) ≈ argmin
(Θ0,Θ1)

1
2

[
W0

c
GP0(Θ0, Θ1) +

W1

c
GP1(Θ0, Θ1)

]
+GPn(Θ0, Θ1),

(D.7)

sing a constrained (−Θ∗

0 , Θ∗

1 ) ≥ (0, 0), non-linear optimiza-
ion routine. To solve this we used MATLAB’s fmincon function,
hich implements the interior-point algorithm. Initial values of

Θ0, Θ1) were set to (−1,1).

.6. Plotting the cost-ratio coordinate system in ROC space

The cost-ratio coordinate grid in ROC space was drawn by first
efining the cost-ratio grid and then finding the corresponding
ptimal thresholds (Θ∗

0 , Θ∗

1 ) using the method described above.
hese thresholds were then substituted into the trained Gaussian
rocess models, which gave the TPR and FPR coordinates of the
ost-ratio grid in ROC space (Fig. 8).
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