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Abstract

The requirements placed on computer architectures from modern computational
workloads have driven constant performance improvements. In the last 15 years,
the largest source of performance improvements has arisen from increased numbers
of processor cores. Leveraging the performance of these multi- and many-core
architectures remains a significant problem for application developers. This has
led to the rise of numerous new parallel programming models, each with their
own interfaces, underlying implementation mechanisms, and range of supported
architectures.

The two types of parallelism offered by these programming models, loop-based
and task-based, are often used to parallelise regular and irregular computations,
respectively. However, between the two types, the degree of support across pro-
gramming models varies. Parallel loop constructs are widely used and supported,
whilst task-parallel constructs often do not allow the inherent parallelism within
applications to be fully expressed. Additionally, support for task parallelism on
many-core architectures, such as GPUs, is lacking or non-existent. Thus, irregular
computations cannot fully realise the performance of these architectures.

This thesis investigates the current and future state of task parallelism on
many-core architectures. Starting with a point of comparison, the expressive-
ness and performance of current parallel programming models is first explored on
CPU architectures. The evaluation is done through the implementation of the
fast-multipole method (FMM). Subsequently, this widely used irregular method
is employed to explore new and emerging tasking frameworks for GPUs, leading
to the development of a new task parallel runtime for these architectures. The
performance of this runtime is evaluated with both the FMM and a range of com-
monly used task parallel benchmarks, finding significant improvements over the
state-of-the-art, and making recommendations for other task-parallel runtimes.
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Introduction

Modern computational science workloads demand vast amounts of computational
power and thus require supercomputer systems. Supercomputing and the field
of high-performance computing (HPC) have become integral components of mod-
ern scientific progress. New challenges such as the Human Brain Project [123],
enabling personalised medicine [71], and large-scale radio astronomy [181] are ex-
pected to require systems that can deliver several billion billion calculations per
second – an order of magnitude more than what is available today. Additionally,
current global challenges are becoming increasingly difficult due to external fac-
tors, such as the effects of climate change upon climate modelling [63, 132]. The
demands of scientific applications are leading to advances in microprocessor de-
sign, data storage, and computer networks, whilst also driving the need for larger
supercomputers.

The requirements placed on processor design from computational science –
and from other domains – has driven constant performance improvements. How-
ever, the source of these improvements is constantly changing, and delivering ever
greater performance has become increasingly difficult. Moore’s law – which pre-
dicts exponential improvements to transistor density – is at an end: although
improvements are still made, the rate of improvement is decreasing with each new
chip. Hardware designers have additional transistors to make use of in each new
generation of processors, but they have already exhausted several methods for im-
proving performance. With the breakdown of Dennard scaling [55], chip design has
shifted from boosting clock frequencies to increasing hardware parallelism to drive
performance gains. Now that instruction-level parallelism (ILP) has reached a
limit, and vector-level parallelism is slowing down, multiprocessing has been – and
will continue to be – the main source of increasing hardware parallelism. Increased
core counts have led to performance gains for traditional CPU architectures and
to the rise of many-core processors: specialised processors that contain many sim-
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pler cores. The additional performance gained from these many-core architectures
are frequently sought through accelerators, and their use is increasingly prevalent
within supercomputers.

Whilst increased core counts have led to higher theoretical performance be-
ing delivered with each new generation of hardware, this has come at the cost of
increased programming complexity for application developers. Exploiting thread-
level parallelism to make use of the underlying multi-core hardware is now a re-
quirement for implementing performant applications. The need to exploit thread-
level parallelism has led to the invention of several new parallel programming
models such as OpenMP, OpenACC, and Kokkos.

These parallel programming models offer a mixture of both loop-based and
task-based parallelism. Loop-based parallelism is best suited for structured par-
allelism in regular computations, whereas task-based parallelism is best suited for
unstructured parallelism in irregular or recursive algorithms. Task-based paral-
lelism has been utilised in a wide variety of domains, including graph analytics [2],
linear algebra [190], genomics [186], weather forecasting [165], and computational
physics [17].

However, support for task-based parallelism is not as widespread or mature as
support for loop-based parallelism. Programming models for CPU architectures
do support task-based parallelism; however, they are frequently lacking features
required by applications (covered further in Chapter 4). For GPU architectures,
programming models mainly support structured parallelism, and any task-based
parallelism support is either inadequate or results in poor performance (see Chap-
ter 6).

The fast-multipole method (FMM) is one of the most important applications of
task-based parallelism and is used throughout this work to analyse existing parallel
libraries and to drive the development of a new tasking runtime. The FMM is a
highly irregular method that utilises complex tree structures and recursion. The
method solves the N -body problem – evaluating pairwise interactions between
N bodies. The direct computation of the problem has O(N2) time complexity;
however, the FMM is a rapidly convergent method which reduces this complexity
to O(N). The FMM has many uses in the fields of physics and computational
mathematics, such as fluid dynamics, plasma simulation, acoustics, and calculating
gravitational and electrostatic forces [79, 100].

In summary, the objective of this thesis is to bring clarity and improvements
to the expressiveness, performance, and portability of task parallelism. The range
of features offered by existing tasking libraries is wide, but their usefulness is
uncertain; thus, this work provides comprehensive analysis of current, widely-
used parallel libraries. This study subsequently informs the other major sub-
objective: improving the performance and understanding of task parallelism on
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GPU architectures. To this end a new tasking runtime is developed and analysed,
and significant performance gains are delivered for a range of irregular applications.

1.1 Contributions

This thesis makes the following contributions:

• Development of a new FMM mini-app. The fast-multipole method
(FMM) poses a difficult challenge to both the API and the implementation of
task-parallel programming models. Thus, a new FMM mini-app, MiniFMM,
that captures the important performance and implementation characteristics
of full FMM implementations, was developed and used as a tool for the
investigation of the current and future state of task parallelism. MiniFMM
is used throughout the thesis to assess widely used programming models
such as OpenMP, and to evaluate a newly developed GPU tasking runtime,
GPUSched.

• Evaluation of current programming models. MiniFMM is useful a
vehicle to evaluate the expressiveness and performance of task-parallel capa-
bilities in current programming models on both CPU and GPU architectures.
On CPUs, where tasking support is well-established, the investigation aims
to provide further enhancements to language constructs and provide con-
sensus on which implementations of the same programming models deliver
the best performance. On GPUs – where tasking support is new and often
experimental – the evaluation is focused on validating the usability of new
and untested libraries.

• Development of a new tasking runtime for GPUs. The findings of
the GPU tasking library evaluation led to the development of a new tasking
runtime for GPU architectures, GPUSched. The design of the runtime is
based on performant CPU runtimes and adapted for effective GPU execution.
GPUSched’s effectiveness is evaluated through MiniFMM, and performance
is found to be 2.6x greater compared to the state of the art.

• Analysis of task scheduler design on GPUs through benchmarking.
The performance of GPUSched is further investigated through two widely
used benchmark suites. The Barcelona OpenMP Task Suite tests the task
scheduler’s performance on a variety of common task-parallel patterns. The
EPCC OpenMP microbenchmark suite is used to evaluate the parallel over-
heads present in the runtime. This analysis is used to guide implementation
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decisions within GPUSched, providing recommendations on efficient GPU
task scheduler design.

• A study of performance portability for the FMM. Application devel-
opers have a wide variety of choice in parallel programming models. Whilst
lower-level programming models may allow for the best performance to be
achieved, they may be comparatively verbose and not support every type
of processor. New higher-level programming models have emerged in re-
cent years which provide increased productivity and portability; however,
for some methods, the performance they achieve has been shown to be lack-
ing in previous work [124]. Thus, a study into the performance portability
of current, widely used programming models adds to the broader topic of
effective parallelisation within scientific applications.

1.2 Thesis Organisation

The remainder of this thesis is organised as follows:

Chapter 2 - Background provides details about modern computer architec-
tures and about the design and implementation of parallel programming models,
outlining the similarities and dissimilarities between loop-based and task-based
approaches.

Chapter 3 - An Overview of the Fast-Multipole Method gives a syn-
opsis of all relevant details of the Fast Multipole Method (FMM), which is used
as a vehicle to investigate the use of task-based parallelism for much of the thesis.

Chapter 4 - Evaluating Tasking on CPU Architectures investigates the
implementation of a Fast Multipole Method mini-app with a variety of task par-
allel programming models on CPU architectures. OpenMP is closely examined,
and different library features are explored and compared.

Chapter 5 - Performance Portability of MiniFMM evaluates the per-
formance portability of the FMM with a broad range of programming models
across many modern HPC architectures.

Chapter 6 - Utilising GPU Tasking for the FMM explores the imple-
mentation of FMM on GPU architectures through traditional data-parallel GPU
programming models and compares the performance and implementation to re-
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cently developed task-based models. The findings are then used to drive the
development of a new task-parallel runtime for GPU architectures.

Chapter 7 - Benchmarking GPU Tasking analyses the performance of a
newly developed task-parallel runtime for GPUs on a broad range of well-known
task-parallel benchmarks. Success is evaluated against both existing CPU and
GPU task-parallel programming models.

Chapter 8 - Conclusion summarises the contributions of the thesis and suggests
potential future research directions for the work.

Appendix A - Additional Material contains figures and listings that act
as supplementary material to the thesis. They are referenced in the main text but
are not essential to the overall understanding of the work.

Appendix B - Processor Details provides details of the hardware used through-
out this thesis.

Appendix C - FMM Equations lists the equations used to implement the
variation of the FMM utilised within MiniFMM.
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Background

Modern supercomputers are cluster-based, constructed from vast collections of in-
dividual computers – or nodes – and linked using a network interconnect. Although
computing clusters have existed since the 1960s, supercomputers up until the 1990s
were primarily massively parallel processing (MPP) machines – single, large com-
puters. In 1993 the Beowulf project was started to fulfil NASA’s goal of creating
a system that achieved 1 giga-floating-point operations per second (1 GFLOP/s)
for under $50,000 [159]. This goal was met by using commodity-grade computers
and set a trend for future modern supercomputers.

The use of commodity-grade hardware had two main benefits. Firstly, it meant
supercomputers gained access to technological developments in the wider processor
market. Secondly, the cost of components was lower, thus for the same budget,
larger and more powerful supercomputers could be created. According to the June
2020 TOP500 list – a list of the most powerful non-distributed computer systems
in the world – 92% of the largest systems are now cluster-based as opposed to
MPP machines.

Since the creation of the Beowulf-style cluster, there have been numerous de-
velopments to HPC architectures. HPC clusters still contain similar processors to
those found in desktop or server computing. However, the processors used in HPC
typically have increased core-counts and more memory channels, and the nodes
they sit within are non-unified memory architectures (NUMA). Another develop-
ment in supercomputer design is the introduction of heterogeneous architectures.
These architectures feature many-core accelerators, such as Graphics Processing
Units (GPUs), that sit alongside the CPU. Computationally expensive work can
then be offloaded from the CPU to the accelerator. According to the TOP500 list
(June 2020), 28% of the top systems contain accelerators, with 98% of accelerators
being GPUs.

This chapter continues with a discussion on HPC architecture trends, features,
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and concepts relevant for the remainder of this thesis. This is followed by back-
ground information on parallel programming concepts and summaries of the rele-
vant parallel programming models.

2.1 Modern Parallel Computer Architectures

Historically, the number of transistors on a chip has doubled every 18-24 months.
This trend is popularly known as Moore’s law [139, 138]. However, Moore’s law
is ending: the number of transistors is still increasing year-on-year, but at a de-
celerating rate and the doubling time is now stretching with each new technology
generation [87]. Dennard scaling is another computer architecture trend that no
longer holds. Dennard et al. [55] observed that voltage and current should be pro-
portional to the linear dimensions of a transistor: as transistors shrunk, so should
the necessary voltage and current. If Dennard scaling held then power would be
proportional to the area of a transistor. However, Dennard scaling ignored leak-
age current and instead, as transistors got smaller, power density increased. The
consequence of the end of Dennard scaling was that processors’ clock frequencies
could no longer increase significantly beyond about 4 GHz. Between 1986 and
2003 chip performance increased by 52% per annum. This was driven primarily by
clock rate increases of 40% per annum. However, since 2003, clock rate increases
have been relatively flat – only yielding a 2% increase between 2003 and 2017 [87].

With limits imposed on the clock frequencies of processors, hardware design-
ers turned to increased parallelism to deliver greater performance. Parallelism is
used at multiple levels within computer hardware. Hennessey and Patterson [87]
categorise computer hardware parallelism in four major ways:

1. Instruction-Level Parallelism (ILP) exploits data-parallelism at the lowest
possible level through pipelining, compiler help, and speculative execution,
so that multiple instructions are being executed in parallel.

2. Vector architectures exploit data parallelism by applying a single instruction
to multiple data items in parallel.

3. Thread-level parallelism exploits either data- or task-parallelism. Although
exposed at the software level, thread-level parallelism is tightly coupled with
the underlying hardware.

4. Request-level parallelism exploits parallelism among groups of largely inde-
pendent tasks. These tasks are typically processes and may even run on
different computers of the same cluster. In HPC, request-level parallelism is
used to leverage multiple nodes in a cluster for the same computation.
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Within HPC, each of these levels of parallelism are important. However, the
continued performance gains from some of these levels have stalled due to hardware
and software limits. The following sections cover each level of parallelism in more
detail.

2.1.1 Instruction Pipelining

The execution of a computer instruction is often composed of several stages. A
single instruction is first fetched, decoded, executed, and then its results are written
back to the register file. Although most stages are performed in a single cycle, it is
often the case that the execute stage – where the computation is performed within
an arithmetic unit – may take multiple cycles.

Pipelining is an implementation technique which allows the execution of mul-
tiple instructions to be overlapped. This is done by exploiting the inherent paral-
lelism that exists between the different stages. Pipelining is prevalent through all
forms of computing, from large HPC processors to the smallest embedded proces-
sors [87]. Figure 2.1 depicts the execution of four instructions on three different
types of processors: unpipelined, pipelined, and superscalar. The key observation
is that with the pipelined processor, all pipeline stages remain busy, whilst they
are mostly idle in the unpipelined architecture.

Modern CPU architectures are commonly superscalar processors: they are able
to issue multiple instructions per cycle. This is done by duplicating the existing
pipelines, allowing for increased instruction throughput. The lower third of Fig-
ure 2.1 depicts this throughput increase over the pipelined scalar (middle) and the
unpipelined (top) architectures.

2.1.2 Vectorisation

Many modern CPU architectures implement vector instruction sets. In contrast
to scalar instructions, which only take single operands, vector instructions operate
on multiple data items in parallel. In Flynn’s taxonomy [68], these instructions
fall into the category of Single Instructions Multiple Data (SIMD). As a single
instruction can be used to operate on multiple datum, pressure is reduced on the
fetch-decode units of the instruction pipeline. Additionally, vector instructions
typically have similar latencies to their scalar instruction counterparts, thus their
use increases computational throughput. In terms of memory performance, vector
instructions also allow for cores to generate cache misses at a greater rate, increas-
ing saturation of DRAM bandwidth. Additionally, vector instructions can make
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Instruction 0

Fetch
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Figure 2.1: Instructions issued with and without pipelining, top and middle, re-
spectively. The blocks represent the various stages required to execute a full in-
struction. The bottom diagram depicts a multiple issue (superscalar) processor.

better use of caches, increasing the effective cache bandwidth they provide [52].
Rapid progress on optimising compilers has meant that vector instructions

can be generated automatically from higher-level programming languages, such
as C/C++ or Fortran. The range of transformations that optimising compilers
implement is extensive, but there are often situations where manual intervention
is required. Compilers and programming models (e.g. OpenMP) support directive-
based vectorisation clauses; however, best performance is often achieved through
writing assembly directly, or using vector intrinsics – functions that directly map
to vector instructions.

Modern HPC CPUs, such as the Intel Xeon from Skylake onwards, and the
Fujitsu A64FX, implement vector lengths of up to 512-bits. On Intel platforms,
the cache line size is 64 bytes (i.e. 512-bits), thus any further increases to vector



2.1. MODERN PARALLEL COMPUTER ARCHITECTURES 11

length would mean either changing the cache line size – leading to sub-optimal
performance on codes tuned to this size – or having vector memory instructions
take multiple transactions. Currently, no mainstream CPU architectures imple-
ment vector lengths above 512-bits and, given the difficulties and sacrifices made
by Intel to achieve 512-bit-wide vector lengths [78], any further significant increases
to vector lengths remain unlikely.

2.1.3 Multi-Core Architectures

Some forms of hardware parallelism have been more successful than others at
increasing overall performance. Increasing the amount of instruction-level paral-
lelism available in hardware has stalled. This is because the number of instructions
that can be run in parallel for typical applications is limited [184]. Increased vector
lengths have delivered higher performance in recent years, especially for compute-
bound applications [75]. However, this form of parallelism looks to have limited
scalability for future architectures.

Since clock-frequency improvements have ended, increasing core counts has
become – and will continue to be – the principal way in which hardware vendors
deliver higher performance gains. However, unlike ILP and vectorisation – which
in most cases are automatically leveraged by a user through the compiler and
the hardware – programming for multi-core architectures is more complex. Most
parallel programming models for thread-level parallelism use a shared-memory
model, where threads share a global address space that they can read and write to
asynchronously. A user must then consider how to divide work between processors
whilst avoiding the race conditions that arise from asynchronous concurrent data
access. Parallel programming models are explored further in Section 2.3.

2.1.4 Multithreading

Multithreading is a hardware technique whereby multiple threads share a single
processor (i.e. a core). The most common type of multithreading implemented in
modern computer architectures is fine-grained. With fine-grained multithreading,
the processor switches between threads at every clock cycle, causing the execution
of instructions from multiple threads to be interleaved; this swapping is usually
done in a round-robin fashion. The advantage of fine-grained multithreading is
that long stalls within the pipeline can be hidden. Multiple threads are filling the
pipeline with requests so there will be higher utilisation of the functional units
(i.e. the backend). However, multithreading is only advantageous when front-
end pressure is low. Whilst on CPU architectures it is entirely possible for a
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single thread to fill the pipelines to saturate the backend sufficiently, on GPU
architectures, fine-grained multithreading is a critical hardware feature.

Simultaneous multithreading (SMT) is the name given to the multithreading
implemented on most modern high-performance CPU architectures. SMT natu-
rally arises from implementing fine-grained multithreading on top of a multiple-
issue, dynamically scheduled processor. As with fine-grained multithreading, only
a single thread may issue per cycle; however, SMT allows the instructions from
different threads to initiate execution within the same cycle, further increasing the
utilisation of the functional units.

2.1.5 Non-Uniform Memory Access

In addition to increasing parallelism within a socket, modern HPC node archi-
tectures can contain multiple sockets, typically two [114]. This means that, for
any two CPUs, DRAM access latencies may not be uniform for the same memory
address, although all memory is mapped to the same address space by the oper-
ating system (OS). An example of this is shown in Figure 2.2, where there are
two sockets each connected to their own DRAM. A fast interconnect is typically
employed between the two sockets. A memory address that is located within the
DRAM of the closest socket will be accessed directly from that socket, any access
from the other socket will mean that the data is sent over the interconnect. Thus,
allocating data in physical memory close to the cores that will access it, is an
important performance optimisation consideration.

Interconnect
CPU

DRAM

NUMA0

CPU

DRAM

NUMA1

Figure 2.2: Example of a dual-socket node configuration. Each socket is designated
a different NUMA region by the operating system.

In Linux the default physical memory allocation policy is ‘first-touch’. A first-
touch policy means that pages are not allocated upon memory allocation system
calls, but instead, on first access. The location of a page is determined by the



2.1. MODERN PARALLEL COMPUTER ARCHITECTURES 13

NUMA node of the first core to access a memory address within the page. There-
fore, for optimal memory access, data should be initialised and then primarily
accessed within the same NUMA region.

A NUMA region does not have to comprise of a single socket. AMD Rome
architectures follow a multi-chip design: within a single socket multiple dies are
combined on a single package and are linked via an interconnect [7]. It is then
possible for a user to instruct the operating system to create a single NUMA node
for the whole socket or create a NUMA node for each die within the socket for a
total of 4 per socket.

2.1.6 Memory Hierarchy

At the early development of semiconductor memories during the 1970s, processor
performance and memory performance were almost equal, and it was expected they
would grow at the same rate [187]. However, by the 1980s it was soon apparent
this was not the case. Since then, memory performance has continued to grow at
a much slower pace than processing performance; this phenomenon has become
known as the processor-memory performance gap [149].

Memory level Typical capacity Latency

L1 32 KiB 4 cycles
L2 1 MiB 12 cycles
L3 O(10) MiB ∼44 cycles
DRAM O(10-100) GiB ∼90 ns (∼200 cycles @ 2.2 GHz)

Table 2.1: Typical capacities and measured latencies for caches in current CPU
architectures. Cache latencies are measured on the Intel Xeon Skylake by De Gelas
and Cutress [46]

Efforts have been made to improve memory latencies. Multithreading allows
for memory latencies to be hidden by switching between threads that may provide
enough instructions to saturate the functional units, whilst the memory is waiting
to arrive. Data caches are another hardware feature which allow portions of main
memory to be stored closer to the processor to improve access times on frequently
used data.

Modern computer architectures typically contain multiple levels of cache. Re-
cent Intel Xeon processors feature L1, L2, and L3 caches. Each core has its own
L1 and L2 cache, whilst the L3 cache is shared. Table 2.1 shows typical values for
the sizes and latencies of each cache level. Generally, going from the closest cache,
L1, to the furthest cache, L3, both memory capacity and latency increases.
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2.1.7 Many-Core Architectures

Many-core processors feature large numbers of simpler cores and are a subset of
multi-core processors. These simpler cores deliver less single-threaded performance
compared to cores in typical CPU architectures as they lack modern hardware
features like branch prediction and out-of-order execution. Typically, they also
have reduced issue width. Many-core architectures are either self-hosted (e.g. Intel
Knights Landing and Fujitsu A64FX) or are used as coprocessors1 (e.g. NVIDIA
P100 and NVIDIA V100 GPUs).

Whilst the most prevalent many-core architectures are currently graphics pro-
cessing units (GPUs), non-GPU many-core architectures also exist. Intel Xeon
Phi architectures – such as the Knights Landing processor (KNL) – are one such
example. In 2016, the KNL was the released. At that time, the best specification
Intel Xeon CPU was the 22-core Broadwell E5-2699v4. Comparing the specifi-
cations of these architectures, socket to socket, the KNL could deliver 5.8x more
FLOP/s and 4.5x higher memory bandwidth. However, in practice, several stud-
ies in computational science have found that the percentage of peak performance
achieved on the KNL was far lower than expected. Investigating memory band-
width with a range of programming model implementations, Deakin et al. found
that, as a percentage of peak performance, the KNL architecture performed poorly
with most implementations: good performance was only achieved with an imple-
mentation specifically tuned for the KNL [51]. Additional work by Deakin et al.
also found that across a range of mini-apps, performance was comparatively poor
on the KNL across all programming model implementations tested [50]. The con-
clusion that the gap between theoretical and achieved performance was caused by
poor programming model support was also corroborated by competitive analysis
by Sakdhnagool et al. [161]. After the release of the KNL, the Intel Xeon Phi
products were abandoned in favour of Intel Xe GPU architectures [157].

Other non-GPU many-core architectures include the Fujitsu A64FX, a 48-
core Arm architecture that features wide vectors (512-bits) and high-bandwidth
memory (HBM). This architecture formed the basis of Fugaku, Japan’s national
supercomputer. In TOP500 list (June 2020), Fugaku ranked first, achieving 415
PetaFLOP/s on the Linpack benchmark. For comparison, the second and third
places were taken by Summit and Sierra, which achieved 149 and 95 PetaFLOP/s,
respectively; both systems feature many-core processors in the form of GPU ac-
celerators.

The trend of using many-core processors within the largest supercomputers is
set to continue, following the announcement of the Intel Aurora and the AMD

1A coprocessor is a processor that is attached to a CPU, increasing overall performance within
a node
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Frontier supercomputers. Both supercomputers will contain a new GPU architec-
ture from each vendor. The following section describes lower-level hardware details
of GPU architectures.

2.1.8 GPU Architectures

Graphics Processing Units (GPUs) were originally developed for the graphics pro-
cessing market. Their energy-efficient design features many, simpler cores that deal
with large numbers of concurrent basic matrix and vector operations. The earli-
est consumer GPUs were configurable, not programmable. However, in 2001 the
NVIDIA GeForce 3 became the first GPU that allowed for graphics programming
using vertex shaders [118]. Towards the mid 2000s, graphics programming models
matured and shaders for other parts of the graphics pipeline became available.
Researchers outside the field of graphics took notice and started to harness the
performance of GPUs to solve other complex parallel problems. The early restric-
tions of graphics APIs meant that problems had to be cast into native graphics
operations. Despite these difficulties, the performance advantages of GPUs over
CPUs for certain algorithms were demonstrated, one of the first examples being
the work on LU factorisation by Galoppo et al. [72]. With growing popularity
and interest, this field became known as general-purpose computing on GPUs
(GPGPU). To further enhance the GPGPU field, new programming languages
and models were developed, such as OpenCL and CUDA, the latter is covered
further in Section 2.6.2.

SM
L1

SM
L1

SM
L1

SM
L1

L2

DRAM

GPU

Figure 2.3: A high-level view of the processor and cache arrangements within a
typical modern GPU architecture.

Figure 2.3 shows a high-level view of a GPU architecture. The processors inside
GPUs are typically multithreaded SIMD processors; in NVIDIA architectures they
are referred to as streaming multiprocessors (SMs) and as compute units in AMD
architectures. The SMs typically have their own data caches, scratch-pad memory,
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and have access to a shared L2 cache.2
At this high-level view, GPU architectures are not dissimilar to CPU architec-

tures: both have multithreaded SIMD processors with private and shared caches.
When comparing between chips created with the same manufacturing process,
GPUs typically contain greater numbers of processors than CPUs, but the values
are within the same order of magnitude. The NVIDIA A100 GPU and the AMD
Rome 7702 CPU are both top SKU processors manufactured using TSMC’s 7nm
(N7) process. The NVIDIA A100 GPU contains 108 processors, whilst the AMD
Rome 7702 contains 64 processors.

The differences between GPU and CPU architectures begin to appear when
looking further into the processor architecture. The simpler design of the proces-
sors within GPUs means that their instruction latencies are far higher than for
CPU processors [11]. To overcome this, GPU architectures will run many threads
concurrently on the same processor. Whilst SMT CPU architectures generally
have 2 to 4 threads of SIMD instructions active per processor, an NVIDIA GPU
can support up to 64 per processor. On NVIDIA GPU architectures the threads
of SIMD instructions are called warps and are 32 lanes wide.
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Figure 2.4: Hardware units within an NVIDIA GPU streaming multiprocessor.

Figure 2.4 shows a diagram of the inside of a typical NVIDIA SM. The SM is
2In newer NVIDIA GPU architectures, Volta and Ampere, the scratch-pad memory and L1

cache are unified.
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split into two equal halves and threads of SIMD instructions are statically sched-
uled to one of these two halves.3 The instruction buffer contains all warps and
categorises them into ready and non-ready sets based on whether or not the in-
structions are ready for execution. At every cycle, the warp scheduler attempts to
fill each dispatch unit with an instruction by choosing instructions from the ready
set, accounting for which functional units are available.

The functional units within NVIDIA GPU architectures are typically split
into four categories: CUDA cores, double-precision floating-point (FP64) units,
load/store memory units, and special functional units (SFUs). CUDA cores are
functional units that execute single-precision floating-point (FP32) instructions
and 32-bit integer instructions.4 SFUs execute certain maths functions, such as
square root and sine.

Since 2010, when the Fermi architecture was introduced, SMs typically contain
two dispatch units. The NVIDIA Pascal architecture (2016) introduced the ability
for each dispatch unit to be able to issue a single, 32-wide warp instruction. As
there are 32 CUDA cores per partition, single issue is enough to saturate the func-
tional units. If executing a mix of FP32, FP64, load/stores, or special functions,
dual issue allows for increased throughput. However, to utilise dual issue, both
instructions must be independent and sequential.

The consequence of these hardware design decisions is that the impact on
performance of higher instruction latencies – compared to CPU architectures – is
obviated; the processors inside GPUs can simply select one of many other waiting
SIMD instruction threads to progress. Also, SIMD widths are greater on GPU
architectures compared to CPU architectures. Whilst modern CPU architectures,
such as the Intel Xeon Skylake, may fit 16 FP32 values in a single vector, GPU
architectures can fit 32.

The underlying SIMD execution of GPU processors is not exposed to applica-
tion developers. Instead, GPU programming models use an SIMT (single instruc-
tion multiple thread) model, where SIMD lanes are exposed as individual threads
and the underlying architectural details are opaque to a user. To avoid confusion
with CPU threads, these will be referred to as CUDA threads throughout this the-
sis. The SIMT model is described in further detail in Section 2.6.2 and background
details about the CUDA programming model are given.

3The NVIDIA P100 GPU partitions SMs into two parts, the NVIDIA V100 GPU partitions
into four parts.

4CUDA cores are not equivalent to cores within multi-core architectures, they are simply an
FPU and ALU combined into a single functional unit.
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2.2 Distributed- and Shared-Memory Parallelism

The last level in Hennessey and Patterson’s levels of parallelism is request-level
parallelism. Within HPC, request-level parallelism is used to allow several com-
puters to cooperate on solving the same problem, such that an entire cluster sys-
tem, or part of it, may be utilised. This level of parallelism is primarily exposed
through message-passing programming models. The most prevalent of these is
the message-passing interface (MPI), which defines a standard way to communi-
cate data between processes via a network [41]. As the nodes within a cluster do
not share a memory space, the use of distributed-memory programming models,
such as MPI, is required for them to share data, and thus cooperate on the same
computation.

When running on multi-core processors, it is possible that multiple MPI pro-
cesses are present on the same node. This allows parallelism to be exploited at
the node and cluster level and is known as flat MPI. Hybrid programming mod-
els provide an alternative to flat MPI. They still use MPI to handle inter-node
communication (i.e. parallelism) but use a shared-memory programming model
to handle intra-node parallelism [173]. This hybrid programming model paradigm
is often referred to as MPI+X, where X is a shared-memory programming model.
Commonly used shared-memory programming models include OpenMP, CUDA,
and OpenCL.5

HPC applications are predominantly implemented using a bulk-synchronous
parallel (BSP) approach [19]. In a BSP paradigm, computation is performed as
a series of supersteps. Each superstep consists of three parts, computation, com-
munication, and global synchronisation. Firstly, all participating threads or pro-
cesses perform independent computational work, communicate any required data,
and then finish at a barrier. The barrier ensures all required computation and
communication has been completed by all participants.

The downside of a BSP-like programming pattern is that barrier synchronisa-
tion may be unnecessary. Frequently, the results from a previous superstep may
only be needed by a subset of work in the next superstep [168]. This means there
are idle threads at the barrier that could have proceeded with work of the next
superstep without violating correctness. As parallel computations run at the speed
of the slowest worker, idle time in a subset of workers could lead to overall slower
wall-clock time.

The alternative to a BSP-like programming pattern is task-parallel pattern.
In a task-parallel pattern, work is defined in a problem-centric way, and as such,
synchronisation between tasks becomes more fine-grained. If a task-parallel pat-

5As MPI also contains a shared-memory model, MPI+MPI parallelism is also viable [19].
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Figure 2.5: Two supersteps of a computation using a bulk-synchronous parallel
approach.

tern is used optimally, synchronisation would only need to occur when necessary,
rather than at fixed points. Task-parallel programming models have been devel-
oped for both inter-node parallelism – to serve as an alternative to MPI+X – and
intra-node parallelism – to serve as shared-memory programming models (i.e. the
‘X’ in MPI+X). Although both types implement a form of task-parallelism, they
often have different goals, target applications, and underlying mechanisms. Early
work often conflated the two types [108]; however, more recent work has made
a distinction [94], and often refers to the first type as asynchronous many-task
(AMT) and to the second as shared-memory tasking models.

AMT patterns are characterised by large numbers – often millions or billions –
of independently executing tasks, automatically scheduled across a cluster based
on some complex resource criteria [108]. The underlying runtime system defines
this scheduling criteria and often makes use of active messages and partitioned
global address space (PGAS) technologies. The motivation of AMT patterns is
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that performance is improved by increased overlapping of communication and com-
putation; it is hoped that the improved overlapping comes from communication-
blocked tasks being swapped out for tasks that have work that can be progressed.
Another issue that AMT patterns aim to tackle is that of performance variability.
Early technical reports pertaining to exascale computing – the ability of a single
supercomputer to reach 1 exaFLOP/s – predicted that performance variability of
identical hardware, caused by aggressive energy-saving hardware techniques, could
result in unfeasibly large load imbalance with BSP-like patterns [122].

Numerous AMT programming models are under active development, examples
include Legion [20], HPX [97], Uintah [45], and Charm++ [98]. Some program-
ming models have had moderate success within computational science, for exam-
ple, Charm++ is used within NAMD, a widely used molecular dynamics applica-
tion. However, the overall adoption of AMT programming models has been slow,
and MPI, or MPI+X, remains the pre-eminent distributed-memory programming
model [173]. This is attributed to the significant re-writing that applications would
need to undergo to use AMT programming models [19]. Furthermore, early public
information about the first US exascale systems – Aurora and Frontier – which are
expected in 2021, indicate that MPI will remain the chosen distributed-memory
programming model, albeit with improved asynchronous progress support [23].

In contrast to AMT programming models, shared-memory task-parallel pro-
gramming models solve an entirely different problem. These programming models
are designed for thread-level parallelism, specifically the expression of nested paral-
lelism in recursive divide-and-conquer algorithms and unstructured parallelism in
irregular computations. The following section provides further details on shared-
memory task-parallel programming models, which will remain the focus of this
thesis.

2.3 Thread-Level Parallel Programming

To take advantage of a multi-core processor with n processors, one must usually
have at least n threads or processes to execute. Whilst general desktop comput-
ing may have several heavyweight and long-lived processes executing in parallel,
in high-performance computing there will typically be few processes with many
threads to perform the required computation. In HPC, the simplest and most
commonplace approach for utilising threads is by using loop-based parallelism.
Loop-based parallelism executes a loop in parallel by generating independent par-
allel tasks from one or more loop iterations. The assignment of loop iterations to
threads can be done statically and before execution of the loop, or the iterations
may be assigned dynamically during execution of the loop.
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1 #pragma omp parallel for
2 for (int i = 0; i < 16; ++i) {
3 a[i] = b[i];
4 }

A

B

i 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Thread 0 Thread 1 Thread 2 Thread 3

Figure 2.6: Example of a loop being parallelised with OpenMP (top) and the
resultant data-parallel execution (bottom).

Although not always the same as data-level parallelism, loop-based parallelism
is often used to parallelise applications in a data-parallel fashion. This is the
case when the iteration space is divided among threads and the same operation is
performed on subsets of the same data. This is common pattern used to parallelise
HPC applications [125, 130, 129, 124], Figure 2.6 shows an example of loop-level
parallelism, resulting in execution in a data-parallel fashion.

Parallel applications commonly use this approach and thus are comprised of a
series of parallel loop constructs. At the end of each construct there is typically a
barrier and some serial work may be performed before the next parallel region. This
is analogous to the BSP pattern and a similar problem arises: given a program’s
dependencies, a barrier for a parallel region may leave threads idle whilst they
could be executing work contained in the next parallel region. Thus, for certain
applications, employing tasking over structured, loop-based parallelism may lead
to better performance, or allow for the easier expression of parallelism.

2.4 Task Parallelism

Whilst loop-based and task-based parallelism both create a separation between
the expression of independent computations from their execution entities (e.g.
threads), there are often more constraints placed on the former: parallel loop
constructs typically require fixed numbers of concurrent operations. In OpenMP
for example, the number of loop iterations in a parallel loop construct (i.e. omp
for) is determined upon entry and cannot be changed during execution. Thus,
if through execution additional opportunities for parallelism are uncovered, they
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cannot be exploited.
Asynchronous task parallelism solves this issue as units of work can instead

be created during run time and executed by idle worker threads. Compared to
loop-based parallelism this is both more general and dynamic. It is also preferable
for irregular applications, where the potential for parallelism varies with the data
being processed [15].

The creation of tasks is typically referred to as task generation or task spawning.
Task parallelism also allows for the easy expression of parallelism in recursive
applications (e.g. divide-and-conquer algorithms). Applications that use recursion
may not expose enough parallelism on any stack level. However, across stack levels
there may exist large degrees of parallelism. Tasks can then be created at every
stack level, for each unit of work; tasks may even be nested inside one another.
The nomenclature for task parallelism often defines a task generated from another
task as a child task. Conversely, the enclosing task of a child task is a parent task
and child tasks of the same task are known as sibling tasks.

The assignment of work – or tasks – to processors is known as scheduling.
Schedules can either be static, where scheduling is determined beforehand, or dy-
namic, where scheduling is done at run time. Optimal static scheduling is an
NP-complete problem, even in the simplest case where identical tasks are to be
assigned to an arbitrary number of processors [180]. Scheduling strategies that
use various heuristics can result in polynomial-time solutions that are within a
factor of two of the optimal solution [113]. However, static scheduling is only pos-
sible when the task dependencies are known prior to execution and often require
the problem size and number of workers to be known beforehand. Furthermore, a
static schedule does not allow for dynamic load-balancing of work, a key advantage
of task-parallelism.

The alternative – dynamic scheduling – does not rely on determining an opti-
mal, or close-to-optimal, schedule beforehand. Instead, tasks are assigned at run
time to workers, providing automatic and dynamic load-balancing as well as trans-
parent scaling to different problem sizes and numbers of workers. Dynamic task
scheduling is the modus operandi of shared-memory tasking and is implemented
in numerous frameworks including OpenMP, Cilk, Intel TBB, and Kokkos. Ap-
plications of this form of task-parallelism include adaptive mesh refinement [26],
dense linear algebra [111, 196], and tree data structure traversal [12, 137].

This thesis focuses only on dynamic shared-memory task-parallelism, and
henceforth this specific paradigm will be referred to as task parallelism or task-
ing.6

6For the interested reader, Kwok and Ahmad provide a comprehensive survey of static schedul-
ing algorithms [113].
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2.5 Task Schedulers

Task-parallel programs generate a dynamically unfolding sequence of interdepen-
dent tasks, often represented by a directed acyclic graph (DAG) [146]. Within the
underlying runtime implementation of a parallel programming model, it is the job
of the task scheduler to map these tasks to threads so that they can be executed.
In task-parallel runtimes, idle threads will constantly poll the task scheduler for
new tasks to execute and submit any new tasks encountered by threads to the
task scheduler. The implementation of task schedulers is challenging as they must
meet difficult – and sometimes conflicting – goals. They must exploit data locality,
maintain load balance, and most crucially, minimise overhead costs. The design
of the internal structures behind task schedulers has significant effects on all three
of these goals. The remainder of this section details the most common approaches
taken in task scheduler design, starting with the underlying data structures before
describing the higher-level approach.

2.5.1 Queues

Queues often underpin implementations of task parallel runtimes. During execu-
tion, generated tasks will be pushed onto a queue structure and idle threads will
pop ready tasks from the same structure. Within this scheme there are many
variations of queue types, numbers of queues, and scheduling strategies.

The choice of whether the task queues within a scheduler are last-in-first-out
(LIFO) or first-in-first-out (FIFO) has significant performance implications due to
locality and thread contention.7 For example, LIFO queues may be advantageous
when a child task operates on the same data as its parent task. This enables
the child task to be executed sooner, meaning operands are more likely to be in
cache. Queues may also be double-ended, and thus can be treated as LIFO or
FIFO depending on the operation needing to be performed – this is important for
work-stealing scheduling, covered in Section 2.5.2.2.

Task queues may be accessed by multiple workers at the same time; there-
fore, they need to support concurrent operations. The efficient implementa-
tion of concurrent queues is a vast topic that extends beyond the use-case
of task schedulers [164]. Research into the topic generally focuses on either
single-producer single-consumer (SPSC) or multiple-producer multiple-consumer

7Although a LIFO data structure is typically known as a stack, it is common in literature
concerning task parallelism to refer to both data structures as queues and then make the distinc-
tion between whether the queue is LIFO or FIFO. This convention will be followed throughout
this work.
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(MPMC) queues [36], the latter being primarily used for task queues. The
synchronisation mechanism of concurrent queues can also be defined as either
non-blocking or blocking, depending on whether any progress guarantees are made
or not, respectively.

Blocking synchronisation mechanisms typically employ locks. The most com-
monly used implementations within tasking runtimes are spin locks and ticket
locks. Both locks are implemented by atomically changing a counter value and
polling on it, although ticket locks ensure fair access to all contended threads.
Ticket locks are the synchronisation mechanism for task queues in the Intel and
LLVM OpenMP runtimes. They are sometimes referred to as bakery locks, after
Lamport’s bakery algorithm [115].

The progress guarantees on non-blocking queues are either lock-free or wait-
free. Lock-free guarantees at least one thread will make progress in a finite number
of steps. Wait-free guarantees all threads will make progress in a finite number
of steps. Wait-free synchronisation is mostly used in real-time settings where pre-
dictability is required, and lock-free synchronisation is used when high performance
is required. Examples of lock-free MPMC queues include the work of Michael and
Scott [136] and Tsigas and Zhang [176], both of which use linked-list structures
and compare-and-swap atomics to achieve lock-free synchronisation. Their use on
many-core and multi-core architectures is explored by Scogland and Feng [164]
and Cederman et al. [36]. The Chase-Lev double-ended queue (deque) is an-
other lock-free queue that has seen use within task runtimes, such as HPX [153],
Charm++ [16], and Kokkos [175].

2.5.2 Scheduling Strategy

The scheduling strategy employed by task schedulers is highly dependent on the
underlying concurrent queue structure. The two most prevalent strategies used in
task-parallel runtimes are known as centralised and work-stealing. The strategies
are shown in Figure 2.7.

2.5.2.1 Centralised

Centralised scheduling is a naïve scheduling strategy in which every task is placed
on, and pulled from, the same task queue. Implementations of centralised schedul-
ing either place work on a single, global queue, or a queue is created at every
task recursion level. It is common for centralised schedulers to be implemented
using FIFO queues so that the workers pushing new tasks do not contend with the
workers popping ready tasks.
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Figure 2.7: Two common approaches to task scheduler design. Tasks are repre-
sented by blocks of colour.

Of the two scheduling strategies, centralised is easier to implement but has
poorer performance scaling as the number of workers increases. The poorer scal-
ing is due to all workers competing for a single, shared resource, leading to higher
contention on the task scheduler. This result has been demonstrated for several
applications across several works, including those by Duran et al. [59], Olivier et
al. [146], and Gautier et al. [73]. A centralised task-queue design remains the ap-
proach used within the GNU OpenMP runtime; however, the increased overheads
are not found to be disadvantageous in linear algebra applications [190].

2.5.2.2 Work Stealing

Blumofe et al. proved that work stealing is optimal for multithreaded scheduling
of DAGs with minimal overhead costs [27], implementing the strategy in their
Cilk run-time scheduler [28]. Work stealing operates by each worker maintaining
its own local task queue. At execution, each worker will then push any tasks it
encounters to its local queue and, when executing tasks, will pop from the same
local queue. If a worker is executing tasks and depletes its local queue, then it will
steal a task from another worker’s queue.

In most implementations of work-stealing, a worker treats its local queue as
LIFO so that recently pushed tasks are more likely to be in cache. Steals from other
workers’ queues are performed in a FIFO manner (i.e. from the front) to preserve
the task data locality and avoid contention. Contention is reduced as a worker
pushing to their own queue does not contend with another worker stealing from it
at the same time. The strategy to select a victim to steal from is a further design
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choice. In Cilk and the LLVM OpenMP implementation, the victim of a task steal
is chosen randomly [73, 117]. In Qthreads, the victim is chosen hierarchically to
ensure better data locality on NUMA architectures [146].

2.6 Parallel Programming Models

Programming models bridge the gap between underlying hardware and the layers
of software beneath applications [167]. They act as an abstraction to allow the
implementation of both data structures and algorithms, without a user needing
knowledge of a particular computer system. A programming model that abstracts
a parallel computer architecture is typically known as a parallel programming model
and contains constructs that allow for the expression of latent parallelism within
a program. Parallel programming models are implemented on top of existing
programming languages; C/C++ and Fortran are the most commonly used pro-
gramming languages within HPC. Programming models are typically comprised
of a combination of language extensions, compiler directives, and library calls.

The success of programming models is evaluated through three metrics in HPC:
performance, portability, and productivity. The performance is influenced by many
factors, including the overhead costs of the underlying parallel runtime, the ap-
propriateness of the provided constructs to the target problem, and the compiler’s
code generation. Portability is the measure of the number, or type, of architectures
that the programming model runs on. This metric is useful to evaluate the eco-
nomic cost of developing or optimising applications; ideally, an application would
only need to be written once and then be able to run on any system. Portability is
often split into two categories, functional portability, and performance portability.
The first is a binary measure of whether an application – developed using some
programming model – can run on a system. The second is a measure of how well
an application runs across a set of target systems.

Programming models are distinct from execution models. A programming
model will define the syntax for parallelism, whilst the execution model comple-
ments it by providing the operational semantics for that syntax. Put simply by
Kulkarni and Lumsdaine [108], “while the programming model enables what is to
be expressed, the execution model dictates how it would be executed”. Parallel
programming APIs define both the programming model and the execution model.
However, the execution model is often not concretely defined, and many details
can be left to the interpretation of the implementers of the API. For example, both
the GCC and Clang/LLVM compilers implement the programming and execution
models of tasking in OpenMP, but the implementations differ greatly: GCC uses
a centralised task scheduler, LLVM uses work stealing.
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This section continues with descriptions and details of widely used parallel
programming models. These programming models are explored further within
Chapters 4 to 6.

2.6.1 OpenMP

OpenMP is the de facto programming model for shared-memory parallel appli-
cations within HPC. The syntax of the OpenMP API is a collection of compiler
directives, standardised routines, and environment variables. The execution model
is fork-join: an OpenMP program begins with a single (initial) thread of execution
and upon encountering a parallel region, creates a team of threads including
itself (fork). At the end of a parallel region, the team of threads reach a syn-
chronisation point (join) and only the initial thread resumes beyond. The most
common constructs used within parallel regions are work-sharing constructs. Typ-
ically, work-sharing constructs are applied to loops and the work performed inside
the loop body is performed in a data-parallel fashion.

Like other programming models that utilise shared memory models, it is the
responsibility of the programmer to ensure data races do not occur and that syn-
chronisation happens in the appropriate place. To aid this, OpenMP also provides
atomic operations and critical regions, both of which ensure that only a single
thread modifies data within a specific region.

Prior to the OpenMP 4.0 standard the API only supported multi-core architec-
tures. However, OpenMP 4.0 added constructs that enable the use of accelerator
(or target) devices, in OpenMP this is referred to as offloading. As accelerator
devices have their own main memory space, OpenMP 4.0 also provides capabili-
ties to move data to and from a device. OpenMP 4.5 expanded these capabilities
by allowing for unstructured data regions, which decouple the memory movement
from the offloaded parallel region.

2.6.1.1 Task-Parallel Constructs

Task-parallel constructs were introduced to OpenMP in 2007 with version 3 of the
standard. The initial implementation of tasking in OpenMP provided only basic
functionality to generate tasks and then wait on their completion; defining fine-
grained synchronisation between tasks was not possible. However, the OpenMP 4.0
standard introduced the ability to define data dependencies for tasks. Influenced
by work on the OmpSs programming model, these data dependencies allow for the
expression of tasks that will only execute when the specific data they operate on
is available.
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1 void dpotrf(double*** A, int nt)
2 {
3 #pragma omp parallel
4 #pragma omp single
5 for (int k = 0; k < nt; ++k) {
6 dpotf2(A[k][k]);
7
8 for (int i = k + 1; i < nt; ++i) {
9 #pragma omp task
10 dtrsm(A[k][k], A[i][k]);
11 }
12 #pragma omp taskwait
13
14 for (int i = k + 1; i < nt; ++i) {
15 #pragma omp task
16 dsyrk(A[i][k], A[i][i]);
17 }
18 #pragma omp taskwait
19
20 for (int i = k + 1; i < nt; ++i) {
21 for (int j = k + 1; j < nt; ++j) {
22 #pragma omp task
23 dgemm(A[i][k], A[j][k], A[i][j]);
24 }
25 }
26 #pragma omp taskwait
27 }
28 }

Listing 2.1: Cholesky factorisation (dpotrf) implemented using OpenMP 3.0
task constructs.

Listings 2.1 and 2.2 show the implementation of the LAPACK Cholesky de-
composition routine (dpotrf) using OpenMP 3.0 and OpenMP 4.0 task constructs,
respectively. In both listings a parallel region of threads is created to execute tasks
and a single thread is used to generate tasks (lines 3 and 4 in both). Where the two
listings differ is in their use of synchronisation mechanisms. Using OpenMP 3.0
constructs (Listing 2.1), task synchronisation is enforced through the taskwait
construct; the taskwait construct blocks the current thread until all child tasks
are complete. However, the method does not require all previous tasks to complete
to proceed to the next step. For example, the dgemm call can execute as soon as
its input matrices, A[i][k] and A[j][k] have been computed upon by the dsyrk
and dtrsm routines. This is remedied in OpenMP 4.0 where data dependencies of
tasks can be declared, as shown in Listing 2.2. This now allows any task to execute
as soon as its dependencies are ready, instead of synchronisation being enforced at
fixed points.
1 void dpotrf(double*** A, int nt)
2 {
3 #pragma omp parallel
4 #pragma omp single
5 for (int k = 0; k < nt; ++k) {
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6 #pragma omp task depend(inout: A[k][k])
7 dpotf2(A[k][k]);
8
9 for (int i = k + 1; i < nt; ++i) {
10 #pragma omp task depend(in:A[k][k]) depend(inout:A[i][k])
11 dtrsm(A[k][k], A[i][k]);
12 }
13
14 for (int i = k + 1; i < nt; ++i) {
15 #pragma omp task depend(in:A[i][k]) depend(inout:A[i][i])
16 dsyrk(A[i][k], A[i][i]);
17 }
18
19 for (int i = k + 1; i < nt; ++i) {
20 for (int j = k + 1; j < nt; ++j) {
21 #pragma omp task depend(in:A[i][k]) depend(in:A[j][k]) \
22 depend(inout:A[i][j])
23 dgemm(A[i][k], A[j][k], A[i][j]);
24 }
25 }
26 }
27 }

Listing 2.2: Cholesky factorisation (dpotrf) implemented using OpenMP 4.0
task constructs.

2.6.2 CUDA

The evolution of GPUs from purely graphics workloads to general-purpose work-
loads necessitated the need for a dedicated programming model, the CUDA pro-
gramming model was thus created in 2006. CUDA is a C/C++ language extension
that allows for the low-level control of a GPU device.
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Figure 2.8: The parallel hierarchy exposed by the CUDA programming model.

The CUDA programming model is agnostic to the underlying vector length
used within NVIDIA GPU architectures. Groups of CUDA threads are organised
into thread blocks, with each thread block being assigned to a single SM. Although
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the SIMD processors (SMs) within NVIDIA GPUs execute vector instructions in
groups of 32, thread blocks can be any size up to 1024. This decoupling of CUDA
threads from warp size (i.e. vector length) gives application developers greater
flexibility in the implementation of algorithms and gives NVIDIA flexibility to
change the underlying architecture. An application programmer must consider
both the parallelisation within a thread block and the parallelisation over thread
blocks: there are two levels of parallelism to account for. Thread blocks executed
together are organised into a grid and the overall hierarchy is shown in Figure 2.8.

The execution of a grid is launched as a CUDA kernel (the initial function
executed on the GPU) from the host (the CPU that the GPU is attached to).
Launched grids enter a queue of work for the GPU to perform and all thread
blocks within a grid execute the same function (kernel). Thus, CUDA is viewed
as a data-parallel programming model. The main memories of a GPU and its host
are independent, thus any data required on the GPU must be copied there by the
host. Similarly, any results on the GPU must be copied back to the host, by the
host. The memory model of the GPU consists of numerous parts:

1. Global Memory represents the main memory (i.e. DRAM) of a GPU and
is the highest capacity but lowest bandwidth. It is shared across all thread
blocks.

2. Local Memory is primarily used for register spills and is private to each
CUDA thread. It typically resides in the GPU DRAM but can be cached.

3. Shared Memory is scratch-pad memory private to each thread block. It is
either a dedicated memory module or is unified with L1 cache.

4. Texture Memory is a read-only memory that is optimised for spatial lo-
cality, such as reading the values of surrounding cells in a 2D grid.

5. Constant Memory is read-only memory that is optimised for broadcasting
single values to multiple threads in a warp. It is used for CUDA kernel
parameters and is normally implemented as its own cache. It can also be
used to store read-only user data.

All memory spaces apart from local can be explicitly utilised by application
developers and making best use of them can be a significant performance gain.

Although typical CUDA programs exploit data- rather than task-parallelism,
CUDA 10.0 introduced the concept of task graphs. CUDA task graphs allow for
the expression of dependencies between kernels. The resultant task graph can
reduce the overhead of launching many kernels; however, it does not eliminate
it. Additionally, the GPU is still performing operations in a data-parallel fashion,
only the kernel launches themselves are happening in a task-parallel fashion.
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2.6.3 OpenACC

Like OpenMP, OpenACC is a directive-based programming model. OpenACC
started as an investigatory project to direct future OpenMP standardisation for
device offload support [47]. It has since broken away from OpenMP and become
its own programming model. Much of the syntax in OpenACC has direct counter-
parts to OpenMP device constructs. However, OpenACC has historically evolved
to meet the needs of heterogeneous computing faster than OpenMP. OpenACC
provides the ability for application developers to use auto-parallelisation features,
such as the kernels construct. This construct exemplifies the ideological difference
between OpenMP (before version 5.0) and OpenACC. OpenMP is prescriptive:
any user directives will directly translate to the specified parallelism. OpenACC is
descriptive: user directives will be treated as hints and the compiler can decide if
an alternative parallelisation strategy is better. The distinction becomes less clear
with the release of OpenMP 5.0: the new standard includes support for a loop
construct which has similar functionality to the OpenACC kernels construct.

Full OpenACC support is implemented within the PGI – now NVIDIA – com-
piler, although GCC does provide most features of the programming model.

2.6.4 Kokkos

Kokkos is a C++ abstraction layer with a strong focus on portability: it is the aim
of its developers that code can be written to run on any target architecture. As
an abstraction layer, it is built on top of other programming models and is imple-
mented as a library. Unlike OpenMP and OpenACC, it does not require compiler
support. Instead, Kokkos makes heavy use of modern C++ features including
lambda functions and templates, allowing developers to write architecture-agnostic
parallel code. Kokkos implements parallel loop constructs – known as parallel dis-
patch functions – which take the body of a loop as a lambda function argument.
Internally, these parallel loops will then map to the desired backend; the backends
implement the thread-level parallelism. Several backends are available for Kokkos
including Pthreads, OpenMP, and CUDA. Kokkos also supports parallel dispatch
targeting explicit SIMD parallelism, which is useful for implementing hierarchical
parallelism on GPU architectures.

Kokkos also supports task-parallel constructs. These are implemented with the
use of C++ functors which encapsulate both the work and the data of a task; the
work is defined by the function-call operator and the data is defined as members
of the class. Kokkos implements two methods to spawn tasks host_spawn and
task_spawn. The first is used to start a new task DAG, whilst the second is used
to spawn tasks within the DAG. This distinction is needed for GPU architectures
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so that the host can setup the tasking environment, spawn an initial task, and
then let the GPU spawn all following tasks.
1 class FibTask {
2 Kokkos::BasicFuture dep[2];
3 void operator()(int result, ...)
4 {
5 sched = ...
6 if (n < 2) {
7 result = n;
8 }
9 else if (!dep[0].is_null() && !dep[1].is_null()) {
10 result = dep[0].get() + dep[1].get();
11 }
12 else {
13 dep[1] = Kokkos::task_spawn(Kokkos::TaskSingle(sched),
14 TestFib(n - 2));
15 dep[0] = Kokkos::task_spawn(Kokkos::TaskSingle(sched),
16 TestFib(n - 1));
17 auto fib_all = sched.when_all(dep, 2);
18 if (!dep[0].is_null() && !dep[1].is_null() &&
19 !fib_all.is_null()) {
20 Kokkos::respawn(this, fib_all);
21 }
22 }
23 }
24 }

Listing 2.3: Example of tasking in Kokkos using a naïve Fibonacci algorithm.
Adapted from the initial proposal for Kokkos task capabilities [60].

In contrast to OpenMP – which uses data dependencies to enforce fine-grained
synchronisation between tasks – Kokkos uses futures. Futures are objects that
represent dependency relationships and hold the result of a task that was spawned.
In contrast to most other task-parallel programming models and languages, Kokkos
does not contain the ability for a thread to wait on the completion of a task. The
getmethod only works when the future is guaranteed to be ready; this contrasts to
C++ futures which block at a get call until the associated computation finishes.
Kokkos does not permit the execution of tasks to be blocked on the result of
another task. Instead, to express descendent tasks, Kokkos implements the ability
to respawn tasks. The respawn call takes as arguments the future objects of any
tasks spawned in the current context. The runtime then re-inserts the task back
into the task scheduler and re-executes the task once the given dependencies have
been met. At this point a user can then guarantee the child tasks have completed
and the result can be retrieved.

Listing 2.3 demonstrates Kokkos tasking through the implementation of a naïve
Fibonacci algorithm. The base case is handled in lines 6-8 and the recursive steps
are spawned as tasks in lines 13-16. The future objects that result from the task
spawns are combined and given as an argument to the respawn function. Once
the child tasks complete, the task will be respawned, and the results of the child
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tasks are retrieved (lines 9-11).
In Kokkos a task may either be a TaskSingle or a TaskTeam, the difference

being how the task will be executed: TaskSingle on a single thread, TaskTeam
on a team of threads. The definition of a team of threads will depend on the
architecture being targeted. On a GPU, a TaskTeam will execute on a single
warp, and a TaskSingle on a single CUDA thread, leaving the remaining lanes
in the warp idle. The use of the TaskTeam construct is critical to achieving good
performance on GPU architectures, as shown in Section 6.4.

Kokkos supports several different task scheduler implementations: centralised
(TaskScheduler), work stealing (TaskSchedulerMultiple), and Chase-Lev based
(ChaseLevTaskScheduler).

2.6.5 Other Task-Parallel Programming Models

The programming models described above are the most relevant to the work in this
thesis. However, many other task-parallel programming models exist and covered
here are some of those that have had – or still have – an impact on the topic of
tasking.

2.6.5.1 Cilk

Cilk is a set of C/C++ language extensions that laid the groundwork for future
tasking-parallel programming models [28]. Initially, task parallelism was the only
level of parallelism that was offered and was supported through two simple state-
ments: cilk_spawn and cilk_sync. The first of these generates a new task, and
the second acts as a barrier for all previously generated tasks in the current con-
text. After the project was acquired by Intel, Cilk was extended to include loop
semantics and was released as Intel Cilk Plus [160].

Although Intel Cilk Plus has been discontinued by Intel [9] and removed from
GCC in version 8.1 [77], Cilk had large and direct impacts on both the program-
ming model and implementations of other projects, such as OpenMP [15]. In
terms of syntax, the cilk_spawn and cilk_sync keywords are analogous to the
omp task and omp taskwait OpenMP directives, respectively. In terms of imple-
mentations, the work-stealing task scheduler that was popularised through Cilk
is still used as a template for other task schedulers today; examples include the
LLVM OpenMP runtime implementation [73], Kokkos [60], and OmpSs [57].
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2.6.5.2 OmpSs

OmpSs is another programming model which focuses primarily on task-based par-
allelism. Developed at the Barcelona Supercomputing Centre (BSC), it serves as
both a useful environment for prototyping and motivating changes to the OpenMP
tasking model as well as being a programming model in its own right [57]. OmpSs
provided the first reference implementations of tasks in OpenMP 3.0, task data
dependencies in OpenMP 4.0, and task reductions and commutative dependen-
cies in OpenMP 5.0 [131]. However, unlike OpenMP – which requires tasks to be
generated within a parallel region – OmpSs launches background threads at the
beginning of an application and any encountered omp task constructs are executed
by these background threads.

2.6.5.3 Intel Threading Building Blocks

Intel Threading Building Blocks (TBB) is an object-oriented C++ template library
offered by Intel for parallel programming [156]. In contrast to OpenMP, Cilk, and
OmpSs, TBB does not require specific compiler support as it is implemented as a
library. Tasks are the central units of execution within the TBB runtime. However,
the library also implements functionality that allows for the expression of many
other higher-level parallel features, including parallel loop constructs, parallel data
structures, and scalable memory allocators. Since its introduction in 2007, TBB
has been used both within HPC (e.g. for Monte Carlo particle transport [56]), and
outside HPC (e.g. for multimedia applications [102]).

The task scheduler in TBB employs work stealing in a similar way to Cilk
and the Intel and LLVM OpenMP runtimes: each thread has a local task queue
which it uses to push and pop tasks to, when the local queue is empty tasks are
stolen from other threads at random, local queues are LIFO, and remote queues
are FIFO [121].

2.6.5.4 StarPU

StarPU is another parallel framework which has seen adoption within HPC appli-
cations [14]. Like OpenMP, tasks in StarPU are scheduled dynamically as their
dependencies allow, and dependencies are expressed through the data that a task
operates upon. The framework implements several task schedulers: centralised
(also called ‘eager’), work stealing, and locality-based (i.e. NUMA-aware) work
stealing. StarPU is entirely library-based: its functionality is provided through a
set of C functions.
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The difference between StarPU and other frameworks is that it focuses on
heterogeneous execution. This is achieved by integrating a task execution engine
with data-management capabilities, allowing tasks to be run on either a host CPU
or an accelerator device. For GPU architectures, the tasks encapsulate a single
kernel launch, rather than providing persistent, on-GPU tasking. StarPU has seen
adoption within several computational physics applications [144, 24], including the
fast-multipole method [4].

2.7 Implementation Performance Differences

Parallel API standards do not precisely describe their implementation. There-
fore, implementations of the same API can often vary in performance, due to
different design decisions taken by their implementers. Understanding these de-
sign differences and selecting the appropriate – and best performing – API and
implementation is critical to running large-scale scientific applications efficiently.
However, understanding the performance characteristics of scientific applications
can be difficult.

Scientific applications that are used in practice often grow organically over
many years. The code bases of these applications often become large and un-
wieldy and can contain substantial amounts of legacy code, which requires up-
dating regularly. Scientific applications can consist of hundreds of thousands of
lines of code. This presents a significant challenge to investigating current perfor-
mance characteristics – and potential optimisations – of scientific applications. To
solve this, proxy applications are commonly used within HPC. Often referred to
as mini-apps, these applications act as proxies of the essential run-time behaviour
of a method or algorithm, without any additional complexities associated with its
real use-case [89]. The scientific input or output of these applications may not be
accurate; however, the loop structures, data movement, and FLOP/byte ratio of
the original application are imitated. The capture of the computational nature
provides a useful tool to explore computer architectures and programming models.

Figure 2.9 shows the effect of OpenMP runtime choice on performance for
four widely used mini-apps. The two OpenMP runtimes examined are the GNU
and LLVM; speedup is given as LLVM over GNU. The four mini-apps used are:
CloverLeaf [133], TeaLeaf [130], neutral [127], and mega-sweep [48]. All four
mini-apps have been used extensively to benchmark programming models and
architectures [134, 50, 128, 124, 49, 103], and all utilise the OpenMP parallel loop
construct. All mini-apps were compiled with Clang.8 The results show that on
two different CPU architectures – Intel Xeon Skylake and Marvell ThunderX2

8This is made possible by a shim layer in LLVM OpenMP which transforms GNU OpenMP
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Figure 2.9: Effect of OpenMP runtime on performance of various mini-apps that
use loop-based parallel constructs.

– there is a variation in performance between the two OpenMP runtimes. The
TeaLeaf application shows the largest variation in performance, mostly due to
LLVM being more optimised for nested parallelism, although the performance
difference is relatively minor at only 1.06x.

In comparison to applications that use loop-based parallelism, the performance
variations between OpenMP runtime implementations are greater for applications
that use task parallelism. The Barcelona OpenMP Task Suite (BOTS) is a widely
used collection of benchmarks that utilise OpenMP tasking; Chapter 7 covers
them in further detail. Figure 2.10 shows the effect of OpenMP runtime choice
on performance for the benchmarks. Compared to the benchmarks which use par-
allel loop constructs, the task-parallel benchmarks show far greater variance in
performance between the OpenMP implementations: the FFT, Sort, UTS bench-
marks demonstrate better performance, by orders of magnitude, using the LLVM
OpenMP runtime.

The BOTS benchmarks are designed to stress the OpenMP runtime, whereas
the mini-apps are not. It may be that mini-apps which utilise tasking do not

runtime calls to their LLVM equivalents. This is explored further in Chapter 4.
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Figure 2.10: Effect of OpenMP runtime on performance of various task-parallel
benchmarks.

show such stark performance differences. Therefore, this work aims to provide
more clarity to the usage of tasking in scientific applications. The resulting clar-
ity, combined with developments to tasking on GPU architectures, brings further
understanding and development to task parallelism on HPC architectures.
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3

An Overview of the Fast-Multipole Method

This chapter provides background details of the fast-multipole method (FMM).
The method is used in a broad set of domains and serves as a complex challenge
for task-parallel programming models. Thus, the method is a useful vehicle for
exploring programming models and modern HPC architectures within this thesis.
The remainder of the chapter provides mathematical and algorithmic details of
the FMM relevant to the rest of this thesis.

3.1 Overview

The N-body problem is the problem of determining the position of an object due
to the forces applied on it by all other objects in a system. Each object in a system
will have its position determined this way, hence the N-body problem has a time
complexity of O(N2). However, various methods have been devised that reduce
the time complexity by approximating the solution to the N-body problem. The
earliest viable algorithms were invented and popularised by Appel [10] in 1985, and
Barnes and Hut in 1986 [18]; these became known as treecodes. These treecodes
reduced the computational complexity of the N-body problem to O(Nlog(N)).
The fast-multipole method (FMM) is an evolution of these treecodes, making
further approximations to reduce the time complexity to O(N).

The FMM has a broad range of practical applications. The original formulation
of the FMM was used for solving electrostatic and gravitational interactions. The
solution of electrostatic interactions has been used in the simulation of charged
ions in biological applications, allowing for protein interactions to be modelled
at physiologically relevant scales [195]; the solution of gravitational interactions
has been used for the simulations of stellar dynamics, modelling millions of stars

39
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on galactic scales [53]. This work considers only the three-dimensional original
formulation of the FMM. However, the original formulation of the FMM has been
extended with different mathematical bases so that it can support applications in
acoustics [119], fluid dynamics [76], and electromagnetism [44]. The FMM has also
been used in applications requiring one [35], two [185], and three dimensions [80].
The following section details the mathematical background for the FMM, relevant
for the remainder of the thesis.

3.2 Mathematical Background

The gravitational, or coulombic, potential on a body i due to all other bodies in a
system is given by

Φi = mi

N∑
j=1

mj

‖xj − xi‖2
(3.1)

where xi and xj are the positions of i and j, respectively; their masses (or
charges) are denoted mi and mj. From the potential, the forces applied on body
i can be found with the gradient operator by

Fi = −∇Φi. (3.2)

Alternatively, the gravitational or electrostatic forces can be computed directly.
For the gravitational forces on body i with mass mi, due to all bodies in a system,
j with masses mj, can be computed directly using1,

Fi = mi

N∑
j=1

mj

‖xj − xi‖32
(xj − xi). (3.3)

From Equations 3.1 and 3.3 it can be seen that for every body i, the position
of every body j needs to be examined; this results in O(N2) computational com-
plexity. However, if one could separate the terms that depended on body i from
the terms that depended on body j, then it would be possible to perform the sum-
mations independently. This is the key to both treecodes and the fast multipole
method.

The first step in the formulation of the FMM lies in the rewriting of the po-
tential equation (Equation 3.1), which can be alternatively expressed as

1The electrostatic force equation is similar, but the mass terms (m) are replaced by charge
(q).
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Φi =
∞∑
n=0

n∑
m=−n

mir
−n−1
i Y m

n (θi, φi)
N∑
j=1

mjρ
n
j Y
−m
n (αj, βj)︸ ︷︷ ︸
Mm

n

(3.4)

Where (r, θ, φ) and (ρ, α, β), are the distance vectors, in spherical coordinates,
from the centre of the expansions to bodies i and j, respectively. The term Y m

n

is the spherical harmonic function. Using Equation 3.4, all the multipole values
(Mm

n ) can be computed independently of i. Thus, once all multipole terms have
been computed for all bodies, they can be used to independently compute the
potentials for all other bodies. However, the series expansion in Equation 3.4
converges if and only if r > ρ: the distance to the centre of the expansion, c, must
be greater for body i than all other j bodies. This is demonstrated in Figure 3.1a.
The j bodies form a multipole series expansion with radiusmax(ρj), the maximum
distance from any j body to the centre of the expansion, c. As the distance of body
i to c is greater than max(ρj), the series converges and can be used to compute
the potential on i from all j bodies in the expansion.

The multipole series expansion is infinite, though to implement the method in
practice a finite number of terms must be used. Increasing the number of multipole
terms (P ) does reduce the error in the calculation, and at a certain point, the error
can be reduced to machine precision. This allows the approximation to achieve the
same accuracy as the direct computation. Fortunately, there are typically other
errors introduced in simulations and, in practice, the FMM might be required to
return results of even lower precision.

As the distance increases between two bodies, the effect they have on each
other decreases: the magnitude of the force is inversely proportional to the distance
between them. The consequence for multipole expansion series is that the error
incurred by low-order expansions is lower for greater distances (r). This property is
used by treecodes (e.g. Barnes-Hut) and the FMM to perform distant interactions
to groups of bodies in constant time. Instead of a body i computing potential
contributions from each body j, the j bodies are summarised by a single series
expansion which is then used to find the cumulative potential contribution to body
i. Additionally, if a group of bodies are not distant enough from i to perform an
approximation using a finite multipole expansion, the potential contributions can
still be computed directly. However, the direct computation has time complexity
O(M), whereM is the number of grouped j bodies. Thus, the fast computation of
potential contributions is best done by maximising the number of approximations
and minimising the number of direct evaluations. This is controlled by the grouping
of bodies.

A multipole series expansion can include any number of bodies. A multipole
expansion that contains all N bodies in a system would mean there would be no
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Figure 3.1: Multipole and local expansions centred on point c. Body i can calculate
the potential from each expansion.

bodies that the expansion could be applied to – no bodies would lie outside the
expansion. Conversely, if a multipole expansion is created for every point, the
computational complexity of computing the potential for each body becomes N2

– the same as the direct N-body method. The solution in the FMM is to create
multipole expansions at multiple levels, forming a space-partitioning tree structure
of log(N) nodes (or cells)2. The space-partitioning tree is typically a quad-tree for
two-dimensional space and an oct-tree for three-dimensional space.

The multipole expansions are not computed directly for each cell. Instead, the
multipole expansions are created at each leaf node and then propagated upwards.
To achieve this, the multipole expansions, Mm

n , are computed through the term in
the right-hand side of Equation 3.4. In the FMM this computation is known as the
multipole-to-particle (P2M) operator.3. It is one of several operators, or kernels4,
used within the FMM. The full list of operators used within in FMM are defined
in Table 3.1.

The M2M operator (see Table 3.1) can be used to shift a multipole expansion
from its centre to a new centre within its expansion sphere. This operator allows a
tree node to create a new expansion from its child nodes and, overall, means that
if working level-by-level leaf-to-root, multipole expansions can be found for every
node. This is illustrated in Figures 3.2a and 3.2b.

For the evaluation of the potential on a body i, the tree structure is traversed
from root to leaf to compute all interactions from j bodies. If a group of j bodies is
sufficiently far, as determined by the error bound, then the potential contribution
of the group can be computed from its multipole expansion. If a group of bodies

2Groups of particles are located within tree nodes and are sometimes referred to as cells
3Body and particle are often used interchangeably in literature on treecodes.
4The term kernel in relation FMM is commonly used to mean an integral kernel. The term is

loosely used and often means a function that applies some transformation. Not to be confused
with CUDA kernel.
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Figure 3.2: The P2M and M2M operators of the FMM.

is not sufficiently far for approximation, then its enclosing tree node is further
traversed until its child nodes contain groups of bodies that are sufficiently far.
If a leaf node is reached, then no further traversal is possible, and the potential
contribution must be computed directly. The FMM necessitates that the number
of bodies in each leaf node is scaled with input size to maintain the linear time
complexity.

Overall, this means a single body can be evaluated against O(log(N) tree nodes,
performing constant-time operations at each. If done for all i bodies, this leads
to a total time complexity of O(Nlog(N)). This is the method outlined in the
Barnes-Hut algorithm: each body is evaluated using a tree-structure containing
all bodies. However, the FMM goes a step further and considers group-to-group
interactions instead of body-to-group interactions. To achieve this, a second series
for the potential is required, and is defined as

Φi =
∞∑
n=0

n∑
m=−n

mir
n
i Y

m
n (θi, φi)

N∑
j=1

mjρ
−n−1
j Y −mn (αj, βj)︸ ︷︷ ︸

Lm
n

. (3.5)

The difference with the first series expansion (Equation 3.5) is that it converges
if and only if r < ρ, that is, for all points within the series expansion. With this,
it is now possible to do the reverse of the previously outlined method; if there
exist local expansions Lmn , then the potential for each particle can be found within
the radius. This is demonstrated in Figure 3.1b; the potential contributions on
body i resulting from j bodies outside the radius (r) can be found from their local
expansion series. As before, this approximation of potential contributions is only
performed for nodes that are well separated.

Local expansions series (i.e. Lmn ) can be computed directly using the right-
hand side of Equation 3.5. However, for the same group of bodies, it is possible
to transform the multipole expansion to a local expansion. This is done by the
multipole-to-local operator, M2L.
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Name Meaning Equation(s)

P2P particle to particle 3.1 and 3.3
P2M particle to multipole C.3
M2M multipole to multipole C.4
M2L multipole to local expansion C.5
L2L local expansion to local expansion C.6
L2P local expansion to particle C.7

Table 3.1: Summary of the operators used within FMM. Full equations are given
in Appendix C.

Performing the M2L transformation for all cells against all other cells would
result in local expansions for each cell, and thus enable one to compute the po-
tential for each body. However, this would again result in O(N2) time complexity.
To solve this, the M2L transformation can be applied from one multipole cell to a
fixed number of local cells. The resultant local expansions can then be propagated
downwards through the tree using another operator, the local-to-local (L2L) op-
erator. The L2L operator can be used to shift a local expansion from its centre
to a new centre within its expansion sphere. With a hierarchical tree structure,
this means the M2L operator only needs to be performed from one cell to the sur-
rounding cells, the L2L operator can then be applied level-by-level to propagate
the local expansions downward. This is demonstrated in Figures 3.3a and 3.3b.

(a) M2L (b) L2L

Figure 3.3: The M2L and L2L operators of the FMM.

For any cell-to-cell interactions that are too close such that the series expansion
is too inaccurate, the interaction is computed directly. For the FMM this is referred
to as the particle-to-particle (P2P) operator. If two cells are distant enough that
the potential can be approximated, then the nodes are said to be well separated.
The definition of whether any two cells are well separated can either be fixed or
parametrised; this is detailed further in the following section.
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Figure 3.4: Order in which the FMM operators are applied from source (blue)
to target (orange) particles. The potential on the target particle from the source
particle can either be computed directly with the P2P operator or approximated
with the other operators.

With the M2L and L2L operators creating local expansions at each node, the
final operator, L2P, is applied to each leaf node. The L2P operator takes the
local expansions (Lmn ) and applies the left-hand side of Equation 3.5 to find the
potential contributions from distant particles. These are added to the potential
contributions found for close bodies using the P2P operator.

The application of the FMM operators within the FMM are summarised in
Figure 3.4, and taken altogether, the FMM proceeds as follows:

1. The particles are subdivided using an oct-tree

2. At each leaf, the P2M operator computes the multipole values

3. At each branch, the M2M operator translates the multipole values at child
branches to the current branch.

4. The M2L operator translates the multipole expansions to local expansions
for all surrounding well-separated cells.

5. The P2P operator computes the potentials directly for all surrounding non-
well-separated cells.

6. The L2L operator translates local expansions from a parent cell to all child
cells.

7. The L2P operator computes the potential values from local expansions at
each leaf cell.
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Steps 2 and 3 are performed in an upwards traversal; this can be implemented
as a single recursive method working leaf-to-root. Similarly, steps 6 and 7 are
performed in a downwards traversal, working root-to-leaf. The M2L and P2P
are typically implemented by traversing the tree level-by-level and performing the
appropriate operator depending on whether two cells are well-separated. This can
be performed using the dual-tree traversal method.

3.2.1 Dual-Tree Traversal

The definition of well-separateness of cells can either be fixed or parametrised. In
the original formulation of the FMM by Greengard [79], well-separated nodes were
defined as nodes at the same refinement level that are not near neighbours. Near
neighbours are nodes at the same level that share a boundary point. This means
that the number of cells with which to perform the M2L translation is fixed. In
the original three-dimensional FMM formulation by Greengard, this leads to each
cell performing M2L operations with 189 other cells.

Dehnen used this original formulation of the FMM to devise the dual tree
traversal method (DTT) [54], which allows for tunable accuracy by parametrising
well-separateness; this parameter is typically known as the multipole acceptance
criterion (MAC). The MAC value (θ) is simply the ratio between a cell’s size l and
its distance d from the point being evaluated (θ = l/d). The MAC is also used
within the Barnes-Hut method to tune accuracy.

1 void dtt(node source, node target)
2 {
3 // calculate distance between source and target
4 ...
5
6 if (source and target well separated)
7 approximate_force(source, target)
8 else if (is_leaf(source) && is_leaf(target)
9 direct_force(source, target)
10 else
11 {
12 if (source.radius > target.radius)
13 for (child in target)
14 dtt(child, source)
15 else
16 for (child in source)
17 dtt(target, child)
18 }
19 }

Listing 3.1: Pseudocode for the dual-tree traversal (DTT). Taken from work by
Atkinson and McIntosh-Smith [12].
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The DTT variant of the FMM devised by Dehnen makes the method more
suitable to stellar dynamic simulations, but also increases the irregularity of the
method. This is because both the input distribution of particles and the MAC
affect the control flow during the tree traversal. The most widely used implemen-
tation of the DTT variant of the FMM is ExaFMM [17]. Beyond implementing
Laplace kernels for gravitational and electrostatic forces, ExaFMM also imple-
ments several other mathematical bases, and has been used for simulating fluid
dynamics [193, 85], magnetic fields in VLSI circuits [92], and astrophysics [116].

Implementations of the FMM which do not use a MAC [80, 40, 8] are able
to define the tree walk iteratively and therefore are able to schedule the parallel
computation statically. The DTT, on the other hand, is most easily implemented
recursively and the parallelism scheduled dynamically, typically with tasks. An
outline of the DTT is given in Listing 3.1.

Excluding the tree construction, the full DTT variant of the FMM is typically
implemented as three tree traversals and can be summarised as follows.

• The upwards traversal – Calculating multipole expansions for each node
(P2M) and propagating multipole expansions upwards (M2M).

• The dual-tree traversal – Particles are compared group to group. Either
the forces are calculated directly (P2P) or approximated by converting the
multipole expansions to local expansions (M2L). M2L is applied if the two
groups (tree nodes) are well separated.

• The downwards traversal – Propagating the local expansions from root to
leaves (L2L), adding the contribution from the local expansions to the force
acting on each particle (L2P).

3.3 MiniFMM

MiniFMM is an FMM mini-app created with the primarily purpose of exploring
task-based parallel programming models. It implements the DTT variant of the
FMM for electrostatic and gravitational forces (i.e. Laplacian kernels). The mini-
app implements all operations required for the fast computation of these forces,
capturing the performance characteristics of real implementations of the FMM
(e.g. ExaFMM). However, MiniFMM does not implement auxiliary features found
in scientific software, reducing the effort required to port to new programming
models.

Inputs are randomly generated for two different particle distributions: a uni-
form distribution of particles in a box, and a Plummer distribution [151]. A
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Plummer distribution is a randomly generated set of particles which model a glob-
ular star cluster; it is a common model to use as input for simulations of stellar
systems [1]. Figure 3.5 shows the arrangement in space of the two distributions.
These two distributions exhibit different performance characteristics in the FMM.
The uniform distribution results in a relatively balanced oct-tree with leaf cells
containing approximately the same numbers of particles. This is useful for in-
vestigating the maximum throughput that an FMM implementation may achieve.
A Plummer distribution can result in an unbalanced, irregular oct-tree, with un-
even numbers of particles per leaf. In task-parallel implementations of the FMM
this can often lead to large load imbalance due to the millions of tasks generated
and the uneven amount of work in each task. Presenting a further challenge to
task-parallel runtimes beyond that posed by the uniform distribution.
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Figure 3.5: The two different particle distributions available in MiniFMM.

The accuracy of the calculation within the mini-app can be tuned in three ways:
the MAC (θ), the number of multipole terms (P ), and the number of particles per
node (often referred to as Ncrit). The first two are typically fixed at specific values
for the scientific problem being solved [194], whilst the number of particles per
node is often scaled with input size. This is required to maintain the linear time
complexity of the FMM. Throughout this thesis a MAC value of 0.5 is used and the
number of multipole terms is fixed at 4. The Ncrit value is varied depending on the
input size and is typically between 256 and 512. This parameter can have a large
effect on performance, explored further in Section 4.3 for CPUs and Section 6.3.4
for GPUs. These three parameter values are typical in astrophysics use-cases and
have been previously used in studies into the performance of the FMM [192, 137,
53, 4, 3].

The parallelisation of the FMM provides a significant challenge to both ap-
plication developers and parallel runtime implementers. The DTT variant of the
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FMM in particular exhibits high irregularity, and thus load imbalance, and the
recursive nature requires nested parallelism. Both characteristics mean that task
parallelism is highly suited to the method. However, the significant numbers of
tasks – spawned at many different tree levels – provides a challenge to the par-
allel scalability of parallel runtimes. The parallelisation of the FMM for CPU
architectures is the focus of the next chapter.
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4

Evaluating Tasking on CPU Architectures

Content from this chapter appears in the following publication:

• Patrick Atkinson and Simon McIntosh-Smith. “On the Performance of
Parallel Tasking Runtimes for an Irregular Fast Multipole Method Appli-
cation”. In: Scaling OpenMP for Exascale Performance and Portability.
Ed. by Bronis R. de Supinski, Stephen L. Olivier, Christian Terboven,
Barbara M. Chapman, and Matthias S. Müller. Cham: Springer Inter-
national Publishing, 2017, pp. 92–106

4.1 Introduction

This chapter describes the parallel implementation and characteristics of MiniFMM.
The evaluation of parallel tasking frameworks is split into two parts. Firstly, we
explore the various ways in which the mini-app can be implemented in OpenMP
with tasks, showing that performance is affected by different synchronisation
mechanisms; the evaluation is carried out across three architectures and examines
both the Clang/LLVM and GCC compilers. Secondly, we examine and compare
the performance of different OpenMP implementations and two other tasking
programming models, Kokkos and Intel TBB. This comparison is used to identify
the features and design choices which lead to optimal performance for tree-based
particle methods.

Previous efforts to parallelise the fast multipole method (FMM) have shown
that task-based approaches provide large performance benefits. Taura et al. paral-
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lelised the dual-tree-traversal algorithm in ExaFMM with tasking features from In-
tel TBB, resulting in large performance improvements over similar methods [172].
Pericas et al [137] extended this work by implementing the downwards traversal
step using data-dependent tasks from OmpSs, finding only minor performance im-
provements could be gained. Making use of data-dependency constructs available
in StarPU, Agullo et. al [3], found that performance could be improved over an
equivalent OpenMP implementation.

4.2 Implementation Overview

The dual-tree traversal (DTT) step is the most computationally intensive part of
the FMM, typically accounting for > 95% of the overall run time [192]. Therefore,
this chapter focuses primarily on the parallelisation of this step. As the step
evaluates all pairs of nodes in the tree, it is possible for two threads to be calculating
the force contribution for the same target node concurrently, leading to a race
condition. Using OpenMP, there are several ways to enforce a mutual exclusion
property for the nodes: using task waits, task dependencies, atomics, or locks.
The mechanisms differ in performance, expressiveness, and which version of the
OpenMP specification they first appeared in. Thus, this section is an evaluation of
the synchronisation mechanisms within the context of MiniFMM. The conclusions
drawn from these results can be generalised for a broader range of applications: a
common pattern in N-body, finite element, and unstructured mesh applications is
to have data locations receiving multiple, unordered contributions, thus requiring
similar mutual exclusion properties as in MiniFMM. The rest of this section details
each variant of the mini-app and the synchronisation mechanisms employed.

All results generated in this chapter, unless otherwise stated, were collected
using the following parameters. The input is of 107 particles generated using the
Plummer model. The Plummer model was chosen to reflect real applications of
the FMM used to simulate stellar dynamics [53]. At the finest level of the tree
structure, the maximum number of particles per node is set to 256. In this chapter,
both single- and double-precision floating point values are considered for the imple-
mentation as both have been used in previous work on FMM [194], have different
performance considerations, and are both representative of use cases of the FMM
in large-scale scientific applications [193, 76]. As with work on ExaFMM [192],
the compute-bound nature of the FMM means that NUMA effects can largely be
ignored with sufficiently large inputs (i.e. > 105). This is because the time it takes
to load the data required for an FMM kernel call – wherever it resides – is insignif-
icant compared to the time spent computing within the kernel. However, there
are use cases of FMM where NUMA effects do become a major concern, typically
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this is when the method is repeatedly called on small inputs. This results in the
method being more sensitive to memory bandwidth [140].

4.2.1 Task Waits

By only generating tasks for the recursive call of the method – the call that eval-
uates the target children of the current target (lines 14 and 17 in Listing 3.1) –
it is possible to ensure mutual exclusion through the taskwait construct. This
ensures correctness as values are only written for target nodes. The use of the
construct ensures that all child tasks complete before the parent task proceeds; no
thread can return early from executing tasks below the current target node. At
any recursive step of the DTT, the maximum amount of available parallelism is
8h, where h is the height difference between the current node and the bottom of
the tree; 8 is the maximum number of children per node. This could mean that,
depending on the shape and height of the tree, there is a lack of parallelism: a
tall, skinny tree will not generate as many concurrent tasks as a flat, wide tree.
Using taskwait to synchronise tasks is both the simplest and earliest supported
(in terms of OpenMP standards) way of implementing the DTT step of the FMM.
This is the method used by Taura et al. [172] to first parallelise the DTT.

4.2.2 Atomics

Instead of synchronising upon the tasks, it is possible to simply update the values
atomically. That is, for both the direct and approximate calculations, the force
updates are applied atomically for each particle. As the force calculations are over
all particles in a node, this can mean many atomic operations are required. For an
input that contains K tree nodes, the number of atomic operations is O(K2 · C),
in the P2P kernel, where C is the maximum number of particles per node. As
the number of input particles (N), is divided among all tree nodes, (i.e. K = N

C
),

the number of atomic operations is in the worst case, O(N
2

C
). Due to the large

number of atomic operations, the performance of this variant of MiniFMM heavily
depends on the cost of atomic operations of the architecture on which it is being
run.

4.2.3 Locks

Locks are available within OpenMP and can also be used to ensure the mutual
exclusion property in the DTT. For this variant of MiniFMM, a lock is created
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for every node in the tree. Upon entering either the P2P or M2L kernel, a lock is
acquired for the node, the values are computed for that node, and the lock is re-
leased. The performance difference between using either locks or atomics, depends
on the execution of the method. Atomically updating the forces for each particle
introduces a fixed overhead compared to locks; however, high lock contention will
cause large amounts of idle thread time. Additionally, using atomics over using
locks means that two threads may concurrently compute upon the same node;
locks ensure that only one thread may work on a node at a time. However, it is
possible to remove this restriction from locks by utilising various task constructs
in OpenMP.

As described by Eijkhout [61], a task can be suspended when the executing
thread cannot acquire a lock. Using the omp_test_lock function, the executing
thread can test if the lock has been acquired by another thread. If it has, the task is
suspended using the taskyield construct, allowing the executing thread to move
on to other work and, when the task is resumed, the lock can be re-acquired.
The code for this technique is shown in Listing 4.1. Other constructs can also be
combined with this approach. By default, tasks are tied: the thread that suspends
the execution of a task must be the thread that resumes the execution. However,
by specifying the tasks as untied, any task that was suspended when a lock could
not be acquired can be picked up by any thread. Chalk et al. [39] suggest that
this technique leads to better load balancing of tasks; without untied tasks, some
threads may encounter more contended locks than others, meaning that the threads
build up a backlog of suspended tasks.

1 int locked = 0;
2 while (!locked)
3 {
4 locked = omp_test_lock(&target->lock);
5 if (!locked)
6 {
7 #pragma omp taskyield
8 }
9 }

Listing 4.1: Locking with taskyield

In early implementations of MiniFMM a single lock per tree node was used,
leading to high thread contention on the locks. Atkinson and McIntosh-Smith con-
cluded that the use of the taskyield with locks and untied tasks was more benefi-
cial when lock contention was high, and with lower contention these clauses are not
needed and can result in the same or even worse performance [12]. Whether this
technique improves performance depends on how fast threads can switch between
tasks and how quickly contended locks become available. When encountering a
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contended lock, a thread could take longer to switch to another task than waiting
for the lock to be released.

The work by Atkinson and McIntosh-Smith demonstrated that on a 36-core
Broadwell CPU, the use of the constructs is limited, whilst at high thread counts
on the Knights Landing architecture, lock contention is high enough that perfor-
mance is increased by employing the technique. The original figure from the paper
is included as Figure A.1. It was later found that using two locks lead to better
performance, one lock for the direct force accumulation and one lock for the ap-
proximate force accumulation. The performance of combining various task clauses
and locks is explored for newer architectures in Section 4.2.7.

4.2.4 Task Dependencies

Task dependencies, introduced in the OpenMP 4.0 standard, can also be used to
implement the mutual exclusion property required by the DTT. Theoretically, im-
plementing the FMM using task dependencies would be the most optimal method.
There are two reasons for this. Firstly, it allows all stages of the computation
to be overlapped. In the other versions of MiniFMM, there must be a barrier
between each tree traversal (upwards, downwards, and DTT), this means that
even if a node has had all its multipole values computed and could proceed to
performing the M2L kernel, it would be held at the barrier. The second reason
is task dependencies allow for fine-grained synchronisation – synchronisation that
only occurs when necessary to ensure correctness. This both obviates unnecessary
synchronisation, and more generally, allows users to describe the computation in
terms of the application, rather than having to deal in lower-level synchronisation
mechanisms. Using task dependencies contrasts with using task waits. With task
waits a thread may be held at a barrier unnecessarily: some tasks may not conflict
with any current task but will be prevented from being generated or executed.

If one is limited to using only OpenMP 4.0 features, the implementation of
MiniFMM using task dependencies is suboptimal. In OpenMP, task dependencies
are resolved in the same order in which tasks are created. Consequently, when the
inout dependence type is used on the P2P and M2L calls in the DTT step, an
unnecessary ordering is enforced upon P2P and M2L tasks. This is demonstrated
in Figure 4.1. The code on the left shows the spawning of four P2P tasks that
operate on the same data. The use of the inout dependence type means they
are executed in order, as demonstrated in the resultant task graph on the right.
However, the P2P operations can happen in any order as long as two tasks do not
operate on the same data concurrently.

Programming models such as OmpSs and StarPU have long had the ability
to declare commutative dependencies. These dependencies allow for data loca-
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1 for (int i = 0; i < 4; ++i) {
2 #pragma omp task depend(inout: p)
3 p2p(p, ...);
4 }

p2pi=3

p2pi=2

p2pi=1

p2pi=0

Figure 4.1: The use of inout task dependencies leads to a sequential ordering on
the P2P function.

tions to be updated in any order, regardless of the order the tasks were spawned.
OpenMP 5.0 introduced a new task dependence type, mutexinoutset, which ef-
fectively implements the semantics of commutative task dependencies. At the time
of writing, no major compiler supports OpenMP 5.0 fully; however, Clang/LLVM
has implemented support for mutexinoutset. Table 4.1 displays the run times
of MiniFMM with 105 particles using the Clang/LLVM compiler; here, using
mutexinoutset is in fact slower than inout.

mutexinoutset inout taskwait

Time (s) 9.52 2.30 0.33

Table 4.1: Runtime of MiniFMM with 105 particles on a 44 core Intel Broadwell,
Clang/LLVM 9.0 compiler used.

The reason for the poor performance of the mutexinoutset task dependency
compared to inout task dependency lies within the OpenMP runtime. When a
task is initialised in the LLVM OpenMP runtime a lock for each data dependency
is allocated. When a thread pops a task from either its own task queue, or steals a
task from another thread’s queue, the runtime will check whether the dependencies
of the popped task are met. For mutexinoutset dependencies, the runtime must
iterate over all locks, attempting to acquire each one. If all locks can be acquired,
then the encountering thread will execute the popped task. If any lock cannot be
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acquired, the task is returned to the queue and another task dequeue is attempted.
The consequence of this runtime decision in LLVM is that several components
of the tasking runtime are made significantly slower when using mutexinoutset
dependencies.

The LLVM OpenMP runtime has in-built cycle counters for various parts of
the runtime. For tasking, only the functionality to output the number of cycles
taken to execute tasks is recorded. This functionality was extended to include all
components of the tasking runtime, allowing for insight into where the slowdown
with mutexinoutset dependencies was occurring. Figure 4.2 compares the cy-
cles taken by each tasking runtime component for the inout and mutexinoutset
implementations of MiniFMM. We see that the performance of several runtime
functions is significantly worse when using mutexinoutset dependencies. Dequeu-
ing (or popping) tasks is 4.38x slower, and the initialisation of task dependencies
is 7.98x slower. Therefore, despite mutexinoutset providing a way to avoid the
unnecessary ordering on tasks imposed by inout dependencies, the runtime im-
plementation of the mutexinoutset, in fact, results in poorer performance.

0
2,
00
0

4,
00
0

6,
00
0

8,
00
0

10
,0
00

12
,0
00

14
,0
00

16
,0
00

18
,0
00

Allocate

Dependencies

Queue

Finish

Dequeue

Execute

1,040

1,210

1,580

1,710

3,040

15,890

999

3,290

9,650

1,280

13,310

15,430

Cycles

O
pe

nM
P

Ta
sk

R
un

ti
m

e
C

om
po

ne
nt

inout mutexinout

Figure 4.2: Cycles taken by each tasking component of the LLVM OpenMP run-
time, lower is better. Results collected on an Intel Xeon Broadwell (2 sockets of
22 cores).

Regardless of the task dependence type used, Table 4.1 also highlights that
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MiniFMM implementations that use task dependencies are significantly slower
when compared to the implementations that use other synchronisation mecha-
nisms. This is due to the amount of work required to traverse the tree and spawn
tasks. The thread traversing the tree and generating tasks would have to generate
tasks at a rate to saturate all other threads with work. If the thread generating
tasks is unable to distribute enough work to all other threads before they have com-
pleted their current work, overall performance will be bound by the task-generating
thread and parallelism will be limited; adding more non-task-generating threads
to the system will only exacerbate the problem.

The prevailing consensus in existing literature for OpenMP tasking is to use a
parallel region to create a team of threads, then tightly nest a single region so that
a single thread spawns the tasks for the thread team to execute [61, 148]. Whilst
this is appealing from an OpenMP user’s perspective – one need not worry about
making threads cooperate on the generation of tasks – MiniFMM implementations
using task dependencies have demonstrated using a single thread to generate tasks
is insufficient. Ideally, one would want to be able to spawn tasks for the recursive
calls of the DTT, then spawn tasks with data dependencies for the P2P and M2L
tasks. Unfortunately, this is prohibited by the OpenMP 4.5 standard.

The standard defines a task dependence to be ‘an ordering relation between two
sibling tasks ’; sibling tasks are defined as ‘tasks that are child tasks of the same task
region. A task region is the body of code within a task, and a task that is generated
within a task region is a child task. Crucially, child task regions are not part of
the generating task region. Taken together this means that task dependencies of
generated tasks are only respected within the generating task region. If tasks are
generated recursively – as in the MiniFMM versions that use locks, atomics, and
taskwait – then task dependencies will not be respected between recursive calls
to the DTT routine; each recursive task spawn creates a new task region.

However, it is possible to devise an OpenMP 4.0 MiniFMM implementation
that can use task dependencies but also generate tasks in parallel. Given the
definition of the DTT, the first recursive step will always split the root node and
make N recursive calls, each with the root-node’s children as the new target node.
N is the number of children belonging to the root node, for large inputs N = 8,
one node for each octant. This means that up to 8 threads can be used to generate
tasks.

Figure 4.3 shows the run times of MiniFMM when using increasing numbers of
threads to generate tasks; the run time of the taskwait implementation is given
as a point of reference. The Figure shows that using multiple threads to generate
tasks speeds up the overall run time of MiniFMM. There are diminishing returns
when running on more than 4 threads, but there is a further improvement when
using 8 threads to generate tasks. This is because there can be one thread assigned
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Figure 4.3: The effect of increasing the number of task-generating threads with a
uniformly distributed input of particles in MiniFMM, lower is better.

to each branch. Generating tasks using multiple threads in this manner does not
provide any benefit to irregular inputs, however. Figure 4.4 shows the results from
the same implementation for the Plummer distribution input. Here, we see that
however many task generating threads there are, no improvement is made to the
run time. This is because the input particles are not balanced across the tree.
When the first recursive step is done in parallel, most of the particles are still
located within a single node. Thus, a single thread will still end up generating
most tasks. This contrasts with the uniform input where the particles are roughly
balanced between all branches of the root node.

4.2.5 Dependency Objects

In addition to the mutexinoutset data dependency, OpenMP 5.0 introduces an-
other feature which provides benefits to MiniFMM: dependency objects. Depen-
dency objects (depobj) allow a user to declare data dependencies that may be
passed to tasks manually; the data dependencies they encapsulate are separated
from task regions. Importantly, this means that for MiniFMM, it is possible to
recursively spawn tasks for each tree branch, but also launch data-dependent tasks
for the P2P and M2L kernels. Before executing the DTT, a dependency object is
created for each node for the M2L kernel: it is not possible to know which node-
node interactions will be approximated with the M2L kernel beforehand. Similarly,
for the P2P kernel a dependency object is created for each leaf node. These arrays
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Figure 4.4: The effect of increasing the number of task-generating threads with a
Plummer distribution input of particles in MiniFMM, lower is better.

of dependency objects are then passed down the tree when executing the DTT.
When encountering either a P2P or M2L call, the appropriate dependency object is
retrieved and passed to the task that executes the kernel. The mutexinoutset task
dependency type is supported with dependency objects; hence these two features
are combined to ensure the mutual exclusion property in the DTT.

4.2.6 Loop-based Parallelism

The previous implementations have all utilised task parallelism to implement
MiniFMM; however, it is also possible to formulate an implementation of the
mini-app using parallel loop constructs. For FMM implementations, such as Ex-
aFMM, this is a common way to implement the method on GPU architectures [17]
and is explored further in Chapter 6.

The parallel-loop-based implementation still traverses the tree structure for
the DTT step, but instead of performing the computational kernels, the node-
node interactions are collected into lists. This results in a list of interactions to
perform for each target node; the process is shown in Figure 4.5. In a parallel loop
over target nodes, each list is then iterated over and the interactions performed.
As target nodes are distributed across threads, the write conflicts do not occur.
The implementation of MiniFMM using parallel loops is outlined in Listing 4.2.
The collection of dependencies is not shown (get_deps) but is similar to the code
in Listing 3.1.
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Target tree Source tree Interaction lists

Nodes

Figure 4.5: In the implementation of MiniFMM using parallel loops, the tree must
be traversed to find the cell-cell interactions. This results in an interaction list for
each tree node.

Whilst the computations are performed in a data-parallel fashion, it was still
found to be more optimal to use tasks to parallelise the collection of dependencies
in the DTT step. For a fair comparison against the task-based implementations,
the timings for the parallel loop implementation include both the time taken to
collect dependencies and the time taken to perform the computations. Both static
and dynamic loop schedules were tested, with dynamic schedules found to be
optimal due to the high load imbalance between the number of interactions each
target node needed to perform; specifically, guided was found to be optimal for
most inputs.

Aside from performance, the task-parallel implementation has several other ad-
vantages over the parallel-loop-based implementation. Firstly, there is an overhead
cost of initially building the list of nodes needing to be operated on per thread.
This is a small cost in performance but can dramatically increase memory usage.
In the worst-case scenario, each node will store a list of all other nodes in the tree,
leading to O(N2) memory usage; the task-based implementation uses O(1) mem-
ory. In terms of programmability, the parallel-loop-based version requires triple
the number of lines of code compared to the task-based approach.

In literature concerning the parallelisation of treecodes, the difference between
parallel loop and task-parallel approaches is often referred to lazy and eager eval-
uation, respectively.
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1 std::vector<std::vector<node_t>> p2p_deps;
2 std::vector<std::vector<node_t>> m2l_deps;
3 get_deps(nodes, p2p_deps, m2l_deps);
4 #pragma omp parallel for
5 for (size_t i = 0; i < num_nodes; ++i) {
6 node_t* target = &nodes[i];
7 for (size_t j = 0; j < p2p_deps[i].size(); ++j) {
8 node_t* source = p2p_deps[i][j];
9 p2p(target, source);
10 }
11 for (size_t j = 0; j < m2l_deps[i].size(); ++j) {
12 node_t* source = m2l_deps[i][j];
13 m2l(target, source);
14 }
15 }

Listing 4.2: MiniFMM implemented using the parallel loop OpenMP construct.

4.2.7 Comparison of Synchronisation Mechanisms

Table 4.2 summarises the different implementations. Each implementation is
run across three target processors found in Table B.1 and for three different
compiler-runtime configurations: GCC (version 9.2) with the GNU OpenMP run-
time (GCC+GNU), GCC with the LLVM OpenMP runtime (GCC+LLVM), and
LLVM (Clang) with the LLVM OpenMP runtime (LLVM+LLVM). The use of the
LLVM OpenMP runtime with GCC is enabled by a shim layer within the library,
the layer translates GNU to LLVM OpenMP runtime calls. For all the MiniFMM
variants, the shim layer correctly translates the runtime calls, even for dependency
objects, which were not supported in the LLVM version used (9.0).

The comparison of different synchronisation mechanisms in MiniFMM is shown
for single-precision values in Figure 4.6, and for double-precision values in Fig-
ure 4.7. By comparing columns in the figures, it can be seen there are differences
in code generation between GCC and LLVM. On Skylake, LLVM+LLVM is faster
than GCC+LLVM, whilst on ThunderX2 the opposite is true. This is explored
further in Section 4.3 and the rest of the section focuses on the differences between
MiniFMM variants. This means that the reader should ignore differences between
GCC and LLVM compilers (columns 1 and 3 in Figures 4.6 and 4.7), and focus
instead on the differences between MiniFMM variants, and differences between
results using the same compiler but different runtimes (columns 1 and 2).

A single thread is used per core and binding is done by setting OMP_PROC_BIND
to spread and OMP_PLACES to threads. Ten runs are performed for each result
and the arithmetic mean is used to average across runs. On the platforms used the
observed variability was low, typically within ±0.03 seconds of the mean across
repeated runs. Thus, the results are statistically meaningful to two decimal places.
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Sync. Mechanism Standard Recursive Task Gen. Overlap Stages Runtimes

Parallel For Loop 1.0 - No All
Taskwait 3.0 Yes No All
Atomics 3.0 Yes No All
Locks 3.0 Yes No All
Locks Test 3.1 Yes No All
Locks Test Untied 3.1 Yes No All
In Out 4.0 No Yes All
Mutexinoutset 5.0 No Yes All
Dep obj. 5.0 Yes Yes GNU

Table 4.2: Summary of the various implementations of MiniFMM, the OpenMP standard required to implement
them, whether they generate tasks recursively, and whether it is possible to overlap all stages of the FMM.
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Figure 4.6: Comparison of synchronisation methods on Broadwell, Skylake, and ThunderX2 architectures for single-
precision values. Run time is given in seconds, lower is better. The x-labels denote compiler-runtime configurations
used, compiler given first, following by OpenMP runtime used.
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Figure 4.7: Comparison of synchronisation methods on Broadwell, Skylake, and ThunderX2 architectures for double-
precision values. Run time is given in seconds, lower is better. The x-labels denote compiler-runtime configurations
used, compiler given first, following by OpenMP runtime used.
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The first row in Figure 4.6 (labelled For) shows the implementation of
MiniFMM that uses parallel loop constructs. Compared to the fastest task-
parallel implementation, the implementation using parallel loops is slower for both
single- and double-precision results across all architectures; on average, it is slower
by 1.96x. The performance of using atomics was poor across all architectures,
however there were cases where it was one of the better implementations. For
double-precision values on Broadwell, using atomics was the second-fastest variant
across all compiler-runtime combinations. On Skylake this variant was among the
second slowest, implying there were architectural changes made between these two
generations of Intel processors that caused differences in atomic operation perfor-
mance. The use of atomics on ThunderX2 also results in sub-optimal performance
when compared to other MiniFMM variants.

When using locks to synchronise, the results are mixed across the architec-
tures. There seems to be no advantage to using taskyield with locks unless it is
combined with untied tasks. As outlined in Section 4.2.3, it is more beneficial to
let suspended tasks be picked up by other threads, improving the overall load bal-
ance of tasks. For specific compiler-runtime-architecture combinations, the use of
taskyield and untied does provide a benefit over using plain locks. For example,
Figure 4.6 shows that GCC+GNU on Broadwell yields an improvement of 1.09x.
However, using LLVM+GNU there is no improvement, and with LLVM+LLVM
there is a performance degradation. Conversely, the single-precision results for
ThunderX2 show that taskyield with untied leads to a performance increase
across all three compiler-runtime combinations over plain locks. With double-
precision values (Figure 4.7), there is a performance degradation with GCC+GNU.
Overall, these results indicate in MiniFMM there is a complex interaction between
architecture, compiler, and runtime that occasionally makes these extensions to
locks worth using.

Across all three architectures, using dependency objects results in the best run
time with GCC+LLVM; on average a 1.05x speedup is achieved over the second-
best variant. Theoretically, the ability to generate tasks recursively, overlap all
stages of the FMM, and avoid heavy-weight synchronisation primitives like task-
wait, means that this variant should achieve good overall performance. In practice,
however, the results show that performance is only improved when using the LLVM
runtime; using dependency objects with the GNU runtime does not result in better
performance over using locks. As these results were collected with the first version
of GCC to support to OpenMP 5.0 features, it is likely that improvements can
be made to future compiler and runtime versions. Furthermore, when support for
dependency objects is added to LLVM, it may be that the performance difference
is even more significant as conversion between the internal structures of the GNU
OpenMP runtime to the LLVM OpenMP runtime will no longer be required to
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use this OpenMP 5.0 feature.
The ability to overlap all stages of the FMM through dependency objects does

not result in significant performance improvements for the inputs examined in
this chapter. This is because the upwards and downwards phases take a small
percentage of overall run time compared to the DTT stage. However, other work
has suggested that there are application domains of the FMM for which it is
advantageous to overlap all stages of the FMM [83].

Despite being the simplest implementation studied in this work, taskwait
performed well across all architectures when using the LLVM runtime; on average,
the best implementation on each architecture was only 1.15x faster than using
taskwait. With the GNU runtime, using task wait constructs was far slower
than with any other implementation. Figure 4.8 shows scaling results for the
Locks and Taskwait implementations with both runtimes. What can be seen is
that all combinations perform well except Taskwait with the GNU runtime, which
scales slower than the others up to 24 cores and, after that point, adding cores
increases the run time. Regardless of the compiler used, the implementation of
taskwait within the GNU OpenMP runtime causes significant performance issues
for MiniFMM.
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Figure 4.8: Scaling performance of GNU and LLVM runtimes with two MiniFMM
variants, one using task waits, one using locks. Higher is better. Results collected
on a Broadwell CPU.

The performance issues come from the design of the GNU OpenMP runtime.
When a task is generated it is enqueued to three queues: the task queue belonging
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to the current task region, the task group queue (if the taskgroup construct is
used), and to the queue of thread team. During execution, task pops will be
attempted from each task queue until successful. In applications that combine
recursion and tasks, each task will create a new task region and its queue is likely
to contain no tasks to pop. Thus, all threads will be dequeuing from the central
task queue shared by all threads. When a taskwait construct is encountered,
threads poll the task queue for new tasks whilst waiting. This increased contention
on the shared task queue limits the parallel scalability of the GNU runtime when
using taskwait constructs.

4.3 Achievable Peak Performance

It is common that FMM codes spend much of the execution time calculating the
near- and far-field contributions (i.e. P2P and M2L kernels). Whilst the M2L ker-
nel is memory-bandwidth bound, the P2P kernel is compute-bound and typically
constitutes the largest portion of the overall run time. Profiling MiniFMM with
the target input size revealed that 92% of the runtime was spent in the P2P kernel,
5% in M2L, and the remaining time performing the tree traversals and other ker-
nels. This breakdown is consistent with other work by both Yokota et al. [192] and
Agullo et al. [5] for DTT-variants of the FMM when computing electrostatic and
gravitational forces. A further breakdown of time spent in each kernel is shown
for GPUs later in Section 6.3.1, and Yokota et al. have previously demonstrated
the performance bound of the FMM kernels by roofline plots [17].

As the overwhelming part of the run time is spent in the P2P kernel, the
optimisation of the routine is crucial to obtaining good performance with the
method. Loop tiling has a significant effect on the performance, hence optimal tile
sizes were determined for each of the CPUs used throughout this thesis. The full
results of this tuning can be found for a range of Ncrit values (particles per node)
in Figures A.2 and A.3.

The result of this tuning is that most data stays within L1 cache and the
FLOP rate is good for larger numbers of particles per node (Ncrit). Figure 4.9
shows the L1 miss-rate and GFLOP/s for the P2P kernel running on the Skylake
CPU. Above 256 particles per node, the performance levels out as the L1 miss rate
approaches 1% or less.

The P2P kernel – the source and assembly of which is shown in Listing 4.3
– contains a mix of FMAs and non-FMA floating-point operations. To calculate
the performance and the percentage of peak performance, we count all FMAs as a
single operation and take the device peak as the non-FMA FLOP-rate. Table 4.3
shows these results along with the percentage of peak FLOP-rate for each of the
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Figure 4.9: Skylake single-precision performance and L1 miss rate as the number
of particles per node increases.

CPUs. Both Broadwell and ThunderX2 achieve similar peak performance, whilst
Skylake exceeds them significantly.

Metric Broadwell Skylake ThunderX2

Max. GFLOP/s w/o FMAs 1830.4 3404.8 1280.0
Observed GFLOP/s 1155.0 2645.2 778.1
Percentage of Peak 63.1% 77.7% 60.8%

Table 4.3: Performance statistics of three architectures for the P2P kernel.

Using llvm-mca to perform static code analysis, it was observed that the P2P
kernel is bound by pressure on port 1 on Broadwell. In the Broadwell architecture,
floating-point addition and subtraction operations are executed only on port 1.
Ignoring dependencies, it should be possible to schedule instructions in such a
way that other floating-point operations are balanced across the two ports that
can execute them (ports 0 and 1). However, dependency analysis in llvm-mca
shows that instructions that should be able to execute concurrently on port 0 are
unable to because their operands depend on the subtraction instructions waiting
to be scheduled on port 1. Instructions on the critical path are highlighted in
Listing 4.3. Testing this empirically, the Linux perf tool showed that on average
across configurations, there were 1.16x more micro-ops executed on port 1 than
port 0. This imbalance means that the generated code is unable to keep both
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floating-point units busy during execution, meaning lower peak performance is
achieved when compared to the Skylake architecture.

1 for (i = 0; i < TILESIZE; ++i) {
2 const T dx = sx - xi[i];
3 const T dy = sy - yi[i];
4 const T dz = sz - zi[i];
5 const T r = dx*dx + dy*dy + dz*dz;
6 const T invr = 1.0 / std::sqrt(r);
7 const T invr3 = sw*invr*invr*invr;
8 ax[i] += dx * invr3;
9 ay[i] += dy * invr3;

10 az[i] += dz * invr3;
11 aw[i] += sw * invr;
12 }

C++ code

1 vmovups (%rbx,%rcx,4), %ymm12
2 vsubps %ymm5, %ymm12, %ymm12}
3 vmovups (%rdi,%rcx,4), %ymm13
4 vsubps %ymm9, %ymm13, %ymm13
5 vmovups (%rax,%rcx,4), %ymm14
6 vmulps %ymm12, %ymm12, %ymm15
7 vfmadd231ps %ymm13, %ymm13, %ymm15
8 vsubps %ymm10, %ymm14, %ymm14
9 vfmadd231ps %ymm14, %ymm14, %ymm15

10 vrsqrtps %ymm15, %ymm8
11 vmovups (%r14,%rcx,4), %ymm1
12 vmulps %ymm8, %ymm15, %ymm15
13 vbroadcastss .LCPI2_0(%rip), %ymm2
14 vfmadd213ps %ymm2, %ymm8, %ymm15
15 vbroadcastss .LCPI2_1(%rip), %ymm2
16 vmulps %ymm2, %ymm8, %ymm2
17 vmulps %ymm15, %ymm2, %ymm2
18 vmulps %ymm2, %ymm2, %ymm8
19 vmulps %ymm2, %ymm1, %ymm15
20 vmulps %ymm15, %ymm8, %ymm8
21 vfmadd231ps %ymm12, %ymm8, %ymm0
22 vfmadd231ps %ymm13, %ymm8, %ymm7
23 vfmadd231ps %ymm14, %ymm8, %ymm6
24 vfmadd231ps %ymm1, %ymm2, %ymm11

Assembly

Listing 4.3: Source code and assembly of the inner loop of the P2P kernel.

The Skylake architecture has two advantages over Broadwell. Firstly, and most
significantly, it has AVX-512 units, meaning that compute throughput per cycle
is doubled. Secondly, subtraction operations can be executed on both ports 0 and
1, balancing pressure between floating-point units: the Linux perf tool showed,
on average, a 1.04x difference between the number of micro-ops executed on the
ports containing FPUs. Unfortunately, when running AVX-512 instructions, Intel
Xeon Skylake processors downclock significantly. For the Skylake CPU used in this
Chapter (full details in Table B.1) the all-core AVX2 clock frequency goes from 2.4
GHz to 1.9 GHz [90]. This means that any AVX-512 instructions encountered will
reduce overall compute performance by 0.79x, even if the ratio of non-AVX-512
to AVX-512 instructions is high. In the kernels that deal with the computation
of multipole values (e.g. the M2L kernel), it is only possible to vectorise over P 2

elements, where P is the number of multipole terms; for stellar dynamics inputs P
may be as little as 3 [54]. Therefore, whilst AVX-512 instructions benefit the P2P
kernel, the performance of the M2L kernel is worse compared to using all AVX-2
instructions due to the down-clocking behaviour. In practice, far more time is spent
in the P2P kernel; however, as floating-point performance continues to improve at
a greater rate than memory bandwidth, it be could that the performance of the
M2L kernel becomes more of a bottleneck in the future.
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Earlier work showed that the Knights Landing (KNL) architecture has signif-
icant advantages for MiniFMM [12]. KNL supports native fast reciprocal square
root instructions (FRSQRT), meaning the number of micro-ops required to per-
form them is one. For Skylake (AVX-512) and Broadwell (AVX-2) architectures
the number of micro-ops required for FRSQRT instructions is three [69]. Un-
like Skylake, KNL also supports the AVX512ER instruction set, providing access
to higher precision FRSQRT instructions (vrsqrt28pd), meaning that double-
precision fast reciprocal square root approximation can be performed. For KNL,
double-precision performance is only 2x slower than single-precision. For Skylake
and Broadwell, the operation must be performed through a single square root and
single divide operation, meaning double-precision performance is typically more
than 2x than single-precision performance due to the expense of these operations
compared to FRSQRT operations. This is demonstrated in the difference in FLOP-
rates between Figures A.2 and A.3.

Fast reciprocal square root instructions are also available on AArch64 plat-
forms: frsqrte to perform the initial approximation and then frsqrts to per-
form one Newton-Raphson step. On x86 platforms, the Newton-Raphson step is
performed with multiple instructions: a mixture of multiplies and FMAs, hence
why an extra FMA is performed on x86. In the instruction scheduling tables of
LLVM and GCC, it is stated that the fast reciprocal square root instructions have
a 16-cycle latency, and a 4-CPI throughput. Similarly, both floating-point square
root and division instructions also have a 16-cycle latency and a 4-CPI throughput.
Therefore, there should be no performance gain from using the FRSQRT functions
over direct square root and division, thus both GCC and LLVM do not emit the
FRSQRT functions by default for thunderx2t99 targets. However, GCC allows
one to force the use of FRSQRT instructions and, in practice, this does provide a
major speedup for the P2P kernel. As of LLVM 9.0 it is not possible to force the use
of the FRSQRT instructions; the only architecture for which they are supported is
the Samsung Exynos M1. Forcing the use of FRSQRT instructions gave, on aver-
age, a speedup of 1.94x with GCC. LLVM, unable to generate these instructions,
was measured to generate 1.84x slower code than GCC for ThunderX2.

Comparing the performance of MiniFMM to peak performance values pub-
lished for ExaFMM [192], indicates that the mini-app is both representative of
larger FMM applications and achieves good performance. This means MiniFMM
can be used as the basis for the experiments in the rest of this chapter, with confi-
dence that the results should be representative of FMM implementations used for
scientific applications. Further comparisons between ExaFMM and MiniFMM are
given later in Section 6.3.4.
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4.4 Performance Comparison of Programming

Models and OpenMP Implementations

Whilst the previous section dealt with the implementation of MiniFMM in
OpenMP, this section compares the performance of various OpenMP imple-
mentations, and the performance of two other programming models that support
tasking, Intel TBB and Kokkos. For the OpenMP results, the compilers used
were the ones that matched the OpenMP runtime, that is, for LLVM, GNU, and
Cray, the compilers used were Clang 9.0, GCC 9.2, and CCE 9.1, respectively.
For Kokkos and TBB, which are compatible with several different compilers, the
compiler that generated the best assembly for each architecture was used. This
meant that for the x86 platforms (Broadwell and Skylake) Clang 9.0 was used,
and for ThunderX2, GCC 9.2 was used. The Kokkos version used was 2.9, and the
Intel TBB version used was 2020.0. The following section briefly introduces each
of the programming models used in the comparison and discusses key features of
each. The performance results follow.

4.4.1 OpenMP

Variations exist in the implementation of tasking within different OpenMP run-
times. These variations can lead to significant differences in performance. The
GNU OpenMP runtime implements a centralised task scheduling strategy, whereas
the LLVM OpenMP runtime makes use of local task queues and work stealing. In
LLVM, this has the effect of improving data locality by allowing threads to enqueue
tasks on their own queue first in the hope that data can be reused from recently
executed tasks. The approach in GNU means that there can be high contention on
the single queue structure, especially when either the number of threads increases,
or many fine-grained tasks are generated.

As processors will both increase in core count and deliver more performance
within a core, it is likely that the tasking component of the GNU OpenMP runtime
– if left unchanged – will only degrade in performance. Since version 9 of the
Cray Compiler Environment, Clang has been used as the front-end; the OpenMP
runtime is still proprietary. Hence, unlike the GNU and LLVM runtimes, the
approach Cray has taken for implementing tasking is indeterminable.
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4.4.2 Kokkos

The functionality to respawn tasks and the use of futures in Kokkos makes the
implementation of the upwards and downwards tree traversals straightforward.
Listing 4.4 demonstrates the implementation of the upwards traversal. As outlined
in Chapter 3, the upwards traversal stage of the FMM computes the multipole
values at each leaf node, then propagates the values upwards to each non-leaf
node. Through execution, a task will eventually be spawned for each tree node. If
a node is a leaf node, the P2M kernel is called directly (line 10), whereas if the node
has descendants, a task is spawned for each of its children (lines 17-18). So far, this
is no different to the OpenMP implementation; however, the difference comes in
lines 20-21, which deal with task respawning. Here, the future for each child task
is accumulated into a new future (line 20) and the current task is respawned with
this as an antecedent, so that when all child tasks complete, the current task will
be run again. The task will then have a valid, non-null respawn_future object,
and perform the translation of all child multipole values to the current node’s
multipole values. Overall this allows the Kokkos implementation of the upwards
traversal to spawn tasks recursively and avoid heavy-weight task synchronisation
mechanisms (e.g. taskwait in OpenMP).
1 struct upwards_task {
2 using future_type =
3 Kokkos::BasicFuture<void, Kokkos::TaskScheduler>;
4 future_type respawn_future;
5 node_t* node;
6
7 void operator()(Kokkos::TaskScheduler::member_type& member)
8 {
9 if (node->is_leaf()) {
10 p2m(fmm, node);
11 }
12 else if (respawn_future.is_null()) {
13 future_type futures[8];
14 for (size_t i = 0; i < 8; ++i) {
15 node_t* child = node->child[i];
16 futures[i] = Kokkos::task_spawn(
17 Kokkos::TaskSingle(member.scheduler()),
18 upwards_task(fmm, child));
19 }
20 respawn_future = member.scheduler().when_all(futures, 8);
21 Kokkos::respawn(this, respawn_future);
22 }
23 else {
24 m2m(fmm, node);
25 }
26 }
27 };

Listing 4.4: Upwards traversal phase using Kokkos tasks
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This contrasts with OpenMP implementations of the upwards phase, shown
in Listings A.1 and A.2. In Listing A.1, the dependencies are declared as data
dependencies. Whilst dependency objects in OpenMP 5.0 do fix the issue of re-
cursively spawning tasks with data dependencies, a user must still think in terms
of the data dependencies of their application. In Kokkos, it is possible to describe
the dependencies between tasks directly without knowing about, or considering,
the datum on which a task acts upon.

The implementation of the DTT stage of MiniFMM is more difficult in Kokkos
than OpenMP. This is because in Kokkos there are no mechanisms for threads
to wait on the completion of task from within a task. Thus, it is not possible to
implement MiniFMM in Kokkos in a similar style to the OpenMP taskwait im-
plementation. It is possible to wait upon an entire task scheduler object – outside
of task functors – but this is an expensive operation and is not recommended by
the developers of Kokkos [105].

Like OpenMP 4.5, there is no way to express mutual exclusion dependencies
between tasks in Kokkos. Kokkos does provide portable wrappers for atomic oper-
ations, but the results in Section 4.2.7 show that using many atomic writes leads to
suboptimal performance in most cases. However, it is possible to use these atomic
operations to implement simple spin locks. This creates a MiniFMM implemen-
tation using Kokkos which is like the OpenMP implementation that uses locks,
which was found to be the most optimal after using dependency objects. However,
unlike OpenMP, the ability to suspend the execution of tasks if a lock cannot be
acquired is not supported. The performance of Single and Multiple Kokkos task
schedulers were evaluated.

4.4.3 Intel TBB

Intel TBB supplies the task_group object, which is used to implement MiniFMM
in a similar style to the OpenMP taskwait implementation. A new task_group
is created for each target node, and the execution is halted until all child nodes of
the current target have been completed.

4.4.4 Results

For the three target architectures, detailed in Table B.1, Figure 4.10 shows the
parallel efficiency, and Table 4.4 presents the serial and parallel run times. The
results were obtained by fixing the clock speed to the base clock that the archi-
tecture can run at when utilising all cores with the highest available vector width.
This was done to ensure correct scaling results: Intel x86 processors often run at
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higher clock frequencies when not all cores are utilised. The results were obtained
with the threads balanced across sockets: in OpenMP and Kokkos this was done by
setting OMP_PROC_BIND = spread, and in TBB by using a task scheduler observer,
as described by Voss et al. [183].

The results show that for different implementations on Broadwell, the serial run
times are similar – within 5% of each other – but the parallel times differ greatly.
The Kokkos implementation that uses multiple task queues (Multiple), results in
the fastest parallel time, and is 1.54x faster than the slowest, Kokkos with a single
task queue. For the Skylake and ThunderX2 architectures, the serial times differ
between compilers: GCC produces suboptimal AVX-512 assembly compared to
LLVM for Skylake. On ThunderX2, GCC can emit fast reciprocal square roots
and LLVM cannot.

Examining solely the final parallel run times combines two factors: the effective-
ness of the code generation of a compiler on an architecture, and the performance
of the tasking runtime on an architecture. Any issue with code generation can be
remedied through modifying the instruction scheduling model for a target archi-
tecture, ensuring the latencies and number of micro-ops in the scheduling model
reflects the actual processor execution. However, improving the performance of
tasking runtimes is a more substantial issue. For example, the design choice of
using thread-local queues and work-stealing (LLVM OpenMP) versus a single task
queue (GNU OpenMP) is a fundamental design choice in the runtime. Therefore,
it is also useful to examine the performance of tasking runtimes on each architec-
ture, independently of the effectiveness of the code generation of each compiler.
Hence, Figure 4.10 shows the parallel efficiency, scaling from one to the maximum
number of cores on each architecture.

Processor Time (s) OpenMP Kokkos TBBLLVM GNU Cray Single Multiple

Serial 157.70 149.72 154.13 149.21 149.94 153.72Broadwell Parallel 3.93 4.06 4.13 6.13 3.93 5.19
Serial 103.32 166.86 141.97 100.79 100.81 99.47Skylake Parallel 2.14 4.04 5.51 5.31 2.22 2.82
Serial 645.48 308.07 641.90 309.21 309.03 310.81ThunderX2 Parallel 10.85 5.89 13.67 10.89 5.53 8.02

Table 4.4: Serial and parallel run times of MiniFMM across different OpenMP
implementations and different programming models.

The LLVM OpenMP implementation performs well across all architectures: the
parallel efficiency steadily decreases and reaches a final value of 0.85. The GNU
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OpenMP performs well at first, but towards the right-hand side of the figures, per-
formance drops off gradually. There is also a correlation between the number of
cores an architecture has and the final parallel efficiency: 0.84, 0.74, and 0.70, for
Broadwell (44 cores), Skylake (56 cores), and ThunderX2 (64 cores) respectively.
These two points together indicate that the GNU OpenMP implementation scales
worse than the LLVM OpenMP implementation, and that the work-stealing ap-
proach is more scalable than GNU’s single queue approach. Further proof for this
point is found by examining the results for Kokkos.

Across all architectures, the Kokkos task scheduler that uses a single queue
(Kokkos Single) scales the worst of any implementation. However, the Kokkos
task scheduler that uses multiple queues and work stealing, performs best across
the x86 architectures; for ThunderX2, it is the second fastest result. Additionally,
the scaling performance is variable for Kokkos (Multiple) on ThunderX2. This
indicates there is a thread binding issue within the Kokkos runtime on the Thun-
derX2 architecture. Intel TBB lags slightly behind the other programming models.
On Broadwell, performance is comparable to the GNU and Cray OpenMP imple-
mentations, whereas on Skylake and ThunderX2 the performance is marginally
lower, 0.61 compared to 0.68 on Broadwell. Finally, the Cray OpenMP implemen-
tation performs moderately well on both Broadwell and ThunderX2; on Skylake
the performance is poorer. At two threads, the parallel efficiency drops to 0.70
and remains mostly at this value for the remainder of the data range. A theme
across the results is that for MiniFMM, runtimes that employ work stealing are
required for optimal performance.
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4.5 Conclusion

The OpenMP tasking constructs were designed to allow users to easily express
the parallelism of recursive and irregular algorithms. In terms of productivity,
OpenMP task features are a simple and powerful way to parallelise the MiniFMM
mini-app, drastically improving performance and reducing the code required to
implement compared to a parallel-loop-based approach. However, this chapter
demonstrates several issues with implementing an application using task paral-
lelism. Firstly, there is no clear-cut best synchronisation mechanism for MiniFMM
and the best performance is achieved by knowing about the mechanisms employed
by underlying parallel runtime. Secondly, a common pattern in OpenMP tasking
is the use of a single thread to generate tasks, which is demonstrated here to result
in poor performance for MiniFMM. Given current hardware trends, this problem
will only continue to worsen.

The OpenMP 5.0 standard has brought in many improvements to tasking. This
chapter demonstrates the benefits of two such features, mutexinoutset dependen-
cies and task dependency objects, both of which can be combined to create the
most performant implementation of MiniFMM. Once compiler support is widely
implemented, such features will be beneficial to many similar codes. A common
pattern in finite element, unstructured mesh, and other N-body applications is to
have data locations receiving multiple, unordered contributions. Hence, the find-
ings in this chapter can be generalised and applied to a broad range of widely used
and important applications.

The performance of tasking in different OpenMP implementations was shown
here to be drastically different depending on the synchronisation mechanism used,
the compiler, the runtime, and the target architecture. The different OpenMP
runtimes were shown to have different scaling properties based on their underlying
tasking implementation, and alternatives to OpenMP were found to be performant.
Kokkos outperformed all OpenMP implementations on several architectures and
allowed for the simpler expression of parallelism within some parts of the mini-
app (upwards and downwards traversals); however, expressing parallelism within
the DTT step of the FMM was easier in OpenMP. This demonstrated that for
MiniFMM there is no clear-cut best programming model in terms of productivity.
The following chapter explores the performance, portability, and productivity of
MiniFMM further.
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Performance Portability of MiniFMM

Content from this chapter appears in the following publications:

• Tom Deakin, Simon McIntosh-Smith, James Price, Andrei Poenaru,
Patrick Atkinson, Codrin Popa, and Justin Salmon. “Performance Porta-
bility across Diverse Computer Architectures”. In: 2019 IEEE/ACM
International Workshop on Performance, Portability and Productivity
in HPC (P3HPC). 2019 IEEE/ACM International Workshop on Per-
formance, Portability and Productivity in HPC (P3HPC). Denver, CO,
USA: IEEE, Nov. 2019, pp. 1–13. doi: 10.1109/P3HPC49587.2019.
00006

• Matt Martineau, Patrick Atkinson, and Simon McIntosh-Smith. “Bench-
marking the NVIDIA V100 GPU and Tensor Cores”. In: Euro-Par 2018:
Parallel Processing Workshops. Ed. by Gabriele Mencagli et al. Cham:
Springer International Publishing, 2019, pp. 444–455

5.1 Introduction

Since the early 2000’s, Intel x86 processors have been the most prevalent CPU
architecture used in HPC systems; as of June 2020, 93% of the top 500 HPC
systems contain Intel x86-based CPUs. For accelerators, NVIDIA GPUs comprise
of the majority share: 98% of all accelerator systems as of June 2020. However, the
monopoly that these two vendors share looks to be in jeopardy. The announcement
of new systems such as Frontier [30], Aurora [64], and Fugaku [67], as well as
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current generation systems such as Summit and Sierra [143], and Isambard [134],
demonstrate change in the diversity of processor architectures. Among CPUs
there are now choices between x86-based Intel or AMD, IBM Power, and Arm-
based architectures, and for GPUs, NVIDIA, AMD, and Intel are set to compete
for market share. This renewed competition in processor architectures will pose a
significant challenge for application developers to achieve performance portability
across a more diverse range of vendors and architectures. To this end, the work in
this chapter – and the larger study it is a part of [50] – seeks to bring further clarity
to the study of performance portability. Thus, this chapter focuses on the design,
implementation, and optimisation of the MiniFMM mini-app using a variety of
programming models across a broad set of architectures.

Previous work has highlighted that a useful measure of good performance is
whether an implementation is within 20% of the best achieved application effi-
ciency [50, 125, 127, 130]. To this end, this chapter will evaluate whether various
programming models can achieve good performance across a range of architectures.
The performance results will also be used to evaluate whether the tested program-
ming models achieve performance portability: the ability to deliver similar and sat-
isfactory performance across all architectures. Previous work [124] has found that
memory-bandwidth bound mini-apps, such as Tealeaf and Cloverleaf, achieve run
times 1.3x slower on GPUs with OpenMP, Kokkos, and OpenACC over lower-level
offload models (e.g. CUDA and OpenCL); whereas, compute-bound mini-apps
such as BUDE achieve 2.2x slower run times. MiniFMM requires features beyond
those used in the Tealeaf and Cloverleaf mini-apps, hence good performance may
be more difficult to achieve. However, programming models and compilers are be-
ing rapidly improved for GPU execution due to requirements of new heterogeneous
supercomputers.

5.2 Implementations

Chapters 4 and 6 show the importance of task-parallel programming models for
the FMM with irregular inputs; however, task-parallel programming models are
not widely supported across all architectures. Therefore, this study instead uses
MiniFMM as a tool to evaluate the effectiveness of different programming models
across a wide range of architectures, rather than to evaluate task-parallel program-
ming models. Thus, to maintain consistency, all implementations of the MiniFMM
used in this chapter are the parallel-loop-based implementations. These imple-
mentations do not exclusively use structured parallelism: the interaction lists are
collected using tasking, but the computation is performed in a data-parallel fash-
ion.
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A uniformly distributed input was chosen for MiniFMM. This allows the per-
formance and programmability of the programming models to be evaluated mostly
by the computational throughput of the mini-app, rather than for the difficulty in
traversing the complex tree structures. The input size was chosen to be sufficiently
large (5 · 107 particles) so that run times across all architectures were long enough
to amortise overhead costs in the method.

Processor Programming Model

OpenMP Kokkos CUDA OpenACC

Skylake LLVM 9.0 LLVM 9.0 - -
KNL LLVM 9.0 LLVM 9.0 - -
Power 9 LLVM 9.0 LLVM 9.0 - -
Naples LLVM 9.0 LLVM 9.0 - -
ThunderX2 GCC 9.2 GCC 9.2 - -
P100 LLVM 9.0 NVCC 10.2 NVCC 10.2 PGI 19.10
V100 LLVM 9.0 NVCC 10.2 NVCC 10.2 PGI 19.10
Turing LLVM 9.0 NVCC 10.2 NVCC 10.2 PGI 19.10

Table 5.1: The compilers used for MiniFMM in each architecture and programming
model combination.

Chosen for this study are a selection of modern HPC architectures from a wide
range of vendors; details are given in Tables B.1 and B.2. The compilers that
performed the best for each architecture were selected to collect the final results.
For CPU architectures, the best compiler was found to be Clang/LLVM. The
only exception to this is ThunderX2, which uses GCC due to the code generation
optimisations discussed in Chapter 4. For OpenMP offloading, the chosen compiler
was also Clang/LLVM; for OpenACC, the PGI compiler was used. These details
are summarised in Table 5.1.

The following sections outline the implementation of MiniFMM with each pro-
gramming model. The expressiveness of the models for the FMM is discussed and
strengths and deficiencies are evaluated.

5.2.1 GPU implementations overview

The data-parallel GPU implementation of MiniFMM proceeds similarly to the
CPU implementation using parallel loops (outlined in Section 4.2.6): the dual-tree
traversal is performed on the CPU and the node-node interactions are placed into
lists. These interaction lists are then transferred to the GPU and the computation
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is carried out there by iterating over all nodes and all interactions of each node;
for each node-node interaction the P2P or M2L kernel is applied. In typical FMM
inputs there are O(104− 105) tree nodes, and O(100) particles per node, hence on
both CPU and GPU, the method is best parallelised by distributing the nodes to
processors and vectorising1 over the loops of the P2P and M2L kernels.

In summary, there are several features that are required from a programming
model to allow for the efficient implementation of MiniFMM on GPUs:

• Access to fast scratch-pad memory on GPUs (CUDA shared memory), to
efficiently implement the FMM operators (P2P, M2L, etc.).

• Ability to express parallelism hierarchically so that one can parallelise over
nodes and parallelise over particles in nodes.

• Data movement of many arrays and structures to and from the GPU.

• Complex number support for implementing certain calculations in MiniFMM.

Whilst the parallelisation strategy is the same for each device class, the opti-
misation of the P2P kernel differs. For the CPU architectures, the tiled version
described in Chapter 4 was used; generally, the optimal tile size was equal to the
vector length of each architecture. For GPUs, Chapter 6 demonstrates the value
of tuning the P2P kernel of MiniFMM with a variety of parameters on GPUs. For
this work, the version of the kernel that is optimised well across all architectures,
and easily implementable across the programming models, was chosen. The imple-
mentations of the computational kernels are created using the parallel constructs
available in each of the programming models, rather than making use of interop-
erability with CUDA and re-using the device functions across implementations.

Each of the programming models has different mechanisms to express hier-
archical parallelism, this is demonstrated in Listing 5.1. In CUDA, hierarchical
parallelism is a primary feature of the model. Each kernel is launched as a grid
of thread blocks and, in MiniFMM, a single thread block is used to calculate the
values for a single tree node. In OpenMP it is possible to distribute a loop over
nodes to teams (CUDA thread blocks), then inside the kernel have another loop
which is parallelised over the threads in a team. Kokkos has a similar mechanism to
OpenMP: two parallel loops. Kokkos uses the same team terminology as OpenMP
to refer to CTAs2. The difference, however, is that in Kokkos the loop body is a
lambda function. OpenACC is omitted from Listing 5.1 as it is like OpenMP but
with different syntax: gang instead of team, vector instead of threads.

1SIMD on CPU, SIMT on GPU.
2CTA is the term used for a CUDA thread block from a hardware point of view.
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1 const int n = blockIdx.x;
2 const int tid = threadIdx.x;
3 const int num_particles = nodes[n];
4 for (int i = tid; i < num_particles; i += blockDim.x) {
5 // calculate forces
6 }

(a) CUDA

1 // distribute nodes to teams
2 #pragma omp target teams distribute
3 for (int n = 0; n < num_nodes; ++n) {
4 const int num_particles = nodes[n];
5 // parallelise within a team
6 #pragma omp parallel for
7 for (int i = 0; i < num_particles; ++i) {
8 // calculate forces
9 }
10 }

(b) OpenMP

1 // distribute nodes to teams
2 Kokkos::parallel_for(
3 Kokkos::TeamPolicy<>(num_nodes, 128),
4 KOKKOS_LAMBDA(member_type& member) {
5 const int num_particles = nodes[n];
6 // parallelise within a team
7 Kokkos::parallel_for(
8 Kokkos::TeamThreadRange(member, num_particles), [=] {
9 // calculate forces
10 });
11 });

(c) Kokkos

Listing 5.1: Utilising hierarchical parallelism with each GPU programming model.

In addition to differences in expressing hierarchical parallelism, the program-
ming models also differ in how the fast scratch-pad memory in GPUs (shared mem-
ory in CUDA) is utilised. In CUDA the __shared__ qualifier denotes that a static
array should be placed in shared memory. This is similar to how shared memory
is accessed in OpenMP 4.5 (LLVM). The OpenMP 4.5 specification omits a way
for shared memory to be implemented within the programming model; however,
in LLVM OpenMP (__attribute((address_space(3))) can be used to instruct
Clang/LLVM to place an array in CUDA shared memory. This is thanks to the
LLVM NVPTX backend and is internally how LLVM handles static __shared__
arrays in the CUDA Clang implementation. Fortunately, the OpenMP 5.0 specifi-
cation does include a way to access shared memory through the allocate directive.
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OpenACC already supports the use of scratch-pad memory through the cache di-
rective, which is functionally similar to the OpenMP 5.0 allocate directive.

5.2.2 OpenMP

For OpenMP there are two distinct implementations of MiniFMM, one designed
for CPUs, and one designed for GPUs. The CPU implementation is the version
previously described in Section 4.2.6. The GPU implementation makes use of
OpenMP target constructs and hierarchical parallelism, the CPU implementation
does not.

For the OpenMP target implementation, the LLVM compiler was found to
generate better code than the other alternative, the Cray compiler. Additionally,
as LLVM is open source it was possible to determine the required compiler attribute
to make use of scratch-pad memory on GPUs. It should be noted, however, that
the 9.0 release of the Cray compiler switched to using an LLVM backend, hence
the differences between the compilers should diminish in the future.

One important implementation detail of the LLVM OpenMP target runtime
(libomptarget) is that of generic and SPMD modes, first outlined by Jacob et
al. [93]. Using the combined construct omp target teams distribute parallel
for above a loop will mean that the loop is parallelised in a SPMD fashion: the
loop iterations are split evenly across both thread blocks and threads in a block.
However, for separate teams and parallel constructs the LLVM compiler tends
to generate code to execute the loop in generic mode. In this mode a warp pool
is created and upon encountering the inner parallel region, the required number
of warps are then used to execute code inside the region. The generic mode re-
sults in poorer performance compared to SPMD mode due to the overhead of
dynamically assigning work to warps. As MiniFMM makes use of hierarchical par-
allelism, care had to be taken to limit the effects of the statements between the
target teams distribute and parallel for constructs, so the compiler gener-
ated SPMD- rather than generic-mode runtime functions. Due to the immature
nature of the NVPTX LLVM OpenMP backend this had to be done through trial
and error.

It was found that libomptarget significantly increased the register count over
the CUDA implementation of MiniFMM. This severely limited occupancy and
consequently performance of the P2P kernel. To counter this, register usage can
be manually restricted using the maxrregcount PTXAS flag; the results of these
experiments are shown in Table 5.2. By default, the compiler was generating
code which used 141 registers per thread, limiting occupancy to 0.19. The P2P
kernel performance experiments in the following chapter (see Figure 6.5) suggest
a minimum occupancy of 0.31 is required to achieve good performance. The table
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Register Count Occupancy Runtime (s) Improvement over default

141 0.188 3.451 -
128 0.250 3.028 1.14x
96 0.312 2.862 1.21x
80 0.375 2.821 1.22x
72 0.438 2.799 1.23x
64 0.500 2.780 1.24x
56 0.562 2.961 1.17x
48 0.625 3.112 1.11x

Table 5.2: Register count and effect on runtime and maximum theoretical occu-
pancy. The default number of registers chosen by the compiler is 141.

values show that after reaching the required occupancy value of 0.31, performance
plateaus before finally degrading. The degradation is due to the increased local
memory usage due to register spilling.

Device Time w/ shared (s) Time w/o shared (s) Slowdown

K20 50.43 117.29 2.33x
P100 4.83 10.98 2.27x
V100 2.87 3.85 1.34x
Turing 3.27 4.60 1.41x

Table 5.3: Run times and slowdown with and without using shared memory in the
OpenMP GPU implementation.

As the OpenMP 4.5 specification does not allow shared memory to be used, the
performance of MiniFMM without the feature was evaluated on various NVIDIA
GPU generations. The results of these experiments are shown in Figure 5.3. Whilst
earlier GPU generations are heavily impacted by not using shared memory, Volta
and Turing architectures are not as affected. The reason for this is because these
architectures had significant improvements to L1 cache bandwidths over previous
generations: Figure 5.1 shows the aggregate cache bandwidth for various HPC
architectures; comparing the P100 and V100, the aggregate L1 cache bandwidth
increased by 2.57x, whilst the per SM L1 cache bandwidth increased by 1.86x.
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Figure 5.1: Aggregate memory bandwidth as data per processing element doubles,
higher is better. Figure taken from work by Martineau and Atkinson [126].

5.2.3 Kokkos

Unlike OpenMP, the Kokkos MiniFMM implementation uses hierarchical paral-
lelism for both CPU and GPU versions. On CPUs, Kokkos teams map to threads
and on GPUs they map to CTAs. As with the OpenMP implementation, the com-
putational kernels are specialised for each device class. The definition and effect
of single-source performance portability is explored further in Section 5.4.

5.2.4 OpenACC

From a user’s perspective, implementing MiniFMM using OpenMP target direc-
tives and using OpenACC are similar as only the syntax differs. However, the
GPU runtime implementation is significantly different. Whilst the hierarchical
parallelism in LLVMOpenMP may cause the compiler to generate code for generic-
mode execution, the PGI OpenACC implementation is typically able to generate
SPMD-style code; it does not have to rely on a warp pool. OpenACC also has bet-
ter support for loop semantics: it is possible to tell the compiler that two loops are
independent, allowing the compiler to make stronger assertions. However, LLVM
OpenMP support is rapidly improving for GPUs; LLVM 8.0 generated suboptimal,
generic-mode code for MiniFMM, whilst LLVM 9.0 generated optimal SPMD-mode
code without any changes required. Furthermore, OpenMP 5.0 will add support
for specifying independent loops through the order(concurrent) clause.

OpenACC does support the ability to target multi-core CPUs as well as GPUs;
however, due to numerous compiler bugs, this could not be utilised for MiniFMM.
This problem is not limited to MiniFMM and was found to occur in a number of



5.3. PERFORMANCE RESULTS 87

other mini-apps in the larger study [50].

5.3 Performance Results
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Figure 5.2: Heatmap of MiniFMM run times in seconds using various programming
models and devices.

Figure 5.2 shows the run times of MiniFMM across programming models and
architectures. All implementations perform well across the tested GPUs due to the
architectures’ superior FLOP rate compared to the CPUs used in the study. The
Skylake and KNL architectures, with their wide, 512-bit vectors, perform the best
out of the set of tested CPUs, whilst the Power9 and ThunderX2 CPUs – which
only contain 128-bit vectors – perform the worst. Across programming models,
Kokkos compares well against OpenMP for CPUs; on average, OpenMP is 1.18x
faster. The trends are less conclusive for programming models on GPUs. Whilst
OpenACC outperforms OpenMP on the P100 and Turing cards, the OpenMP
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V100 result is better than OpenACC. This is likely due to the LLVM contributors
focusing on development for the Summit and Sierra supercomputers [86], which
contain V100 GPUs.
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Figure 5.3: Percentage of peak performance achieved for MiniFMM across a range
of configurations. The maximum FLOP-rate of the device is used as the metric
for peak performance.

It is expected that MiniFMM will perform better on architectures with higher
FLOP rates, for example GPUs. Therefore, it is also useful to examine how the
mini-app performs on each architecture relative to the theoretical peak of the
hardware. Figure 5.3 shows the percentage of peak FLOP/s achieved for all con-
figurations. Across all programming models, the percentage of peak performance
is 1.13x higher on GPUs than CPUs. This is due to the use of scratch-pad memory
GPUs, which allows for higher floating-point unit utilisation on compute-bound
methods like the FMM. The KNL struggles to attain good performance, suggesting
further improvements can be made to both MiniFMM and the compiler for many-
core CPU architectures. Given the FLOP-rate of the device, MiniFMM performed
well on AMD Naples; OpenMP with Naples achieves the highest percentage of
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peak performance across all configurations. This result is explored further in the
following section. Power 9 performs moderately well, whilst ThunderX2 struggles
to attain as good performance. ThunderX2 was the only CPU for which GCC
was used, suggesting that in comparison to Clang/LLVM, vector code generation
is weaker in GCC.

5.3.1 CPU Performance

Figure 5.3 shows that AMD Naples performs well given its FLOP rate. This is
because Naples has two 128-bit FMA units and two 128-bit FADD units, whereas
Skylake has just FMA units. When performing an operation like a matrix mul-
tiply, the Naples architecture can perform at a rate of 2560 GFLOP/s, but when
performing a sequence which has a mix of FMAs and FADD operations (like in
MiniFMM), then the AMD Naples architecture is able to deliver a higher rate of
FLOPs, 3, 840 GFLOP/s. Table 5.4 shows the measured IPC values when com-
puting the P2P kernel from MiniFMM. For Skylake the IPC was measured to be
1.78 – the maximum IPC for the kernel is ≈ 2. AMD Naples, on the other hand,
is limited to one 256-bit FMA per cycle, so a measured IPC value of 1.08 implies
that the architecture is performing operations other than the FMAs; in effect, it
is making use of the additional FADD units.

CPU FP Units Cores IPC

Skylake 2x512-bit FMA 44 1.78
Naples 2x128-bit FMA + 2x128-bit FADD 64 1.08

Table 5.4: Measured clock speed and IPC of the P2P kernel.

For AMD Zen architectures, on which Naples is based, Fog [69] shows that
vector FMUL/FMA instructions are executed on ports 0 and 1 and FADD instruc-
tions executed on ports 2 and 3. Fog also states that the maximum floating-point
throughput of Zen architectures is one 256-bit FMA and one 256-bit FADD per
cycle. MiniFMM cannot make full use of concurrent FMA and FADD operations,
however. Examining the assembly of the P2P kernel, there were 16 instructions in
total: 7 FMAs, 5 FMULs, 3 FSUBs (FADD), and 1 FRSQRT. All but the FADDs
are executed on ports 0 and 1. Hence, only 3/16 instructions can be executed
concurrently. In comparison to Skylake, this can yield a performance gain of up to
1.1875x. To account for these FADD units in Naples, an extra row (Naples (fadd))
has been added to Figure 5.3. This new row shows the Naples performance being
more in-line with the other CPU architectures.
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5.3.2 GPU Performance

The P100 device performs well with all GPU programming models. The Volta
and Turing GPUs also both perform well using CUDA and OpenMP, but strug-
gle with Kokkos and OpenACC. CUDA performs well across all GPUs, though
this is expected as it is the primary programming model promoted by NVIDIA,
well established, and lower level than the other programming models. It is how-
ever relevant to explore why CUDA achieved better performance over the other
programming models.

Table 5.5 shows various performance statistics of the P2P kernel on the V100
GPU. The computational kernels of MiniFMM use at most 8192 bytes of CUDA
shared memory across all implementations. However, what is unforeseeable – from
a user’s perspective – is the amount of shared memory that is used by the program-
ming model for handling the execution of user code. OpenMP, for example, used
an extra 1148 bytes of scratch-pad memory. A user has no control or knowledge
of this and thus it is impossible to know beforehand how much shared memory
to use if a specific level of occupancy is required. CUDA is the only model to
achieve an occupancy of 0.5, whilst all other models were limited to 0.38 due to
the runtimes’ use of shared memory. Another difference between CUDA and the
other implementations is the number of shared memory transactions. Only CUDA
allows for the use of vector types (e.g. float4), which typically lead to shared
memory vector instructions being generated. The other programming models do
not support such data types. Table 5.5 shows that this has resulted in half the
number of shared memory transactions in the CUDA version.

Metric OpenMP Kokkos CUDA OpenACC

Registers 80 48 55 80
Shared Memory (bytes) 9340 9248 8192 8224
Occupancy 0.38 0.38 0.50 0.38
IPC 1.98 2.28 2.43 2.66
FP32 Instructions (bil.) 644.83 832.07 781.20 920.05
Shared Store Transactions (mil.) 120.81 95.89 24.12 26.19
Shared Load Transactions (mil.) 6279.32 6089.73 2970.18 6121.99
Wallclock Time (s) 2.79 3.08 2.46 3.19

Table 5.5: Profiling statistics for the P2P kernel on the V100 GPU.

Examining the number of instructions and IPC reveals further performance
insights. The OpenMP implementation had the fewest FP32 instructions – 82%
fewer than CUDA – but also had the lowest IPC – 81% fewer than CUDA. This
means that, although OpenMP version executed fewer total instructions, it also
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executed fewer instructions per cycle. The opposite is true for OpenACC: the IPC
is higher than for CUDA, but the number of FP32 instructions is also greater.

Another observation made about the GPU performance was the clock speed at
which the devices ran when executing MiniFMM. Typically, Intel Xeon CPUs have
to down-clock when executing compute-heavy code [91], whereas it was found that
the GPUs tested run well above their base clock speeds; this is shown in Figure A.4.
Whilst the Tesla GPUs (P100 and V100) boost by 1.10-1.15x, the consumer card
(Turing) boosts by 1.42x.

5.4 Performance Portability

The term performance portability has been used informally within computing to
refer to some notional level of performance achieved across a range of platforms.
However, such subjective definitions lead to inconsistency between different stud-
ies. Thus, the performance portability metric by Pennycook et al. [150] provides a
quantifiable method to evaluate and compare between platforms and programming
models. It is defined as the harmonic mean of efficiencies over a set of platforms;
if one or more platforms in the set is not supported, then the value is zero.

Model PP(CPU) PP(GPU) PP(All)

OpenMP 100.0% 76.8% 89.8%
Kokkos 84.3% 77.5% 81.6%
CUDA 0.0% 100.0% 0.0%
OpenACC 0.0% 77.8% 0.0%

Table 5.6: Performance portability of MiniFMM across all CPUs, all GPUs, and
all devices.

Table 5.6 shows the results of applying Pennycook’s performance portability
metric [150] to MiniFMM. Across all devices, OpenMP achieves 90% performance
portability, well within the definition of good performance (i.e. within 20% of
peak). Kokkos, too, falls within this measure of good performance, achieving 82%
across all architectures. For GPUs, CUDA achieves high performance portability,
whilst the other programming models are only slightly outside the measure of good
performance. Thus, whichever programming model is chosen, all are close to the
best performing model.

One of the weaknesses of the original study was that the mini-apps had dif-
ferent OpenMP and OpenMP target implementations but combined the results
into a single column for OpenMP. This is in comparison to Kokkos which, for each
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mini-app, had a single implementation for all devices in the original study. In
addition to the different parallel constructs used between OpenMP and OpenMP
offload versions of the mini-app, MiniFMM also uses differently tuned computa-
tional kernels for each device class. Thus, to investigate performance portability
in greater detail, additional OpenMP and Kokkos implementations of MiniFMM
were created.

The mini-app was parallelised in a different way in each of the three imple-
mentations. Firstly, parallelisation over nodes – the approach of the original
OpenMP parallel-loop-based implementation. Secondly, hierarchical parallelisa-
tion with nodes parallelised over teams and particles within nodes parallelised
over threads in teams. Thirdly, hierarchical parallelisation with kernels tuned for
GPU execution. The final one is the only implementation that can be described
as single-source portable.

Figure 5.4 shows the performance of each of these three approaches imple-
mented in OpenMP and Kokkos, running on the Skylake CPU. For OpenMP,
there is a 1.06x slowdown when using the target constructs for execution on the
CPU, whilst in Kokkos there is no significant performance difference between the
equivalent Range and Team execution policies. The performance of the GPU im-
plementation on Skylake is poor, 2.49x slower than the original implementations.
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Figure 5.4: Performance of Kokkos and OpenMP with different parallelisation
strategies, running on the Skylake CPU.

When running CPU-tuned kernels on the GPU, mixed results are observed.
The GPU versions of the computational kernels are the same as the CPU versions
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when not using CUDA shared memory, and as shown in Table 5.2, doing so re-
sults in 2.27x longer run times on P100. This result indicates that single-source
performance portability is difficult to achieve for MiniFMM. However, the Volta
results from the same table also show the architecture suffers a much lighter per-
formance penalty, a slowdown of 1.35x. Therefore, the results show that the best
single-source performance portable solution is to run the CPU-tuned kernels with
hierarchical parallelism. On CPUs this leads to a 1.06x slowdown over the optimal
solution, and on newer NVIDIA GPUs, a 1.35x slowdown.

Given the trends seen in NVIDIA Volta and Turing architectures, improve-
ments to GPU architectures may mean that the efficient implementation of ex-
pensive, compute-heavy routines becomes increasingly similar between CPUs and
GPUs.

5.5 Productivity

Figure 5.5 shows the normalised lines of code (LOC) required to implement
MiniFMM in each programming model; the values are normalised to the OpenMP
loop-based CPU implementation, which required 680 LOC. These values are ex-
cluding the LOC that is shared between all implementations. As can be seen in
the figure, the OpenMP CPU version uses fewer lines of code compared to all
other versions. This is because it does not contain the code required to pack and
transfer the interaction lists to the GPU.
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Figure 5.5: Lines of code required to implement MiniFMM with the various pro-
gramming models. Values are normalised to OpenMP CPU implementation.

The Kokkos implementation requires the next fewest lines of code. As shown
in the previous section, it is parallelised on CPU and GPU architectures with
the same code, indicating that the programming model is both productive and
performance portable.
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CUDA requires the most lines of code to implement MiniFMM; it is the lowest-
level GPU programming model used in this study. OpenMP target and OpenACC
are not too far behind, however. This is largely because neither has support for
complex numbers on GPUs. This meant that a complex number implementation
had to be written for both architectures. Kokkos has functionality for complex
numbers on both host and device, hence why fewer LOC were required.

Region CUDA OpenMP Diff.

Data Movement 281 217 77.2%
Host Code 299 289 96.7%
Device Code 562 487 86.7%
Miscellaneous 16 116 725.0%
Total 1158 1109 95.8%

Table 5.7: Breakdown of lines of code between OpenMP target and CUDA versions
of MiniFMM.

Table 5.7 shows a breakdown of where the OpenMP target and CUDA versions
of MiniFMM differ in the lines of code. The data allocation and movement are
more concise in OpenMP as the target data clauses can allocate and transfer
data with a single map clause, whereas in CUDA data allocation and movement
are handled in different statements. Where OpenMP struggles against CUDA is
the lack of complex number support within a target region, the lines of code for
which are placed in the Miscellaneous row. Where OpenMP wins out against
CUDA is within the device code regions. The ability to distribute, or parallelise, a
loop with a single directive in OpenMP helps reduce the amount of code required.

5.6 Conclusion

Modern HPC programming models have many distinctive characteristics. They
can be well-established or just emerging, low-level or provide convenient abstrac-
tions, supported on several architectures or just one. They also deliver varying
levels of performance and allow access to various hardware features. These con-
siderations factor into the decision of which model application developers choose.
Comparisons, such as the ones found in this chapter, contribute to a growing con-
sensus of which programming models are appropriate for which domains, and to
whether there is truly a superior programming model to be favoured over others.
From the findings in this chapter, the conclusion is that there is no such winner
for MiniFMM.
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Higher-level programming models for GPUs were shown to perform well and,
on average, achieved run times only 1.3x worse than lower-level programming
models; this is in line with previous comparisons [124]. The higher-level models
generally required fewer lines of code to implement and the ability to write GPU
programs using an open standard, such as OpenMP, is important for portability;
the MiniFMM OpenMP GPU implementation should, in theory, run on AMD
GPUs without any additional effort.3

The work undertaken in this chapter also looked at the definition of perfor-
mance portability across both Kokkos and OpenMP. It was found that constructs
intended primarily for supporting hierarchical parallelism on GPUs still performed
well on CPU architectures. In conclusion, if one wanted to parallelise a method
using a single code path, Kokkos and OpenMP are both viable options.

The findings in this chapter also show that performance can be heavily degraded
for compute-heavy routines when they are not tuned for specific architectures.
Whilst tuning implementations may not have been burdensome in recent years
due to the majority share of architectures in HPC being dominated by Intel for
CPUs and NVIDIA for GPUs, the growth in vendor diversity in HPC looks set to
change this. The results in this chapter agree with Martineau’s [125] conclusion
that single-source performance portability may be unachievable for now.

There is no common consensus on how to achieve performance portability, but
auto-tuning approaches may provide a viable solution for now. As outlined by
Price [154], single-objective auto-tuning can be used to bring performance porta-
bility to range of architectures by creating specialised computational kernels for
each architecture. If single-source performance portability is desired, Price [155]
also demonstrates that multi-objective auto-tuning can provide a single implemen-
tation that works well on average across all architectures.

The achieved performance demonstrated for MiniFMM in this chapter was
impressive for GPU architectures – as high as 70% of peak performance (see Fig-
ure 5.3). However, these results were for a uniformly distributed input and, as
shown in Chapter 4, data-parallel implementations struggle with irregular inputs
(e.g. Plummer distributions). Chapter 4 demonstrated that task constructs in
current programming models perform well for irregular inputs on CPUs. Unfortu-
nately, tasking support is limited on GPU architectures. This issue is tackled in
the following chapter.

3It is currently impossible to use CUDA and OpenACC on AMD GPUs. Unfortunately, at
the time of writing the AMD ROCm software stack was too immature to be able to compile
MiniFMM for AMD GPUs using both HIP (converting the CUDA), and OpenMP.
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6

Utilising GPU Tasking for the FMM

Content from this chapter appears in the following publication:

• Patrick Atkinson and Simon McIntosh-Smith. “Parallel Task Frame-
works for FMM”. in: SIAM PP18 - Hierarchical Low Rank Approxima-
tion Methods (2018)

6.1 Introduction

GPUs provide higher floating-point rates compared to most CPUs, benefiting
compute-bound methods such as the FMM. Chapter 4 demonstrated the ad-
vantages of task-based over loop-based approaches for methods like the FMM
on CPUs. However, on GPU architectures, task-parallelism is neither well-
implemented nor well-supported. Thus, the work carried out in this chapter
investigates the application of new GPU task-parallel features within the Kokkos
programming model to the FMM. The lessons learned from Kokkos are then used
in the creation of a new on-GPU dynamic task scheduler. The GPU task sched-
uler demonstrates superior performance over all other programming models for
the MiniFMM mini-app. Also outlined is a CUDA implementation of MiniFMM,
which serves as a baseline for comparisons. Though the approach taken is based
on previous CUDA implementations [195], described here are several optimisations
that were found during this work.

The target GPU architectures for this chapter are the NVIDIA P100 and
NVIDIA V100. For the comparison against CPU architectures, an Intel Sky-

97
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lake is used. Detailed technical specifications for the devices are given in Ta-
bles B.1 and B.2.

6.2 Background

There have been several previous attempts to implement the dual-tree traversal
(DTT) step of the FMM on GPUs. Yokota et al. first implemented the DTT
on GPUs by way of lazy evaluation [195]; this work was integrated into the Ex-
aFMM library [17]. Similar to the parallel-loop-based implementation described
in Section 4.2.6, the interaction lists are still collected on the CPU, but instead
of the interactions being computed on the CPU, they are transferred to the GPU
and the P2P and M2L computations are performed there. Since Yokota’s ini-
tial work there have been variations on this method, such as work by Fortin [70],
which, using intermediate buffers, performs the interaction collection step on the
CPU concurrently with computing the interactions on the GPU. However, such
approaches have only been demonstrated to be performant on integrated GPUs,
where the overheads of heterogeneous methods are lower due to the close coupling
of host and device. These integrated GPUs typically offer inferior performance
compared to dedicated graphics cards.

Bonsai lies in contrast to these previous attempts [21]. Bonsai implements the
Barnes-Hut algorithm – instead of the FMM – and fixes certain tree parameters
to allow for computation to be done entirely on the GPU. The method is carried
out through dynamic tasking and no interaction from the host CPU is required.
Previous work by Lange and Fortin has demonstrated that such an approach can
achieve significant performance gains over the alternatives that perform some of the
algorithm steps of the host [116]. However, the on-GPU task scheduler is tightly
coupled to the computational method in Bonsai and cannot be easily adapted for
other use cases.

There have been numerous efforts to bring task parallelism to GPUs. In 2008,
Cederman and Tsigas carried out some of the earliest work on GPU-side dynamic
task parallelism [38], investigating centralised and work-stealing task schedulers.
They found work stealing approaches led to significant performance improvements
over centralised approaches, but the overhead costs of task-based approaches on
GPUs of the time were prohibitively large. Tzeng et al. found significant improve-
ments from work stealing approaches for graphics rendering and video encoding but
struggled to outperform CPU architectures in various recursive benchmarks [179,
177]. Other work on dynamic on-GPU task scheduling has included the Juggler
project [22]. Like the approaches by Cederman and Tsigas, and Tzeng, Juggler
treats the SIMD processors within GPUs as stand-alone processing units to exe-
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cute tasks. Using Juggler, relative performance was improved over data parallel
approaches on GPUs. However, neither absolute performance values nor compar-
isons to CPU performance were given by the authors.

Kokkos is the only widely used programming model that supports on-GPU
dynamic tasking. However, the usage of these capabilities has been minimal. The
only project to use Kokkos GPU tasking has been sparse Cholesky factorisation
by Kim et al. [104] within the Trilinos Project [88]; no GPU performance results
have been published for the solver.

Coarse-grained task-parallel approaches have also been attempted on GPUs.
The StarPU [14] and OmpSs [57] programming models treat the GPU as a single
processing element to run tasks upon; tasks are individual kernel launches. Similar
approaches have also utilised multiple CUDA streams and concurrent kernels to
run multiple tasks in parallel on the GPU [99, 182]. There are also approaches,
such as those by Krieder et al. [107] and Yeh et al. [191], which treat individual
SMs as processing elements but enqueue tasks from the host. Due to the relative
high latency host-device transfers and the cost enqueueing kernels to GPU, such
approaches have been shown to lead to sub-optimal performance [22, 141, 170].

6.3 CUDA Implementation

This section outlines the implementation of MiniFMM using CUDA. The method is
adapted from the work on ExaFMM by Yokota et al. [17, 195], with improvements
to the algorithm highlighted throughout. This implementation of MiniFMM is
done in a data-parallel fashion and uses the same high-level approach as the parallel
loop approach in Chapter 4. The implementation forms a baseline for comparisons
against the GPU task parallel approach.

6.3.1 Upwards and Downwards Traversals

The task-parallel implementations of the upwards and downwards traversals of the
FMM, as outlined in Chapter 4, ensure correctness by spawning a task per node
and waiting on the completion of child tasks before proceeding with the work of
the current task. Through this use of fine-grain synchronisation it is possible for
two nodes on different levels to be computed upon concurrently. However, the
use of fine-grain synchronisation is not easily achievable in GPU programming
models. Using data-parallel constructs, the implementations of the upwards and
downwards traversals require working level-wise, synchronising between the work
of each level.
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The only difference between the CUDA implementation of the upwards and
downwards tree traversals is the direction of the traversal. In the upwards traversal
the P2M kernel is applied to all leaf nodes, then the M2M kernel is applied level-
by-level. The downwards traversal applies the L2L kernel from root to leaf, then
applies the L2P kernel to all leaf nodes.

All calculations for a single tree level are enqueued as a single CUDA kernel,
and inside the kernel the values for a single node are calculated by a single thread-
block. On the host side additional code is required to find and store two lists of
nodes, one of branches and one of leaves. Working level-by-level and synchronising
in-between means there is a lack of parallelism towards the root of the tree; the
last three levels of any balanced oct-tree will contain 64, 8, and 1 nodes(s). This
is unavoidable to maintain the correctness of the algorithm; however, the CUDA
implementation of the upwards and downwards traversal phases of the algorithm
typically constitute a minor percentage of the total runtime.

For Plummer and uniformly distributed inputs, Figure 6.1 shows a breakdown
for the time spent in each computational kernel of MiniFMM; any time spent out-
side the kernels is simply counted as overhead. On average, across all input sizes
and distributions, the kernels in the upwards and downwards traversals constitute
< 5% of the total run time of MiniFMM. The dual-tree traversal (DTT) represents
the largest portion of the total run time, and as shown later, contributes signifi-
cantly to the overhead costs shown in Figure 6.1. The optimisation of the DTT
will therefore be the focus of this chapter.

6.3.2 Dual-Tree Traversal

Unlike the other traversals of the FMM, which only require a computation to be
performed on each node, the DTT computes upon a set of node-node interactions.
During the DTT phase, each node of the tree will perform a number of P2P
interactions and a number of M2L interactions with many other nodes. Hence, for
every target node two lists are constructed, one for each interaction type. The lists
contain indices of nodes that the target node will interact with. One CUDA kernel
is then enqueued for the P2P interactions and one for the M2L interactions. In
the kernel, each thread-block is assigned to a single target node, then the source
nodes for that target node are iterated over, and the node-node interactions are
performed in parallel with the threads within the block. This is functionally similar
to the CPU implementation that uses parallel loop constructs (see Section 4.2.6),
the difference being that nodes are assigned to CUDA thread blocks instead of
CPU threads. Further details about the GPU implementation of the P2P and
M2L kernels are given in Section 6.3.4.
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Figure 6.1: Breakdown of the time taken to perform each part of MiniFMM on
the GPU for various input sizes. Overhead refers to the time taken to generate
lists of interactions and transfer them to the GPU.

6.3.3 Handling Interaction Lists

Previous work on porting the DTT step of the FMM to GPUs by Yokota [195],
considered only the performance of executing the P2P and M2L interactions on
the GPU; the performance of the host code was not described or analysed. The
values in Figure 6.1 demonstrate that a significant amount of time is taken by the
overhead costs in MiniFMM. Thus, a contribution of this chapter is the analysis
and optimisation of the host code of the DTT on GPUs. Figure 6.2 shows a
breakdown of the time spent in each component of the final MiniFMM CUDA
implementation of the DTT. The results demonstrate that the time required to
collect the interaction lists (dependencies), pack them into a single buffer, and
transfer them to the GPU can make up a sizeable portion of the overall run time.
Like in the parallel-loop-based OpenMP implementation of MiniFMM, covered in
Chapter 4, the interaction lists are best constructed using tasks whilst the actual
computation is performed in a data-parallel fashion.

The construction of the interaction lists has limited scalability. This is because
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Figure 6.2: Breakdown of time spent in each part of the dual-tree traversal for
the CUDA implementation of MiniFMM. The interaction list construction and
transfer (dependencies, pack, transfer) are performed on the CPU and P2P and
M2L are performed on the GPU.

appending a new source node to the list of interactions of a target node is a scalar
random access write operation: it is indeterminable to know beforehand which
child nodes of the current node will be recorded as interactions, or which will be
further recursed upon. It is also indeterminable how many interactions each target
node will have. Statically allocating space for each node to have any number of
interactions is infeasible because a node may interact with all other nodes; this
would require O(N2) memory, where N is the number of nodes. In large inputs
there are typically O(106) nodes, meaning the total memory usage would exceed
O(100) GB for node-node interactions alone. Hence, the data-structures used to
store interactions have to be dynamically-allocated arrays; std::vector from the
C++ STL was used for this. Combined with the random-access pattern, this
means that the collection of the interactions is bound by DRAM latency and often
incurs the penalty of reallocating and copying data.

Figure 6.3 shows the scaling performance of the interaction list collection step
for the two platforms used in this chapter. For the P100 host, Broadwell-36 in
Table B.1, scaling is limited, and the maximum speedup reached is 2.7x. The
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V100 host, Power 9 in Table B.1, exhibits better scaling and achieves a maximum
speedup of 9.1x; this is due to the superior memory performance of the architecture.
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Figure 6.3: Parallel speedup on the P100 and V100 host CPUs of the interaction
list collection step, higher is better.

The interaction lists are array of arrays and need be transferred to the GPU. As
the inner arrays are non-contiguous, each array must be transferred individually,
resulting in numerous memory copies to the GPU. Whilst performance can be
improved by transferring the data asynchronously, the alternative, packing and
sending the data as a single buffer, was found to perform better. Figure 6.4
shows the performance of these two methods; for all input sizes in the range, the
performance of the latter method is faster by over an order of magnitude.

The parallelisation of the packing of the interaction lists is non-trivial as the
offset into the packed array for a target node is calculated from the end position of
the previous target node. This is equivalent to stream compaction problems, a class
of problems for which the efficient implementation of has been well-studied [25].
The idea behind the parallel algorithm is to perform an exclusive scan across the
number of interactions for each target node to find the required offset into the
packed buffer. In a parallel loop over all targets, threads can then copy the list of
interactions to the correct starting offset. Running a naïve, serial implementation
of the packing routine with a large input of 108 particles on the P100 system,
the total run time is 50.46s; 3.95s (7.82%) of the run time is spent packing the
interactions in serial. Using the parallel algorithm, the time spent packing the lists
was reduced to 0.63s. This represents a speedup of 6.27x for the packing step, and
a 1.07x overall speedup for the entire method.
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Figure 6.4: Time taken to transfer the interaction lists to the GPU for a range of
input sizes, lower is better. Contiguous refers to the method of packing the inter-
actions into a single buffer and sending. Sparse refers to sending each interaction
list individually and without packing.

6.3.4 Kernel Performance

As in Chapter 4, the performance of MiniFMM was optimised through the analysis
of the P2P kernel. However, several architectural differences had to be accounted
for on GPU architectures, both in the estimation of the number of FLOPs and in
the tuning of the kernel. Modern NVIDIA GPUs have dedicated special function
units which can execute frsqrt operations in hardware and independent of the
FPUs [142]. Empirical analysis of the instruction latencies of NVIDIA GPUs by
Arafa et al. [11] found that the latency of the frsqrt instruction would not place
it on the critical path. Thus, the critical path of the P2P kernel on NVIDIA
GPUs would contain only 13 floating-point instructions. The reason this is much
lower than the 19 or 20 instructions on the critical path when running on CPU
architectures is because the Newton-Raphson approximation step is not required
for the frsqrt operation on GPUs.

Compared to the work in Chapter 4 on optimising for CPUs, GPUs have more
performance parameters to be tuned for. The use of scratch-pad memory on GPUs
can significantly improve the performance of the P2P kernel by increasing cache
throughput and varying the number of values stored in registers and unrolling
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can increase instruction-level parallelism (ILP) and subsequently pipeline utilisa-
tion. These parameters, combined with varying the number of CUDA threads per
thread-block, can have a large effect on the performance of the kernel.

To investigate the performance of the P2P kernel on GPUs, a tunable ver-
sion of the kernel was created; it accepts a range of thread-block sizes, shared
memory sizes, and outputs per thread (effectively ILP). The top eight configu-
rations for each Ncrit value, the number of particles per node, can be found in
Tables A.1 and A.2 for the P100 and V100 GPUs, respectively.

In ExaFMM, the P2P GPU kernel is implemented with fixed thread-block
sizes of 128. Each thread in a thread block caches a single particle value in shared
memory and performs the computation between a thread’s register value and all
128 values in shared memory. This configuration is denoted (128, 128, 1) for
(Threads, Tile Size, ILP) in the Tables A.1 and A.2. However, the results in the
tables show this is not the most optimal configuration for each input of MiniFMM.
Instead, configurations that expose high amounts of ILP and use smaller thread-
block sizes perform better. On the P100, the configuration used in ExaFMM
achieves 3780.5 GFLOP/s, whereas a configuration that uses 32 threads, each
thread calculating 8 outputs, achieves 4282.8 GFLOP/s, an increase of 1.13x.
Ignoring FMAs, the maximum throughput of the device is 4759.6 GFLOP/s.

Figure 6.5 shows the performance of different configurations of the P2P kernel.
The ExaFMM configuration (denoted ‘128 (1)’ in the figure) achieves good per-
formance across all occupancy values above 0.18. The configuration that uses 32
threads per thread-block and outputs one value per iteration (denoted ‘32 (1)’),
has reduced peak performance and starts to plateau just as it reaches its maximum
occupancy. With the same number of threads, performance improves as ILP is in-
creased, and the curve becomes steeper. The curve steepening means that peak
performance is achieved with fewer active warps. When the number of outputs
per thread reaches 8, performance exceeds that of the ‘128 (1)’ configuration; thus,
higher performance is achieved at lower occupancy values.

Achieving good performance at lower occupancy can be crucial for good per-
formance with GPU tasking; with fewer active warps, there are fewer entities
interacting with a task scheduler, reducing contention upon it. This is discussed
further in Sections 6.4 and 6.5.

Figure 6.6 shows the percentage of peak performance achieved in MiniFMM and
ExaFMM for the P2P kernel. For MiniFMM the best kernel configuration for each
value ofNcrit is used. The results show that both GPUs achieve a higher percentage
of peak performance compared to the Skylake CPU. Between the GPUs, the V100
consistently achieves a higher percentage of peak performance compared to the
P100, with the biggest differences occurring at lower values of Ncrit. MiniFMM
outperforms ExaFMM on GPUs. However, on CPUs, ExaFMM performs better
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Figure 6.5: Performance of the P2P kernel in GFLOP/s against occupancy on
P100, higher is better. The values in the legend refer first to the number of
threads in each thread block, and secondly to the number of outputs per thread
(ILP).

due to the use of SIMD intrinsics, whereas MiniFMM relies on the compiler for
automatic vectorisation.

6.3.4.1 M2L Kernel

The force-approximation (M2L) kernel of the algorithm is comprised of 4 loops and
has time complexity O(P 4), where P is the number of multipole expansion terms.
At most it is possible to parallelise over two of the loops. Hence, when using few
expansion terms, as in an astrophysics application, there may be CUDA threads
that do not participate in the computation at all. For example, with P = 4,
only 16 CUDA threads of the thread-block are utilised. Therefore, further work is
required to improve parallelisation over warp lanes in this kernel.

6.3.5 Limitations

Versions of MiniFMM that are implemented in a data-parallel fashion have numer-
ous disadvantages in terms of performance, programmability, and memory usage.
The GPU implementation has many additional costs for packing and transferring
the interaction lists. In addition to performance penalties, the data-parallel ver-
sion requires significantly more lines of code to implement over the task-parallel
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Figure 6.6: Percentage of peak performance against the number of particles per
node (Ncrit) in the P2P kernel, higher is better. Values are given for MiniFMM
and ExaFMM.

version, as demonstrated previously in Section 5.5.
The memory requirements of data-parallel implementations are also far greater

than task-parallel implementations. For the FMM, scaling the Ncrit value with the
number of input particles is required to maintain the O(N) time complexity of the
method. In practice, the threshold at which to increase this Ncrit value can depend
on several other factors, such as the performance of the P2P and M2L kernels.
As previously stated, the P2P kernel is compute-bound and the M2L kernel is
memory-bandwidth bound. Architectures which have a higher FLOP/byte ratio
will benefit from performing more P2P interactions to reduce the number of M2L
interactions, the converse relation also holds. Consequently, the optimal Ncrit

value may remain low. This subsequently increases the number of nodes and
the size of the interaction lists, thus increasing memory usage. For the CUDA
implementation, an Ncrit value of 512 was found to be optimal for both inputs
containing 107 and 108 particles; the memory requirements for the interactions
lists alone were 400 MB and 3000 MB for the inputs respectively. As GPUs
typically have less main memory capacity compared to CPUs, optimising memory
usage is important – the P100 and V100 devices used in this chapter have only
16 GB of main memory.

A task-based approach would eliminate the need for the interaction lists all
together, and the time spent collecting, packing, and transferring the interactions
would be eliminated. Instead of all the computational work being stored before-
hand, a fixed-sized queue for tasks is used. This effectively reduces the memory
usage for storing interactions from O(N2) to O(1).

Methods other than FMM that make effective use of task-parallelism include
matrix decomposition (e.g. LU, QR, Cholesky factorisation). The implementation
of these methods typically involves breaking the matrices down into sub-matrices,
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or blocks, and performing BLAS routines on these individual blocks. The dense
linear algebra library for heterogeneous architectures, MAGMA [174], enqueues
these constituent BLAS routines as CUDA kernels, letting the host handle the
execution order of the blocks of the matrix [84]. To counter the large overhead of
enqueuing many kernels, the size of the matrix blocks must be significantly larger
than for the equivalent CPU implementations of the methods. This approach
could be replicated for the FMM by offloading the P2P and M2L computations
as they were encountered in the DTT. However, this would lead to suboptimal
performance for systems with dedicated GPUs. Even for a moderately sized input
of 107 particles, there are O(107) interactions. Assuming a CUDA kernel overhead
of 2µs, as empirically determined by Martineau [125], the time spent enqueuing
CUDA kernels would take O(10) seconds. This by itself is an order of magnitude
greater than the run times shown later in the results. Therefore, if any task-parallel
approach is to bring a performance benefit to fast-multipole methods, it must be
fully on-GPU: once an initial task is launched from the host, the GPU must spawn
tasks independently and with no further action by the host.

6.4 Kokkos Implementation

Chapter 4 demonstrated that on CPU architectures, tasking in Kokkos achieves
greater than, or equal, performance compared to well-established programming
models such as OpenMP. However, Kokkos tasking capabilities remain mostly
untested on GPU architectures. This section details the efforts to implement
MiniFMM using Kokkos task-parallel constructs on GPUs.

6.4.1 Modifications for GPU architectures

To avoid confusion during the description of the implementation details of tasking
on GPUs, the terminology used throughout the rest of the chapter will first be
defined. In the Kokkos CPU task scheduler, and in OpenMP, threads are the units
of execution that pick up and run tasks. Due to the nature of GPU architectures,
poor performance is achieved when running tasks on single threads.1 Hence for
Kokkos on GPUs, users are encouraged to run tasks across groups of threads
and have the threads within a team cooperate on the execution of tasks. Between

1This is because in most GPU architectures, warps share a single program counter, and any
warp-divergent code is executed serially. The NVIDIA Volta architecture has per-thread program
counters, but best performance is still achieved by having threads in a warp perform the same
instruction concurrently.
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CPUs and GPUs there are now two conflicting meanings of the term thread. Hence,
worker will be defined to be the unit of execution on which tasks run. On GPUs,
a worker is a group of CUDA threads on which the same task is run concurrently.
In Kokkos these groups of threads are known as teams. Whilst this is comparable
to the definition of teams in OpenMP target constructs, confusion arises when
considering the definition of tasks in OpenMP. In OpenMP, tasks are bound to a
single team of threads, and tasks cannot be generated and executed across multiple
teams.

At a hardware level, the approaches taken for task execution between Kokkos
and OpenMP on CPUs and Kokkos on GPUs are analogous. On CPU architec-
tures, threads run on cores which contain wide vector units, and the code within
tasks is, ideally, vectorised by the compiler or the user. Comparably on the GPU,
CUDA threads within a thread block can be thought of as the lanes of a vector.
This similarity is even more apparent when considering the lower-level details of
tasking on GPUs in Kokkos. Despite launching thread blocks with 128 threads (4
warps), the task scheduler utilises warp-synchronous programming: each warp ex-
ecutes independently of other warps, and communication between lanes of a warp
happens via fast warp-level primitives. As lanes of a warp typically share a single
program counter, one can think of a warp as an SMT thread running on cores with
32-wide vectors.

The only modification required to the tree-traversal code from the Kokkos
CPU implementation was to launch tasks across Kokkos teams, rather than single
threads. There were additional changes made in the computational kernels of
MiniFMM, too. As highlighted in the CUDA implementation, the use of fast,
scratch-pad memory can improve the performance of the kernels on GPUs. Kokkos,
as of version 2.9, does not allow the use of shared memory within tasks. However,
it is possible to use static CUDA shared memory within Kokkos tasks. Aside from
this change, the implementation of the kernels could be re-used directly from the
CUDA version of MiniFMM.

One final implementation detail is that, in Kokkos, a single thread block of
128 CUDA threads is launched per SM. This means for P100 and V100 GPUs a
maximum of only 4/64 (0.06) warps are active at any one time. This results in poor
occupancy and the effect on performance is investigated further in Section 6.4.3.

6.4.2 Synchronisation on GPUs

As in the CPU implementations, there are several ways to enforce the mutual
exclusion property required for the dual-tree traversal. On CPUs, using locks for
each tree node resulted in the best performance after OpenMP 5.0 dependency
objects, whilst the use of atomics resulted in among the worst performance across
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all architectures. However, on the GPUs the opposite was found to be true.
Figure 6.7 shows the performance for the P100 and V100 GPUs when using

Kokkos tasking with different synchronisation mechanisms and for the different
task schedulers within Kokkos. Looking across the rows, the versions using atomics
outperformed the versions using locks. Figure 6.7 shows that the single queue de-
sign results in poorer performance than the schedulers that utilise multiple queues.
Comparing the Single the Multiple schedulers, the run time is 0.74x worse on the
P100, and 0.53x worse on the V100. This implies the higher contention is limiting
performance; the V100 has 1.43x more SMs than the P100, meaning there are
more warps interacting with the queue data structures concurrently.
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Figure 6.7: Performance of MiniFMM using locks and atomics to ensure the mutual
exclusion property with the various task schedulers available in Kokkos. Results
are given for P100 and V100 GPUs, lower is better.

6.4.3 Limitations

The design choice to only use a single 128-wide thread block per SM in Kokkos
severely limits the performance for MiniFMM. Figure 6.5 shows the maximum
performance for the most optimal P2P kernel at an occupancy of 0.06 (i.e. 4/64)
is 2018.5 GFLOP/s, 42% of peak performance. Over all possible configurations
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of the P2P kernel, there is no way to achieve better than this percentage of peak
performance. Therefore, Kokkos was modified to launch with any number of thread
blocks, increasing occupancy.

Figure 6.8 shows the performance when running with increasing numbers of
thread blocks. For Kokkos, there are noticeable performance gains when going
from 1 thread-block per SM to 2, an improvement of 1.18x. However, increasing
the number of thread-blocks further does not yield significant performance gains,
and at a certain point, additional thread blocks lead to performance degradation.
This indicates that even for the Kokkos task scheduler that uses multiple queues,
there are limits to the scaling performance. Unfortunately, this limit to the sched-
uler’s scalability falls before the number of warps required to achieve the necessary
occupancy for optimal performance in the computational kernels of MiniFMM (as
found in Figure 6.5), and the GPU remains underutilised. If it were possible to
create a task scheduler that could scale beyond this target number of warps, then
the performance of GPU architectures could be fully realised for MiniFMM.
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Figure 6.8: Run time in seconds on V100 for Kokkos as the number of warps per
SM increases, lower is better.

6.5 Implementing a Tasking Runtime on GPUs

Results in Chapter 4 demonstrated that the LLVM OpenMP runtime (libOMP)
implementation of tasking was both performant and scaled consistently on CPUs.
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This section details the efforts to create an efficient GPU task scheduler using
techniques found in libOMP. The modifications required for GPUs are outlined
and performance is compared between the new GPU task scheduler and existing
GPU and CPU libraries. The resulting GPU task scheduler is named GPUSched.
GPUSched is implemented using CUDA.

1 void fmm_task(worker_t* worker, task_t* task) {
2 node_t* target = get_arg(task, 0);
3 node_t* source = get_arg(task, 1);
4 for (int i = 0; i < 8; ++i) {
5 void* args[2] = {target->child[i], source};
6 generate_task(worker, fmm_task, 2, args);
7 }
8 }

(a) GPUSched

1 void fmm_task(node_t* target, node_t* source) {
2 for (int i = 0; i < 8; ++i) {
3 #pragma omp task
4 fmm_task(target->child[i], source);
5 }
6 }

(b) OpenMP

1 fmm_task._omp_fn .0 (struct .omp_data_s .0 & restrict .omp_data_i) {
2 int i = .omp_data_i->i;
3 struct node_t* source = .omp_data_i->source;
4 struct node_t* target = .omp_data_i->target;
5 struct node_t* D.2084 = target->child[i];
6 fmm_task (D.2084, source);
7 }
8
9 fmm_task (struct node_t * target, struct node_t * source) {
10 struct .omp_data_s .0 .omp_data_o.1;
11 for (int i = 0; i < 8; ++i) {
12 .omp_data_o.1 = {i, source, target};
13 __builtin_GOMP_task (fmm_task._omp_fn .0 , &.omp_data_o.1,
14 0B, 24, 8, 1, 0, 0B, 0);
15 }
16 }

(c) Intermediate representation of the OpenMP code after several compiler passes.

Listing 6.1: Tasking interfaces of GPUSched and OpenMP.

Listing 6.1 shows one recursive call step of the DTT algorithm (see Listing 3.1)
implemented with GPUSched and OpenMP. Also shown in Listing 6.1 (c) is
the OpenMP code in intermediate form after GCC has converted the OpenMP
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directives to runtime calls2. In GPUSched, tasks are spawned through the
generate_task function (line 6). This takes a worker object, a function pointer to
the task being spawned, the number of arguments, and the arguments as an array
of void pointers (line 5). Lines 2 and 3 show the void pointer arguments being
retrieved from the task object given by the parent call. The generate_task func-
tion (Listing 6.4) works by allocating a task object, copying the task arguments
to it, and enqueueing it to the current worker’s task queue. The worker object
encapsulates a task queue and other data required to push, pop, and execute
tasks.

The OpenMP implementation is far less verbose and only a single omp task
directive is needed to spawn a task for the recursive call. However, during compi-
lation of the OpenMP code, the compiler translates the original code to something
that resembles the GPUSched code: the task arguments are packed, given to a
runtime call along with a function pointer to the task, and then unpacked inside
the task. This similarity means that future work could find value in combining
an OpenMP compiler front-end with the GPUSched runtime, producing a way to
efficiently run applications that use OpenMP tasks on GPUs.

The tasking runtime design in GPUSched sticks closely to the libOMP tasking
implementation, though alternative implementations are considered in Chapter 7.
To implement task execution, GPUSched uses a private deque for workers and
employs work stealing to load balance between workers. As in other work stealing
approaches, queues are treated as LIFO by the owning worker, whilst stealing
is done in a FIFO fashion; however, the task queues are designed to allow any
combination of enqueueing and dequeuing from front and back. Every enqueue
and dequeue operation first checks whether the operation can be performed, that
is, the queue is not full or not empty, respectively. If this is condition is met the
queue is locked using a ticket lock and the condition is checked again. This is
required as the queue may have become invalid during the time the lock was being
acquired. Once the lock has been acquired on the queue, the worker is free to push
and pop tasks from the queue as needed; the queue itself is a circular array. An
example is given for dequeue_back in Listing 6.2.

As in libOMP, ticket locks are used to synchronise task queue operations [135],
ensuring that all workers encountering the lock have a fair chance of acquiring
the lock. The lock is implemented using the same approach as Solihin [166] and
makes use of the atomicAdd function provided by CUDA. For memory consistency,
a memory fence (i.e. __threadfence()) is placed after an unlock operation to
ensure the lock value is visible to all threads. For the same reason, a memory
fence is also used when decrementing the number of child tasks in a task object,
which is used as the exit condition for a task wait operation. Since this work was

2This was achieved by using the -fdump-tree-all flag in GCC
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1 task_t* dequeue_back(worker_t* worker)
2 {
3 queue_t* queue = worker->queue;
4 if (queue->ntasks == 0) return nullptr;
5 lock(&queue->lock);
6 if (queue->ntasks == 0) {
7 unlock(&queue->lock);
8 return nullptr;
9 }
10 uint32_t tail = queue->tail;
11 // QUEUE_MASK used to wrap-around array without modulo
12 tail = (tail - 1) & QUEUE_MASK;
13 task_t* ret = queue->storage[tail];
14 queue->tail = tail;
15 queue->ntasks--;
16 unlock(&queue->lock);
17 return ret;
18 }

Listing 6.2: Function that allows tasks to be popped from the back of the task
queue.

completed, libcu++ now allows atomic operations to be combined with acquire
and release memory semantics. These are more lightweight than memory fences
and their use may improve the performance of GPUSched.

The stealing strategy employed in libOMP is to randomly select a steal victim.
However, in Kokkos, a steal is performed by iterating over all workers, attempting
to steals until a task is found. The downside to the Kokkos approach is that
multiple workers may be attempting steals concurrently, leading to contention on
all workers’ queues.

The routine execute_tasks is the main loop for executing tasks in GPUSched,
entered by all workers when idle. A worker entering the main loop will first check
whether the number of the tasks waiting to be executed is zero, otherwise it will
continuously try to acquire tasks and execute them. The number of tasks must be
broadcast across all CUDA threads within the worker so that all threads reach the
exit condition concurrently; the broadcast operation also synchronises all CUDA
threads within the worker. Unlike Kokkos, GPUSched permits workers to consist of
several warps. When a worker contains multiple warps, it may be possible that the
num_tasks variable appears as zero for one warp, and greater than zero for another
warp. This would cause one warp to exit the routine and another to continue inside
the loop, a deadlock would then occur when a subsequent synchronisation point
is reached. To ensure that all threads have the same value for the exit condition
variable, one thread atomically reads the value and then broadcasts it to all other
threads (line 10).

The broadcast routine is different depending on the number of threads per
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1 void execute_tasks(worker_t* worker, volatile int32_t* num_tasks)
2 {
3 int32_t num_workers = ...;
4 int32_t worker_id = ...;
5 int32_t thread_id = ...;
6
7 while (1) {
8 int32_t nt;
9 if (thread_id == 0) nt = atomic_add(num_tasks, 0);
10 nt = broadcast(nt, 0);
11 if (nt == 0) break;
12
13 task_t* t;
14 if (thread_id == 0) {
15 t = dequeue_back(worker);
16 if (t == nullptr) {
17 int32_t victim_id =
18 get_random(worker) % (num_workers - 1);
19 if (victim_id >= worker_id) victim_id++;
20 worker_t* victim = worker->team->workers + victim_id;
21 t = dequeue_front(victim);
22 }
23 }
24
25 t = (task_t*)broadcast((unsigned long long)t, 0ull);
26
27 if (t != nullptr) {
28 execute_task(worker, t);
29 finish_task(worker, t);
30 }
31 }
32 }

Listing 6.3: Runtime function that handles the execution of tasks in GPUSched.

worker. It is implemented as a warp shuffle if a worker contains only one warp.
For workers consisting of more than one warp it is implemented by writing to
CUDA shared memory on one thread, synchronising across all threads, then all
threads reading from that shared memory location. Once all threads agree whether
to proceed, a single thread attempts to acquire a task. As in libOMP, a dequeue
operation from the back of the worker’s own queue is attempted (line 15), if this
fails, a steal is attempted randomly from the front of another worker’s queue
(lines 17 to 21). As only a single thread can interact with the queues, the pointer
to the task must then be broadcast to all threads in the worker. If the task is
valid, it is then executed by all threads. The finish_task routine deals with
the bookkeeping associated with the current task and the scheduler; this involves
decrementing the number of tasks at the current barrier, and the number of child
tasks of the parent task.

Task generation, shown in Listing 6.4, follows the same pattern as in libOMP:
a task enqueue is attempted, if this fails (due to the queue being full) then the
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1 void generate_task(worker_t* worker, task_func_t func,
2 uint32_t nprivates, void** privates)
3 {
4 int thread_id = ...;
5
6 task_t* task;
7 bool success;
8 if (thread_id == 0) {
9 task = alloc_task(worker, func, nprivates, privates);
10 success = enqueue_back(worker, task);
11 }
12 success = broadcast(success, 0);
13 if (!success) {
14 task = (task_t*)broadcast((unsigned long long)task, 0);
15 execute_task(worker, task);
16 }
17 else {
18 if (thread_id == 0) {
19 atomic_add(&worker->team->num_barrier_tasks, 1);
20 atomic_add(&task->parent->num_children, 1);
21 }
22 }
23 }

Listing 6.4: Runtime function that handles the generation of tasks in GPUSched.

task is executed immediately. As in the routine to execute tasks, a single thread is
used to interact with the queues and the resultant values are broadcast to all other
threads; the result of the enqueue needs to be broadcast so that all threads know
whether to execute the task immediately. To execute the task immediately, the
task pointer must be broadcast. If the enqueue succeeds, one thread will increment
the number of tasks in the barrier and the number of child tasks for the parent.
The maximum queue size used in libOMP, and subsequently GPUSched, is 256
tasks. The rationale for this choice of queue size is not documented within LLVM;
the effect on performance of other sizes is explored in Chapter 7.

1 void taskwait(worker_t* worker)
2 {
3 task_t* current_task = worker->current_task;
4 volatile uint32_t* num_children =
5 &worker->current_task->num_children;
6 execute_tasks(worker, num_children, 0u);
7 worker->current_task = current_task;
8 }

Listing 6.5: Implementation of task wait in GPUSched.

In libOMP the taskwait construct is implemented by entering a new task ex-
ecution loop until all child tasks of the current task have completed. In contrast,
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Kokkos does not have a task wait mechanism. In the original design document for
Kokkos tasking [60], it is reasoned waiting on GPU architectures is undesirable as
they do not have the ability to yield execution, unlike CPU architectures. The
implementation of tasking in libOMP disproves the fallacy that an encountering
thread must busy-wait when encountering a taskwait construct. In libOMP, the
thread encountering a taskwait construct continues to execute tasks whilst wait-
ing on the completion of the child tasks of the current tasks. On GPU architectures,
it was found that the same principal can be applied successfully.

Listing 6.5 shows the implementation of the taskwait construct. Upon en-
countering a taskwait, the execute_tasks routine is called using the number of
child tasks of the current task as the exit condition variable (i.e. num_tasks). The
current task context is stored in a local variable so that it can be re-instated upon
exit of the taskwait routine. The barrier routine is implemented similarly: tasks
are executed until all workers arrive at the same synchronisation point.

As in Kokkos, the initial task must be pushed from the host. In the GPUSched
runtime, this involves invoking a CUDA kernel that pushes the initial task to one
of the task queues. The remaining tasks are generated and executed entirely on
the GPU.

6.6 Results

For both Kokkos and GPUSched, Figure 6.9 shows the effect on the performance
of MiniFMM when increasing the number of warps on the V100; equivalent results
are shown for P100 in Figure A.5. Whilst the performance quickly plateaus for
Kokkos, GPUSched is far more scalable. Performance continues to scale until
the point where the required occupancy for the computational kernels is reached;
this occurs at around 20 active warps per SM, as determined by the results in
Figure 6.5. The speedup when going from 4 warps per SM to 8 warps per SM is
greater for GPUSched than Kokkos: 1.51x and 1.18x, respectively. This indicates
the task scheduler in Kokkos only scales to between 4 and 8 warps per SM.

It should be noted that perfect scaling is not expected because running with
more warps per SM is not using more physical hardware but instead increasing
the utilisation of the hardware.

Figure 6.10 shows the run times of the four GPU implementations as the num-
ber of particles increases; results for both Plummer and uniform distributions are
given. For the Plummer distribution, both Kokkos implementations and the CUDA
implementation perform significantly worse than GPUSched. The data-parallel im-
plementations perform poorly because of the overhead of dealing with irregular,
unbalanced trees. This leads to large and uneven amounts of interactions between
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Figure 6.9: Run time in seconds on V100 for Kokkos and GPUSched as the number
of warps per SM increases, lower is better.

different nodes. Conversely, the data-parallel implementations perform well with
a uniformly distributed input as the more regular tree shape means the overhead
of collecting and processing the interaction lists is reduced. Across both inputs,
using Kokkos for tasking on GPUs leads to suboptimal performance; in the best-
case scenario it matches the times of the data-parallel methods (Plummer input),
and in the worst case is significantly slower (uniformly distributed input).

Figures 6.11 and 6.12 shows results for 108 particles with both input distribu-
tions across all implementations on P100, V100, and Skylake devices; both run
time and percentage of peak performance values are given. Across both sets of
results, the CUDA implementation performs better than ExaFMM on the same
GPUs, demonstrating the benefits of the optimisations outlined in Section 6.3.
GPUSched is achieving the same percentages of peak performance as OpenMP on
the CPU, indicating the task schedulers are performing similarly well across the
different device classes.

For the Plummer distribution (Figure 6.11) GPUSched is showing significant
performance gains over all other GPU implementations, achieving speedups of 2.6x
over the second-best implementation (CUDA) for both GPUs; for the uniformly
distributed input, this speedup is 1.25x.

Overall, the results indicate that GPUSched implements a task scheduler that
attains comparable parallel performance to leading CPU implementations. The
benefit to the FMM is that significant performance gains are made over data-
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Figure 6.10: Run time of MiniFMM on the V100 GPU as the input size increases,
lower is better.

parallel and other task-parallel approaches on GPUs.

6.6.1 Other Tree Traversals and Task Wait Constructs

Whilst this work has mostly been focused on improving the performance of the
DTT step of the FMM, the upwards and downwards traversals also pose an inter-
esting challenge for task-parallel programming models. Figure 6.13 shows the run
times of the upwards tree traversal step of MiniFMM on Skylake using OpenMP
and Kokkos, and on a P100 using CUDA, Kokkos tasks, and GPUSched. The
CPU OpenMP implementations perform worse than all GPU implementations ex-
cept for Kokkos. When running with the GNU OpenMP runtime (libGOMP), the
upwards tree traversal is 4.76x slower than with libOMP. This is due to the issues
with taskwait constructs in libGOMP, as outlined previously in Section 4.4.1.

GPUSched performs slightly worse than the CUDA implementation for the
upwards traversal. This suggests that enqueueing kernels for each level of the
tree does not incur significant overheads in the CUDA implementation, and in
fact, the overheads incurred in GPUSched are greater. Kokkos does achieve better
performance than libGOMP on Skylake but is still 1.94x slower than libOMP.
On the P100 GPU, the performance of Kokkos is poorer for the upwards and
downwards tree traversal phases, 5.33x slower than CUDA and GPUSched. As
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Figure 6.11: MiniFMM results across programming models and processors for the
Plummer input.

performance is poorer for both architectures against other programming models,
this could indicate that the task respawn mechanism in Kokkos is unsuitable for
implementing certain tree traversal algorithms.

The kernels in the upwards traversals are memory-bandwidth bound, and the
difference between the memory bandwidths of the two devices should mean that
the upwards traversal is 2.94x faster on the P100. However, comparing the best
times on each architecture shows the P100 is only 1.56x faster. This suboptimal
performance for the P2M and M2M kernels is due to the lack of parallelism when
using small numbers of multipole terms, as outlined previously for the M2L kernel
in Section 6.3.4.1.

The results for the downwards tree traversal show the same trends as the
upwards phase and thus have been omitted.

6.7 Limitations of tasking on GPUs

Through the creation of GPUSched, many limitations of utilising task parallelism
on GPU architectures were discovered. Firstly, the default stack size in CUDA is
often far too small to store enough stack frames in typical task-based applications.
In Kokkos, the stack size is increased for tasking on GPUs, but for MiniFMM this
was still insufficient and had to be increased further. In GPU programming there
is no way to determine the stack size before enqueueing a kernel, and, if the stack
memory is depleted, the execution is terminated, and an error is raised. The only
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Figure 6.12: MiniFMM results across programming models and processors for the
uniform input.

fix is to increase the stack size until a crash no longer occurs. This limitation
makes the creation of a viable programming model challenging. Furthermore, the
way in which taskwait was implemented in GPUSched can lead to substantial
amounts of recursion, quickly depleting the allocated stack space.

Heap memory allocation is another problem. Every generated task must be dy-
namically allocated on the GPU. Whilst CUDA does provide a malloc function,
previous research has shown that the device-side malloc achieves poor perfor-
mance [74]. Additionally, the heap memory size must be specified manually on
the host; thus, the maximum number of tasks must still be known before launch-
ing any tasks. Kokkos also suffers from this limitation and stipulates that the
memory allocator must be initialised with a size that can hold all tasks that will
be generated. GPUSched implements fast memory allocation through a fixed-size
pool allocator. Each allocation simply returns a cache line (128 bytes on NVIDIA
GPUs), which is enforced to be the maximum size of a task. Using a single mem-
ory pool was found to result in poor performance, hence a pool per SM is used.
However, like Kokkos, tasks are not freed upon completion.

Research by Gelado and Garland [74] demonstrated that efficient memory al-
location can be done on GPUs. Although the implementation of their memory
allocator is beyond the scope of this work, the creation of a library that imple-
ments their methods will be hugely beneficial to the work of enabling tasking on
GPUs.

Another main concern with GPU tasking is the issue of busy-wait synchroni-
sation – both Kokkos and GPUSched are not wait-free. The workers (warps) that
are waiting will still be selected by a GPU’s warp schedulers. These waiting warps
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waste cycles and subsequently prolong the time taken for the worker that holds the
lock to release it. There are several solutions for this issue. The stealing strategy
can be modified to exclude any workers located on the same warp scheduler on the
same SM. Theoretically, this can work because the assignment of warps to warp
schedulers, and warps to SMs, is static [95]. Though this solution would reduce
any benefit from caching of tasks on the same SM.

On Volta and later GPU architectures there exists a __nanosleep intrinsic.
The CUDA PTX ISA [147] only specifies that the instruction ‘Suspend[s] the
thread for an approximate delay given in nanoseconds.’ It is not clear whether
this could be used to manually de-prioritise warps from being selected by the
warp scheduler. Nonetheless, neither option led to a performance improvement
in MiniFMM, though this leaves open a possible future research direction to im-
prove the performance of busy-waiting synchronisation on GPUs. ElTantawy and
Aamodt [62] have proposed hardware modifications that could enable the capa-
bility to de-prioritise spinning warps, demonstrating through hardware simulation
that performance gains can be made.

6.8 GPU Tasking within OpenMP

As outlined in Section 6.2 there have been many academic research projects that
have looked at ways to implement task parallelism on GPUs, though few have
transformed into viable programming models. Kokkos has made improvements in
this direction, but limitations of the library are hindering the performance, and
thus adoption, of on-GPU task-parallelism. OpenMP may provide an alternative
way to allow for tasking on GPUs. The data-parallel target constructs are now well
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supported in compilers for GPU architectures and have been extensively used by
the HPC community [128, 50, 124]. However, adding tasking support to OpenMP
target constructs will require extensive work. Currently, the OpenMP specification
defines task constructs to be bound only to the enclosing parallel region. The
interpretation of the specification by LLVM compiler developers is that teams
should be mapped to CTAs3, and threads in a CTA should be mapped to threads
in parallel regions. This means that the task region is restricted to the threads
in a CTA, rather than the CTAs of a device. For the approach of GPUSched to
work in OpenMP, the specification would have to permit, or add constructs, to
allow tasks to be run across teams.

6.9 Conclusion

The data-parallel CUDA implementation of MiniFMM makes several improve-
ments for the FMM on GPU architectures. It was found that improving the
performance of the host code, which is often ignored in previous work relating to
FMM on GPUs, has a noticeable impact on overall performance – up to 1.07x.
Furthermore, the generalisation of the computational kernels within MiniFMM
demonstrated that performance could be improved over previous attempts – 1.12x
on average. The data-parallel implementation was used to compare two task-
parallel implementations of MiniFMM on GPUs. The Kokkos implementation
was useful for evaluating new and untested features of the programming model on
GPUs. The development of the implementation also led to the discovery of certain
optimisation techniques within Kokkos.

Lessons learned from Kokkos, combined with dissection of the LLVM OpenMP
runtime, led to the creation of a new GPU task scheduler, GPUSched. Outper-
forming all other programming models, GPUSched demonstrated impressive per-
formance with MiniFMM on GPUs, achieving 2.6x better performance than the
second-best performing programming model. A performance comparison between
optimised CPU and GPUSched implementations of MiniFMM showed similar and
high levels of achieved performance; both achieving between 60% and 80% of peak
performance, depending on the input type.

The limitation of the work in this chapter is that the evaluation of GPUSched
was confined to the scope of a single mini-app; it may be that good performance
of the tasking runtime is restricted to this single use case. Therefore, Chapter 7
extends this work by examining the performance of GPUSched, and other parallel
tasking runtimes, for a range of established tasking benchmarks.

3A CTA is a hardware view of a CUDA thread block.
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7

Benchmarking GPU Tasking

7.1 Introduction

Chapter 6 outlined the implementation of a new on-GPU tasking runtime,
GPUSched. The primary motivation behind the project was the efficient im-
plementation of the fast-multipole method on GPU architectures. GPUSched was
shown to provide considerable performance benefits when compared to both data-
parallel programming models on GPUs and to established programming models
on CPUs. This chapter seeks to extend that work and considers a broad range of
task benchmarks, each implementing different patterns of task-parallelism. The
chosen benchmarks come from two different benchmark suites. Firstly, the EPCC
OpenMP Microbenchmark suite, which is used to determine the overhead costs
of various parallel constructs in OpenMP, and secondly, the Barcelona OpenMP
Tasks Suite (BOTS), which implements a range of benchmarks that exploit task
parallelism. Both benchmark suites were originally designed for OpenMP, and
hence, required porting to GPUSched. To ensure a fair comparison against
OpenMP on CPU, the benchmarks were ported to retain the original structure of
the code.

For each of the benchmarks, comparisons will be made between different GPUs
using GPUSched and between OpenMP on CPU and GPUSched. This is signifi-
cant because much of the previous work done on GPU task-parallelism has only
made comparisons to other GPU programming models, or to other GPU architec-
tures [22, 178, 169]. In comparing GPUSched to well-established and widely used
OpenMP implementations on the CPU, stronger assertions can be made about the
performance and benefits of the new GPU task scheduler. Details of the architec-
tures used within this

125
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7.2 EPCC OpenMP Microbenchmark Suite

The EPCC OpenMP microbenchmark suite contains many tests which measure
the overhead of various OpenMP constructs. The initial benchmark suite was
implemented by Bull and was used to analyse the performance of OpenMP 1.0
constructs [31], it was then subsequently updated to support OpenMP 2.0 con-
structs [32]. Since its release, the benchmark suite has served as both a compre-
hensive way to measure OpenMP overheads [163, 112, 101], and as inspiration for
other benchmark suites, such as the Barcelona OpenMP Tasks Suite (BOTS) [58].
With the release of OpenMP 3.0, Bull et al. extended the original task suite to
include microbenchmarks for a variety of task constructs [33]. Given its long-
established role in benchmarking OpenMP constructs, and given the similarities
between OpenMP and GPUSched, the EPCC OpenMP microbenchmark suite was
a good candidate with which to analyse the parallel overhead costs in GPUSched.

Only a single modification was required to GPUSched to be able to implement
the EPCC microbenchmarks. Some of the EPCC microbenchmarks require tasks
to be spawned in parallel at the top level, whilst for MiniFMM, a single worker was
used to generate the initial tasks at the top level. Hence, the mechanism of pushing
a single initial task from the host – as outlined in Section 6.5 – was modified to
allow for any number of initial tasks. The ParallelTasks microbenchmark is then
implemented by pushing an initial task for each worker, then having each worker
generate as many tasks as required in parallel.

As in Chapter 6, the terminology of worker to mean an entity which generates
and executes tasks is still used. Although the EPCC microbenchmarks are defined
in terms of threads, here they will be referred to as workers. In the context of a
CPU, workers will map to CPU threads. On a GPU, workers will map to groups
of CUDA threads (i.e. warps).

Figure 7.1 shows the overheads in both the ParallelTasks and the MasterTasks
benchmarks with up to 80 workers – a small value given the parallelism avail-
able in GPU architectures. For the ParallelTasks benchmark, GPUSched has
a higher overhead cost compared to the LLVM OpenMP runtime (libOMP) on
CPU but remains flat when increasing the number of workers. LLVM OpenMP
remains mostly between 0.5 and 1.0 microseconds, whilst the GNU OpenMP run-
time (libGOMP) starts with similar overheads, then after 4 workers, the overhead
costs increase dramatically. Using all cores – 1 thread (worker) per core – the
overheads in libGOMP are 350x greater than in libOMP. On the MasterTasks
plot in Figure 7.1, all configurations show a similar pattern: a steady upward
trend. For this benchmark, the overheads in GPUSched and libOMP are close,
whilst the overheads in libGOMP are an order of magnitude greater than the rest.
Figures for the remaining microbenchmarks are included in Figure A.6.
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Using few workers is not the target execution model for GPUSched, however.
At every clock cycle the P100 and V100 GPUs can issue 112 and 320 SIMD instruc-
tions in parallel, respectively. Given the higher latencies of GPU architectures, and
the ability to have many instruction streams active concurrently, the number of
workers should ideally be greater than 448 and 640 to hide the latencies for P100
and V100, respectively. Thus, for GPUSched to be deemed performant, the task
overheads must not increase rapidly as the number of workers increases. Figure 7.2
shows the overhead in the ParallelTasks benchmark when scaling up to the max-
imum number of active thread-blocks on each GPU architecture. As a point of
comparison, results are also given for libOMP on CPU.

For the CPU results, the overhead costs dramatically increase as the number
of workers (i.e. threads) increase. This is expected given that after the first data
point there are no additional cores to run the threads on and the device is already
saturated with work. Additionally, the results would no longer be measuring just
the overhead time in the OpenMP runtime but would also include the overhead
costs of context switching. Despite this, the results from oversubscribing threads
to cores on CPUs are still useful for demonstrating the contrast with GPU archi-
tectures, where the exponential scaling in overhead costs is not observed. Although
there are fewer physical execution units than workers, the latency hiding nature
of the GPU architecture means that adding additional workers does not lead to
significantly higher overhead costs. Overall, this means that for the target archi-
tecture, GPUSched performs well: the task scheduler can handle large numbers of
workers whilst maintaining comparatively low overhead costs.

7.3 Barcelona OpenMP Tasks Suite

In 2009, the Barcelona OpenMP Tasks Suite (BOTS) was first implemented and
evaluated by Duran et al. [58]. Like the EPCC OpenMP microbenchmark suite,
it was designed to allow for the evaluation of OpenMP implementations and al-
low for easy porting to other programming models. Since their inception, the
BOTS benchmarks have had wide-spread use in evaluating the performance of
new programming models [109, 82, 34]. To compare GPUSched against OpenMP,
four of the benchmarks from BOTS were implemented: Fib, NQueens, Sort, and
SparseLU. The details of each benchmark follow, their descriptions are taken and
adapted from the original work by Duran et al. [58].



7.3. BARCELONA OPENMP TASKS SUITE 129

64 128 256 512 1,024 2,048

1

10

100

Number of Workers

O
ve

rh
ea

d
(u

s)

P100-GPUSched V100-GPUSched SKL-libOMP

Figure 7.2: Overhead measured by the ParallelTask microbenchmark for large
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7.3.1 Fibonacci

The Fibonacci benchmark calculates the N-th Fibonacci number using a naïve
recursive method. The method is non-tail-recursive so generates large numbers of
fine-grained tasks. Thus, the benchmark is often used as a method to determine
the maximum rate at which tasks can be generated and executed for task-parallel
runtimes.

Figure 7.3 shows the task execution rate for each nth number in the Fibonacci
sequence. On the Skylake CPU, both Kokkos and GNU OpenMP reach their
maximum task rate before the first input value, indicating that the runtimes’ per-
formance on CPU is limited. Conversely, on the same processor, LLVM OpenMP
can scale far better, and with the largest input, executes tasks at a rate 360x
faster than GNU OpenMP. Compared to Skylake, Kokkos performs better on
the two GPU architectures, and on V100, achieves a maximum task execution
rate of 5 · 106. This result matches previous results given by the Kokkos develop-
ers [175]. GPUSched achieves performance 25x greater than Kokkos for both GPU
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Figure 7.3: Task generation rate for the Fibonacci benchmark, higher is better.

architectures on the largest input. Additionally, GPUSched on V100 is also the
best-performing programming model and architecture combination tested, beat-
ing LLVM OpenMP on Skylake by 1.23x. The results of the Fibonacci benchmark
indicate that GPUSched can handle large numbers of small tasks.

The task respawn mechanism in Kokkos, detailed in Section 2.6.4, makes the
implementation of the Fibonacci benchmark both straightforward and comparable
to the OpenMP and GPUSched implementations. However, due to the lack of a
task wait construct in Kokkos, it was not possible to create implementations of the
other BOTS benchmarks. This is either because it is not possible without a task
wait construct (NQueens and Sort), or because the implementation would not be
comparable to the others (SparseLU). For this reason, results are only given for
OpenMP and GPUSched for the other BOTS benchmarks.
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7.3.2 NQueens

The NQueens benchmark computes all solutions of the n-queens problem. The
objective of the n-queens problem is to find a placement for n queens on an n× n
chessboard such that none of the queens can attack any other. A backtracking
search algorithm is used in the benchmark and a task is created for each step of
the solution.
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Figure 7.4: Run time of the NQueens benchmark with input of 14.

Figure 7.4 shows the results of the NQueens benchmark for OpenMP and
GPUSched. Unlike the other benchmarks examined in this chapter, NQueens is
the only benchmark in which libGOMP is competitive with libOMP, matching the
run time on the target input. A reason for this is that libGOMP has been specif-
ically optimised using the NQueens benchmark; as of GCC 9.2, there are source
code comments in libGOMP that specifically highlight design decisions that were
made to increase performance on the NQueens benchmark. GPUSched on P100 is
5.13x slower than on CPU. The V100 does perform better than the P100; however,
it is still 1.61x slower than the CPU implementations. These results indicate there
could be further optimisation work to be done on GPUSched for this benchmark.

The performance of the NQueens benchmark depends heavily on the task cut-
off value used, this value dictates the tree depth at which to stop spawning new
tasks [73]. Figure 7.5 shows the performance of the NQueens benchmark for each
cut-off value and for each architecture-model combination. Both libGOMP and
libOMP perform well at the default cut-off value of three, whilst the optimal
cut-off value for the GPUs is five or greater. Higher cut-off values restrict the
number of tasks that are generated, thus reducing contention on the task sched-
uler. The higher optimal cut-off values for GPUSched would indicate that the task
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Figure 7.5: Run time in seconds of the NQueens benchmark when varying the task
cut-off value, lower is better. Default cut-off value is 3 in the benchmark.

scheduler is suffering from high contention. Furthermore, the EPCC microbench-
mark results on GPUSched show that the overhead in BranchTaskTree – which
closely fits the parallel pattern of NQueens – is 2x greater than the overhead in the
ParallelTask benchmark (21ms vs. 10ms). For libOMP on Skylake, the overhead
of BranchTaskTree is only 1.1x greater than ParallelTask. This indicates that
the implementation of GPUSched has room for improvement for this pattern of
task parallelism.

7.3.3 Sort

The Sort benchmark sorts a random permutation of 32-bit numbers using a fast
parallel mergesort [6]. The algorithm works by dividing the input array into two
halves, sorting recursively, and then merging with a parallel divide-and-conquer
method. Tasks are generated for each split and merge operation. Task granularity



7.3. BARCELONA OPENMP TASKS SUITE 133

is increased by performing a serial quick sort on small arrays, and an insertion sort
on tiny arrays.
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Figure 7.6: Run times for the Sort benchmark in seconds, lower is better.

Figure 7.6 shows the results for the Sort benchmark. GNU OpenMP performs
the worst of the set, 4.56x worse than LLVM OpenMP on the same CPU. Stelle et
al. obtained equivalent results for the Sort benchmark, finding that GCC achieved
far lower performance when compared to Clang/LLVM [171]. GPUSched, on the
other hand, performs impressively on the Sort benchmark. Compared to libOMP
on Skylake, GPUSched achieves 2.51x and 3.45x greater performance on P100
and V100 respectively. Given that merge- and quick-sort algorithms are memory-
bandwidth bound [37], and the P100 and V100 GPUs have main memory band-
widths 2.86x and 3.52x greater than Skylake, the results indicate that against CPU
programming models GPUSched performs comparatively well against libOMP, and
vastly outperforms libGOMP. However, GPU performance is still slightly below
the performance expected given the memory bandwidths of the CPU and GPU
architectures. This difference is due to the lack of parallelism when performing
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the serial quicksort, which is not parallelisable over the CUDA threads within a
worker.

7.3.4 SparseLU

SparseLU computes an LU matrix decomposition for sparse matrices. A higher-
level matrix is composed of pointers to small sub-matrices that may or may not
be allocated. In each of the algorithm’s phases, a task is created for each block
of the matrix that is not empty. The matrix dimension N denotes the number
of M -dimension sub-matrices. Within BOTS there are two implementations of
the SparseLU benchmark: one that launches all tasks from a single thread, and
one that launches tasks from multiple threads. These variations are referred to as
single and for, respectively.
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Figure 7.7: Run times for the SparseLU benchmark, lower is better. Results for
both variants of the benchmark, for and single, are given. The block size is fixed
at 64, and the number of sub-matrices (N) is varied.

The original inputs for the SparseLU benchmark used 64 sub-matrices of size
64, for a total sparse matrix size of 4096. Whilst this originally led to sufficient
run times to amortise overhead costs, improvements to processors have meant this
input is no longer sufficient. In a 2018 paper by Gautier et al. [73], sparse matrices
consisting of 256 and 512 sub-matrices of size 64 were used with the SparseLU
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benchmark. This resulted in sparse matrices of sizes 16384 and 32768, allowing
the benchmark to run in enough time to collect accurate results. Using these
updated input sizes, Figure 7.7 shows the run times for both variations of the
SparseLU benchmark.

The results show that the variant which uses multiple workers to generate
tasks (for) is 28x faster on average than the variant that uses a single worker to
generate tasks (single). On the Skylake CPU, the for variant is 18.7x faster,
indicating that GPUs are more susceptible to degraded performance when using
a single worker to generate tasks. This is because GPUs typically have more
available parallelism than CPUs. The difference between the SparseLU variants
is also worse on the GPUs because of their execution model. Whilst CPUs use
a single thread per core, on GPUs there are multiple thread-blocks per SM. This
means that idle workers will consume cycles which would be best used by the
task-generating workers, and thus, performance is degraded further.

Comparing the speedups between the P100 and V100, 31.5x and 50.1x respec-
tively, shows that the performance degradation is more severe on the V100, due
to its higher SM count.

7.4 Alternative GPUSched Configurations

GPUSched was modified to test different task queue structures and different steal-
ing strategies. The original design, inspired by the LLVM OpenMP runtime, tries
to pop tasks from the back of a worker’s own queue, and if unsuccessful, pops
tasks from the back of another worker’s queue. The rationale, originally taken
from Cilk [29], is that tasks recently generated by a worker will be in cache, and
hence it is better to pop the most recently pushed task first. When stealing tasks,
it is better to take from the back of another queue, to not interfere with, and in-
validate the cache of, another worker’s queue. Alternatives are possible, however,
and all combinations of which end of the task queue to push to, and pop from,
were explored. Here, the terminology used for scheduling strategies is taken from
the work on the UTS benchmark by Olivier et al. [145]; the class of scheduling
strategies are known as work-first. The scheduling strategies are summarised in
Table 7.1.

Four different task stealing strategies were implemented in GPUSched: ran-
dom, iterative, hierarchical random, and hierarchical iterative. Random is the
default strategy and is implemented in libOMP: each worker steals from another
worker’s queue at random and, if unsuccessful, another victim is chosen at ran-
dom. Iterative starts from the current worker’s right neighbour and loops through
all workers, attempting to steal from each. This is the strategy used in Kokkos.
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Name Description

WFFF FIFO local queue access, FIFO remote queue access
WFFL FIFO local queue access, LIFO remote queue access
WFLF LIFO local queue access, FIFO remote queue access
WFLL LIFO local queue access, LIFO remote queue access

Table 7.1: Scheduling strategies tested in GPUSched; default scheduler is ‘WFLF’.
Definitions taken from work by Olivier et al. [145].

The hierarchical variants of each strategy both attempt to steal from the workers
located on the same SM first and, if unsuccessful, attempt to steal from all other
workers. It was hoped that this strategy may improve the L2 cache locality of
tasks1.

The final design parameter was also inspired by libOMP. In libOMP, the most
recent successful steal victim is stored by each worker. Thus, a new victim is
found only if the current victim is out of tasks or a new task has been added to a
worker’s own queue. Using this strategy reduces the number of times that a new
steal victim needs to be found: a worker can continuously steal from the same
victim until its own task queue fills again. This memorisation of the last steal
victim is referred to as Memorise in the following results.

Table 7.2 shows the impact on performance of all the design decisions of
GPUSched for each of the EPCC microbenchmarks. For each parameter, val-
ues are given for the correlation against overhead time (i.e. the impact of the
parameter on the time) and the P-value (i.e. the statistical significance of the
result). If the result is said to be statistically significant (i.e. P < 0.05) then one
can assume the parameter does have an impact on performance. Highlighted in
the table are results that are significant.

Table 7.2 shows that the stealing strategy and the queue size are the only
parameters that have any impact on the performance of the EPCC microbench-
marks. Furthermore, the queue size only influences specific benchmarks: Task
Wait, Barrier, NestedMaster, and BranchTask. The first three are the only
benchmarks that contain wait constructs, either a barrier or a task wait, indicat-
ing a link. Interestingly, the overhead cost is positively correlated to queue size for
TaskWait, Barrier, and BranchTask benchmarks, that is, as queue size increases
so do overhead costs. In theory, limiting the queue size should reduce the number
of tasks generated, therefore reduce contention on the task scheduler and reducing
parallel overheads. The opposite effect is observed for these three benchmarks.
However, for NestedMaster, queue size is negatively correlated with the overhead

1The L2 cache is shared by all SMs on NVIDIA GPUs.
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Benchmark Stat. Memorise Scheduler Stealing Queue Size

Corr. 0.00 0.00 0.45 0.05Parallel Task P-val 0.99 0.95 0.00 0.28
Corr. 0.00 0.00 0.71 0.01Master Task P-val 0.95 0.95 0.00 0.87
Corr. 0.00 0.00 0.45 0.00Master Task Busy Workers P-val 1.00 0.99 0.00 0.99
Corr. 0.00 0.00 0.42 0.14Task Wait P-val 0.98 0.94 0.00 0.01
Corr. 0.00 0.00 0.42 0.14Barrier P-val 1.00 0.99 0.00 0.01
Corr. 0.02 0.02 0.50 0.03Nested Task P-val 0.70 0.69 0.00 0.57
Corr. 0.00 0.01 0.32 -0.41Nested Master Task P-val 0.96 0.91 0.00 0.00
Corr. 0.01 0.01 0.46 0.11Branch Task Tree P-val 0.91 0.80 0.00 0.02
Corr. 0.03 0.01 0.48 0.06Leaf Task Tree P-val 0.60 0.90 0.00 0.26

Table 7.2: Correlation with run time and P-values for each GPUSched design
configuration and for each EPCC OpenMP task microbenchmark. Highlighted are
the results which are statistically significant (P-value < 0.05). Results collected
on V100.

time: for this microbenchmark, restricting task spawning is having some benefit.
For all microbenchmarks, the stealing strategy has a significant impact on the

task overheads. Across all microbenchmarks, the iterative strategies incur 8.1x
greater overheads on average than the random stealing strategies. This is due to
the increased contention on the task queues, as discussed in Section 6.5.

Figure 7.8 shows a heat map of the run times for the BOTS benchmarks for
each scheduling and task-stealing combination. For both Sort and SparseLU, the
random task-stealing strategies perform 2x better than the iterative strategies. As
suggested by Faxén [66], non-random work stealing can lead to stolen tasks being,
on average, further down the call stack, and thus containing less work. Stealing
smaller tasks means that more steals need to be performed, increasing overall
contention on the task queues. The scheduling strategy has a negligible effect on
performance for SparseLU, whilst FIFO access on local queues does not work at all
for Sort. This is due to the way in which task wait is implemented in GPUSched.

As described in Chapter 6, a task wait construct executes other tasks whilst
waiting on the completion of the current task’s child tasks. This means for recursive
applications with task waits, a worker may generate a task that simply calls task
wait, which in turn, generates another task that calls task wait, and so on. Also
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Figure 7.8: Heatmap of the run times (in seconds) of the BOTS benchmarks for
different scheduling and task stealing strategies, lower is better

.

as described in Chapter 6, once the task queue becomes full, any newly generated
tasks are executed directly. The consequence of these two design decisions means
that the number of stack frames can be incredibly large. On GPUs, this is an
issue for two reasons. Firstly, the stack needs to be maintained for all CUDA
threads on all thread-blocks. In a typical run, there are 16 thread-blocks of size 32
per SM. A single function entered by all CUDA threads will generate 40960 stack
frames in total. In comparison, a CPU executing the same function on all cores
will only have 1 stack frame per thread. Secondly, GPUs typically have less main
memory compared to CPUs. Taken together, this means the entire GPU memory
can quickly fill with stack frames.

For the Sort benchmark with FIFO local queue access, a worker will dequeue the
least recently generated task, which is more likely to be higher up the call stack,
and thus more likely to generate more tasks. Tasks lower on the call stack are
more likely to reach the base case sooner. More tasks, with large numbers of child
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tasks will mean more stack frames are allocated concurrently, and thus, increase
memory usage. The schedulers which have LIFO local queue access are more
likely to execute tasks with fewer child tasks, hence will have fewer concurrently
allocated stack frames.

The Fibonacci benchmark suffers from this issue. All scheduling and stealing
combinations, apart from the default (WFLF-Random) fail due to stack frames
filling GPU memory. Due to the tree-like implementation of the method, paral-
lelism can only be achieved by workers stealing ‘task branches’ from other workers.
If this stealing is not done fast enough, then the threads generating tasks will reach
a call stack depth so large that main memory is exceeded. Thus, only the WFLF-
Random combination is performant enough to allow all workers to steal branches
before any one worker reaches an excessive depth.

Unlike the other benchmarks, the results for NQueens show differences in per-
formance between both schedulers and stealing strategies. The schedulers with
FIFO local queues perform worse, on average. When combined with the iterative
scheduler, performance degradation is compounded, and the overall worst perfor-
mance is achieved. The best performance is obtained with the default scheduler
and the iterative strategy. Looking across the ‘Iterative’ row, the results seem
to indicate that the scheduling and stealing strategies are not independent; this
phenomenon is worth further exploration. The results also indicate there is no
optimal scheduling or stealing strategy for all cases or benchmarks.

For all of EPCC microbenchmarks, and for the Sort, SparseLU, and Fib BOTS
benchmarks, the scheduling strategy used has no discernible effect on performance.
However, there is a noticeable effect for Nqueens. Olivier and Prins [145] stated
that for the UTS BOTS benchmark, the scheduling strategy’s effect on perfor-
mance was due to the recursive nature of the algorithm, rather than any task
locality or contention effects. This could explain the results presented here: the
Nqueens benchmark implements a pattern which is affected by the scheduling strat-
egy, whilst the other benchmarks do not. Additionally, the effects from reduced
task locality and increased task queue contention are minimal.

Across the benchmarks there was no difference between the GPUSched version
which stored the most-recent successful steal victim and the version that did not.
This result, combined with the results from the EPCC OpenMP microbenchmarks,
indicate this optimisation has no benefit on GPU architectures, but is also not a
hindrance to performance either. The optimisation is beneficial when the cost
of selecting a new steal victim is high and would be best avoided; however, these
results indicate the cost is not significant on GPU architectures. This optimisation,
which was inspired from the libOMP CPU tasking implementation, may have led
to improved performance during the development of the Intel OpenMP runtime –
which later became the LLVM OpenMP runtime – but the rationale behind the
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design has not been published.
Work in Chapter 4 demonstrated that limiting the queue size can act as an opti-

misation for task-parallel applications as, like introducing cut-off values, it restricts
task generation when the number of ready tasks is too high. Thus, GPUSched was
modified to run with task queue sizes of powers of 2, from 1 to 1024. However,
it was found that for the BOTS benchmarks there was no performance gain from
changing the queue size from the default value of 256. In fact, queue sizes that
were too small (i.e. less than 32) led to degraded performance for the benchmarks.
Beyond 32, there was no difference in performance. This could be because of the
task-parallel patterns employed in the benchmarks, and a benchmark with a pat-
tern like the NestedMaster microbenchmark in EPCC, may show some benefit
from changing the queue size.
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Figure 7.9: Optimal number of workers per SM for each of the BOTS benchmarks.

One final GPUSched parameter of note is the number of workers, that is, the
number of thread-blocks per SM. On CPU architectures, the number of workers
per core is limited to the number of SMT threads (typically 1 to 4), whilst on
NVIDIA GPU architectures, one can have up to 64 thread-blocks per SM active
concurrently, depending on occupancy. This gives a user many values to choose
from and the optimal highly depends on many factors of the target application.
Figure 7.9 shows the optimal number of workers per SM for the BOTS benchmarks.
The SparseLU benchmark requires the fewest number of workers to reach optimal
performance. Unlike the other benchmarks, in SparseLU there is a significant
amount of work performed in each task, meaning comparatively little occupancy
is required to achieve good performance. The other benchmarks will be perform-
ing little work in each task, and therefore, will be mostly latency-bound. Thus,
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the other benchmarks will require more thread-blocks per SM to achieve good
performance.

7.5 Application of GPUSched to Other Domains

Beyond FMM and the benchmarks discussed in this chapter, GPUSched, and
on-GPU tasking in general, may have wider use cases. In quantum chemistry
applications such as VASP [106], CP2K [42], and xtb [81], much of the compu-
tational time is spent computing eigenvalues and eigenvectors. As an example,
xtb, a semi-empirical quantum chemistry application, spends 28% of the total run
time in LAPACK dsygvd routines for a typical input (a taxol molecule). With
this input, the matrix dimensions used in the eigensolver routine are 300 × 300.
With MKL on a single core of a Skylake CPU, a dsygvd call takes 19ms, whilst
using cuSOLVER on a P100, dsygvd takes 22ms. During the execution of a single
dsygvd call, cuSOLVER enqueues 2368 kernels on the GPU, each with an average
execution time of 9 microseconds. Empirically determined by Martineau [125],
the overhead cost of enqueueing a kernel to a P100 is 2 microseconds. Thus,
using GPUSched to move the work of the eigensolver call entirely to the GPU,
negating the need to enqueue many small kernels, will improve the performance of
the routine, and by extension, could bring performance improvements to quantum
chemistry applications on GPUs.

7.6 Conclusion

Throughout this chapter, and Chapters 4 and 6, the LLVM OpenMP runtime
implementation was shown to be the best performing task-parallel runtime on
CPU architectures. Given this, the performance of GPUSched on some of the
benchmarks in this chapter is impressive. On the Fibonacci, Sort, and SparseLU
benchmarks, GPUSched on V100 beats libOMP on Skylake, and for the latter
two, GPUSched achieves performance expected given the performance differences
between the CPU and GPU architectures tested. These results support the con-
clusion that on-GPU task parallelism can be made performant for multiple appli-
cations and beyond just the scope of fast-multipole methods.

Each of the benchmarks examined in this chapter have revealed key details
about GPUSched and on-GPU tasking in general. The EPCC OpenMP mi-
crobenchmarks showed that the task overheads were significantly higher on GPUs
compared to CPUs when using the same number of execution units on each device.
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However, when utilising large numbers of execution units, the tasking overheads
on GPUs do not grow significantly larger.

The results of the NQueens benchmark demonstrated that parameters related
to restricting task spawning are different between CPUs and GPUs. Due to the
difference in available parallelism in each architecture, it is likely that other tasking
applications will require modifications to task cut-off values to achieve good per-
formance on GPUs. As with MiniFMM, the SparseLU benchmark demonstrated
it is insufficient to have a single worker generate tasks, with the issue being ex-
acerbated on GPUs. Given that CPU architectures have continued to increase in
the number of cores and in the numbers of threads per core, it is likely that these
issues currently faced on GPU architectures will become issues on future CPU
architectures.
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Conclusion

Understanding, exploiting, and implementing task parallelism remains a significant
challenge within HPC, yet the effective use of task parallelism is highly beneficial
to irregular applications, as demonstrated in this thesis. Upcoming features in
current programming models (highlighted in Chapter 4) will provide even greater
performance gains. However, significant performance differences between imple-
mentations of programming models limit the adoption of tasking within HPC. This
thesis highlighted these differences, bringing more clarity to the available choices,
and made recommendations for remedying poor implementation decisions.

The fast-multipole method (FMM) provided a useful vehicle for the exploration
of tasking. Demonstrated here, and in previous work [17, 5, 120], the method poses
a significant challenge to both the API and implementation of programming mod-
els. However, it also provides a valuable tool to validate the performance of new
tasking runtimes. Mini-apps are invaluable tools in the field of high-performance
computing. The mini-app developed for this thesis, MiniFMM, enabled the evalua-
tion of both new and current tasking frameworks as well as performance portability.
In other work, MiniFMM has allowed for the evaluation of new hardware features,
such as vector-length-agnostic instruction sets [152].

The study of performance portability of the FMM across modern HPC architec-
tures demonstrated two things. Firstly, recently developed abstraction layers are
sufficiently expressive and perform well in comparison to lower-level programming
models such as CUDA. However, the performance differences between lower- and
higher-level programming models remain significant. Secondly, most established
GPU programming models only allow for the expression of data-level parallelism.
The latter observation led to the work in Chapter 6, which explored the possibility
of using task parallelism on GPUs.

Implementing MiniFMM using GPU tasking capabilities within Kokkos demon-
strated that performance improvements could be made within the runtime and

143
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that the performance of GPU architectures was not fully realised. This led to
the creation of a new GPU task scheduler, GPUSched. As the LLVM OpenMP
implementation was shown to be performant for MiniFMM on CPU, it was used
as inspiration for GPUSched. The significance of this work was two-fold. Firstly,
that an existing state-of-the-art CPU parallel runtime could be ported to the GPU
with few modifications to the high-level design, achieving performance surpassing
contemporary GPU runtime implementations. This is noteworthy as GPU archi-
tectures implement higher degrees of parallelism, yet the underlying runtime did
not suffer from the increased contention. The second result is that the GPUSched
implementation of the FMM was 2.6x faster than the second-best performing pro-
gramming model and out-performed high-end HPC CPU architectures.

Chapter 7 explored whether GPUSched performed well on a wider range of
applications. The work entailed studies into two benchmark suites. The first,
BOTS, was used to test the runtime on an established range of task-parallel ap-
plications. The findings were that GPUSched performed well on three of the four
applications – exceeding the performance of both a modern CPU architecture and
Kokkos GPU tasking – but struggled on the NQueens benchmark. The second
benchmark suite, the EPCC OpenMP microbenchmark suite, tested the parallel
overheads within GPUSched. The study showed that the overheads of tasking
constructs were an order of magnitude higher on GPUs than CPUs. However,
the overheads on GPUs did not grow significantly when the number of threads
increased. The EPCC OpenMP microbenchmark suite also highlighted that the
parallel pattern implemented in the NQueens benchmark led to larger overheads
in GPUSched compared to other tasking patterns.

Overall, the work in this thesis demonstrates that task parallelism can be effec-
tively implemented on GPU architectures; doing so leads to significant performance
improvements for specific scientific methods, such as the FMM. Both the range of
applications that can benefit from task parallelism – and the prevalence of GPUs
within HPC systems – mean that the work undertaken in this thesis will have
continued relevance.

8.1 Future Work

The following section examines some of the main possibilities and directions for
advancing the research presented in this thesis.

This thesis has primarily used the fast-multipole method as a vehicle to explore
task parallelism on modern HPC architectures. However, there other applications
that make heavy use of task parallelism which are worth investigating. These appli-
cations include the graph analytics mini-app miniTri [188, 189], the linear algebra
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libraries PLASMA and MAGMA [174, 190], the adaptive mesh refinement mini-
app miniAMR [162, 158], the condensed matter physics mini-app DMRG++ [43],
and the deterministic particle transport mini-app Kripke [110, 96]. All the above
have demonstrated good applicability of task parallelism on CPU architectures.
Therefore, a possible future avenue of work could involve applying the insights
into tasking within this thesis to these applications. Another possibility would be
to use GPUSched to parallelise these applications, evaluating the runtimes effec-
tiveness and identifying further areas for performance improvement.

Chapter 4 evaluated early implementations of OpenMP 5.0 features; however,
these features were not fully supported in the tested compilers. Re-evaluation of
these features for MiniFMM, and other mini-apps, would allow for further insights
into both their effectiveness and expressiveness. This could lead to additional
suggestions to the OpenMP standards committee and guide optimisation of current
OpenMP implementations. Similarly, using lessons learnt from the development
of GPUSched, suggestions for further performance improvements to the Kokkos
library could be made.

In terms of performance evaluation efforts, the GPUs used throughout this work
were solely NVIDIA GPUs. This was due to NVIDIA being the only vendor at
the time to produce HPC GPUs. However, for the upcoming Frontier and Aurora
supercomputers, both Intel and AMD now have planned HPC GPU architectures.
Evaluating GPUSched on these new platforms would provide valuable insight into
the performance characteristics of these devices, their programming models, and
the application of task-parallelism on these architectures. This work would also
inform whether the task scheduler design in GPUSched is performant on these
other architectures, or whether further changes needed to be made.

Currently, GPUSched only exists as a parallel runtime. For it to be usable
by application developers as a full programming model, GPUSched requires a
front-end implementation. This could either be a new project, or GPUSched
could be integrated beneath an existing programming model. OpenMP would
be a good candidate for this (as outlined in Section 6.8); however, this would
require significant changes to the specification to achieve effective execution on
GPU architectures. Other improvements to GPUSched could include support for
OpenMP 4.0-style task dependencies and OpenMP 5.0-style task reductions. This
would increase the runtime’s applicability to, and performance on, a wider range
of task-parallel applications.

As demonstrated in the design of GPUSched in Chapter 6, there are numerous
design decisions to be taken in the development of tasking runtimes. As the LLVM
OpenMP runtime was adapted from the Intel OpenMP runtime, much of the origi-
nal design rationale has not been published. Implementing a parametrised version
of the runtime – as done for GPUSched – could lead to performance improvements
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and further understanding about task scheduler design on CPUs.
The trend of increasing numbers of cores within processors is set to continue,

and with it comes demand for increased performance and programmability of par-
allel programming models. Continued improvements on this topic will be required
to exploit future hardware innovations, and by extension, increase throughput of
scientific applications from all domains.
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Additional Material

This appendix contains figures and listings that act as supplementary material to
the thesis. They are referenced in the main text but are not essential to the overall
understanding of the work. Instead, they provide additional context or evidence
to the sections in which they are mentioned.
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Figure A.1: Run times of MiniFMM when using various synchronisation methods
on the Intel Knights Landing, lower is better. Figures show effect of using one and
two locks.
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1 template <class T>
2 void upwards_pass(FMM<T>* fmm, node_t<T>* node)
3 {
4 for (size_t i = 0; i < node->num_children; ++i) {
5 upwards_pass(fmm, node->child[i]);
6 }
7 if (node->is_leaf()) {
8 std::complex<T>* Mnode = node->M;
9 #pragma omp task depend(out: Mnode [:nm])
10 p2m(fmm, node);
11 }
12 else {
13 std::complex<T>* Mchild = node->child[i].M;
14 #pragma omp task depend(out: Mnode [:nm])
15 depend(in: Mchild [:8][: nm])
16 m2m(fmm, node);
17 }
18 }

Listing A.1: Upwards traversal phase using OpenMP tasks with data depen-
dencies

1 void upwards_pass(FMM<T>* fmm, node_t<T>* node)
2 {
3 for (size_t i = 0; i < node->num_children; ++i) {
4 #pragma omp task
5 upwards_pass(fmm, &fmm->nodes[node->child[i]]);
6 }
7 #pragma omp taskwait
8 if (node->is_leaf()) p2m(fmm, node);
9 else m2m(fmm, node);
10 }

Listing A.2: Upwards traversal phase using OpenMP tasks with task waits
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1 void pack_lists(
2 std::vector<std::vector<size_t>>& interaction_list,
3 size_t* packed_interaction_list)
4 {
5 size_t scan_val = 0;
6 std::vector<size_t> prefixes =
7 std::vector<size_t>(interaction_list.size());
8 #pragma omp parallel for reduction(inscan , +: scan_val)
9 for (size_t i = 0; i < interaction_list.size(); ++i) {
10 prefixes[i] = scan_val;
11 #pragma omp scan exclusive(scan_val)
12 scan_val += interaction_list[i].size();
13 }
14 #pragma omp parallel for
15 for (size_t i = 0; i < interaction_list.size(); ++i) {
16 size_t offset = prefixes[i];
17 for (size_t j = 0; j < interaction_list[i].size(); ++j) {
18 packed_interaction_list[offset + j] =
19 interaction_list[i][j];
20 }
21 }
22 }

Listing A.3: Packing interactions lists using OpenMP. The exclusive scan is im-
plemented using OpenMP 5.0 features.

P100 V100 Turing
0

0.5

1

1.5

2

1.19
1.31 1.351.33

1.52

1.92

Device

C
lo

ck
Sp

ee
d

(G
H

z)

Base Clock Observed Clock

Figure A.4: Base clock as reported by the NVIDIA driver, and the clock speed
observed during execution.



152 APPENDIX A. ADDITIONAL MATERIAL

Particles/Node Threads Tile Size ILP Occupancy GFLOP/s % Peak

32 32 1 0.50 2970.82 0.62
32 16 1 0.50 2628.57 0.55
32 8 1 0.50 2120.61 0.45
32 4 1 0.50 1510.59 0.32

32

32 2 1 0.50 940.31 0.20
64 64 1 0.78 3487.79 0.73
64 32 1 0.78 3363.66 0.71
32 32 2 0.50 3279.80 0.69
32 32 1 0.50 3115.73 0.65
32 16 2 0.50 3035.57 0.64
64 16 1 0.78 3033.17 0.64
32 16 1 0.50 2640.98 0.55

64

32 8 2 0.50 2589.56 0.54
32 32 4 0.50 3838.80 0.81
128 128 1 0.75 3780.52 0.79
32 16 4 0.50 3733.51 0.78
128 64 1 0.75 3709.75 0.78
64 64 1 0.78 3671.22 0.77
64 64 2 0.66 3568.24 0.75
128 32 1 0.75 3565.47 0.75

128

32 8 4 0.50 3531.93 0.74
32 32 8 0.34 4282.80 0.90
32 16 8 0.34 4203.47 0.88
32 8 8 0.34 4070.22 0.86
64 64 4 0.50 3992.29 0.84
64 32 4 0.50 3970.06 0.83
32 32 4 0.50 3945.68 0.83
256 256 1 0.75 3944.73 0.83

256

256 128 1 0.75 3904.21 0.82
64 64 8 0.34 4364.41 0.92
64 32 8 0.34 4349.18 0.91
32 32 8 0.34 4338.91 0.91
64 16 8 0.34 4305.45 0.90
32 16 8 0.34 4278.78 0.90
64 8 8 0.34 4212.97 0.89
32 32 16 0.22 4198.06 0.88

512

32 8 8 0.34 4133.74 0.87
128 128 8 0.31 4395.10 0.92
64 64 8 0.34 4388.89 0.92
128 64 8 0.31 4385.05 0.92
64 32 8 0.34 4375.47 0.92
128 32 8 0.31 4371.11 0.92
32 32 8 0.34 4349.17 0.91
64 16 8 0.34 4332.03 0.91

1024

128 16 8 0.31 4326.87 0.91

Table A.1: Parameter tuning for the P2P kernel in MiniFMM on P100.
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Particles/Node Threads Tile Size ILP Occupancy GFLOP/s % Peak

32 32 1 0.50 5921.00 0.76
32 16 1 0.50 5513.25 0.70
32 8 1 0.50 4805.71 0.61
32 4 1 0.50 3794.73 0.48

32

32 2 1 0.50 2574.29 0.33
32 32 2 0.50 6531.82 0.83
64 32 1 0.75 6470.17 0.83
64 64 1 0.75 6442.66 0.82
32 16 2 0.50 6277.76 0.80
32 32 1 0.50 6191.76 0.79
64 16 1 0.75 6095.77 0.78
32 8 2 0.50 5819.07 0.74

64

32 16 1 0.50 5758.17 0.74
32 32 4 0.44 6891.43 0.88
128 128 1 0.75 6842.87 0.87
64 64 2 0.62 6816.42 0.87
64 32 2 0.62 6805.25 0.87
128 64 1 0.75 6768.34 0.86
32 16 4 0.44 6748.96 0.86
128 32 1 0.75 6690.03 0.85

128

64 64 1 0.75 6615.26 0.84
32 32 8 0.31 7093.92 0.91
32 16 8 0.31 7056.84 0.90
256 256 1 0.75 7009.24 0.89
128 128 2 0.62 6991.79 0.89
256 128 1 0.75 6986.27 0.89
128 64 2 0.62 6974.10 0.89
32 8 8 0.31 6961.07 0.89

256

128 32 2 0.62 6935.38 0.89
32 32 16 0.19 7272.01 0.93
32 16 16 0.19 7221.71 0.92
512 512 1 0.75 7174.09 0.92
512 256 1 0.75 7165.58 0.91
32 32 8 0.31 7164.56 0.91
128 128 4 0.44 7163.16 0.91
128 64 4 0.44 7153.54 0.91

512

256 128 2 0.62 7147.62 0.91
128 128 8 0.31 7426.19 0.95
128 64 8 0.31 7420.60 0.95
128 32 8 0.31 7412.47 0.95
128 16 8 0.31 7394.45 0.94
32 32 16 0.19 7392.45 0.94
128 8 8 0.31 7324.30 0.93
256 256 4 0.38 7317.15 0.93

1024

512 512 2 0.50 7310.31 0.93

Table A.2: Parameter tuning for the P2P kernel in MiniFMM on V100.
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Figure A.5: Run time in seconds on P100 for Kokkos as the number of warps per
SM increases, lower is better.
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Figure A.6: EPCC OpenMP microbenchmark overhead results for small numbers
of workers, lower is better. Intel Xeon Skylake (SKL) CPU and NVIDIA P100 and
NVIDIA V100 GPUs are used for comparison.
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B

Processor Details

The following tables (Table B.1 and Table B.2) provide details of the processors
used throughout this work. At the time of writing, the processors include several
current HPC processors from a range of hardware vendors. The metrics given in
the tables are relevant for the main body of the thesis.
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Name CPU Cores Clock (GHz) FP32 TFLOP/s FP64 TFLOP/s Mem. BW (GB/s)

Broadwell Intel Xeon E5-2699 v4 2x22 2.60 3.66 1.83 153.6
Skylake Intel Xeon Platinum 8176 2x28 2.10 6.81 3.89 255.9
KNL Intel Xeon Phi 7210 64 1.30 5.32 2.66 490
Power 9 IBM Power 9 2x20 3.20 2.05 1.02 341
Naples AMD EPYC 7551 2x32 2.52 2.58 1.29 341
TX2 Cavium ThunderX2 2x32 2.50 2.56 1.28 307
Broadwell-36 Intel Xeon E5-2695 v4 2x18 2.60 3.00 1.50 153.6

Table B.1: CPU architectures used in this thesis with relevant performance statistics. Number of cores given with
number of sockets.
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Name GPU SMs Clock (GHz) FP32 TFLOP/s FP64 TFLOP/s Mem. BW (GB/s) Host System

P100 NVIDIA P100 (16GB) 56 1.13 8.10 4.05 732 Broadwell-36
V100 NVIDIA V100 (16GB) 80 1.37 14.03 7.01 900 Power 9
Turing NVIDIA RTX 2080 Ti 68 1.25 10.88 0.37 616 Naples

Table B.2: GPU architectures used in this thesis with relevant performance statistics. Host platform corresponds to
rows in Table B.1.
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C

FMM Equations

This appendix gives the equations used to implement the variation of FMM used
within the MiniFMM mini-app, as outlined in Chapter 3.

Epton and Dembart [65] proposed simplifications to Greegard’s original formu-
lation of the FMM [79] by defining outer and inner functions; these are defined
respectively as:

Om
n (r, θ, φ) = i−|m|(n− |m|)!P |m|n (cosθ)ei·m·φ

1

rn + 1
(C.1)

and

Imn (r, θ, φ) =
(−1)ni|m|

(n+ |m|)!P
|m|
n (cosθ)ei·m·φ (C.2)

with spherical coordinates (r, θ, φ) and associated Legendre functions Pm
l . These

can then be used to define the P2M, M2M, M2L, L2L, and L2P operators of the
FMM.

P2M operator. Given N particles with masses mi located at Xi = (ρi, αi, βi),
whose coordinates from a centre z0 are: Xi − z0 = (ρ′i, α

′
i, β
′
i), the multipole

expansion terms Mm
n can be found by:

Mm
n = (−1)n

N∑
i=1

miI
m
n (ρ′i, α

′
i, β
′
i) (C.3)

M2M operator. A multipole expansion series with terms M ′m
n , whose cen-

tre is z0, can be shifted to a new centre z1 by:
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Mk
j =

j∑
n=0

n∑
m=−n

|k−m|≤j−n

M ′m
n I

k−m
j−n (ρ, α, β) (C.4)

where (ρ, α, β) are spherical coordinates of the vector z1 − z0.

M2L operator. A multipole expansion series with terms Mm
n and centre z1

can be translated into a local expansion with terms Lkj and centre z2 by:

Lkj =

P−j∑
n=0

n∑
m=−n

Mm
n O

−k−m
j+n (ρ, α, β) (C.5)

where (ρ, α, β) are the spherical coordinates of the vector z2 − z1.

L2L operator. A local expansion series with terms L′kj and centre z2 can
be shifted to a new centre z3 by:

Lkj =
P∑
n=j

n∑
m=−n

L′
m
n I

m−k
n−j (ρ, α, β) (C.6)

where (ρ, α, β) are the spherical coordinates of the vector z3 − z2.

L2P operator. The potential at a point Z can be found from a local series
expansion with terms Lkj and centre z3 by:

φ(Z) =
P∑
j=0

j∑
k=−j

Lkj I
k
j (r, θ, φ) (C.7)

where (ρ, θ, φ) are the spherical coordinates of the vector Z − z3. The forces can
subsequently be found via Equation 3.2.
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