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Abstract 

During sleep and rest, the brain engages in internally generated sequences of activity which reflect encoding 

of recent experiences.  This replay of neural activity is believed to promote memory consolidation, 

preferentially reinforcing the memories encoded by the replayed activity.  It is thought that preferential replay 

of some activity can optimise the processing and retention of new information to optimise future behaviour, 

but it remains unclear which experiences are prioritised for replay, or which features of an awake experience 

influence replay prioritisation.  Replay depends on the hippocampus, a brain structure heavily involved in 

forming new memories, and recruits a wide range of other brain areas to enable systems-level consolidation 

coordinated across the brain. 

This thesis presents a combination of computational modelling and in vivo behavioural and 

electrophysiological experiments used to investigate how reward and non-reward experiences influence 

replay.  I developed and implemented a maze-based reinforcement learning task with stochastic rewards, in 

which both rewarded and unrewarded trials are informative for learning. 

Computational modelling based on a reinforcement learning framework showed that biasing replay by 

reward or reward-prediction error can enhance learning, but replay of a range of trials (rewarded and 

unrewarded) is necessary.  Modelling of rats’ behaviour on the same task suggested that they preferentially 

replayed experiences which generated high reward-prediction errors between training sessions.  Preliminary 

multi-unit recordings made from the hippocampus, which is heavily implicated in replay, and the nucleus 

accumbens, which responds to reward and receives input from the hippocampus, suggests that neural 

activity encoding spatial and reward information in these two structures is replayed during post-task rest.  

This is a likely mechanism by which reinforcement learning can occur after behaviour has taken place. 

The work presented in this thesis extends the understanding of how reward influences learning, memory 

consolidation and replay, particularly in offering evidence for the biasing effect of reward-prediction error. 
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Chapter 1: Introduction 

 

 

What does the brain do at rest? During activity, the brain’s principal function is to process incoming sensory 

information, interpret, infer, predict, and produce appropriate actions. When the body is not active, although 

the brain is ostensibly unconstrained by these duties, it remains active nonetheless, producing spontaneous 

spiking activity dominated by its own experience- and state-dependent dynamics.  What happens in the 

brain during sleep reflects prior waking experience and, in turn, activity during sleep contributes to the 

cognitive processing that instructs future behaviour. 

The aim of this thesis is to understand how neural processing at one time influences, predicts and shapes 

neural processing later on: across the time course of learning, and over the sleep-wake cycle.  The focus is 

on the interrelationships between neural encoding of memories that bind location and reward, which are 

important for successful spatial reinforcement learning, and to test the hypothesis that consolidation of 

those memories are supported by interactions between the hippocampus (known to be involved in 

processing spatial information) and the nucleus accumbens (involved in processing reward). 

This thesis is divided into seven chapters.  The current chapter gives a conceptual overview of the research 

contained within the thesis and the literature that informed the motivations for this project.  The background 

and methods for each of the five results chapters are reasonably distinct, so a more thorough review of the 

literature pertaining to each chapter – as well as the details of the methods used – are given in the 

introduction to each chapter.  In this sense, the literature review is spread throughout the thesis; the current 

chapter gives a unified overview of the motivation for the research which is expanded on in each subsequent 

chapter. 
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1.1. Place cells 

One archetypal area of research in which internally generated spiking activity has proved to be of interest is 

in the activity of hippocampal place cells. Place cells in the hippocampus were first observed nearly 40 years 

ago in behaving rats, with the distinctive characteristic of exhibiting spatial receptive fields: they increased 

their firing rate significantly when the rat was in a particular location (O’Keefe & Dostrovsky 1971), offering 

a read-out of the rat’s position based on the firing rates of the cells. Advances in technology which permit 

simultaneous recording of tens (Jun et al., 2017; Wilson & McNaughton, 1993) to hundreds (Villette et al., 

2015) of place cells have revealed complex spatial coding properties. 

Place cells have proved to be a useful instrument for probing the neural correlates of behaviour, because 

of both the relative ease of mapping their activity to an animal’s ongoing behaviour and the capacity to 

manipulate that behaviour through the use of mazes, linear tracks and other kinds of spatial structure 

imposed on animals’ movements with good ethological validity. Anatomically, the hippocampus is an easily 

accessible brain structure to record from in vivo, and its distinct cellular structure makes it easily identifiable 

in vitro, which has encouraged a large body of experimental work on the hippocampus to flourish over 

decades; the detailed known hippocampal circuit anatomy is another advantage for studying place cells.  

Place fields form a distinct map for every environment, so as a result, they have been the focus of a large 

body of research on learning and memory in which animals are introduced to new environments, new spatial 

tasks or other spatial manipulations. By necessity, place fields tread the fragile line between plasticity (the 

requirement to flexibly encode new environments as they are encountered, or update their map to reflect 

environmental changes) and stability (the requirement to persist for as long as the animal navigates the 

environment – potentially its whole life). Place fields form quickly, within five minutes of exposure to an 

environment (Frank et al., 2004), but remap when an environment grows (Rich et al., 2014), when it merges 

with another previously distinct environment (Bostock et al., 1991), or to cluster around areas of importance 

like reward locations (Hollup et al., 2001).  Despite these dynamic qualities, some element of place coding 

remains stable for as long as experimental constraints have allowed – weeks – and likely longer (Ziv et al., 

2013). 

Externally and internally generated sequences are crucial to how place cells function. By the nature of 

locomotion, place cells are activated in sequence over a period of seconds as an animal moves through its 

environment; but these sequences are also apparent on a finer timescale. During behaviour the 

hippocampus is dominated by theta oscillations, cycles of widespread, synchronised excitation alternating 

with inhibition that manifest at a frequency of roughly 6-8 Hz (Buzsáki, 2002). The spiking activity of place 

cells becomes locked to these oscillations, spiking during a regular window in each cycle relative to the 

phase of the cycle, but they precess over time, firing slightly earlier in each theta cycle as the animal moves 

through the place field (fig. 1.1). Place fields overlap, which means that more than one place cell is active 
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in a given theta cycle; the result is that the place cell sequence which plays out over seconds as the animal 

moves is also played out, on a faster timescale, within each theta cycle (Foster & Wilson, 2007; O’Keefe & 

Recce, 1993; Skaggs et al., 1996). 

These theta cycles have the property of encoding a portion of the path already taken, as well as predicting 

a portion of the path yet to be taken, offering a kind of instantaneous link through time (Gupta et al., 2012) 

which may promote plasticity between the active cells.  This is particularly because these sped-up theta 

sequences promote shorter latencies between the spikes of consecutively active place cells than the 

behavioural timescale would allow, ensuring spike latencies which are conducive to spike-time-dependent 

plasticity (Sato & Yamaguchi, 2003). What is striking is that the same place cell sequences which play out 

in theta cycles are also recapitulated when the animal is not moving at all: before the locomotion begins (i.e.  

anticipating future behaviour; Ólafsdóttir et al., 2015; Pfeiffer & Foster, 2013) and after the locomotion ends 

(i.e. recalling past behaviour; Foster & Wilson, 2006). At these times, place cells fire in sequences that 

resemble the activity during running on the to-be-taken or just-taken path, a phenomenon known as replay. 

Unlike theta sequences, which are evoked as a result of sensorimotor engagement with the environment, 

Figure 1.1.  Theta-frequency phase precession.  Top: the firing rates of five place cells (N1-N5) in the 

hippocampus as the animal moves through space, activating each cell in turn.  These cells fire in sequence 

on a behaviourally-relevant timescale.  Middle: spiking activity of the same cells relative to theta oscillations 

in the hippocampal LFP; thicker bars indicate stronger firing.  Entrainment to theta oscillations results in 

similar sequences of place cell activity within each theta cycle which reflects behaviour on a longer 

timescale.  Bottom: a cell will fire late in the theta cycle as the animal enters the place field, at the trough of 

a cycle when the animal is in the middle of the place field, and early in the theta cycle as the animal exits the 

place field, giving rise to the term “phase precession”.  (Adapted from Dragoi (2013).) 
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replay sequences are spontaneously generated by the hippocampal network during times when the animal 

is behaviourally disengaged from its environment (Kay & Frank, 2019). 

The close association between place cell activity during replay (“offline”) and activity during behaviour 

(“online”) invites theories about how replay might influence behaviour by supporting or contributing to 

cognition.  Its involvement has been hypothesised in a number of cognitive processes: foremost is memory 

consolidation, consistent with the observation that (like online theta sequences) replayed sequences are 

compressed in time to timescales which promote long-term potentiation (LTP), strengthening the synapses 

between cells engaged in the replay event (King et al. 1999).  Replaying place cell sequences, especially 

ones relating to a new environment or changes to a familiar environment, might stabilise place maps by 

potentiating the synapses of adjacent place cells (Dupret et al., 2010). 

Replay of upcoming sequences of place cell activity (sometimes called preplay) has been suggested to 

enable planning or decision-making related to ongoing behaviour: at choice points on a maze, place cell 

sequences appear to encode multiple possible forwards paths in alternation (Johnson & Redish, 2007; van 

der Meer et al., 2010), and the content of replay relates to changing priorities in goal-directed navigation 

(Carey et al., 2019), perhaps enabling an evaluation of possible choices before selecting one.  A related idea 

is that replay might be associated with spatial working memory, allowing locations visited in the recent past 

to be held in mind while choosing the next path to take, in complex navigational tasks which require locations 

to be visited in a particular order (Jadhav et al., 2012).  The constant playing out of sequences reflecting 

current, past, and future behaviour is a robust and widely reported finding, which suggests a tight link to 

cognitive processes. 

Figure 1.2.  Replay of hippocampal place cell sequences.  As a rat travels through its environment, it 

passes through the place fields of a set of hippocampal pyramidal cells, activating them in sequence (spikes 

shown as coloured ticks, one row per cell).  This is accompanied by hippocampal LFP dominated by theta 

power (black trace, above).  When the animal is at rest, brief, transient activation of the same cells is 

apparent, in a similar sequence but compressed in time (red and blue boxes).  This replay can occur in the 

forwards direction (red box), or in the opposite direction (blue box).  (Taken from Kay and Frank (2019), 

adapted from Diba and Buzsáki (2007).) 
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Such replay or preplay sequences are observed not only during active behaviour, evaluation and decision-

making, but also during periods of extended rest.  Bursts of place cell activity encoding paths taken by an 

animal are observed for periods extending sometimes hours after the behaviour has occurred (Giri et al., 

2019), beyond what can be expected by chance, and encoding locations or environments remote from the 

animal’s current position.  This replay is seen particularly strongly during slow-wave sleep, and more 

debatably in rapid-eye-movement (REM) sleep, and is thought to underlie the observation of sleep-

dependent memory consolidation which has been noted for a century or more (Jenkins & Dallenbach, 1924).  

Replay during extended rest and sleep appears to also have an important function in cognitive processes.  

In particular, it promotes goal-directed behaviour during subsequent training sessions on the same task, 

suggesting a role in reinforcement learning (Cazé et al., 2018; Johnson & Redish, 2005).  This is evident 

both from experiments which interrupt replay processes, impairing the subsequent ability to identify 

locations at which reward is available (Ego-Stengel & Wilson, 2010; Girardeau et al., 2009), and experiments 

which stimulate the activity of place cells during sleep, promoting a preference for visiting the reinforced 

place fields (de Lavilléon et al., 2015).  The additional, replayed activity appears to further reinforce rewarded 

actions, and this may rely on the recruitment of other brain areas into the replay event which play a role in 

reward processing, including the prefrontal cortex (Euston et al., 2007; Peyrache et al., 2009) and striatum 

(Pennartz et al., 2004).  Indeed, replay of task-relevant activity in brain structures beyond the hippocampus 

is observed coincident with replay of place cell activity, which means that replay processes go beyond 

navigation and spatial maps to more wide-ranging cognitive applications. 

To some extent, all of these processes can be viewed as forms of memory consolidation, processing or 

reprocessing past experience.  The hippocampus has long been implicated in the formation of new 

memories, and replay offers a plausible mechanism by which new memories might be stabilised and 

retained for guiding future behaviour.  But the hippocampus’s involvement in retrieval of distant memories 

is much weaker, especially for non-spatial memories.  This time-dependent manner of hippocampal 

involvement in memory retrieval suggests that the process of consolidation happens at a systems level, 

reorganising the neural trace of a memory from its initial configuration in the hippocampus to a more extra-

hippocampal representation.  The role of hippocampal replay in systems-level memory consolidation is 

considered next. 
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1.2. Replay and memory consolidation 

Observations of patients with amnesia resulting from lesions to the hippocampus have long suggested that 

the hippocampus is vital to memory function.  Hippocampal damage selectively impairs anterograde rather 

than retrograde amnesia, a pattern which points to the importance of the hippocampus for forming new 

memories but not necessary for recalling existing, more temporally remote memories (Scoville & Milner 

1957).  This phenomenon has been corroborated more recently with in vivo recordings (Frankland & 

Bontempi, 2005), along with in vitro studies which show changes in the synapses of recently active cells in 

the hippocampus over a period of hours after initial learning, which points to a time-dependent process of 

memory consolidation (Dudai, 2004; Frankland & Bontempi, 2005).  Engram cells which are active during a 

novel experience appear quickly in both the hippocampus and the prefrontal cortex; early in learning, 

disrupting the activity of hippocampal engram cells impairs retrieval of the recent memory, but after some 

days the hippocampal input becomes unnecessary and prefrontal cortical engram cells take over the 

mnemonic role (Kitamura et al., 2017). 

This time-dependent process of initial encoding followed by later consolidation has been suggested as the 

solution to a major dilemma: how does the brain mediate the difficult balance between plasticity and stability? 

The complementary learning systems theory (McClelland et al.,1995) proposes that the brain takes 

advantage of two modes of learning: a fast system, implemented by the hippocampus, which forms 

representations quickly and sparsely but has limited capacity for storage; and a slow system, implemented 

by the cortex, which has a lower learning rate to take advantage of the statistical regularities between similar 

experiences and encodes experiences in a more distributed way throughout large populations (Kumaran et 

al., 2016). The fast, sparse encoding enables pattern separation which is beneficial for one-short learning 

or retention of individual episodes of experience, but is not suited to generalising across episodes. In 

contrast, the slow learner can integrate multiple episodes by slightly adjusting its connection weights to 

encode similarities between them, but takes many examples to achieve this. Sleep may be important for 

this process because it provides an opportunity for additional training, when internally generated patterns 

of activity can dominate and induce synaptic changes without interference from incoming sensory 

information.  The brain exhibits differences in global state in many respects: concentrations of various 

neurotransmitters are different (Samanta et al., 2020), local field potential is dominated by different 

oscillations, and many neurons show different patterns of firing (Mahon et al., 2006; Miller et al., 1983; 

Vyazovskiy et al., 2009), indicating that unique neural processes might be undertaken during sleep that are 

distinct from those during wake. 

Many aspects of brain function are modulated by the sleep-wake cycle which have implications for learning 

and memory. Synaptic plasticity in the cortex increases throughout the hours of wake, evident from 

increased expression of plasticity-related genes, larger synapses (de Vivo et al., 2017), and increased firing 
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rates, which subside following a period of sleep. Boundless plasticity would eventually lead to saturation in 

firing rates, so this sleep-dependent homeostasis is vital for normal functioning. High-firing neurons reduce 

their firing rate and low-firing neurons increase it, leading to a reorganisation of cortical circuits which might 

offer the ideal physiological conditions for hippocampus-lead memory consolidation to take place (Born & 

Wilhelm, 2012).  Indeed, sleep has been found to improve not only memory consolidation, but other 

functions as well which suggest a process of generalising from individual episodes or extracting statistical 

regularities (Stickgold & Walker, 2013). Insight, a sudden acquisition of latent knowledge, has been reported 

to be promoted by a period of sleep (Lewis et al., 2018; Wagner et al. 2004), as has false recall of words 

which are semantically similar to words which have been experienced (Diekelmann et al., 2010).  Systems-

level replay of activity across multiple brain areas might underlie these processes. 

Merely teaching a slow learner using a fast learner does not solve the stability-plasticity problem, however. 

New information must be integrated with, not replace, existing structures, in order to ensure that the neural 

representations remain robust. This was illustrated in the example of the “penguin problem” (McClelland et 

al., 1995), in which a connectionist network which had learned about characteristics of birds and fish was 

faced with the challenge of incorporating the atypical, flightless, aquatic penguin into its representations. 

The network was capable of rapidly learning to categorising the penguin, but connection weights were 

adjusted so dramatically that this ability came at the expense of its correct representations of other birds. 

To preserve the existing representations, the penguin training set had to be interleaved with examples of 

older, already-acquired items. This suggests another function for hippocampal replay: complementary 

learning systems involving a fast learner and a slow learner can be used to interleave new and old 

information to avoid catastrophic forgetting. 

Connectionist and other artificial neural network models such as this have proved useful for demonstrating 

many of the constraints and challenges of learning (Thomas & McClelland, 2008).  As the fields of machine 

learning and artificial intelligence have grown, artificial agents which learn complicated rules based on few 

principles have often come up against similar problems to those outlined by theories such as the 

complementary learning systems theory.  The mission of building intelligent systems through self-organised 

learning can be seen as reverse-engineering the brain, which offers the opportunity to investigate what 

functions particular neural phenomena might have for cognitive processes (Hassabis et al. 2017; 

Marblestone et al., 2016; Wang et al. 2018).  In particular, further evidence for the value of interleaving 

training data has come from artificial neural networks with complicated architectures but simple learning 

rules, known as deep neural networks, and the machine learning field has focused efforts to optimise this 

interleaving. 
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1.3. Memory consolidation in machine learning 

Deep neural networks, artificial neural networks composed of several layers of feedforward units, have 

shown remarkable learning abilities (Mnih et al. 2013; Silver et al. 2016), and face many of the same 

challenges as biological intelligent agents.  Loosely modelled on the structure of the cortex, each layer is 

represented by a vector of values (abstractly equivalent to the firing rates of a population of neurons), which 

are propagated to the next layer, multiplied by connection weights.  These weights are simplified 

representations of synaptic connections which are randomised prior to learning and slowly adjusted over 

the course of learning: the final output of the network generates some error which is backpropagated to 

update the weights closer towards producing a smaller error, effectively implementing stochastic gradient 

descent.  Given enough training, a deep neural network approximates an optimisation function. 

With no anatomical “hard-wiring” or intrinsic biases towards any particular type of computation, deep neural 

networks rely entirely on training data to adjust connection weights between units in successive layers to 

achieve goals.  Often, as the agent learns to adapt its behaviour towards successful action choices, it biases 

its own training data towards the narrow range of what it “chooses” to experience, overfitting its parameters 

to a limited set of experiences.  The effect of overfitting is to cause catastrophic forgetting of earlier learning 

which is no longer being enacted, hampering performance overall.  As with the penguin problem, learning 

has been found to vastly improve when this temporal correlation is broken by interleaving ongoing, online 

training with samples taken from a memory buffer, a technique known as experience replay (Lin 1992; 

Schaul et al. 2015).  This can afford the agent much more flexibility, not only learning current goals more 

quickly (Andrychowicz et al. 2017) but using knowledge gained from past goals to inform future goals 

(Rolnick et al. 2018; Shin et al. 2017) for better long-term transfer of knowledge from one domain to another. 

When the technique was first developed, samples were selected uniformly from the memory buffer, but 

attempts in recent years to prioritise some experiences over others can further optimise deep reinforcement 

learning.  If some experiences can be identified as more useful or instructive for training, they can be 

selectively or preferentially replayed to the agent to bias its learning in potentially useful ways (Moore & 

Atkeson, 1993; Schaul et al., 2015; Kumaran et al., 2016).  In particular, inspired by findings in neuroscience 

about the effect of reward on hippocampal replay, samples in the memory buffer can be prioritised for replay 

according to the degree to which they elicit a high temporal-difference error (a measure of surprise about 

the outcome; Schaul et al., 2015).  High temporal-difference errors indicate room for improvement, so these 

samples are the most informative for further offline training.  The best method for prioritising is highly task-

dependent (Liu & Zou, 2018), but at least for some tasks prioritised replay is one of the most successful 

techniques in deep reinforcement learning (Hessel et al., 2018) 
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An additional benefit of training from experience replay is that it makes more efficient use of real-world, 

online training data by reprocessing them.  In the simplest case, this means simply re-sampling from the 

memory buffer, with policies for prioritisation that protect the system from catastrophic forgetting.  Taking 

current goals into account when prioritising replay can further enhance learning by promoting samples 

which are the most relevant to current objectives.  Taken to the extreme, whole models of the environment 

can be derived from limited online training, from which the system can generate new, hypothetical training 

data to sample from in ways more varied and less biased than sampling directly from the memory buffer 

when the buffer is small (Robins, 1995; Bruce et al. 2017; Shin et al., 2017).  The benefit is that learning 

can converge with only a small amount of interaction with the environment, even to the point of affording 

one-shot learning from a single experience in the environment (Bruce et al. 2017). 

Superficially, these replay algorithms resemble observations about hippocampal replay: replay of trajectories 

to or from an animal’s current location are interleaved with replay of locations further away (Gupta et al., 

2010), rewarded trajectories are replayed preferentially to unrewarded trajectories (Singer & Frank, 2009), 

and replay boosts learning as if making additional use of a limited training set (Ego-Stengel & Wilson, 2009).  

The innovation of generating models from which to sample and replay hypothesised experiences prompts 

the question of whether this, too, is a feature of hippocampal replay which enhances learning, a theory 

which is considered next. 

 

 

1.4. Hippocampus as a prediction generator 

There is great variation in the characteristics of internally generated place cell sequences.  Replay events 

have been reported spanning sleep, extended periods of wakeful rest (Skaggs & McNaughton, 1996), and 

brief moments of rest (Foster & Wilson, 2006) in which past activity is replayed.  This is in addition to 

momentary activity during both theta epochs (Johnson & Redish, 2007) and ripples  which predicts 

upcoming trajectories, as well as longer periods of rest and sleep in which activity occurs that resembles 

place cell sequences not yet experienced (Dragoi & Tonegawa, 2011; Ólafsdóttir et al., 2015).  Replay events 

can reflect locations local to or remote from the animal’s current position (Gupta et al., 2010), and play in 

the forward direction (i.e. reflecting the direction of the path the animal has taken) or backwards in reverse 

(Foster & Wilson, 2006).  It remains unclear whether these represent functionally distinct “types” of replay 

or whether a common mechanism underlies all of these sequences (Joo & Frank, 2018; Mattar & Daw, 

2018), but it is tempting to associate replay after experience with a process of memory consolidation, and 

replay (or preplay) before experience to planning.  In any case, such sequences do appear to relate to 
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ongoing behaviour and task demands: greater reactivation during ripples is associated with better spatial 

learning performance on the subsequent trial (Singer et al., 2013), with some suggestion that upcoming 

trajectories are over-represented during these ripples; although in a task involving discounting of a 

previously valued choice, replay is biased towards the discounted and unchosen option (Carey et al., 2019).  

Replay content is more closely associated with current location during brief periods of immobility than 

extended rest (Ólafsdóttir et al., 2017), and the balance of forwards and backwards replay is modulated by 

reward (Ambrose et al., 2016) and sleep-wake state (Wikenheiser & Redish, 2013).  This dynamic nature of 

replay in relation to behaviour suggests an integral role in cognition, although definitively what aspect or 

aspects of cognition depend on replay is an ongoing question. 

The observation of predictive coding in place cell sequences prompts the idea that the hippocampus 

produces generative models, building a map of the environment through experience and sampling from it 

in a flexible, task-dependent way to enable cognition (Chersi & Pezzulo, 2012; Pezzulo et al., 2017).  The 

idea of a generative model hippocampus is consistent with findings from patients with hippocampal damage 

who tend to have difficulty imagining future or hypothetical episodes (Hassabis et al., 2007; Ólafsdóttir et 

al., 2018; Tulving, 1985).  During decision-making at a choice point on a maze, for example, the 

hippocampus appears to generate forward sweeps of place cell activity encoding one possible forward path 

followed by another (Johnson & Redish, 2007; Redish, 2016; Tolman 1948).  This tends to be accompanied 

by head movements orienting towards the corresponding paths, known as vicarious trial-and-error (VTE), 

as well as activity in the reward-responsive nucleus accumbens brain structure (Stott & Redish, 2014) which 

suggests a mechanism of considering and evaluating actions and outcomes before committing to one. 

Replay sequences do not necessarily consist of faithful accounts of real experiences, further suggesting 

that the hippocampus engages in active simulation rather than passive replay: as well as sequences that are 

in the reverse order from what the animal has experienced (Diba & Buzsáki, 2007; Foster & Wilson, 2006), 

sequences are observed which are decodable to trajectories that have never been taken by the animal 

(Gupta et al., 2010), or a reorganisation of the temporal order in which they were experienced (Liu et al., 

2019).  This may result from random activity amongst place cells in the CA3 hippocampal subregion, which 

perform pattern-completion owing to their recurrent connections to form an attractor network (Shen & 

McNaughton, 1996), so that random activation of one part of the cognitive map triggers activation of another 

– regardless of the experiential relationship between them.  In CA3, replay in either direction may promote 

synaptic plasticity between place cells, as symmetric spike-time-dependent plasticity (STDP) has been found 

which is indifferent to the temporal order of pre- and post-synaptic spikes (Mishra et al., 2016). 
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1.5. Synaptic plasticity and dopamine 

In the brain, the association between reward, motivation, prediction errors and plasticity relies critically on 

dopamine, which acts at synapses to influence plasticity (Gerstner et al., 2018).  The hippocampus receives 

two sources of dopamine, from locus coeruleus and ventral tegmental area (VTA; McNamara et al., 2014; 

McNamara and Dupret, 2017) with observable effects on learning and plasticity.  Dopamine increases the 

excitability of cells in hippocampus (Otmakhova & Lisman, 1996) and induces synaptic plasticity, the cellular 

basis for memory formation, hours after activation (Frey et al., 1990), coinciding with the time course of 

replay.  Plasticity among place cells is modulated by reward-related processes, as CA1 place fields remap 

in response to reward, clustering around goal locations (Dupret et al., 2010).  This is likely to be dopamine-

dependent: administration of a dopamine receptor agonist during spatial exploration enhances place cell 

stability while antagonists reduce stability (Kentros et al., 2004), and stimulation of dopaminergic VTA 

terminals in CA1 causes increased coactivation during subsequent rest (McNamara et al., 2014).  The effect 

of dopaminergic activity on behaviour is apparent from a study in which the dopaminergic medial forebrain 

bundle was stimulated whenever a particular place cell was activated during sleep; subsequently animals 

showed a preference for the location which overlapped with the reinforced place field (de Lavilléon et al., 

2015). 

In theory, then, if a mesolimbic dopaminergic circuit is preferentially reactivated during sleep it could 

selectively promote plasticity to reinforce particular behaviours, effectively boosting reinforcement learning 

offline.  There is evidence that similar mechanisms are at work during sleep: a similar network to the one 

which appears to generate place cell sequences at choice points and evaluate the likely outcome also 

engages in replay during sleep (Lansink et al. 2008, 2009).  Replay has been observed in the nucleus 

accumbens, which has been associated with generating reward prediction signals, and the VTA, which 

signals reward-prediction error (Gomperts et al., 2015; Valdés et al., 2015).  The hippocampus, nucleus 

accumbens and VTA form a functional loop, whereby spatial and novelty information is transmitted from the 

hippocampus to the accumbens, which disinhibits the VTA (via the ventral pallidum; Lisman & Grace, 2005).  

This disinhibition promotes bursty, phasic firing which triggers dopaminergic release in a large number of 

brain structures to which VTA projects, including back to the hippocampus and accumbens, which in turn 

enhances long-term potentiation.  The pathway from CA1 to VTA directly affects spatial reinforcement 

learning (Esmaeili et al., 2012), so dopamine-mediated plasticity in this circuit during sleep and rest could 

further promote reinforcement learning. 

Consistent with this proposal, dopamine has been shown to affect neuronal excitability and plasticity not 

only within the hippocampus but also at hippocampal-accumbens synapses.  Dopamine receptors in the 

accumbens modulate hippocampus-evoked responses, dynamically controlling the degree to which 

hippocampal inputs are transmitted to the accumbens (Goto & Grace, 2005).  Dopamine enhances long-
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term potentiation at hippocampal-accumbens synapses too (Schotanus & Chergui, 2008), so the effect of 

reward-related dopaminergic release is to promote the reorganisation of assemblies in hippocampus and at 

the connections between hippocampus and accumbens.  Although the effect of dopamine on these synapses 

has not been investigated directly in relation to replay, accumbens cells which respond to reward are 

preferentially recruited into hippocampal replay processes (Lansink et al., 2009). 

The behavioural and environmental correlates of dopamine release at these synapses might offer some clue 

as to the content of what gets replayed in this circuit.  The signals that VTA sends to the accumbens are 

complex: individual VTA dopaminergic cells project their axon terminals over large distances in the 

accumbens, but these axon terminals are subject to the activation of a variety of presynaptic receptors that 

control local dopamine release.  While the firing rate of many VTA cells encodes prediction errors (i.e. 

surprise, especially surprising reward), the resulting dopamine release is reported to correlate better with 

value or expected reward (Papageorgiou et al., 2016; Berke, 2018).  Although an influence of reward on 

replay has been established, whether reward, reward-prediction errors, or expected value are better 

determinants of the activity that gets replayed is unknown, particularly because these elements are usually 

correlated in most reinforcement learning tasks. 

Finally, the time course of when dopaminergic action takes effect on the replayed activity is a further 

consideration.  Hippocampal replay has primarily been associated with the slow-wave period of sleep, when 

dopamine concentrations in the brain are at their lowest (Samanta et al., 2020), and VTA cells have been 

reported to take part in replay events during wake but not sleep (Gomperts et al., 2015), which suggests 

that the influence of dopamine on replay takes effect during behaviour, not during sleep replay itself.  In 

contrast, replay within accumbens network has been reported during slow-wave sleep (Pennartz et al., 

2004).  If the actions of dopamine on these synapses is different during behaviour from during replay, the 

relationship between dopamine-mediated reward signals in the hippocampus-accumbens network, 

information processing during learning, plasticity, and replay is further obscured. 

The involvement of dopamine and the recruitment of the hippocampus-accumbens-VTA loop offer a 

mechanism for reinforcement during behaviour, and the recruitment of this network during post-task sleep 

and rest suggest that it plays a role in biasing the consolidation of memories which involve this network 

(Gomperts et al., 2015).  Although there is some evidence that VTA and accumbens preferentially engage 

in replay of salient or reward-related information, how this relates to learning, or whether it can bias learning 

is beneficial ways, is unclear. 
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1.6. Overview of this thesis 

This PhD project begins with the question, how does replay benefit reinforcement learning?  Previous work 

has identified the importance of hippocampal replay to spatial learning tasks, and preferential replay of some 

activity appears to bias subsequent behaviour.  This is evident both from observations that activity 

associated with reward or aversive experiences is replayed preferentially to neutral experiences (Ambrose 

et al., 2016; Girardeau et al., 2017; Gomperts et al., 2015; Pfeiffer & Foster, 2013; Singer & Frank, 2009; 

Valdés et al., 2015; Wu et al., 2017), and manipulations in which the content of replay is biased (Bendor & 

Wilson, 2012; Schouten et al., 2017).  However, a rigorous investigation of how experiences might be 

prioritised for replay to optimise learning is lacking.  In particular, for reinforcement learning, experiences 

which drive prediction errors are the most instructive to learn from because they indicate a deficiency in the 

model or representation which produced the prediction.  The difference between experiences with high 

salience compared to high prediction error is most apparent when outcomes are stochastic, as neutral 

outcomes (e.g. no reward) can be as informative for guiding behaviour as salient outcomes (e.g. reward).  

For this reason, I have developed a spatial reinforcement learning task with stochastic rewards to probe 

how biased replay might aid learning.  Given the suggestions that replay is important for recruiting non-

hippocampal brain areas into systems-level consolidation processes, that reward-prediction errors might be 

important for biasing replay, and the involvement of the nucleus accumbens in processing reward, reward 

prediction and reward-prediction error, simultaneous in vivo recordings were made from the hippocampus 

and nucleus accumbens.  Recordings were made during the task as well as during rest before and 

afterwards, to measure experience-dependent changes in activity coordinated between the two areas.  To 

fully characterise how reinforcement learning can be enhanced by replay on the task, and to generate 

testable predictions about biological replay, learning on the task was simulated and modelled using a 

reinforcement learning algorithm. 

Chapter 2 introduces the spatial learning task, and presents results from a pilot study in which rats were 

trained on it, to validate and characterise the behaviour.  Chapter 3 shows neural correlates of behaviour on 

the task, recorded from the hippocampus and nucleus accumbens in vivo, to confirm that these areas are 

engaged in the task.  Chapter 4 investigates computationally how replay might enhance learning, by running 

simulations of the task with a number of variations of a reinforcement learning model with replay.  Chapter 

5 fits the parameters of the model to behaviour on the task to infer how replay influences learning.  Chapter 

6 relates the computational findings to neural activity by identifying offline hippocampal-accumbens activity 

and relating it to activity during the task.  Finally, Chapter 7 brings these results together to consider what 

can be learned about how offline activity influences reinforcement learning.  Methods and further details of 

the relevant literature are covered in each chapter respectively. 
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Chapter 2: Spatial reinforcement 

learning task with stochastic rewards 

 

 

The bulk of this chapter has been published online as a pre-print (Roscow et al., 2019).  

 

2.1. Introduction 

Much adaptive behaviour requires integrating and transferring information through time.  On short time 

scales, working memory requires maintenance of information over seconds to execute an appropriate 

action; on long times scales, integrating knowledge over days is necessary to inform behavioural policies.  

There is evidence that, in spatial memory tasks, upcoming actions and outcomes are planned or anticipated 

(Carey et al., 2019; Dragoi & Tonegawa, 2011; Johnson & Redish, 2007; Muenzinger, 1931; Ólafsdóttir et 

al., 2015; Pfeiffer & Foster, 2013; Redish, 2016), and past outcomes are consolidated and generalised (Carr 

et al., 2011; Diba & Buzsáki, 2007; Foster & Wilson, 2006; Gupta et al., 2010; Jackson et al., 2006).  These 

activities require processing of information beyond immediate sensory experience, using internally-

generated processes to link past, present and future events (Buhry et al., 2011; Mattar & Daw, 2018; Pezzulo 

et al., 2017; Wikenheiser & Redish, 2015).  To probe how experiences are linked together through time to 

guide behaviour, I developed a novel behavioural task which requires integration of learned information 

about space, actions and rewards to make optimal decisions, which allowed analysis of behaviour (this 

chapter), computational mechanisms (Chapters 4 and 5) and electrophysiological dynamics (Chapters 3 and 

6) to uncover how the brain learns from past experience. 

Much of the history of the study of animal behaviour has focused on the influence of reward on future 

behaviour: when a good outcome reliably follows a particular action with a short delay, the action is repeated 
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more often (Staddon & Cerutti, 2003; Thorndike, 1898).  This adaptation of behaviour is variously known as 

instrumental learning, operant conditioning or reinforcement learning, and requires assigning credit for the 

outcome to previous actions which may have taken place many seconds before (Minsky, 1961; Walsh & 

Anderson, 2011).  With deterministic outcomes, such as arrival at a particular location which guarantees 

reward, minimal examples of the action-outcome pair are required for the association to be learned.  With 

stochastic outcomes, when reward is not guaranteed but delivered probabilistically, the challenge is harder: 

feedback is sparser, as the action must be repeated more times to obtain the same outcome and obtain a 

reliable sampling distribution of actions and outcomes.  When there are multiple alternative actions with 

different stochastic outcomes, the optimal behaviour requires keeping track of average outcomes and 

comparing them, integrating individual experiences through time to store an average (Gittins & Jones, 1979). 

In rats learning spatial tasks, behaviour (both the motor aspect and the decision-making involved) appears 

to become more automated with increasing familiarity, a process which has neural correlates and cognitive 

implications as well as behavioural manifestations.  This has been described as occurring in three distinct 

stages, starting with a deliberative decision-making process and ending with automated behaviour (Redish, 

2016).  The initial, goal-directed decision-making process is dependent on the hippocampus and also 

recruits other brain areas including cortex and thalamus (Ito et al., 2015), using past experience to evaluate 

the best course of action.  The final, automated stage is less dependent on these structures and more 

dependent on the basal ganglia, which drives habit-based behaviours by releasing highly efficient action 

chains (Aldridge et al., 2004; Graybiel, 1998).  The advantage of the automated stage is that it bypasses 

much of the cognitive processing employed by the hippocampus, so actions are faster; but this comes at 

the cost of flexible action selection in response to a changing or uncertain environment.  Coinciding with 

strong hippocampal involvement during the deliberative state in rodents is vicarious trial-and-error (VTE), 

apparently a behavioural manifestation of deliberation: animals orient towards one possible path, before 

reorienting towards another prior to initiating a run, as if weighing up the options (Redish, 2016; Tolman, 

1948).  This has been cited as evidence of a model-based, explicit hippocampal cognitive map of the 

environment, to which the animal can refer to make predictions about possible behaviour (Tolman, 1948).  

During VTE, hippocampal sweeps – sequences of place cell activity – are seen in the hippocampus which 

encode the possible future trajectories (Johnson and Redish, 2007), recruiting orbitofrontal cortex and 

nucleus accumbens as part of the deliberative process (van der Meer et al., 2010).  This VTE behaviour is 

strongest in the early, deliberative decision-making state, and gradually subsides, becoming absent as 

spatial decision-making becomes automated (Redish, 2016). 

To investigate the role of replay and offline activity in solving such a stochastic reinforcement learning 

problem, I developed and piloted a novel maze task which takes the form of a partially observable Markov 

decision process with stochastic rewards.  In this chapter, I describe the task and characterise the 

behavioural performance of six rats trained on it, including sensitivity to reward and VTE behaviour.  

Successful performance of the task required integrating information over time, evaluating reward 
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probabilities to execute appropriate patterns of behaviour for maximising reward.  The results show that the 

task successfully induced learning from stochastic rewards, which confirmed the task as a suitable 

behavioural tool for subsequent investigation of replay. 

2.1.1. Aims of this chapter 

1. To develop and pilot a novel maze task 

2. To characterise the behaviour and learning performance of rats performing the task 
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2.2 Methods 

2.2.1. Subjects 

All procedures were performed in accordance with the United Kingdom Animals (Scientific Procedures) Act 

1986 and European Union Directive 2010/63/EU and were reviewed by the University of Bristol Animal 

Welfare and Ethical Review Board.  Six adult male Lister hooded rats (Charles River Laboratories, UK), 

weighing 260g-330g were trained on the task. 

 

2.2.2. Materials 

The three-armed radial maze consisted of a raised central platform 25cm in diameter, with three arms (60cm 

x 7cm) protruding from it at roughly 120° angles (fig. 2.1A).  Arms were separated from the central platform 

by inverted-guillotine doors, which were raised to block access to the arms, and fell below the maze floor 

to allow access.  Turning zones (10cm x 10cm) with lick ports were positioned at the end of each arm, at 

which 20% sucrose solution rewards were delivered.  Door movements and reward delivery were operated 

automatically according to the rat's position, tracked using a webcam mounted above the maze, using 

custom MATLAB (The MathWorks) code which used changes in image brightness to identify the position of 

the rat on the maze in real time. 

 

2.2.3. Behavioural protocol 

Rats were trained during the light part of a 12:12 light/dark cycle, in a dimly-lit room, following at least three 

days of habituation to the recording room and maze-operation sounds.  Each rat performed 22 training 

sessions lasting 1 hour each, between 5 and 7 days per week. 

Trials began when a rat entered, or was placed by the experimenter on, the central platform with all doors 

closed. Doors opened following a 5-second delay period. When the rat reached the lick port, reward was 

probabilistically delivered or withheld, and doors to the other two arms were closed; the third door was 

closed when the rat re-entered the central platform to begin a new trial. 

Each arm was assigned as either “high probability”, “mid probability” or “low probability”, which determined 

the protocol for reward delivery. These assignments remained fixed throughout training for each rat, but 



33 

 

were counter-balanced between rats. For the first 15 training sessions, the high-probability arm delivered a 

reward on 6 out of 8 (75%) legitimate entries to the arm, the mid-probability arm on 4 out of 8 (50%), and 

the low-probability arm on 2 out of 8 (25%; fig. 2.1B). A legitimate entry was one in which a different arm 

had been entered on the previous trial; entering the same arm twice in a row was incorrect and did not 

result in a reward delivery. For sessions 16-20, the reward probabilities for the high- and low-probability 

arms were amplified: reward was delivered on 7 out of 8 (87.5%) and 1 out of 8 (12.5%) legitimate entries 

respectively. For sessions 21-22 the reward probabilities for the high- and low-probability arms were 

switched, such that the (formerly) high- and low- probability arms delivered reward on 1 out of 8 (12.5%) 

and 7 out of 8 (87.5%) of legitimate entries respectively (fig. 2.1B).  Changing reward probabilities had three 

benefits: first, it added to the uncertainty in the task and ensured variable reward-prediction errors.  Second, 

it allowed rats’ knowledge of reward probabilities to be inferred from changes in behaviour in response to 

changes in reward probabilities.  Third, it allowed reward probabilities to be piloted and calibrated to produce 

suitable behaviour for future experiments involving neural recordings (Chapter 3), e.g. an appropriate 

number of entries to each arm. 

 

2.2.4. Data analysis 

Vicarious trial-and-error analysis 

The position of the rat was tracked using a ceiling-mounted camera at a rate of 10 frames per second, and 

interpolated using the MATLAB (The MathWorks) function spline to obtain an estimate of the position for 

every 10ms.  For each session, k-means clustering was performed on the position data when the rat was 

on the central platform, which revealed three clusters adjacent to the doors, reflecting the rats’ tendency to 

Figure 2.1.  Probabilistic maze task.  A. Illustration of the maze used to train animals. Lick ports located 

at the end of each arm delivered reward with either high, medium or low probabilities. B. Reward probabilities 

for each session; these applied when rats alternated between arms, but reward probability was zero for a 

revisit to an arm visited on the previous trial. 
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explore the closed doors during the delay period.  Each 10ms time bin was coded for the cluster 𝑑 it 

belonged to, and the degree of VTE for trial 𝑡 was calculated as: 

𝑉𝑡 = 1 −
𝑛𝑑1

𝑛𝑑2 + 𝑛𝑑3
 

where 𝑛𝑑1is the number of time bins spent in the cluster adjacent to the door of the to-be-chosen arm 𝑑1, 

and 𝑛𝑑2and 𝑛𝑑3are the number of time bins spent in the clusters adjacent to the other two arms, 𝑑2 and 

𝑑3. 

 

Probability-matching analysis 

The frequency of reward at each arm was averaged over a moving window of 20 trials using LOWESS 

smoothing (MATLAB function smooth), and compared to the frequency of arm choices over the same 

window.  The degree of probability-matching 𝑑 for each session 𝑠 was calculated as: 

𝑑𝑠 = 1 −∑√(𝑓𝑎,𝑠 −
𝑟𝑎,𝑠

∑ 𝑟𝑎,𝑠
3
𝑎=1

)

23

𝑎=1

×
1

3
 

where 𝑓𝑎,𝑠 is the frequency of choosing arm 𝑎 in session 𝑠, and 𝑟𝑎,𝑠 is the average reward received at rm 𝑎 

in session 𝑠.  This gave a mean root square error between reward probability and arm choice, which was 

subtracted from 1 to give a measure of probability-matching where 1 is perfect probability-matching.  This 

method is adapted from Gaissmaier and Schooler (2008). 
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2.3 Results 

2.3.1. Learning performance 

Over 22 sessions, animals learned to distinguish between the high-, mid- and low-probability arms in their 

frequency of visits to each arm, indicating successful learning of the reward probabilities. Rats performed 

45.1 ± 2.5 trials per session (fig. 2.2A), eventually showing a significant preference for the high-probability 

arm and against the low-probability arm, evident by session 6 and stable by session 10. On average they 

distinguished between all arms on 13 out of 22 sessions (fig. 2.2C; χ2 test, Bonferroni-corrected), visiting 

the arms which delivered a higher probability of reward more often, primarily in later sessions. The six rats 

varied in their degree of discrimination between the arms (fig. 2.2E), which may be accounted for by the 

orientation of the maze in the room; for example, animals may have shown a confounding preference for 

the arm which was closest to the door of the recording room, an effect which was overcome by rotating the 

arm probabilities between animals. (For rats H and K, the mid-probability arm was closest to the door; for 

rats I and L, the high-probability arm was closest to the door; and for rats J and M, the low-probability arm 

was closest to the door.)  

To quantify performance on the task, each trial was coded as optimal or suboptimal according to the animal’s 

choice of arm given the arm most recently visited. Because no reward was given for re-entering the same 

arm visited on the previous trial, the optimal action choice following a visit to the mid- or low-probability 

arm was to visit the high-probability arm; the optimal action following the high-probability arm was the mid-

probability arm. The natural tendency to alternate between arms (Lalonde, 2002) was apparent from the 

first session (fig. 2.2B, χ² tests) and increased quickly to a near-100% rate of alternating.  Over sessions, 

animals increased the proportion of trials on which they behaved optimally, achieving performance 

significantly above chance from session 3 onwards (fig. 2.2D, 46 trials optimal out of 106, p = 0.02, binomial 

test, Bonferroni-corrected). 

 

2.3.2. Action latency and vicarious trial-and-error 

In general, the time taken to reach the reward zone from the central platform decreased with learning, which 

was driven by both a decrease in time taken to enter the chosen arm (decision latency) and an increase in 

running speed during the reward zone approach (approach time; fig. 2.3). 

Corresponding to the decrease in time to reward location, there was a tendency for rats to rear and explore 

the door closing off the arm they intended to enter during the 5-second delay period, roughly facing the 
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Figure 2.2.  Learning performance on the maze task.  A. Number of trials completed in each one-hour 

session; each plot represents one rat.  B. Rate of alternating between arms, i.e. not revisiting the arm visited 

on the previous trial.  C. Average frequency of entry to each arm. D. Mean proportion of trials on which the 

optimal arm was chosen, according to highest probability of reward. E. Frequency of entry to each arm over 

all sessions, shown separately for each rat. Black bars indicate significance, calculated using χ² tests.  

Dashed lines represent chance level (33.3%). Error bars represent standard error of the mean (s.e.m.). 
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direction of the reward zone (fig. 2.4A).  On some trials, rats explored two or three closed doors before 

choosing one (fig. 2.4B), a behaviour known as vicarious trial-and-error (Muenzinger, 1931; Tolman, 1948), 

which has been proposed to reflect decision-making as the rat anticipates the outcome of each possible 

action in turn (Redish, 2016; Schmidt et al., 2013; Tolman, 1948).  During VTE, hippocampal place cells 

show anticipatory spatial coding of possible future trajectories (Johnson & Redish, 2007), and interactions 

between hippocampus and other brain areas associated with decision-making show increased interaction 

(van der Meer and Redish, 2009; Spellman et al., 2015; Stott & Redish, 2014). 

Rats’ movement during the delay period at the start of each trial was coded to measure VTE (fraction of 

time spent at the not-to-be-chosen arms; see Methods).  In line with previous reports, VTE was highest 

during the early stage of learning and decreased with experience (Johnson & Redish 2007; fig. 2.4C), 

suggesting that this behaviour might relate to deliberation, indecision and uncertainty.  In later sessions, 

when behaviour on average was more optimal (fig. 2.2C) and less prone to VTE (fig. 2.4C), a difference 

emerged between the amount of VTE on optimal compared to non-optimal trials (fig. 2.4D).  Specifically, on 

7 out of 22 trials, VTE was greater on non-optimal than optimal trials (paired t-tests, p < 0.05, Bonferroni-

corrected), which might reflect a decision to explore rather than exploit, requiring the kind of deliberative 

processing which is proposed to occur during VTE (Redish, 2016).  In addition, during the first reversal-

learning session (session 21) the opposite effect was true: greater VTE on optimal than non-optimal trials, 

when the proscribed definitions of optimal and non-optimal were changing. 

 

 

 

Figure 2.3.  Action latency.  Time from doors opening (ending the delay period) to arrival at the reward 

location.  Total time is the sum of decision latency and run duration.  Shaded areas indicate s.e.m. 
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2.3.3. Exploration, exploitation and behavioural strategies 

Probability-matching 

Over hundreds of trials, rats’ performance notably tended not towards a pattern of optimal behaviour for 

maximising reward, but reached an asymptote roughly in proportion to the probability of reward at each 

arm (fig. 2.2D).  Optimal behaviour as it is proscribed here (alternating between the high- and mid-probability 

Figure 2.4.  Vicarious trial-and-error.  A-B. Example plots of a rat’s location on the central platform 

(outlined in grey) from time of arrival to time of exit.  A. Trajectory is mostly in one direction, with some 

movement corresponding to exploring around the closed door during delay period.  B. Trajectory is less 

linear, corresponding to heading first towards one door and then towards another.  C. Average VTE on all 

trials over learning; shaded area indicates s.e.m.  D. Average VTE prior to optimal choices (i.e. entry to the 

arm that maximises reward) compared to non-optimal choices.  Black bars indicate significant differences; 

error bars indicate s.e.m. 
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arms to maximise reward) is contrived because it ignores the fact that there is an exploration-exploitation 

trade-off: an agent that solely exploits (also known as maximising) will be slow to adapt to a changing 

environment or may never notice that the environment has changed, while an agent that solely explores will 

never improve its performance (Cohen et al., 2007; Cook et al., 2013; Daw et al., 2006; Koehler & James, 

2014; Vulkan, 2000).  It was anticipated, therefore, that there would be some degree of exploration as well 

as exploitation persisting throughout training, such that rats did not reach 100% optimal behaviour.  

However, probability-matching is not the only possibly consequence of an exploration-exploitation trade-off 

(Cohen et al., 2007), so it is worth consideration. 

The suboptimal pattern of probability-matching is a robust finding in tasks which involve statistical learning, 

particularly in human participants (e.g. Gaissmaier & Schooler, 2008; Hake & Hyman, 1953; Koehler and 

James, 2014; Vulkan, 2000), but also in fish (Behrend & Bitterman 1961), birds (Bullock & Bitterman 1962; 

Graf et al.,1964), and turtles  (Kirk & Bitterman, 1965), among other species.  However, there are 

Figure 2.5.  Probability-matching.  A. Example average frequency of reward at each arm, over all learning 

trials for one rat.  B. Example average frequency of choosing each arm, for the same rat.  C. Calculation of 

the error used to analyse probability-matching: reward frequency and arm entry frequency are the same as 

in A and B respectively.  D. Degree of probability-matching for all rats, compared to probability-matching 

calculated from shuffled data where actions are random. 
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inconsistent results on whether rats tend to exhibit probability-matching or maximisation when presented 

with probability-learning tasks (Bitterman et al., 1958; Hume & Irwin, 1974; Weinstock et al., 1965) .  These 

divergent results may be dependent on the amount of training, as probability-matching decreases with 

experience (Myers et al., 1963), and additionally or alternatively the tendency to probability-match early in 

a session and gradually maximise later in the session (Shimp, 1970). 

Probability-matching has been suggested to reflect an explicit strategy of re-sampling choices that are more 

uncertain or which have not been sampled recently (Cohen et al., 2007).  Alternatively, it has been suggested 

that probability-matching may result from integrating reward information from a small sample of recent 

trials, which are necessarily unrepresentative of the environment because of its stochasticity (Feher da Silva 

et al., 2017; Otto et al., 2011; Plonsky et al., 2015), or some other elaboration of the win-stay, lose-shift 

strategy (Worthy & Todd Maddox 2014) 

Here, the degree of probability-matching in this task was quantified as the mean square error between the 

rate of reward at each arm (fig. 2.5A) and the rate of choosing the corresponding arm (fig. 2.5B; see 

Methods).  Compared to random simulated data based on choosing actions randomly, real behavioural data 

showed that rats matched their behaviour more than predicted by chance (fig. 2.5D).  This measure is very 

approximate, however, due to the averaging over many successive trials; the influence of win-stay behaviour 

on the tendency to probability-match is considered next. 

 

State-action values 

To perform this task appropriately, rats should take into account not only the average reward at the arm 

they choose next (the action value), but the average reward at this arm given the arm visited on the previous 

trial (the state-action value).  This difference is essential to discriminating between many different 

reinforcement learning algorithms (Chapter 4), so to assess the behavioural strategy rats use, the 

association between outcome on one trial and action choice on a subsequent trial was investigated. 

The high rate of alternating between arms (fig. 2.2B) confirms that action choices were not dominated by a 

simple win-stay strategy of returning to the same arm after receiving a reward.  When a given state-action 

pair was rewarded, rats chose the same action on 1789 out of 3034 (56.8%) of subsequent trials in the 

same state, in the same session (fig. 2.6A).  This was highly significantly different from choosing the same 

action by chance, i.e. 33% (binomial test, p = 2.5 x 10-183), and also significantly different from choosing the 

same action according to a simple alternation rule of not revisiting the same arm but choosing between the 

other two arms at random, i.e. 50% (binomial test, p = 7.5 x 10-24), indicating some influence of a win-stay 

strategy. 
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When a given state-action pair was unrewarded, rats chose the same action on 995 out of 2403 (40.9%) of 

subsequent trials in the same state in the same session (fig. 2.6B): a higher rate than chance (33%, binomial 

test, p = 2.7 x 10-17) but lower than predicted by an alternation rule (50%, binomial test, p = 1.5 x 10-126) and 

lower than the rate of win-stay (Fisher’s exact test, p = 6.4 x 10-38).  Rats were therefore more likely to 

choose the same action in the same state following a reward than no-reward, but this did not account for 

all of the variability in action choices.  Further computational consideration of how reward on successive 

trials influences decision-making is given in Chapters 4 and 5. 

  

Figure 2.6.  Influence of single-trial reward outcome on state-action choices.  A. Rate of choosing 

the same action in the same state after receiving a reward (win-stay).  B. Rate of choosing the same action 

in the same state after receiving no-reward (lose-stay).  Error bars represent s.e.m; dashed lines represent 

two interpretations of the level of chance: 33% (according to a rule of random action selection) and 50% 

(according to a rule of not repeating the previous trial’s action). 
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2.4. Discussion 

Over 22 sessions, a cohort of six rats learned to navigate for food rewards, successfully distinguishing 

between reward probabilities at three arms on a maze, and adapting behavioural choices to changing reward 

probabilities.  As a pilot of a new behavioural task, these results demonstrate its suitability for investigating 

spatial decision-making, statistical learning, flexible behaviour, and the influence of reward on learning. 

Evidence of a deliberative process in action selection was apparent from the presence of VTE, in which rats 

spent time exploring a closed door other than the one which lead to the arm they would eventually traverse, 

apparently considering and evaluating one possible choice after another.  The amount of VTE, as well as the 

time taken to reach the reward location, decreased throughout the sessions, consistent with a gradual shift 

from deliberative, hippocampus-dependent action selection to automated action selection (Redish, 2016).  

However, a degree of VTE persisted throughout learning, especially on trials where rats eventually selected 

a suboptimal arm, which hints at a degree of deliberation involved in evaluating the exploration-exploitation 

trade-off. 

Rats did not reach a point of reward maximisation, where the optimal arm choice was made consistently on 

every trial.  Although it cannot be ruled out that they may have reached this point given enough training, the 

tendency to converge at a suboptimal behavioural policy is consistent with many other reports of probability-

matching amongst a diverse range of species faced with probabilistic rewards.  As in those studies, rats 

here tended to match the frequency of their entry to each arm with the frequency of obtaining rewards.  

They were not overly sensitive to the presence or absence of reward on an individual trial, evident from the 

fairly middling rates of win-stay and lose-stay behaviour, which further suggests that they were able to 

integrate reward information over many trials to achieve advantageous (although not optimal) behaviour on 

the task. 

A wide range of brain areas have been implicated in the exploration-exploitation problem, including prefrontal 

cortex (Badre et al., 2012; Frank et al., 2009), anterior cingulate cortex (Cohen et al., 2007; Shenhav et al., 

2013), locus coeruleus (Aston-Jones et al., 1994; Sales et al., 2019; Usher et al., 1999), and the basal 

ganglia, particularly the striatum (Beeler et al., 2010; Frank et al., 2009; Franklin & Frank, 2015; Humphries 

et al., 2012).  The VTE behaviour which was evident at choice points on the maze recruits a similar network 

of brain areas which are believed to evaluate possible actions and outcomes, with the additional involvement 

of the hippocampus, which encodes current, future and past locations and is necessary for spatial cognition.  

The nucleus accumbens plays a privileged role in these processes, as the target on which many of these 

inputs converge to influence motor output (Floresco, 2015; Mogenson et al., 1980).  It is involved in 

instrumental conditioning generally (Cardinal & Cheung, 2005; Cheng & Feenstra, 2006; Corbit et al., 2001; 

Hernandez et al., 2002; Kelley et al., 1997), has been found to convey reward-related information prior to 
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the point of decision-making during VTE (van der Meer et al., 2010; Stott & Redish, 2014), and has particular 

involvement in tasks involving uncertainty or stochastic reward (Cardinal & Howes, 2005; Dalton et al., 2014; 

Delgado et al., 2005; Rodriguez et al., 2006; Stopper & Floresco, 2011; Wilkinson et al., 2014).  As a result, 

this task is appropriate for probing the involvement of the hippocampus and accumbens in learning from 

reward to choose future actions. 

The novel task described here places a number of cognitive demands on the animal to obtain rewards.  At 

the start of a trial, the animal must locate itself in the environment, recall where the reward locations are in 

the environment, estimate the probability of receiving a reward at each reward location, assess the risk-

reward ratio associated with visiting each reward location, choose one, and run towards it.  It was 

hypothesised, therefore, that activity in dorsal CA1 and the nucleus accumbens might underlie learning and 

performance of the task and show signatures of spatial and value learning that are updated with experience.  

Chapter 3 describes how we tested the involvement of these brain regions by making single-unit recordings 

from both areas simultaneously in one rat performing the task over multiple days. 
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Chapter 3: Neural dynamics of 

hippocampus and nucleus 

accumbens 

 

 

3.1. Introduction 

Having validated behaviour of the novel task as described in Chapter 2, simultaneous chronic recordings 

were made from the hippocampus (specifically dorsal CA1) and the nucleus accumbens (the ventral part 

of the striatum) from one rat performing the same task, to characterise the activity of these brain regions 

during behaviour.  This chapter begins with an overview of the neurophysiological properties of the two 

brain regions, the characteristics of their single-unit activity and local field potential, and their anatomical 

and functional connectivity.  Subsequently, the single-unit and LFP correlates of behaviour for this task are 

described, establishing these two brain regions as good candidates for the neural implementation of 

probabilistic reinforcement learning online and offline. 

 

3.1.1 Neurophysiology of CA1 

In mammals, CA1 of the hippocampus comprises mostly excitatory pyramidal cells, with a simple, laminar 

structure and highly spatially structured inputs which target distinct parts of the pyramidal cells’ complex, 

branching morphology (Cembrowski & Spruston, 2019).  Inputs arrive primarily from the CA2 and CA3 

subregions of the hippocampus, which are involved in memory formation (Dudek, 2016; Kesner, 2007), the 

entorhinal cortex, which carries spatial information (Fyhn et al., 2004), and the nucleus reuniens of the 
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thalamus, which transmits information from other brain areas.  The convergence of these inputs onto CA1 

allows it to engage in spatial and mnemonic functions, but extensive research spanning decades has 

implicated it in a vast range of cognitive functions. 

Classically, CA1 is characterised by place cells: pyramidal cells which exhibit sharp tuning curves selective 

for the animal’s location in space.  When the animal is in the cell’s preferred place field, an area of typically 

a few centimetres, firing rate increases sharply.  A population of place cells with overlapping place fields 

can therefore encode the entire environment, with the number of cells recruited to the cognitive map and 

the number of place fields per cell increasing as the environment grows in size (Rich et al., 2014).  CA1 

place cell spatial representations are both robust and flexible, forming in as little as 5-6 minutes upon 

exposure to a novel environment (Frank et al., 2004), but showing long-term plasticity to update as the 

environment changes (Rich et al., 2014; Lever et al., 2002; Muller & Kubie, 1987; Hollup et al., 2001; Dupret 

et al., 2010).  CA1 receives input indirectly from sensory cortex (Jeffery, 2007), depending primarily on 

visual and olfactory input to maintain stable place cell representation (Save et al., 2000) as well as vestibular 

information about the animal’s movement.  However, the place representation quickly becomes modality-

independent, performing well even in darkness after learning the environment from visual cues 

(McNaughton et al., 1989) and in the absence of vestibular information (Chen et al., 2013). 

Despite these early findings, the purely spatial coding of place cells has been called into question.  Place 

cell firing is also modulated by other spatial features including landmarks and borders (Gothard et al., 1996), 

as well as egocentric factors like head direction and running speed (Leutgeb et al., 2000; Dayawansa et al., 

2006), in addition to non-spatial characteristics including the passage of time (MacDonald et al., 2011; 

Eichenbaum, 2014) and possibly more abstract states and structural regularities (Schapiro et al., 2016).  

Place cells are also highly sensitive to the animal’s behavioural state, flexibly engaging or disengaging from 

external stimuli to switch between encoding current location and past or anticipated future locations (Yu et 

al., 2017; Kay & Frank, 2019).  This means that downstream targets can read out a great deal of information 

about the animal’s active state from the population activity of CA1 cells. 

Unlike the accumbens, the CA1 region of the hippocampus is characterised by few recurrent connections 

between principal cells, but strong connections between excitatory pyramidal cells and inhibitory 

interneurons, resulting in a tight balance of excitation and inhibition which promotes the spontaneous 

generation of highly synchronous firing (Spruston & McBain, 2007).  This synchronicity is apparent in the 

local field potential (LFP), the aggregated electrical activity of thousands of nearby neurons, as oscillations.  

As a result, CA1 exhibits oscillations which are strongly associated with an animal’s behavioural state.  The 

theta rhythm (6-8 Hz) dominates during active wakefulness and correlates with running speed, but also 

dominates during rapid eye-movement (REM) sleep.  The gamma rhythm (30-100 Hz) is observed 

concurrently and often nested within the theta rhythm during wake, but is less closely associated with 
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behaviour and recruits only a small subset of hippocampal cells at a time.  Sharp-wave ripples (120-250 

Hz) occur as bursts lasting on the order of 100 ms during rest and especially during slow-wave sleep. 

The ability of CA1 to carry such subtle and complex information is dependent on precise spike-timing, which 

is coordinated by these LFP oscillations to which CA1 cells are phase-locked.  During running, place cells 

are strongly modulated by theta oscillations at roughly 6-8 Hz, and show phase precession (firing gradually 

earlier and earlier in the theta cycle) as the animal progresses through the place field, which allows the 

population to simultaneously encode current location, reflected in the firing rate of the highest-firing neuron, 

and immediate past and future locations, depending on the phase precession of other neurons.  Nested 

within theta cycles are higher-frequency gamma cycles (Lopes-dos-Santos et al., 2018; Colgin, 2015), to 

which active place cells are also locked.  The frequency of theta-nested gamma appears to change 

depending on cognitive demands, to allow different information flow throughout the hippocampus: high 

gamma power at around 80 Hz is more prevalent during learning while low to mid gamma power at around 

35-55 Hz dominates during retrieval (Lopes-dos-Santos et al., 2018; Fernandez-Ruiz et al., 2017).  At the 

higher frequency, CA1 LFP is coherent with LFP in the medial entorhinal cortex 

Thus, over multiple temporal scales, CA1 can encode an incredibly complex tapestry of information about 

the animal’s current state, based on highly structured spiking patterns.  This information is communicated 

to nearby neurons, other hippocampal subregions, and brain areas beyond the hippocampal formation, 

including the striatum. 

 

3.1.2 Neurophysiology of nucleus accumbens 

The striatum has a very different electrophysiological properties.  It is structurally homogenous, comprising 

(in rodents) 90-95% GABAergic medium spiny neurons whose inter-connections are sparse, weak and 

mostly non-reciprocal.  Aside from a small fraction of cholinergic interneurons, internal connectivity is 

almost entirely inhibitory, with excitatory inputs arriving from a range of cortical, thalamic and limbic 

afferents, including hippocampus (Voorn et al., 2004).  As a result, its principal cells are bistable (O’Donnell 

& Grace, 1995), firing at lower baseline rates than CA1 and switching irregularly to a high-firing state when 

stimulated by excitatory inputs, an effect which is modulated by strong dopaminergic inputs (Humphries et 

al, 2009).  When strong or convergent excitatory input excites a large number of striatal cells at once, the 

lateral inhibition between them counteracts it with a broad dampening of activity; this raises the threshold 

at which afferent stimulation can excite striatal cells, producing a filtering effect.  This results in very 

complex and chaotic dynamics, as input from one brain area can be gated by convergent inputs from 

another brain area (O’Donnell & Grace, 1995; Ding et al., 2010), by interneuron activity (Exley & Cragg, 

2008; Goldberg & Reynolds, 2011), or by neuromodulation which alters the excitability of pre- or post-
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synaptic cells (Yang & Mogenson, 1986; O’Donnell & Grace, 1996; Nicola et al., 2000; Han et al., 2007; 

Humphries et al., 2009).  Intrinsically, however, firing in the striatum is irregular, asynchronous and 

generally devoid of any patterns (Buzsaki, 2006).  The nucleus accumbens, forming most of the ventral 

part of the striatum, has been described as functionally distinct from the caudate and putamen subregions, 

but this is largely a result of different afferents, not differences in neurophysiology (Nicola et al., 2000; 

Voorn et al., 2004); in particular, the dense dopaminergic innervation in dorsal striatum arises primarily 

from substantia nigra while in ventral striatum it arises from ventral tegmental area (VTA).  These 

characteristics make the accumbens well suited for integrating multiple streams of information, setting 

inputs from different brain areas in competition to produce a winner in situations of uncertainty, ambiguity, 

risk, or excessive options. 

Throughout the striatum, MSNs are typically classified by their expression of D1 or D2 dopamine receptors 

(Gerfen et al., 1990; Surmeier et al., 1996).  D1 receptors have a biphasic effect on MSNs when activated, 

depending on prior membrane potential: when hyperpolarised in a “down” state they reduce the cell’s 

excitability, filtering out all but the strongest convergent excitatory drive, but when depolarised in an “up” 

state they enhance firing (Kreitzer, 2009).  D2 receptors, in contrast, have a mainly inhibitory effect.  

Although MSNs also express a host of other receptors – including glutamatergic, cholinergic, cannabinoid 

and adenosine receptors, and even additional dopamine receptors D3, D4 and D5, to varying degrees – the 

presence of D1 or D2 receptors is significant because the majority of MSNs express just one or the other 

dopamine receptor (Bertran-Gonzalez et al., 2008), roughly equally divided between the two, with 

corresponding differences in circuitry and morphology.  Morphologically, D1 cells have more dendrites, 

receiving more glutamatergic input, and are therefore less excitable (Gerfen & Surmeier, 2011).  The two 

populations receive similar inputs, but D1-expressing cells generally project to the basal ganglia’s output 

nuclei (specifically the internal segment of the globus pallidus and the substantia nigra as well as VTA), 

forming a direct pathway which disinhibits a selected action.  D2-expressing cells, meanwhile, send signals 

to the output nuclei indirectly by projecting via the ventral pallidum and external segment of the globus 

pallidus, ultimately producing an inhibitory effect which impedes selected actions.  Activation of these 

receptors is therefore said to form parallel “go” and “no-go” signals, respectively.  Excitatory inputs to 

striatum can activate ensembles of cells which encode a particular action; if this action is encoded by D1 

cells the signal drives initiation of the action, whereas if it is encoded by D2 cells the signal drives inhibition 

of the action. 

Because of the properties of D1 and D2 receptors, dopamine has divergent effects on these populations of 

cells.  Phasic dopamine release by VTA promotes long-term potentiation (LTP) at synapses on D1 cells, 

which serves to reinforce connections associated with the positive reward-prediction error which elicited 

the dopamine transient, but promotes long-term depression (LTD) at synapses on D2 cells.  D1 receptors 

are expressed postsynaptically, modulating the response of neurons to neurotransmitter release, but D2 

and D3 receptors can be expressed both presynaptically and postsynaptically, making their influence more 
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complex.  Presynaptic action regulates the release of neurotransmitters at the synapse and provides 

autoinhibiting negative feedback to control firing rates, and D2 receptors are activated by lower 

concentrations of dopamine, which means that dopamine can have a biphasic effect depending on the 

concentration (Beaulieu & Gainetdinov, 2011).  D2 receptors are found not only in striatal cells (i.e. MSNs 

and striatal interneurons) but also presynaptically on the axon terminals of afferent cells, controlling the 

release of GABA and glutamate (Bamford et al., 2004).  This means that phasic dopamine release by VTA 

can inhibit glutamate release by hippocampal inputs (Yang & Mogenson, 1984), preferentially targeting 

weak inputs, effectively filtering out all but the strongest convergent excitatory input. 

Although this dichotomous D1/D2 classification characterises dorsal striatal medium spiny neurons with 

some success, it is overly simplistic and somewhat murky especially for accumbens.  One challenge to the 

framework is that the proportion of MSNs co-expressing both D1 and D2 receptors is roughly 5% for dorsal 

striatum and 6% for the core part of the accumbens, but as high as 17% for the shell part surrounding the 

core (Bertran-Gonzalez et al., 2008).  These co-expressing cells form a distinct class, with smaller cell 

bodies and dendritic arbours, and a behavioural significance that is unknown (Gagnon et al., 2017).  D3 

receptors are highly co-expressed on D1 cells, despite belonging to the same family as D2 receptors, and 

are especially abundant in accumbens shell (Schwartz et al., 1998).  Moreover, the accumbens core-

mediated indirect pathway contains a large proportion of both D1 and D2 MSNs (Kupchik et al., 2015), 

making the dissociation less clear-cut.  Both populations in NAc can inhibit or disinhibit target cells in 

thalamus, irrespective of their expression of D1 or D2 cells (Kupchik et al., 2015), suggesting that this 

receptor expression is less important than in dorsal striatum for determining circuitry and function.  

Similarly, the association of D1 and D2 cells with a “go” and “no-go” signal respectively is mixed in the 

accumbens: inactivation of D1 receptors reduces approach towards reward and inactivation of D2 receptors 

reduces avoidance in a conflict task (Nguyen et al., 2018), but phasically stimulating either cell type can 

drive motivation to act (Soares-Cunha et al., 2016). 

MSNs form connections with roughly 10% of other MSNs, providing weak lateral inhibition which at its 

simplest produces “winner-takes-all” competition, whereby the cell which is excited the mostly strongly 

inhibits its neighbours and is in turn further disinhibited.  But more subtle dynamics between MSNs are 

also observed: when membrane potential is elevated to just around the spiking threshold, mild inhibition 

can briefly hyperpolarise a cell enough to delay (rather than completely suppress) spiking, adjusting spike 

timing to promote synchronised spiking in the population (Plenz, 2003).  And because MSNs are highly 

polarised at rest, with a resting potential of -80 to -90 mV, GABAergic input can actually have a depolarising 

effect (in contrast to its usual hyperpolarising effect throughout the brain).  Although GABAergic stimulation 

cannot cause excitation, lateral connections between MSNs can therefore facilitate excitatory inputs which 

arise immediately following GABAergic input when the membrane is still depolarised (Plenz, 2003). 
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The other 5-10% of cells in the striatum, besides medium spiny neurons, are interneurons, which comprise 

four classes.  Three classes are GABAergic, defined by their expression of parvalbumin, somatostatin and 

calretinin, respectively.  Parvalbumin-positive interneurons are noticeable by their high tonic firing rates, 

and, much like fast-spiking interneurons found elsewhere in the brain, form proximal synapses on local 

principal cells (i.e. MSNs) to inhibit firing as well as gap junctions with other interneurons to promote firing 

synchrony and entraining oscillations.  Somatostatin-positive and calretinin-positive interneurons exhibit 

lower firing rates and burst firing, and are less well studied.  All three GABAergic interneuron types receive 

glutamatergic and dopaminergic innervation from outside the striatum.  The fourth class of interneurons 

are large, slow-firing cholinergic interneurons, which express D2 and D5 receptors (the latter from the 

same family as D1 receptors, with similar mechanisms of action), which suppress acetylcholine and 

enhance responsiveness to GABA.  These interneurons form excitatory connections with both MSNs and 

parvalbumin-positive interneurons, and have a strong effect on dopaminergic terminals: not only does 

cholinergic activation enhance dopamine release but it also initiates it spontaneously, even without an 

increase in midbrain firing rates (Cachope et al., 2012; Yorgason et al., 2017).  Despite making up just 1% 

of striatal cells, cholinergic interneurons have received more attention for their dense arborisation and the 

strong influence they have on behaviour: elevated firing is associated with states in which motivation is low, 

including satiety and depressive-like mood, and notable pauses in tonic firing appear in response to salient 

reward-predictive cues which prompt behaviour (Collins et al., 2019).  The actions of dopamine on 

cholinergic interneurons shows topographical differences: in dorsal striatum cholinergic interneurons pause 

in response to the firing of dopamine neurons via activation of D2 receptors; in the medial shell the pause 

is preceeded by a burst in firing mediated by glutamate co-released with dopamine; and in the core the 

effect is weaker and mixed (Chuhma et al., 2014).  Dopaminergic neurons corelease glutamate in 

accumbens (but not in dorsal striatum; Stuber et al., 2010; Tecuapetla et al., 2010).  These burst-pauses 

may also permit dopamine-dependent plasticity to take place, which is otherwise blocked by muscarinic 

action (Berke, 2018).  In addition to dopamine release, VTA modulates striatal cells in other ways: GABAergic 

input inhibits cholinergic interneurons to increase associative learning (Brown et al., 2012), while 

glutamatergic excitation of GABAergic interneurons drives aversive behaviour (Qi et al., 2016). 

In addition to the somewhat fluid division between dorsal and ventral parts of the striatum, the accumbens 

part of ventral striatum is further subdivided into a central core, adjacent to the anterior commissure, and 

a shell region which surrounds it (Groenewegen et al., 1999; Zaborszky et al., 1985; Zahm, 2000).  These 

compartments are distinguished immunohistochemically and by their connections: the core, in fact, bears 

histochemical similarities to the dorsal striatum, as well as similar size of cells, spine density, and efferents, 

with the shell more clearly distinct (Humphries & Prescott, 2010).  As in dorsal striatum, MSNs expressing 

D1 or D2 receptors are homogeneously distributed throughout the core, but D2 cells are distributed 

unevenly in the shell (Gangarossa et al., 2013).  Shell MSNs also express D3 receptors, whereas core 

MSNs (like dorsal striatum) show low levels of D3 expression (Gangarossa et al., 2013).  Functionally, 

selective inactivation shows a double dissociation in their roles in reward-related behaviour and learning: 
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core is involved in driving approach towards reward-related stimuli, while shell is involved in learning the 

irrelevance of stimuli.  Although most afferents project to both core and shell, topographical gradients are 

apparent in the density of their projections.  For example, while both areas receive input from the prelimbic 

and agranular insular cortices, the dorsal part of both areas projects preferentially to core and ventral to 

shell (Voorn et al., 2004).  Dorsal CA1 projects directly to both areas (Trouche et al., 2019), but ventral CA1 

axons are found with greater density in the medial shell and dorsal CA1 axons in the core and lateral shell 

(Voorn et al., 2004).  The efferent projections, likewise, show some topography, with core and shell 

exhibiting preferential targeting of dorsolateral and subcommissural ventral pallidum respectively, a core 

bias towards substiantia nigra and a shell bias towards ventral tegmental area (VTA) and amygdala (Heimer 

et al., 1991).  Dopamine concentrations are greater in the shell, and cell density is greater, while cells in 

the core have greater dendritic lengths. 

In addition to the dorsal/ventral and core/shell divisions, the striatum is also anatomically segregated into 

patches or striosomes and surrounding matrix compartments, distinguishable by immunohistochemical 

staining.  Despite some differences in afferent and efferent connections between the two, the functional 

significance of this compartmentalised structure is not well understood, and particularly under-studied in 

accumbens (Brimblecombe & Cragg, 2016).  Patches comprise about 10% of the volume of the striatum, 

and in accumbens they preferentially innervate dopaminergic VTA neurons.  Throughout the striatum, the 

main source of dopamine to patches is substantia nigra pars compacta, but dopaminergic innervation of 

the matrix shows differences between dorsal and ventral parts of the striatum: the accumbens matrix 

receives less input from substantia nigra and more from VTA.  The distinction between patch and matrix 

has been investigated in more detail for dorsal striatum than accumbens, and evidence suggests that there 

are important differences between the two areas: for example, evoked dopamine release in dorsal striatum 

is greater in matrix than patches, but greater in patches in accumbens (Salinas et al., 2016); further 

differences in dorsal and ventral patch-matrix organisation may also exist but are unknown.  The dendritic 

arbours of the majority MSNs respect the patch-matrix boundary, being restricted to just one compartment, 

resulting in little cross-communication between compartments; DA cells tend to project to one or the other; 

interneurons tend to occupy the patch-matrix boundary (Brimblecombe & Cragg, 2016).  Calbindin-positive 

interneurons are found preferentially in the matrix. 

 

3.1.3 Anatomical and functional connectivity between CA1 and nucleus accumbens 

Being relatively slow, the theta rhythm is suited for coordination of neural activity across long distances in 

the brain because it can tolerate conduction delays (Colgin & Moser, 2010).  Theta power in CA1 therefore 

often coincides with theta power in other brain areas – particularly striatum, septum, prefrontal cortex and 

entorhinal cortex – and inter-area coherence at this frequency is often associated with behaviours that 
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require complex information processing such as decision-making (Jones & Wilson, 2005; Benchenane et 

al., 2010; Sirota et al., 2008).  High theta coherence between CA1 and accumbens is observed at choice 

points on mazes or upon presentation of an instructive cue (Lansink et al., 2009; van der Meer & Redish, 

2011; Lansink et al., 2016), suggesting a mechanism of coordination between these two regions by which 

spatial information is conveyed to the accumbens (Sjulson et al., 2018). 

In addition to theta oscillations which may originate from the hippocampus (Lalla et al., 2017), the 

accumbens shows high power at other frequency ranges which are selectively coherent with other brain 

regions.  Like CA1, accumbens exhibits oscillations in the gamma range: it is dynamically coherent with 

amygdala at low gamma frequencies (35-45 Hz; Popescu, Popa & Pare, 2009), piriform cortex at mid 

gamma frequencies (~50 Hz; Carmichael et al, 2017), and prefrontal cortex at high gamma frequencies (80-

100 Hz; Berke, 2009).  This may be a mechanism for switching to the influence of inputs from one brain 

area over others. 

Accumbens entrainment to hippocampal theta-band LFP is possible because of a direct projection from the 

latter to the former.  Both dorsal and ventral CA1 pyramidal cells project preferentially onto parvalbumin-

positive (PV+) interneurons but also onto MSNs to recruit assemblies of accumbens cells during the 

retrieval of reward-related spatial memory (Scudder et al., 2018; Trouche et al., 2019), by increasing the 

firing rate of interneurons, which entrains the spiking of MSNs.  As a result, accumbens cells become tightly 

coupled to hippocampal theta oscillations just before (van der Meer & Redish, 2011) or after (van der Meer 

et al., 2019) reward delivery, with an anticipatory firing pattern that shows phase precession relative to 

hippocampal theta (van der Meer & Redish, 2011).  The accumbens cells which are entrained by 

hippocampal theta encode more spatial information (Sjulson et al., 2018), demonstrating a functional link.  

Ventral hippocampus also projects to the accumbens (Goto & O’Donnell, 2001), and these connections are 

also necessary for spatial reward learning (LeGates et al., 2018), but they recruit different ensembles of 

cells during spatial learning (Sosa et al., 2019).  The distinction between accumbens ensembles associated 

with dorsal and ventral hippocampus respectively is particularly apparent during sharp-wave ripples: a 

subset of accumbens cells show changes in firing in response to ripples (Goto & O’Donnell, 2001; Pennartz 

et al., 2004; Lansink et al., 2008; Sjulson et al., 2018), but ripples occur asynchronously in dorsal compared 

to ventral hippocampus and only the former encode task-related information during a spatial learning task 

(Sosa et al., 2019). 

CA1 input to accumbens also shows preference for anatomical regions and cell types within accumbens.  

In accumbens core, stimulation of ventral hippocampus excites D1 MSNs more strongly than D2 MSNs 

(MacAskill et al., 2014), but produces equal inhibition of D1 and D2 MSNs via activation of interneurons 

(Scudder et al., 2018).  Phasic dopamine release augments hippocampal inputs to accumbens core by 

stimulating D1, and not D2, receptors, an effect which scales with the strength of the hippocampal input 

(Goto & Grace, 2005).  Hippocampal inputs often converge with medial prefrontal cortical inputs (as well 
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as inputs from other brain areas) onto the same cells (French & Totterdell, 2002), and the D1-mediated 

effect of phasic dopamine release makes the cells more responsive to hippocampal excitation at the 

expense of responsiveness to medial prefrontal cortex (Goto & Grace, 2005); activation of D2 receptors by 

tonic dopamine has the opposite effect.  Phasic activation of D1 receptors also promotes long-term 

potentiation at hippocampal-accumbens synapses.  This has behavioural significance: infusion of a D1 

antagonist into accumbens slows the hippocampus-dependent aspect of reward-driven spatial learning, but 

infusion of a D2 antagonist does not (Goto & Grace, 2005). 

 

3.1.4 Cognitive function of the nucleus accumbens 

The result of such rich afferent dynamics with various cortical and subcortical brain areas is that the 

accumbens serves as a “switchboard” (Gruber et al., 2009), flexibly integrating information carried by 

disparate networks across the brain to bias action selection in the motor output system.  Accumbens 

projection cells primarily target ensembles in the ventral pallidum, subsantia nigra and VTA (Kupchik & 

Kalivas, 2017; Heinsbroek et al., 2016), which variously inhibit and disinhibit parts of the thalamo-basal 

ganglia system to influence action selection.  Lesion and pharmacological or optogenetic inactivation studies 

have found that the accumbens is not necessary for “simple” learning, e.g. discriminating between cues or 

actions to obtain a food reward (Floresco et al., 2006), or discriminating between larger and smaller rewards 

(Ghods-Sharifi & Floresco, 2010; Salamone et al., 1994; Stopper & Floresco, 2010).  But behavioural 

flexibility such as set-shifting (Floresco et al., 2006; Block et al., 2007; Haluk & Floresco, 2009), 

discriminating between many stimuli on an eight-arm radial maze (Schacter, Yang, Innis & Mogenson, 

1989), and evaluating relative costs and benefits under conditions of uncertainty or delay-discounting 

(Cardinal et al., 2001; Ghods-Sharifi & Floresco, 2010; Stopper & Floresco, 2010; Hauber & Sommer, 2009) 

are impaired under inactivation of the accumbens.  What is notable is that similar behavioural impairments 

are seen when the projections from other brain areas to the accumbens are disrupted (e.g. anterior 

cingulate cortex, Hauber & Sommer, 2009; prefrontal cortex, Block et al., 2007, Feja & Koch, 2014, Groman 

et al., 2019; hippocampus, Trouche et al., 2019; amygdala, Bercovici, 2018, Groman et al., 2019), indicating 

that the accumbens is crucial for transmitting spatial, motivational and contextual information conveyed by 

other cortical and subcortical structures to the motor output system. 

In particular, the accumbens plays a privileged role in probabilistic learning tasks (Dalton et al., 2014; 

Groman et al., 2019).  Reversal learning is unaffected by accumbens inactivation in tasks involving 

deterministic rewards, but impaired when rewards are probabilistic (Dalton et al., 2014).  Similarly, 

accumbens inactivation only marginally reduces the ability to choose a large deterministic reward over a 

small one, but has a more disruptive effect on the ability to choose a large but risky deterministic reward 

over a small but certain one, when the riskier reward is more advantageous (Cardinal & Howes, 2005; 



54 

 

Stopper & Floresco, 2010).  In humans, increased activation of the ventral striatum accompanies 

probabilistic learning (Koch et al., 2008; Delgado et al., 2005; Cools et al., 2002; Mell et al., 2009), and in 

particular the processing of probabilistic feedback (Wilkinson et al., 2014; Rodriguez et al., 2005). 

Unsurprisingly, given the broad involvement of the accumbens in processing different task-dependent 

information, individual accumbens neurons have been found to encode a wide variety of stimuli, actions, 

outcomes and errors.  Prior to and during action execution, accumbens firing has been reported which is 

selective for cue identity (Wilson & Bowman, 2005; Gmaz et al., 2018; Day et al., 2007), upcoming action 

(Roesch et al., 2009), prediction of reward outcome (Wilson & Bowman, 2005; van der Meer & Redish, 

2009; Bissonette et al., 2013; Strait et al., 2015), locomotion (Pennartz et al., 2004; Lansink et al., 2008; 

Sjulson et al., 2018), and current action (Day et al., 2007).  After action execution, responses to current 

action (Kim et al., 2009), reward outcome at a particular location or any location (Donnelly et al., 2015; Kim 

et al., 2009; Lansink et al., 2008; Nicola et al., 2004; Atallah et al., 2014), reward outcome on the previous 

trial (Kim et al., 2009), and reward-prediction error (Kim et al., 2009) have been reported, and often a 

combination of these factors.  Timing, also, is often a particular characteristic of single-cell responses: cells 

not only encode a task-relevant feature, but reliably exhibit the response before, during, after or throughout 

an event, or at more than one timepoint, with a response that may last milliseconds or tens of seconds 

(Berke et al., 2009).  Relatively characteristic of the accumbens is the observation of “ramping” activity of 

neurons: a gradual increase (or sometimes decrease) of firing rate leading up to a response or outcome 

(Khamassi et al., 2008; van der Meer & Redish, 2009; Donnelly et al., 2015; van der Meer et al., 2010) 

which may reflect anticipation or motivation.  Such temporal specificity has been suggested to underlie 

timekeeping (Donnelly et al., 2015) or credit assignment (Gmaz et al., 2018). 

Both regions, then, exhibit complex dynamics and coding properties which are essential for cognitive 

functions.  Given the spatial coding of CA1 and the coding of reward- and uncertainty-related information 

in accumbens, these are good candidate areas for investigating the coordination of activity over time for 

solving a stochastic reinforcement learning problem.  Before considering the offline activity of these brain 

regions in chapter 6, I characterise their function during the task in this chapter by describing the neural 

correlates of behaviour and interactions, to identify the neural activity that might be replayed to consolidate 

new information. 

 

3.1.5 Aims of this chapter 

1. To identify behavioural correlates of CA1 and accumbens activity on the probabilistic maze task 

2. To verify the presence of task-related functional connectivity between CA1 and accumbens which 

could be the subject of subsequent replay 
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3.2. Methods 

One rat was implanted with dual-site 64-channel silicon probes, directed at dorsal CA1 and nucleus 

accumbens respectively, and trained over 17 sessions on the same maze task described in chapter 2. 

The electrophysiological data from just one rat are presented in this thesis, because attempts to conduct 

the experiment with six more subjects faced overwhelming problems.  The reasons for this were, non-

exclusively, extended troubleshooting involving the maze (one rat), broken silicon probes (one rat), difficulty 

targeting the CA1 pyramidal layer (three rats), and unstable implants which became detached from the skull 

(four rats). 

 

3.2.1 Silicon probes, animals and surgery 

All procedures were carried out in accordance with the United Kingdom Animals (Scientific Procedures) Act 

1986 and European Union Directive 2010/63/EU and reviewed by the University of Bristol Animal Welfare 

and Ethical Review Board.  One male Lister hooded rat (Charles River Laboratories, UK), weighing 375g at 

the time of surgery, was implanted with a 9mm H2 probe and a 9mm E2 probe (Cambridge NeuroTech, 

UK) in the hippocampus and accumbens, respectively (fig. 3.1A).  Probes were mounted on aluminium 

blocks (7.5mm x 3.3mm x 3.0mm) and targeted at 2.1mm lateral, 4mm posterior and 2.5mm ventral to 

bregma (CA1) and 1.5mm lateral, 1.7mm anterior and 7mm ventral to bregma (accumbens) respectively, 

in the right hemisphere, based on the atlas of Paxinos and Watson (1996).  Histology to verify the probe 

locations was not possible because the probe implant became detached before the procedure could be 

carried out, but histology carried out on another rat with probes using the same accumbens coordinates 

verified the positioning.  Behavioural training began 38 days after surgery. 

 

3.2.2 Neurophysiological recordings 

Extracellular recordings were made using an Open Ephys acquisition system at a sampling rate of 30kHz, 

with two RHD2164 headstages, one with an integrated accelerometer.  Recordings were referenced to a 

stainless steel screw implanted over the cerebellum.  In a typical recording session, a rest period of two 

hours was recorded while the rat rested in its home cage, followed by one hour of maze training, and 

second two-hour rest period.  A red LED was attached to the implant, and the session was recorded by a 

ceiling-mounted webcam which allowed the rat’s movement to be tracked using custom MATLAB 

(TheMathWorks) code.  Electrophysiological recordings and position tracking were synchronised post-hoc 

using a second LED which blinked at random intervals. 
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Figure 3.1.  Silicon probe recordings.  A. Top: schematic of recording sites on CA1- and accumbens-

targeting probes.  Colours indicate the percentage of all recorded cells whose highest amplitude was found 

at each recording site.  Hippocampal pyramidal cell (left) and striatal medium spiny neuron (right) are shown 

with cell body sizes to scale.  Bottom: probes shown to scale in their target locations (CA1: 2.1mm ML, -

4.0mm AP, 2.5mm VD.  NAc: 1.5 ML, +1.7 AP, 7.0 VD).  Shaded box indicates area where recording sites 

were.  Images adapted from Paxinos & Watson (1996).  B. Histology from another rat with an identical probe 

targeted at the same accumbens coordinates; electrolytic lesions indicate the location of recording sites. 
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3.2.3 Behavioural training 

The rat was habituated to handling and the recording room over several weeks, but otherwise there was 

no pre-training prior to the first recording session.  Following a week’s recovery post-surgery, the rat was 

food-restricted to no less than 85% of its body weight, and behavioural training began one month later.  17 

sessions were completed in total; one session (session 9) was excluded from analysis because the position-

tracking data could not be recovered, and sessions 1 and 2 were also discarded from most analyses 

because the rat’s behaviour was erratic.  Except where otherwise stated, analyses were therefore performed 

on the remaining 14 sessions. 

Informed by the behavioural responses to changing reward probabilities presented in Chapter 2, the initial 

reward probabilities on the three maze arms were 87.5%, 50% and 12.% respectively.  After 12 sessions, 

the reward probabilities at the high- and low-probability arms were switched to induce reversal learning.  

All other aspects of the behavioural protocol were the same as those outlined in Chapter 2. 

 

3.2.4 Spike-sorting 

Raw data were automatically spike-sorted using Kilosort software (Pachitariu et al., 2016) and manually 

curated using Phy (Hunter et al., 2015).  In brief, raw data were common-average referenced, high-pass 

filtered and whitened to remove correlated noise, before prototypical spikes were detected whenever the 

amplitude exceeded a given threshold.  Detection and clustering of dimensionality-reduced spike 

waveforms were then optimised iteratively using a template-matching procedure.  In the manual curation 

step, clusters were merged, accepted or rejected as noise by visual inspection, according to their inter-

spike interval histograms, amplitude, and spike waveform.  Finally, clusters were restricted to those with 

an isolation distance of >15 (Schmitzer-Torbert et al., 2005).  

 

3.2.5 Data analysis 

Local field potential.  Local field potential (LFP) was taken from one channel on each probe.  For the 

accumbens probe, this was the channel with the strongest gamma power, averaged over one session; for 

the CA1 probe, this was the channel with the greatest ripple amplitude.  Bandpass filtering was done using 

the eegfilt function from the EEGLAB MATLAB toolbox.  LFP coherence was calculated using the 

cohgramc function from the Chronux toolbox, with a time window of 500ms, step size of 50ms, and 

tapers [3 5]. 
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Discrimination of principal cells from interneurons.  Units in accumbens with mean firing rate > 2 Hz and 

spike half-amplitude width < 0.265 ms across the whole recording session were classified as putative 

interneurons, consistent with previous classifications of striatal interneurons (Berke et al., 2004; Berke et 

al., 2008); all other cells were classified as putative medium spiny neurons.  Based on previously described 

characteristics of CA1 interneurons and pyramidal cells (Csicsvari et al., 1999; Harris et al., 2001; Quirk & 

Wilson, 1999; Rank, 1973), as well as apparent clusters in the data, units in CA1 with mean firing rate > 2 

Hz, spike half-amplitude width < 0.25 ms and complex-spike fraction < 0.03 across the whole recording 

session, as well as any unit with a firing rate > 20 Hz, were classified as putative interneurons; all other 

cells were classified as putative pyramidal cells. 

Reward-related firing.  Following Lansink et al. (2008), a cell’s firing in the 2-second period centred on 

arrival at reward location was binned in 250ms bins, and compared to firing in three control bins on the 

same task (in this case, the 750ms window from entry to the central platform).  A cell was considered to 

Figure 3.2.  Ripple detection.  A-C. Properties of ripples detected using the LFP recorded at each 

recording site respectively.  Red border indicates the site which was eventually chosen for ripple analyses; 

this was the site which gave the highest ripple amplitude.  D. Example trace of one ripple as recorded on 

every channel; red trace indicates recording site used for ripple analyses.  E. Average ripple trace of all 

ripples recorded during one 60-minute TASK period, raw (left) and filtered at 120-250 Hz (right). 
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show reward-related firing if firing in at least one of the reward bins was significantly different from all three 

control bins, assessed using a rank-sum test with alpha value p = 0.01. 

Ripple detection.  Discrete ripple events were detected using custom MATLAB code.  Raw LFP from one 

probe recording site was filtered at the 120-250 Hz range, and periods when the ripple power exceeded 2 

standard deviations above the mean (TASK period) or 3 standard deviations above the mean (PRE and 

POST-task rest) were extracted.  Ripple events with power exceeding 25 standard deviations were rejected 

as noise.  Events with a duration of 10-500ms, amplitude of 30-1000µV and amplitude were preserved, and 

those separated by less than 30ms were merged.  To determine the best CA1 probe recording site to use 

for ripple detection, ripple detection was initially run on all sites.  The site which elicited the greatest average 

ripple amplitude was ultimately selected for analysis (fig. 3.2).  Ripples during TASK were further restricted 

to those which occurred outside theta epochs: specifically, ripples were excluded if they occurred within 

500ms of a theta cycle peak which exceeded 0.5 standard deviations above the mean amplitude of theta 

peaks during TASK. 

Ripple-modulation of single-cell firing rates.  To determine whether a cell’s firing rate was modulated by 

ripples, all ripples from either the PRE, TASK or POST periods were extracted, and the firing rate within 

250ms of every ripple was binned in 10ms bins.  This was compared to the cell’s baseline firing rate in the 

200ms before and after each ripple window.  A z-test was conducted on each 10ms bin to determine 

Figure 3.3.  Ripple-modulation of firing rates.  Ripple-triggered firing rates of 6 example ripple-modulated 

cells.  Bars are 10ms wide.  Coloured bars indicate those within 250ms of the ripple peak which were used 

for significance testing.  Horizontal line indicates the baseline firing rate outside ripples.  Brightly coloured 

bars are those in which the firing rate deviated significantly from baseline.  A-C. CA1 cells.  D-F. Accumbens 

cells. 
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whether the firing rate within the bin was different from the concatenated baseline firing around all ripples.  

Cells which showed significantly increased firing in at least five 10ms bins out of 500ms, at an alpha value 

of p = 10-15, were assigned as positively ripple-modulated (fig. 3.3A & 3.3D).  Cells which showed 

significantly decreased firing in at least five bins were assigned as negatively ripple-modulated (fig. 3.3C & 

fig. 3.3F).  A large number of cells showed both positive and negative modulation; these were treated as 

positively modulated for analyses (fig. 3.3B & fig. 3.3E). 

Theta modulation.  For each cell, a theta modulation index was calculated based on all spikes fired during 

the TASK period (Cacucci et al., 2004).  Inter-spike intervals between all spikes were obtained, the theta 

trough was calculated as the mean firing rate at an inter-spike interval of 50-70ms, and the theta peak was 

calculated as the mean firing rate at an inter-spike interval of 100-140ms.  The theta modulation index was 

calculated by taking the difference between these values and dividing by their sum (fig. 3.4). 

 

  

Theta modulation index 

=  
0.11 − 0.07

0.11 + 0.07
= 0.23 

Figure 3.4.  Theta modulation.  Illustrative histogram of inter-spike intervals for an example putative CA1 

pyramidal cell.  Each bar shows the average number of spikes fired at the specified interval after a previous 

spike; bars are 5ms wide.  Darker bars correspond to intervals of 50-70ms and 100-140ms.  The cell’s theta 

modulation index was calculated by taking the difference between the average number of spikes at these 

intervals and dividing by their sum, as shown (values are rounded to two significant figures). 
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3.3. Results 

3.3.1 Behaviour 

The rat was trained on the stochastic reinforcement learning maze task over 17 sessions, performing an 

average of 15.5 ± 1.2 trials per one-hour session (fig. 3.5A), notably less than the rats described in Chapter 

2.  Successful learning of the task requires alternating between the high- and low-probability arms to 

maximise reward; like the cohort described in Chapter 2, the rat showed a correct tendency not visit the 

same arm more than once in a row (fig. 3.5B), and avoidance of the low-probability arm (fig. 3.5D).  As a 

result, it reached a similar rate of optimal performance during the initial learning stage of sessions 1-12 

(fig. 3.5E), although showed little reversal learning in sessions 13-17 when reward probabilities were 

changed.  The time taken to reach the reward location once doors blocking access were opened generally 

decreased over learning, but remained variable, perhaps reflecting deliberation or indecision on some trials 

(fig. 3.5F). 

 

Figure 3.5.  Learning performance.  A. Number of trials completed per session.  B. Rate of switching 

between arms, i.e. not visiting the same arm twice in a row.  C. Proportion of trials which were rewarded.   

D. Proportion of trials on which the rat visited the high-, mid- and low-probability, arms respectively.                  

E. Proportion of trials which were optimal, i.e. alternating between high- and mid-probability arms.  F. Time 

from doors opening to arrival at the reward location for every trial.  Shaded areas and error bars in B-E 

represent binomial confidence intervals.  Shaded area in F represents s.e.m.  Vertical lines indicate when 

reward probabilities were reversed. 
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3.3.2 Single-unit activity 

A total of 655 units were recorded over 17 recording sessions, after excluding those with low isolation 

distance: 430 from CA1 and 225 from accumbens.  These were divided into principal cells and interneurons 

as described in the Methods.  For most analyses, cells from sessions 1, 2 and 9 were excluded (see 

Methods for details), leaving 343 from CA1 and 169 from accumbens remaining.  Cells generally showed 

similar characteristics to those reported in the literature (fig. 3.6). 

Trials were divided into five behaviourally-relevant timepoints (fig. 3.7): the rat’s entry to the central platform 

(which was self-initiated except for the first trial in every session); the closing of the doors surrounding the 

central platform which blocked access to the arms, triggered by entry to the central platform; the opening 

of the doors after a 5-second delay; and the rat’s arrival at the reward location, which probabilistically 

triggered reward delivery. 

Firing rates in both brain areas showed modulation by these timepoints.  Firing rates in CA1 showed 

particular increases prior to exit from the reward platform and around the time of arrival at the reward 

location (fig. 3.8), with similar firing rate responses to the presence or absence of reward.  Firing rates in 

accumbens also showed increases between exit from the central platform and arrival at the reward location 

(fig. 3.9). 

Cells in the nucleus accumbens have been found to be selective for many elements of a task, including 

upcoming action choice, predicted action outcome, current action, reward, and reward-prediction error.  

Although the population variations in firing rates indicate that firing rates were modulated by task events 

(fig. 3.9), the low trial count in these recordings (average 15 per session) makes it difficult to determine 

what encoding the accumbens cells might possess with any meaningful statistical power.  Anecdotally, 

many cells showed firing rate patterns that were characteristic but similar across trials regardless of reward 

outcome or reward location (fig. 3.10A).  To compare with previous studies, accumbens cells were divided 

into “reward-related” and “non-reward-related” by combining all trials in a given session and assessing 

whether firing rate varied in 250ms bins from the period -1 to +1 second around arrival at the reward 

location, compared to control time bins (Lansink et al., 2008).  Following this method, 23 (13.6%) 

accumbens cells were reward-related (fig. 3.10B), which is similar to the previously reported figure of 

19.8% (Lansink et al., 2008). 

Cells in both brain areas have also been reported show theta-modulation, which is believed to be important 

for routing information from the hippocampus to the accumbens.  60.1% of CA1 and 14.8% of NAc cells 

showed a theta-modulation index above zero (fig. 3.10C). 
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Figure 3.6.  Single-unit firing properties.  Properties of all 655 units recorded over 17 sessions.  A-B. 

Number of units recorded in each session, divided into pyramidal cells (PYR), interneurons (INT) and medium 

spiny neurons (MSN) and by brain area.  C-H. Spike waveform and spiking properties of the four cell types 

over entire recording session, including rest periods.  C. Mean firing rate.  D. Peak firing rate: 99th percentile 

of firing rates convolved in 1-second bins.  E. Inter-spike interval (ISI) coefficient of variation: ratio of standard 

deviation to mean.  F. Burstiness: percentage of ISIs < 15ms.  G. Spike half-width.  H. Initial slope of valley 

decay of spike waveform.  I-J. Distribution of mean firing rates and spike half-widths: interneurons were 

defined by high firing rates and mostly had small half-widths.  Accumbens interneurons indicated by arrows.  

K.  Average spike waveforms and ISI histograms for 8 example neurons.represent binomial confidence 

intervals.  Shaded area in F represents s.e.m.  Vertical lines indicate when reward probabilities were 

reversed. 
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Figure 3.7.  Example of behaviour, LFP and spiking activity over one trial.  Top: rat’s trajectory on 

maze, starting 5 seconds before entry to the central platform and ending 10 seconds after arrival at the 

reward location; colour corresponds to “Time” below.  Bottom: position on maze, running speed, LFP filtered 

at specified frequency bands, and spikes.  Markers over ripple-band LFP indicate times of discrete ripple 

events.  Shaded areas indicate time on central platform (blue), delay period when doors were closed (dark 

blue), and time at reward zone (orange). 
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Figure 3.8.  Trial-averaged firing rates for CA1.  Trial-averaged firing rates of all CA1 cells, aligned to 

entry (A) and exit (B) from the central platform, and arrival at the reward location (C-E).  Top plots show the 

z-scored firing rate of every cell on every trial in 50ms bins, ordered by the timing of their peak activity.  

Middle plots show the z-scored firing rate averaged over cells and trials, with standard error.  Bottom plots 

show the raw firing rate averaged over cells and trials.  
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Figure 3.9.  Trial-averaged firing rates for accumbens.  As figure 3.8: trial-averaged firing rates of all 

accumbens cells, aligned to entry (A) and exit (B) from the central platform, and arrival at the reward location 

(C-E).  Top plots show the z-scored firing rate of every cell on every trial in 50ms bins, ordered by the timing 

of their peak activity.  Middle plots show the z-scored firing rate averaged over cells and trials, with standard 

error.  Bottom plots show the raw firing rate averaged over cells and trials. 
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3.3.3 Behavioural correlates of local field potential 

Hippocampal LFP 

LFP offers an insight into the information-processing state of the network at large, beyond the sometimes 

narrow tuning curves and response profiles of individual neurons, serving as a mechanism for 

communication and synchronisation between large numbers of neurons over long distances.  High power 

in the theta band (6-10 Hz) in hippocampal LFP is strongly associated with running, as well as other active, 

exploratory behaviours including whisking and vicarious trial-and-error.  Accordingly, LFP recorded from 

Figure 3.10.  Task-related firing of accumbens cells.  A. Trial-averaged firing rates of four example NAc 

cells, locked to arrival at the reward location; shaded areas represent mean ± s.e.m.  Top row shows 

averaged firing on rewarded compared to unrewarded trials.  Bottom row shows averaged firing on arrivals 

at the high-probability arm compared to the mid-probability arm.  B. Percentage of NAc cells for each session 

which show significantly different firing around arrival at the reward location; error bars indicate binomial 

confidence intervals.  C. Histograms of the theta modulation index for CA1 and NAc cells across all sessions. 
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the CA1 probe showed a peak in theta power during approach to the central platform and at arrival at the 

reward location (i.e. during locomotion), and a dip after arrival at reward location when the rat reliably 

stopped (fig. 3.11A-B). 

Gamma oscillations are frequently observed in CA1, nested in theta cycles during running, and have been 

linked to memory processes (Colgin & Moser, 2010).  Gamma at different frequencies has been suggested 

to subserve different purposes and route information flow differently through the hippocampus (Zheng et 

al., 2015; Colgin & Moser, 2010), so mid-gamma (55-60 Hz) and high-gamma (70-85 Hz) oscillations were 

considered separately.  High-gamma power, like theta power, increased during periods of locomotion, 

showing peaks upon entry to and exit from the central platform (fig. 3.11A), although it was more strongly 

modulated by the central platform exit and did not exhibit a dip upon reaching the reward location.  High-

gamma power in CA1 has been associated with higher running speeds (Ahmed & Mehta, 2012; Zheng et 

al., 2015) and coordination between CA1 and medial entorhinal cortex (MEC; Hafting et al., 2005), and 

perhaps reflects transmission of spatial information from MEC to CA1 during locomotion, especially the 

faster runs from central platform to reward location (fig. 3.11B). 

Interestingly, hippocampal LFP also showed reward-related correlates.  Mid-gamma power exhibited its 

highest peak 1-4 seconds after arrival at the reward location (fig. 3.11A), likely coinciding either with 

consumption of the reward or discovery of reward absence, and not associated with locomotion or decision-

making.  Moreover, mid-gamma power was significantly greater during this period on rewarded trials than 

unrewarded trials (fig. 3.11E; rank-sum tests, corrected for multiple comparisons).  This is not a finding 

commonly reported in the literature, but may have some link to replay:  transient increases in low gamma 

power have been reported during sharp-wave ripples (Carr et al., 2012), and CA1 cell pairs which co-fire 

during theta-nested mid-gamma oscillations are preferentially reactivated during ripples (Lopes-dos-Santos 

et al., 2018), although the mid-gamma increase here coincided with low theta power.  This dip in theta 

power was itself modulated by reward, being larger on rewarded trials (fig. 3.11C), which may reflect 

different motor patterns, such as reward consumption, whisking and rearing, upon discovering the 

presence or absence of reward (Wyble et al., 2004).  Indeed, this coincided with less movement on 

rewarded trials (fig. 3.11G).  Differences in hippocampal LFP between rewarded and unrewarded trials are 

unlikely to stem from noise artefacts relating to the consumption of reward, because rewards were liquid 

(prompting licking, which causes less vibration than chewing) and there were no obvious licking-related 

noise artefacts dominating the raw LFP (fig. 3.11I-J). 

Concurrent with theta power peaks were peaks in beta (15-30 Hz; fig. 3.11A) power, a harmonic of theta.  

Beta power was particularly high during the reward location approach, consistent with previous reports of 

increased beta power during reward expectancy (Lansink et al., 2016), but there was no difference in beta 

power between trials where reward expectancy can be assumed to be high compared to trials where it can 

be assumed to be lower (fig. 3.11H; rank-sum tests).  Specifically, from session 5 the rat’s performance 
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was above chance (fig. 3.4E) so it can be assumed that its knowledge of reward probabilities was reasonably 

accurate from sessions 5 to 12, after which reward probabilities were changed.  Beta power during approach 

to the high-probability arm in these sessions was no different from that during approach to the mid-

probability arm (fig. 3.11H), suggesting that it is not scaled to the degree of reward expectancy. 

Figure 3.11.  Trial-averaged LFP power recorded from CA1 probe.  A. Power at theta, beta, mid 

gamma and high gamma frequencies, averaged over all trials.  B. Running speed, smoothed with a window 

of 1s, for every trial.  C-F. Trial-averaged power for rewarded and unrewarded trials; time bins where power 

is significantly different is indicated in black, calculated using rank-sum tests and corrected for multiple 

comparisons using the Benjamini-Hochberg method with a false discovery rate of 0.05.  G. Trial-averaged 

running speed, smoothed with a window of 1s, for rewarded and unrewarded trials; black indicates statistical 

significance as above.  H. Trial-averaged beta power for trials on which rat entered the high-probability arm 

and mid-probability arm, irrespective of reward outcome.  I-J. Example raw hippocampal LFP trace from 

three example rewarded (I) and three unrewarded (J)  trials; no systematic noise differences were apparent. 



70 

 

Accumbens LFP 

Previous studies have found that gamma power in the accumbens is modulated at various stages of action 

initiation, execution and outcome.  Increases in mid-gamma power have been found at the point of 

movement initiation (van der Meer & Redish, 2009), and during anticipation of a reward-instructive cue 

(Donnelly et al., 2014), while high-gamma power has been reported to increase as an animal approaches a 

reward location (van der Meer & Redish, 2009).  Following reward, there are conflicting reports of increases 

(van der Meer & Redish, 2009) and decreases (Berke, 2009) in mid-gamma power, as well as inconsistent 

reports of increases in high-gamma power (Berke, 2009; van der Meer et al., 2019).  These discrepancies 

might arise because the gamma response to task variables changes over the course of learning (van der 

Figure 3.12.  Trial-averaged LFP power recorded from accumbens probe.  A. Power at theta, beta, 

mid gamma and high gamma frequencies, averaged over all trials.  B-E. Trial-averaged power for rewarded 

and unrewarded trials; time bins where power is significantly different is indicated in black, calculated using 

rank-sum tests and corrected for multiple comparisons using the Benjamini-Hochberg method with a false 

discovery rate of 0.05.  F. As D, but calculated over trials in sessions 5-12.  G. As D, but calculated over 

rewarded trials at the high- and mid-probability arms in sessions 5-12. 
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Meer & Redish, 2009), or because the gamma response is very localised and depends on precisely where 

recordings are made, or because these oscillations arise non-locally and might reflect processing of other 

kinds of task-dependent information in cortex (Carmichael et al., 2017; Berke, 2009).  Alternatively, 

accumbens gamma oscillations might be something of a neural red herring, reflecting a default network 

state when the animal is at rest rather than information processing (Malhotra et al., 2015). 

In these results, mid-gamma power showed a small increase prior to exiting the central platform, perhaps 

reflecting movement initiation, and a larger increase after arrival at the reward location (fig. 3.12A).  This 

was reward-dependent, as it was higher on rewarded than unrewarded trials (fig. 3.12D, rank-sum tests).  

As accumbens has been found to respond to both reward and reward-prediction error, this reward-

responsive increase in mid gamma was probed further.  Following the logic that the rat had good 

approximate knowledge of reward probabilities at each arm in sessions 5 to 12, we can assume that RPE 

was greater following reward at the mid-probability arm than the high-probability arm in those sessions. 

Mid-gamma power appeared to be greater following reward than non-reward in sessions 5-12, consistent 

with other sessions, although with the smaller sample size of trials this difference fell below statistical 

significance (fig. 3.12F).  Dividing the rewarded trials into those at the high-probability and mid-probability 

arms (and discarding those at the low-probability arm) revealed that both levels of reward-prediction error 

elicited a similar magnitude of peak in mid-gamma power, but a non-significant tendency for the mid gamma 

increase to persist for 2-3 seconds longer following a greater reward-prediction error (fig. 3.12G).  The 

non-significance of this result cautions against over-interpretation, but it is more consistent with the 

proposal that gamma oscillations reflect reward processing than the suggestion of a default rest state or 

association with olfaction (Malhotra et al., 2015; Carmichael et al., 2017): the behavioural state (e.g. licking, 

resting) and olfactory input can be assumed not to differ between rewarded trials on the high- and mid-

probability arms. 

High-gamma power, meanwhile, showed some peaks around central platform exit and after arrival at the 

reward location, but little consistency in its power and scant evidence for the reported ramping increase 

towards reward (fig. 3.12A).  Theta power was highest following entry to the reward platform – during 

periods of exploration and vicarious trial-and-error seen in the cohort of rats in Chapter 2 – and upon exit 

from the reward platform, reflecting movement initiation, before decreasing as the rat approaches the 

reward location (fig. 3.12A-B).  Beta power showed some variability during reward-location approach but 

little consistent modulation (fig. 3.12A & C). 
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Figure 3.13.  Trial-averaged coherence between CA1 LFP and NAc LFP.  A. Coherence at theta, beta, 

mid gamma and high gamma frequencies, averaged over all trials.  B-E. Trial-averaged coherence for 

rewarded and unrewarded trials; time bins where power is significantly different is indicated in black, 

calculated using rank-sum tests and corrected for multiple comparisons using the Benjamini-Hochberg 

method with a false discovery rate of 0.05.  F. Trial-averaged coherence in the theta band between CA1 and 

8 NAc recording sites; colours correspond to the sites illustrated in G.  G. Recording sites on the NAc probe 

from where coherence was analysed, with theta coherence plotted from -1 to 1 second from arrival at reward 

location. 
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3.3.4 Hippocampus-accumbens LFP coherence 

The results presented so far show that there were responses in the LFP of both areas to task variables 

including locomotion (CA1 theta, CA1 high gamma), movement initiation (NAc theta), reward approach (CA1 

beta), and reward outcome (CA1 mid gamma & NAc mid gamma).  Results from other studies have found 

LFP synchronisation in the theta and beta bands associated with goal-directed navigation (Lansink et al., 

2016), through which the hippocampus is proposed to influence motor output. 

Here, coherence in neither theta nor beta bands showed a substantial increase throughout the trials (fig. 

3.13A), in keeping with the previous finding that uncued goal-directed navigation does not elicit such 

coherence (Lansink et al., 2016).  However, there was a decrease in theta coherence during the reward 

approach and after arrival at the reward location, in direct opposition to the previous finding of a “ramping” 

increase in theta coherence leading up to arrival at a reward location (van der Meer & Redish, 2011; fig. 

3.13A).  This could be due to anatomical variations in the density of hippocampal axonal targets in the 

accumbens (Voorn et al., 2004; Pennartz et al., 2011; Trouche et al., 2019), so LFP coherence was obtained 

between the same CA1 channel and 8 accumbens channels to compare, from the top and bottom of each 

shank (fig. 3.13G).  Theta coherence during reward approach was dependent on recording location, with 

ramping up apparent in the more dorsolateral area of recording (fig. 3.13F-G).  This was despite no such 

topological variation in trial-averaged theta power at the same accumbens channels (data not shown). 

Given the reward-related changes in gamma power in both brain areas, coherence in the mid-gamma and 

high-gamma ranges were also examined.  To my knowledge, hippocampal-accumbens coherence in the 

gamma range has not been reported in the literature, but there was a post-reward-outcome increase in this 

task in both mid-gamma coherence and high-gamma coherence (fig. 3.13A), and moreover this coherence 

was greater in rewarded trials than unrewarded. (fig. 3.13D-E). 

 

3.3.5 Sharp-wave ripples 

Sharp-wave ripples, transient bursts of high-frequency oscillations in the 120-250 Hz range, are a feature 

of hippocampal LFP commonly seen during periods of slow-wave sleep or wakeful rest, and strongly 

associated with replay events.  Having established so far that features of single-unit and local field activity 

in both CA1 and accumbens encode task-related information, to relate this to replay I investigated whether 

and when ripples occurred on the maze and how they modulated activity in both areas. 

During wake, ripples are thought to occur primarily after the hippocampus switches from an online state, 

dominated by incoming sensory information and encoding current spatial information, to an offline state  
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dominated by spontaneously generated activity when the animal is at rest, including during periods of 

grooming or feeding (Buzsáki, 2015).  Higher ripple rates have previously been found following reward than 

no-reward on a maze task (Singer & Frank, 2009; Ambrose et al., 2016; Sosa et al., 2019), purportedly 

Figure 3.14.  Sharp-wave ripples.  A. Top: ripple events from every trial, aligned to arrival at reward 

location, divided into rewarded and unrewarded trials.  Bottom: trial-averaged ripple rate in bins of 100ms 

for rewarded and unrewarded trials; black indicates significant differences, calculated using rank sum tests 

and corrected for multiple comparisons using the Benjamini-Hochberg method with a false discovery rate of 

0.05.  B-E. Comparison of ripple properties in the 1-10 seconds after arrival at the reward location.                      

* indicates significant difference at p < 0.05; *** indicates significant differences at p < 0.001; calculated 

using rank sum tests and Bonferroni-corrected.  F. Ripples occurring on rewarded trials at the high- and 

mid-probability arms, on sessions 5-12.  G. Number of ripples at 1-10 seconds on rewarded trials at the 

high- and mid-probability arms; ** indicates significant difference at p < 0.01, calculated using one-tailed 

paired t-test.  H. Regression of ripple rate at 1-10 seconds against estimated Q-value of action chosen on 

each trial.  I. Ripple rate 1-10 seconds after arrival plotted against the estimated reward-prediction error 

(RPE) for each trial.  Black line shows regression for all trials; blue lines show regression for trials with positive 

and negative RPE respectively; shaded areas represent confidence intervals.  J.  Regression of ripple rate 

at 1-10 seconds against RPE magnitude, i.e. absolute RPE.  K. Regression of ripple rate at 1-10 seconds 

against trial order, i.e. experience of the task. 
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promoting greater replay of rewarded than unrewarded information.  In agreement with these previous 

reports, the rate of ripples was very low prior to arrival at the reward location (during running), and 

increased sharply after arrival (fig. 3.14A).  The rate of ripples was higher following a rewarded outcome 

Figure 3.15.  Adjusted sharp-wave ripple rates.  A. Top: an example trial (unrewarded), showing 

hippocampal LFP filtered at theta frequency (6-10 Hz) around the time of arrival at reward location.  Blue 

line shows theta power envelope, which was reduced roughly 1-4 seconds after arrival.  Bottom: Theta 

power envelope from the same trial, normalised with reference to theta power over the whole TASK period.  

Ripple detection was restricted to periods where normalised theta power fell below 0.5 for at least 1 second; 

this non-theta epoch is indicated in yellow, lasting 2.2 seconds.  B. The proportion of time which fell outside 

of theta epochs (i.e. the proportion of time which was “eligible” for ripple detection), averaged over rewarded 

and unrewarded trials. Black bars indicate significant differences between rewarded and unrewarded trials 

(p<0.05, Benjamini-Hochberg corrected, false discovery rate 0.05).  C. Average time outside theta epochs 

in the 1-10 seconds after arrival at reward location.  D. Number of ripples per second outside theta epochs 

in the 1-10 seconds after arrival at reward location.  E-F. Correlation between time outside theta epochs on 

rewarded (E) and unrewarded(F) trials and number of ripples 1-10 seconds after arrival at reward location.  

G. As B, for rewarded trials at the high- and mid-probability arms.  H-I. As E-F for rewarded trials at the high- 

and mid-probability arms. 
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than an unrewarded outcome (fig. 3.14A-B), which might reflect a longer period of immobility while reward 

is consumed on rewarded trials, or increased excitability in the hippocampus in response to reward (or 

both).  In addition to ripples following reward being more numerous, they were also slightly longer in 

duration (fig. 3.14C) and reached a slightly higher peak frequency (fig. 3.14E), although these differences 

were very small, and reached a higher peak amplitude (fig. 3.14D).  Dopamine administration to CA1 has 

been found to increase the rate and amplitude of ripples in CA1 (Miyawaki et al., 2014), so these effects 

could reflect increased dopamine release in CA1 in response to reward compared to no-reward. 

This CA1 dopamine release would likely originate from the ventral tegmental area (VTA), whose 

dopaminergic axon terminals fire phasically in CA1 (Lisman & Grace, 2005), signalling a positive reward-

prediction error (Schultz & Dickinson, 2000).  If this is the case, more ripples (reflecting dopamine-triggered 

increases in CA1 excitation) should be seen in response to rewards that are more unexpected.  Following 

the logic that the rat had good approximate knowledge of reward probabilities at each arm in sessions 5 to 

12, we can assume that RPE was greater following reward at the mid-probability arm than the high-

probability arm on those sessions.  Accordingly, there were more ripples following reward at the mid-

probability arm than the high-probability arm (fig. 3.14F-G; one-tailed paired t-test, p = 0.0077).  This 

relationship was not robust, however, when the association was assessed more precisely: RPE was 

estimated according to Q-value estimates using methods outlined in Chapter 5.  Although ripple rate was 

significantly correlated with RPE overall (fig. 3.14H, Pearson’s correlation coefficient = 0.30, p = 4.6 x         

10-6), it was not correlated with either positive RPE (fig. 3.14H, p = 0.76), or overall RPE magnitude (fig. 

3.14I, p = 0.11).  This suggests that after controlling for reward outcome (reward or no-reward), there is 

no relationship between RPE and ripple rate.  However, there was a significant correlation between negative 

RPE and ripple rate (Pearson’s correlation coefficient = -0.29, p = 0.0015), which suggests that particularly 

surprising absence of reward, as well as presence of reward, increases ripple rate.  The overall picture of 

how ripple rates are influenced by reward and reward-prediction error, therefore, is inconsistent. 

To resolve some of this ambiguity, the effect of immobility on detected ripple rate was controlled for.  Sharp-

wave ripples are produced in the hippocampus when theta power is low (Buzsáki et al., 1983), so by default 

ripples during TASK were included only if they occurred outside theta epochs (see 3.2.5 Methods for details 

of ripple detection).  Theta power therefore not only serves as a proxy for behavioural state, but also 

restricts by definition how many ripples could pass the criteria for inclusion: the example unrewarded trial 

in fig. 3.15A shows a short decrease in theta power upon reaching the reward location before it increases 

again; correspondingly, there was a period (shown in orange) of just 2.2 seconds in which theta power fell 

low enough for ripples to take place by definition.  This means just 24.4% of the total time from 1 to 10 

seconds after arrival at the reward location in the example trial was “eligible” for ripples.  Across all trials, 

there was significantly more eligible low-theta time following reward than no-reward (fig. 3.15B-C; rank-

sum test, p = 1.3 x 10-10, Bonferroni-corrected), and the number of ripples was consequently correlated 

with the amount of time outside theta epochs (fig. 3.15E-F.  Rewarded: Pearson’s correlation coefficient = 
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0.58, p < 0.0001.  Unrewarded: Pearson’s correlation coefficient = 0.70, p < 0.0001).  To control for this, 

the ripple rate in fig. 3.14B was adjusted to reflect ripples per eligible low-theta time, not total ripple 

numbers.  The ripple rate was still higher on rewarded than unrewarded trials (fig. 3.15D; rank-sum test, p 

= 0.0022, Bonferroni-corrected), consistent with the results for non-adjusted ripple rate (fig. 3.14B).  The 

same adjustment was made for ripple rate following reward on high- and mid-probability arms; no 

significant differences were found between them in eligible low-theta time (fig. 3.15G-H) or adjusted ripple 

rate (fig. 3.15I).  Taken together, these results are consistent with prior findings in the literature that ripple 

rate scales with reward and not reward-prediction error (Singer & Frank, 2009; Ambrose et al., 2016; Sosa 

et al., 2019). 

 

3.3.6 Modulation of single-unit firing rates by sharp-wave ripples 

During a sharp-wave ripple, a substantial minority of hippocampal cells increase their firing rate.  The 

recruitment of cells during ripples often reflects ensembles that are co-active during behaviour: most 

notably, sequences of place cell spikes that encode recent trajectories occur again, compressed in time, 

during ripples.  Over many ripples, the effect is that some cells show modulation of their firing rates around 

the time of ripple events, and because of the link to replay, cells which are ripple-modulated may encode 

the replayed information during behaviour.  Moreover, an association has been found between cells which 

encode an aspect of a trial (e.g. place cells active during a run) and reactivation during ripples immediately 

after the event, for example after receipt of a reward (Singer & Frank, 2009), so the activity of cells during 

ripples which occur during or at the end of a trial may hold clues to what is being replayed.  This is 

particularly useful if reward, or high reward-prediction error, induces dopamine release in CA1, as it may 

modulate the plasticity at active synapses during this period. 

During ripples, replay events are observed not only in the hippocampus but in a range of other cortical and 

subcortical areas, including the nucleus accumbens.  A substantial fraction of accumbens cells are also 

reported to be modulated by hippocampal ripples (Pennartz et al., 2004; Sosa et al., 2019).  This is 

purported to be the mechanism by which hippocampal replay is “broadcast” to the accumbens for relevant 

information-encoding cells to be recruited into the replay event; consistent with this idea is the finding that 

hippocampal cells encoding place information and accumbens cells encoding reward information are 

reactivated concurrently during ripples (Lansink et al., 2009; Sjulson et al., 2018). 

The results here corroborate the finding that a substantial fraction of cells in both areas are modulated by 

hippocampal ripples, during the TASK period as well as PRE- and POST-task rest periods (fig. 316A-B).  

Specifically 90.0% of CA1 cells and 84.0% of accumbens cells were significant activated and/or suppressed 

during ripples during at least one of these period (Table 3.1). 
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CA1 cells whose firing rates were positively modulated by ripples during TASK had a higher firing rate than 

other CA1 cells (fig. 3.16C; rank-sum test, p = 1.4 x 10-14) and a marginally lower theta modulation index 

(fig. 3.16F; paired t-test, t = 2.8, p = 0.019; all Bonferroni-corrected).  This difference in theta modulation 

suggest that accumbens cells which were ripple-modulated during TASK might engage more during the 

run, or  

show greater connectivity with CA1 during the run, when theta coherence between hippocampus and 

accumbens was at its highest (fig. 3.11F). 

To examine when these cells were active on the maze, trial-averaged firing rates were obtained and 

compared for subsets of cells defined by their ripple-modulation during TASK.  CA1 cells which were 

positively ripple-modulated showed an increase in firing rate around the time of exit from the central 

platform (fig. 3.16G), peaking on the central platform around the time of movement initiation.  CA1 cells 

which were not ripple-modulated showed a steadier firing rate throughout.  The biggest modulation in firing 

rate was observed in negatively modulated cells, which showed a steady decrease in firing rate until arrival 

at the reward location, at which point it rebounded.  The association between modulation by ripples and 

firing throughout the task suggests that cells which carry spatial information about the trajectory (which 

increase their firing rate between the times of central platform exit and reward location arrival) are 

preferentially recruited to ripples during TASK, while those which do not carry spatial information about the 

trajectory (which show a persistent decrease in firing throughout locomotion) are suppressed during 

ripples.  This, in turn, is indicative of replay of task-relevant activity in the hippocampus. 

In contrast to CA1, ripple-modulation of accumbens cells had a much looser association with firing during 

the trial.  All subsets of accumbens cells showed increases in firing rate between the point of exit from the 

central platform and arrival at the reward location (fig. 3.16H).  There was some tendency for positively 

modulated cells to peak earlier, immediately after central platform exit, and unmodulated cells to peak later,  

 CA1 Accumbens 

 Positively 

modulated 

Negatively 

modulated 

Unmodulated Positively 

modulated 

Negatively 

modulated 

Unmodulated 

PRE 69.8% 13.7% 16.5% 45.8% 17.8% 36.4% 

TASK 56.5% 12.6% 30.9% 32.0% 18.7% 49.3% 

POST 69.5% 14.0% 16.5% 38.2% 25.3% 36.4% 

Any 79.8% 24.2% 36.7% 66.2% 39.6% 68.4% 

Table 3.1.  Ripple-modulation of firing rates.  Proportion of cells in CA1 and NAc which were significantly 

modulated by ripples during the TASK period and PRE- and POST-task rest, for sessions 1-17. 
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Figure 3.16.  Firing properties of ripple-modulated cells.  A. Ripple-triggered spiking of a ripple-

modulated CA1 cell (left) and a ripple-modulated NAc cell (right).  B. Proportion of CA1 cells (left) and NAc 

cells (right) which were positively modulated by ripples during PRE (top), TASK (middle row) and POST 

(bottom).  C. Mean firing rate of positively modulated CA1 cells and negatively or unmodulated CA1 cells.  

D. Mean firing rate of positively modulated NAc cells and negatively or unmodulated NAc cells.                           

E. Distribution of theta modulation indices (TMI) for positively ripple-modulated and unmodulated CA1 cells.  

F. Distribution of theta modulation indices (TMI) for positively ripple-modulated and unmodulated NAc cells.  

G. Trial-averaged z-scored firing rates of positively ripple-modulated and unmodulated CA1 cells; black 

indicates significant differences.  H. Trial-averaged z-scored firing rates of positively ripple-modulated and 

unmodulated NAc cells; no significant differences. 
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upon reward location arrival, but this trend was dwarfed by the much stronger pattern of overall firing rate 

increases during locomotion.  This suggests that cells which encode spatial information along the trajectory 

from central platform to reward location show only a slight preference in firing around the time of ripples 

during TASK. 

Ripples during a task have been shown to impact spatial learning (Jadhav et al., 2012), and to bias their 

content towards trajectories which include an animal’s current location (Ólafsdóttir et al., 2017), especially 

following rewarded trials (Singer & Frank, 2009).  So to further examine what activity might be encoded 

during ripples immediately following reward outcome, positively modulated cells were divided on each trial 

into those which fired a spike during at least one ripple and those which did not.  A higher firing rate during 

the trial amongst cells which subsequently took part in ripples would indicate replay of the trajectory just 

taken; cells which were not positively modulated by ripples (and which therefore would be less likely to 

take part in ripples) were excluded, and spikes which occurred during ripples were also excluded as these 

would, by definition, only occur for the ripple-active group.  In CA1 there was no difference: both subgroups 

showed an increase in firing which peaked prior to central platform exit, and subsequent participation in 

ripples was not associated with any firing rate differences (fig. 3.17A).  In accumbens, the pattern was very 

Figure 3.17.  Firing rates of positively ripple-modulated cells.  A. Trial-averaged z-scored firing rates 

of positively ripple-modulated CA1 cells, divided for each trial into cells that fired at least one spike during a 

ripple following arrival at reward location, and cells that did not; no significant differences.  B. Trial-averaged 

z-scored firing rates of positively ripple-modulated NAc cells, divided for each trial into cells that fired at least 

one spike during a ripple following arrival at reward location, and cells that did not; black indicates significant 

differences. 
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similar, although a low count of trials on which positively modulated cells took part in ripples (n = 173, 

compared to n = 1866 non-ripple-active) resulted in more inconsistent average firing (fig. 3.17B). 

Finally, an additional consideration is the influence of reward outcome on which cells participate in 

subsequent ripples.  Previous studies have found that place cells active during a trial are more likely to be 

reactivated during ripples at the end of a trial following a reward than no-reward (Singer & Frank, 2009) 

and more ripples occurred following a rewarded outcome than an unrewarded one (fig. 3.15D).  Was there 

a corresponding association between firing during a trial and participation in reward-associated ripples 

compared to no-reward-associated ripples?  Positively-ripple-modulated cells were restricted to those 

which took part in ripples during a given trial, and rewarded trials were compared with unrewarded trials.  

In accumbens, there was no evidence of reward-selectivity, notwithstanding low trial counts (fig. 3.18B).  

In CA1, a similar peak was observed prior to central platform exit, but there was a slight tendency towards 

increased firing at the reward location on unrewarded trials (fig. 3.18A).  This suggests that reward did not 

substantially bias ripple activity towards the trajectory just taken, or a particular timepoint of the trial, 

compared to no-reward. 

Figure 3.18.  Firing rates of ripple-active cells.  A. Trial-averaged z-scored firing rates of positively ripple-

modulated CA1 cells which fired during a ripple, shown for trials divided into rewarded and unrewarded; 

black indicates significant difference.  B. Trial-averaged z-scored firing rates of positively ripple-modulated 

NAc cells which fired during a ripple, shown for trials divided into rewarded and unrewarded; no significant 

differences. 
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Taken together, these results show that CA1 and accumbens cells were both modulated by hippocampal 

ripples, and their participation in ripples during the task was associated with firing at different timepoints 

during behaviour.  As ripples are associated with replay events, a dynamic interaction between task 

encoding and ripple participation would suggest that replay is directed towards information that is 

systematically processed by these brain areas at different time points: biased replay.  Specifically, cells 

which increased their firing during TASK ripples also selectively increased their firing rate during the 

trajectory from central platform to reward location (as well as slightly prior to central platform exit, perhaps 

reflecting the moment of choice). 
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3.4. Discussion 

Varying cell types, structures, network architectures, neuromodulation and efferent connections make 

different brain areas suited for distinct kinds of information processing (Sterling & Laughlin, 2015).  As a 

result, different brain areas are involved in diverse aspects of cognition, requiring integration and 

synchronisation between them to successfully solve cognitive-behavioural problems.  Dorsal CA1 and the 

nucleus accumbens have previously been found to encode spatial information and aspects of reward and 

uncertainty, respectively, which are both crucial components to learning the task central to this thesis. 

These results show that activity in both brain areas is associated with the demands of choosing between 

navigation options, running towards them, and assessing the rewarding or unrewarding outcome.  In the 

hippocampus, theta, beta and high-gamma activity increased during the trajectory towards reward location, 

and mid-gamma afterwards.  In accumbens there were corresponding increases in theta and mid-gamma 

activity.  And LFP in the two areas showed synchrony in the theta band during trajectory and mid- and high- 

gamma bands afterwards, indicating that both areas organise their firing during these phases of the task, 

and communicate information between them.   

Sharp-wave ripples, widely associated with replay, memory consolidation and reinforcement learning, 

occurred after the arrival at the reward location.  They occurred at a higher rate following reward, offering 

a possible mechanism for plasticity during the task by which actions might be reinforced, although evidence 

was weak for ripple rates increasing following high compared to low reward-prediction error.  Accordingly, 

a large fraction of cells showed firing rate modulation in response to ripples, not only during POST but 

during TASK as well.  The majority of CA1 cells are known to be modulated by hippocampal ripples as 

excitation spreads throughout the subregion, but the modulation of accumbens cells is more noteworthy 

because the LFP ripple events themselves are restricted to hippocampus: accumbens ripple-modulation 

implies functional connectivity between hippocampal cells and accumbens cells.  Accumbens cells which 

were positively modulated by ripples had greater theta modulation (further indicative of their entrainment 

to hippocampal activity) and a significant peak in firing around the time of central platform entry, coincident 

with a peak in hippocampal firing.  These results open up the possibility of coordinated activity between 

CA1 and accumbens on this task which is involved in predicting and evaluating action choices, action 

selection, and movement initiation towards a goal.  These possibilities are further explored in subsequent 

chapters. 

Technical problems during this PhD project resulted in a dataset of just one rat with dual-site recordings, 

which is an unfortunately small sample size and makes it difficult to draw statistically robust conclusions.  

In addition, a low trial count in each session restricts analyses of, for example, the correlates of accumbens 

single-unit firing with different combinations of reward location, expectancy, outcome, and prediction error.  
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Nevertheless, there was a good unit yield and clear time-varying activity which would allow analysis of how 

activity during behaviour gets replayed during rest and sleep (Chapter 6), to confirm computational 

hypotheses and predictions about how offline activity can enhance learning from probabilistic rewards 

(Chapters 4-5). 

The involvement of the striatum, in particular, has been the subject of much investigation as a neural 

implementor of reinforcement learning algorithms which might govern learning in rats, humans and other 

species (Schönberg et al., 2007; McDannald et al., 2011; Jocham et al., 2011; O’Doherty et al., 2004; van 

der Meer & Redish, 2010; Li & Daw, 2011; Kim et al., 2009; Ito & Doya, 2011).  Computational theory and 

modelling can reveal the principles that underlie behaviour and suggest the functional significance of neural 

observations; this is explored in Chapter 4. 
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Chapter 4: Simulations of 

reinforcement learning task 

 

 

4.1. Introduction 

The vicarious trial-and-error (VTE) behaviour observed in Chapter 2 has received speculation for decades 

about what it might reveal about animal cognition and mental representations of the world.  Tolman (1948) 

suggested that VTE may emerge from a cognitive map of the environment, from which rats sequentially 

generate simulated actions and predict their outcomes as a way to evaluate their options, a theme which 

has persisted through research in machine learning.  A number of algorithms have been developed which 

are commonly categorised as model-based, creating a model or representation of the world from which 

simulations can be generated in a style similar to what Tolman (1948) proposed, or model-free, based on 

simpler and more habitual associations between states or events in the world and corresponding actions.  

Much of this work in machine learning has proved prophetic for the fields of decision-making and 

reinforcement learning in animals: the resemblance of phasic dopamine signals to reward-prediction errors 

is a notable example (Schultz, 1998), but suggestions of replay as a means of speeding up learning pre-

dated the discovery of replay in rats (Lin, 1992).  Reverse replay, too, was hypothesised as a form of credit 

assignment before being reported in animals (Cichosz, 1999).  The machine learning field therefore has 

merit for suggesting hypotheses and functions of how replay operates in animals. 

Amongst other proposed functions, hippocampal replay has been suggested to aid reinforcement learning, 

strengthening the associations between states (usually spatial locations or conditioned cues), actions (for 

example, movement towards another location or a lever press) and outcomes (food reward, electric 

shock).  If these elements are encoded by disparate parts of the brain, offline strengthening of the synapses 

between them may serve to promote the correct or adaptive behavioural response to the stimulus or 
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context.  The known spatial tuning of hippocampal cells and the reward-responsiveness of accumbens cells 

(Chapter 3), as well as the observed coordination of activity between them during post-learning rest and 

sleep (Lansink et al., 2008; Lansink et al., 2009; Sjulson et al., 2018) make these areas obvious candidates 

for a neural implementation of reinforcement learning online and offline. 

 

4.1.1 Model-free and model-based reinforcement learning 

One important consideration is whether the probabilistic task presented in Chapter 2 requires model-free or 

model-based reinforcement learning.  Model-free learning, in particular learning based on temporal-

difference (TD) updates, has a long history of use in psychology and neuroscience for modelling both 

behaviour and neural activity.  TD learning is driven by the difference between the estimated future 

discounted value of a state, action or state-action pair and its observed value, known as reward-prediction 

error, which closely resembles the responses of dopaminergic midbrain cells.  They fire in response to 

unexpected reward, but after classical conditioning shift their response to a reward-predictive cue and 

eventually show no response to a predicted reward; instead, firing pauses in response to the unexpected 

omission of reward (Schultz, 1998).  This theory of the function of dopaminergic cells in the ventral 

tegmental area (VTA) has been useful in describing many aspects of function of the dopaminergic system.  

Although some discrepancies have been noted between the predictions of TD learning and the observed 

responses of dopaminergic VTA cells (Redgrave & Gurney, 2006; Gershman & Schoenbaum, 2017) which 

suggest that VTA is capable of responding to prediction errors more generally, dopamine release (Day et 

al., 2007) and BOLD responses in the wider dopaminergic system which receive projections from VTA are 

often consistent with predictions made by model-free  reinforcement learning algorithms.  Activation of the 

nucleus accumbens increases in anticipation of reward and in proportion to reward-prediction error 

(Knutson et al., 2001), showing greater activation in response to unpredictable than predictable reward 

(Berns et al., 2001), although other studies have attributed this activation to nearby ventral putamen 

(O’Doherty et al., 2003) or observed the opposite pattern of increased and decreased activation (Pagnoni et 

al., 2002). 

Amongst other extensions of TD learning, the actor/critic framework has been suggested as a possible 

description of the basal ganglia network (Joel et al., 2002; Sutton & Barto, 1998).  In this paradigm, a critic 

learns to predict rewards and instructs an actor which learns policies for acting in response to states or 

stimuli, functions which have been ascribed to ventral and dorsal striatum, respectively (O’Doherty et al., 

2004; Bornstein & Daw, 2011).  As well as correlating with patterns of BOLD activation (O’Doherty et al., 

2004; Knutson et al., 2005; Preuschoff et al., 2006), the actor/critic framework is also consistent with lesion 

studies implicating dorsal striatum in motor control (Burton et al., 2015), and findings that ventral striatal 

activity correlates better with reward prediction or value prediction than reward-prediction error (Vendrell-
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Llopis et al., 2019; Pagnoni et al., 2002; Bissonnette et al., 2013), and perhaps enabling it to convey reward 

predictions to the VTA to enable the latter to compute reward-prediction errors (Takahashi et al., 2016).  A 

“spiralling” anatomical organisation of connectivity from ventromedial to dorsolateral striatum is also 

consistent with the principle of the (ventromedial) accumbens conveying a critic signal to the dorsal striatum 

(Haber et al., 2000; Khamassi & Humphries, 2012). 

In more complex environments, learning the value of actions or the association between states and actions 

is not sufficient for optimal behaviour: transitions between states must also be taken into account, and 

evidence from devaluation sensitivity and latent learning behaviours suggest that animals do exhibit this 

kind of cognition (Daw et al., 2005).  This is the basis for model-based learning, and appears to evolve in 

parallel with model-free learning (Yin et al., 2004) to allow flexible responses to task demands.  Using this 

paradigm, the value of an action must take into consideration the likelihood of possible future states, often 

requiring a computationally costly decision tree to fully predict likely outcomes, but allowing more 

behavioural flexibility.  Inasmuch as VTE can be said to reflect model-based decision-making, the accumbens 

shows participation in VTE prior to the point of action selection (Stott & Redish, 2014), hinting at an 

involvement in evaluating outcomes.  The accumbens is particularly involved in behaviours requiring 

flexibility over habitual responses (Nicola, 2010), indicative of model-based learning, and has been 

suggested to encode rewards associated with particular locations to enable such model-based evaluations 

(Bornstein & Daw, 2011), perhaps relying on the accumbens shell for model-based learning and core for 

model-free learning (Bornstein & Daw, 2011).  Alternatively, suggestions have been put forward that ventral 

and dorsal striatum mediate model-based and model-free learning respectively, or that model-based and 

model-free processes take place in dorsomedial and dorsolateral striatum respectively (Bornstein & Daw, 

2011).  The convergence of these assorted hypothesised maps of reinforcement learning might lie in a 

gradient from ventromedial striatum (accumbens shell) encoding value through accumbens core and 

dorsomedial striatum to dorsolateral striatum encoding habits, reflecting a functional axis of connectivity 

with other brain regions which allows parallel encoding of several reinforcement learning processes at once 

(Burton et al., 2015). 

Although evidence suggests that model-free and model-based learning systems are both present in animals, 

they appear to recruit overlapping neural circuits and produce similar behaviour except in carefully 

constructed experiments (van der Meer & Redish, 2011; Daw et al., 2011), which raises the question of 

how distinct the processes really are.  One suggestion, the dual actor/critic framework, suggests that both 

the ventral critic and the dorsal actor can be subdivided into model-free and model-based components 

(Bornstein & Daw, 2011; Khamassi & Humphries, 2012; Colas et al., 2017).  But firing in the VTA can reflect 

model-based reward-prediction errors as well as model-free (Sadacca et al., 2016), contrary to its proposed 

role in most proposed neural mechanisms for reinforcement learning.  Instead, behavioural outputs might 

depend on a hybrid of both signals (Gläscher et al., 2010; Daw et al., 2011).  Moreover, the difference 

between model-free and model-based learning can be bridged by using model-free learning processes to 
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update a model-based representation of the world: offline replay has been proposed as a way to achieve 

this (van Seijen & Sutton, 2015). 

Dyna algorithms (Sutton & Barto, 1998) are an extension of model-free learning, but create a hybrid between 

the two taxonomies.  They maintain a model of the transitions between actions and states, but rather than 

computing the expected cumulative future reward over multiple successive actions, the value of each state 

or action is cached by back-propagating values from a reward location to each predecessor, effectively 

deriving long-term values iteratively and storing them in a simple lookup table to allow fast action selection.  

Updating values for each state or action involves much simpler, model-free processes, but performing them 

in sequence allows the whole cognitive map to be updated at a smaller computational cost (Sutton & Barto, 

1998; Russek et al., 2017).  This has been conceptually linked to the observation of reverse replay which is 

observed at a particularly high rate immediately following reward: the suggestion is that reverse replay might 

serve as a form of credit assignment to propagate the newly observed value of the animal’s current state 

backwards to previous place fields (Johnson & Redish, 2005; Mattar & Daw, 2018).  A related idea is 

successor representation (Gershman et al., 2012), in which the expected future occupancy of spatial states 

is represented, and values are propagated through the cognitive map from one state to its successor 

according to the expected future occupancy: this serves effectively as a more efficient form of tree search 

through future possibilities.  The combination of these methods – successor-representation-Dyna, or SR-

Dyna – has been shown to achieve learning behaviours that model-free algorithms fail to replicate, including 

latent learning and reward revaluation (Russek et al., 2017). 

The observation that disrupting sharp-wave ripples (and therefore replay) during awake behaviour disrupts 

learning can be taken as evidence that awake replay serves to propagate reward information through the 

cognitive map (Jadhav et al., 2012).  Many other observations about how awake replay interacts with the 

cognitive demands of learning have been replicated using a framework in which experiences are prioritised 

for replay by a balance between the likelihood that an experience will be encountered again in the near 

future, and its usefulness for updating existing information (determined by reward-prediction errors; Mattar 

& Daw, 2018).  These theories offer hypotheses for how replay might support reinforcement learning on 

spatial tasks. 

 

4.1.2 Replay in machine learning 

Efforts in machine learning have attempted to replicate, or take inspiration from, biological replay to make 

learning more efficient in various artificial applications, including for robotics (Adam et al., 2012) and game-

playing (Wang et al., 2016).  In theory, storing experiences in a memory buffer and sampling from them 

offline can make more efficient use of limited experience, improving the sample efficiency to speed up 
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learning with respect to the amount of online learning required (Kalyanakrishnan & Stone, 2007), but in 

practice machine learning research has found that the computational costs of storing experiences, 

calculating which ones to sample, and performing the offline updates can outweigh the costs of simply 

sampling more from the environment (van Seijen & Sutton, 2013; Liu & Zou, 2018).  Replay is therefore 

most useful if exposure to the environment is limited but time is abundant, which is usually the case for 

animals which spend some limited time foraging and a lot of time resting: it may be more beneficial to rest 

and replay experiences from memory than continue foraging to gain more real-world experience (especially 

when foraging risks injury, predator attacks and other dangers).  Additionally, there are certain advantages 

to interleaving new and old, or ongoing and recent, experiences: in machine learning this is described as 

breaking temporal correlations (Mnih et al., 2013, 2015; Schaul et al., 2016) but in cognitive science it can 

be thought of as generalising between episodes for acquiring latent knowledge (Kumaran et al., 2016). 

Often, experience replay in machine learning samples uniformly from the memory buffer (Mnih et al., 2015; 

Tessler et al., 2016), but more can be achieved by biasing replay in adaptive ways.  For example, flexible 

learning can be achieved by biasing replay which allows the statistics of the perceived environment to be 

skewed to match the agent’s goals: virtually experiencing reward locations allows more to be learned from 

goal locations (Lin, 1992; Kumaran et al., 2016).  Replaying successful, i.e. rewarded, information can 

selectively reinforce actions which are beneficial (Narasimhan et al., 2015; Isele & Cosgun, 2018), but this 

is applicable only for situations with deterministic rewards where there is a straightforward relationship 

between “good” actions and beneficial outcomes.  Using reward-prediction errors to prioritise which 

experiences are replayed can increase learning speed further in a range of tasks which involve sparse but 

generally deterministic rewards (Moore & Atkeson, 1993; Schaul et al., 2015; van Seijen & Sutton, 2013), 

but taken to an extreme it can lead to catastrophic forgetting of known, unsurprising information (Isele & 

Gosgun, 2018).  Further possibilities are that more uncertain experiences may be played more (to reduce 

uncertainty), or rarer experiences may be replayed more (to counteract the lack of real-word experience), 

if the experiences in question may be motivationally relevant (Isele & Cosgun, 2018). 

These studies demonstrate that the costs and benefits of different replay policies are task-dependent, and 

research examining replay for learning from stochastic rewards are lacking, in both the neurophysiological 

and machine learning fields.  To test how replay might affect learning in the probabilistic maze task, 

simulations of the task were run with a reinforcement learning algorithm, and various policies for replay 

were applied to observe the effect on speed and accuracy of learning.  A replay policy which enhances 

learning in the simulation might also be implemented by rats performing the same task, so this is instructive 

for forming hypotheses about biological replay. 

In order to test ideas about replay, an appropriate reinforcement learning algorithm was first considered.  

Q-learning (described below) was selected because of its simplicity and broad applicability to many 
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reinforcement learning scenarios, and because of previous work which has found Q-learning-like neural 

correlates (Ito & Doya, 2009) and similarities to hippocampal replay (Aubin et al., 2018). 

 

4.1.3 Q-learning 

Q-learning is a common temporal-difference-based learning algorithm for Markov decision processes.  In 

Q-learning, an agent selects actions in its environment and observes the outcome, recording at each time 

step 𝑡 its starting state 𝑠𝑡 , selected action 𝑎𝑡 , resulting reward 𝑟𝑡 , and resulting state 𝑠𝑡+1.  In a maze task, 

states may correspond to locations in the environment, and/or cues that indicate task-relevant information 

such as where a reward might be found, and actions may be moves in a particular direction.  The agent’s 

goal is to build up estimates of Q-values for every state (or for every state-action pair) corresponding to the 

future discounted expected reward, which is the temporal difference between the current state and the 

reward state.  These Q-value estimates can then be used to guide actions to maximise reward.  In the first 

instance actions are selected randomly, but at each time step the Q-value for the state-action pair observed 

can be updated: 

𝑄(𝑠𝑡 , 𝑎𝑡) ← (1 − 𝛼) ∙ 𝑄(𝑠𝑡 , 𝑎𝑡) + 𝛼(𝑟𝑡 ∙ 𝛾 ∙ max 𝑄(𝑠𝑡+1, 𝑎)) 

where 𝛼 ∈ (0,1) is a learning rate parameter which determines the degree to which new information 

overrides old information, and 𝛾 ∈ (0,1) is a discount parameter which determines the importance of long-

term gains.  Q-learning has been used to model biological maze learning, and has been proposed as a model 

for cortico-striatal plasticity.  Reward-prediction errors, the difference between expected reward and actual 

reward which drives the update of Q-values, resembles quite closely the dopaminergic input of VTA to 

striatum, and the fact that dopamine drives cortico-synaptic plasticity in the striatum is further evidence for 

the suitability of Q-learning as a model of mammalian maze learning.  Watkins & Dayan (1992) showed that 

Q-learning converges to the optimum action-values, provided that the agent is given sufficient experience 

of all state-action pairs.  Q-learning is particularly useful for sequential learning in environments where 

rewards are sparse: this is the case if a maze environment is divided into many states, which can represent 

place fields, such that the agent must pass through many place fields to reach a reward location.  For this 

Chapter, however, a simpler construction of the task was considered, in which a state covers a whole arm 

of the maze, and therefore every state may elicit a reward. Q-learning was combined with replay following 

each online experience: for every trial Q-values were updated and the experience’s tuple {𝑠, 𝑎, 𝑟, 𝑠 ′} was 

added to a memory buffer, and 𝑘 samples were selected from the memory buffer (usually at random) and 

used to further update Q-values.  This has the effect of learning from several trials per actual trial of 

experience.  Updating Q-values based on both online and offline experience has been shown to speed up 

learning, compared to traditional online Q-learning alone (Sutton, 1990).  



93 

 

4.1.4 Aims of this chapter 

1. To determine whether Q-learning is capable of solving the stochastic reinforcement learning 

problem presented in Chapters 2 and 3  

2. To qualitatively assess the suitability of Q-learning for modelling the behaviour presented in  

Chapter 2  
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4.2. Methods 

Q-learning.  A Q-learning algorithm was trained on simulations of the task.  The environment was defined 

by three states, 𝑠 = {1,2,3}, and three actions, 𝑎 = {1,2,3}, which corresponded to the arms of the maze.  

The state was the arm visited on the previous trial, such that for trial 𝑡, 𝑠𝑡 = 𝑎𝑡−1.  𝑠1 was set arbitrarily to 

1.  Rewards 𝑟𝑡 = {0,1} were delivered probabilistically as described in the Results. 

Q-values 𝑄(𝑠𝑖 , 𝑎𝑖) were maintained for all 9 state-action pairs, initialised to a negligible value above 0 (no 

expected value; negligible value added to prevent computation errors) and updated on each trial 𝑡 according 

to the trial’s tuple {𝑠𝑡 , 𝑎𝑡 , 𝑟𝑡 , 𝑠′
𝑡} : 

𝑄(𝑠𝑡 , 𝑎𝑡) ← (1 − 𝛼) ∙ 𝑄(𝑠𝑡 , 𝑎𝑡) + 𝛼(𝑟𝑡 + 𝛾 ∙ max 𝑄(𝑠𝑡+1, 𝑎)) 

Values of parameters 𝛼 and 𝛾 are described in the Results.  Except where otherwise stated, the same 

simulation was run 1,000 times and averaged to overcome randomness in rewards and action selection. 

Action selection.  Actions were selected probabilistically according to: 

𝑝𝑠,𝑎𝑖
= (

𝑄(𝑠, 𝑎𝑖)

∑ 𝑄(𝑠, 𝑎𝑖)
3
𝑖=1

+
𝜀

3
)(1 + 𝜀)−1 

When 𝜀 = 0, action probabilities are directly proportional to Q-values; with increasing values of ε the action 

probabilities become more equalised and therefore closer to random action selection.  Example action 

probabilities are illustrated for a set of Q-values [0.1, 0.4, 0.6] with different values of 𝜀 (fig. 4.1). 

Figure 4.1.  Action probabilities.  Action probabilities for a set of Q-values [0.1, 0.4, 0.6] corresponding 

to three available actions in a given state.  Five sets of action probabilities calculated with different values of 

𝜀 are shown. 
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Replay.  In simulations which incorporated replay, the tuple for every trial was stored in a memory buffer.  

After every 50th online trial, a number of samples as described in the Results were selected for replay.  

Samples were chosen probabilistically according to different replay policies (described below), and current 

Q-values were updated with the sampled tuple. 

Pure random replay policy.  All trials experienced 𝑛𝑡 up to the current trial 𝑡 were selected with probability 

𝑝𝑖 =
1

𝑛𝑡
. 

Recency-biased replay.  Trials were sorted according to their recency, 𝑖, and were selected according to a 

specified recency parameter 𝜑, with probability 𝑝𝑖 = 𝑖𝜑. 

Rewarded-only replay.  The subset of trials experienced which were not rewarded were discarded, and the 

remaining (rewarded) trials were selected according to the same specified recency parameter 𝜑, with 

probability 𝑝𝑖 = 𝑖𝜑. 

RPE-biased replay.  For every trial, the reward-prediction error rpe𝑡was calculated as 

rpe𝑡 = (1 − 𝛼) ∙ 𝑄(𝑠𝑡 , 𝑎𝑡) + 𝛼(𝑟𝑡 + 𝛾 ∙ max 𝑄(𝑠𝑡+1, 𝑎)) −  𝑄(𝑠𝑡 , 𝑎𝑡) 

i.e. the difference between the updated Q-value and the old Q-value.  At the point of replay, all trials 

experienced up to the current trial were ranked according to the magnitude of their RPE, and were selected 

with probability 𝑝𝑖 = 𝑖𝜑. 

Rewarded-state-action-pair replay.  First the state-action pair 𝑠, 𝑎 to be sampled from was chosen 

probabilistically according to its Q-value, 𝑃(𝑠, 𝑎𝑖) =  (
𝑄(𝑠,𝑎𝑖)

∑ 𝑄(𝑠,𝑎𝑖)3
𝑖=1

+
𝜀

3
)(1 + 𝜀)−1.  The subset of trials 

experienced of the chosen state-action pair were then sorted according to their recency, 𝑖, and were selected 

according to a specified recency parameter φ, with probability 𝑝𝑖 = 𝑖𝜑. 

RPE state-action-pair replay.  For each state-action pair 𝑠, 𝑎, a weighted absolute sum wrpe𝑠,𝑎 was 

calculated of the RPE of all trials experienced of this pair, with trials weighted by their recency 𝑖 raised to 

the power of the recency factor 𝜑: 

wrpe𝑠,𝑎 = |∑ rpe𝑖 ∙ 𝑖𝜑

𝑛

𝑖=1

| 
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One state-action pair was then chosen for replay according to the probability 𝑃𝑠,𝑎 =
wrpe𝑠,𝑎

∑ ∑ wrpe𝑠,𝑎
3
𝑎=1

3
𝑠=1

, and 

from this state-action pair the subset of trials experienced of it were sorted according to their recency, 𝑖, 

and were selected according to a specified recency parameter 𝜑, with probability 𝑝𝑖 = 𝑖𝜑 . 
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4.3. Results 

Before examining the effect of different replay policies with Q-learning, a baseline performance was 

established and examined for Q-learning with no replay. 

4.3.1. Q-learning in a stationary environment 

First, a Q-learning algorithm was trained to navigate the three-armed maze with static reward probabilities 

of [0.75, 0.5, 0.25].  Initially, the parameter values were chosen as 𝛼 =  0.1, 𝛾 =  0.01, 𝜀 =  0.3.  An 

example run of 100 trials is shown (fig. 4.2A), over which the Q-learning agent obtained 56 rewards (fig. 

4.2B), substantially more than the 33 rewards expected by chance.  This was achieved by performing optimal 

actions at a higher rate than chance (fig. 4.2B), i.e. alternating between the high- and mid-probability arms.  

The Q-values for state-action pairs which drove the action selection (fig. 4.2E) converged to values close to 

the average reward obtained for each state-action pair (fig. 4.2D). 

Figure 4.2.  Example Q-learning simulation run of 100 trials.  A. Action (arm) chosen on each trial.  

Optimal actions (the high arm, or the mid arm when high on the previous trial) are indicated with blue circles.  

Rewards were probabilistic at all arms; rewarded trials are in pink.  B. Cumulative reward obtained on the 

run.  C. Cumulative optimal choices made on the run.  D. Average reward obtained for each transition from 

one arm on one trial (the state) to the arm on the subsequent trial (action).  Revisits to the arm visited on the 

previous trial, i.e. where action = state, were never rewarded.  E. Q-values for all state-action pairs at the 

end of 100 trials, updated throughout learning according to rewards obtained in D. 
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The simulation was repeated 1,000-fold to obtain a measure of average performance, and extended to 1,000 

trials to see the stability of behaviour.  The increase in performance throughout training was apparent, in 

terms of both rewards obtained (fig. 4.3C) and optimality of choices (fig. 4.3D), but only up to about 300 

trials after which optimality plateaued at approximately 56%.  The rate of optimal behaviour remained well 

below the theoretical maximum of 100%, and the rate of obtaining rewards well below the theoretical 

maximum average of 62.5%.  Importantly, with these parameters the agent exhibited probability-matching 

(fig. 4.3A), selecting each arm in a similar proportion to its reward probability, replicating the same behaviour 

in rats (Chapter 2). 

Next, the parameter state-space was searched to find the optimal parameter values for learning this 

stationary task.  This was done iteratively, such that first the value of the learning rate 𝛼 was varied between 

0 and 1, keeping discount factor 𝛾 at 0.01 and exploration factor 𝜀 at 0.3.  Predictably, with a learning rate 

of 0.0 performance remained at chance because no learning took place (fig. 4.4A).  The best performance 

was reached with a 𝛼 value of 0.7 (64% of actions optimal over trials 501-1000; fig. 4.4A), so subsequently 

the 𝛾 value was varied between 0 and 1, with 𝛼 at 0.7 and 𝜀 at 0.3.  The best performance was reached  

Figure 4.3.  Model performance averaged over 1,000 runs.  A. Rate of entry to each arm.  B. Q-values 

for state-action pairs at the end of learning.  C. Rate of obtaining rewards.  D. Rate of optimal performance.  

In A, C and D data shown are a moving average of 10 trials over 1,000 runs, for better visualisation.  
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Figure 4.4.  Parameter perturbations.  A-C. Rate of optimal action selection, average over 1,000 runs, 

for varying values of 𝛼 (A), 𝛾 (B), and 𝜀 (C).  Left: optimal behaviour over all trials.  Right: plateau of optimal 

behaviour, i.e. average over trials 501-1,000.  D-F. Performance with near-optimal parameter values over 

100,000 trials.  D. Rate of optimal behaviour.  E. Q-values at the end of learning.  F. Rate of choosing each 

arm.  See main text for parameter values.   
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with a 𝛾 value of 0.00 (69% of actions optimal over trials 501-1000; fig. 4.4B), so finally the 𝜀 value was 

varied between 0 and 1, with 𝛼 at 0.7 and 𝛾 at 0.  The best performance after that was with a 𝜀 value of 0 

(92% of actions optimal over trials 501-1000; fig. 4.4C).  In fact, at these latter parameter values the 

performance did not reach a plateau within 1000 trials, so the simulation was re-run over 100,000 trials.  

Over the extended training, the model converged at 98% optimal behaviour over trials 99,501-100,000 (fig. 

4.4D) with almost no probability-matching (fig. 4.4F).  This demonstrates that the Q-learning algorithm is 

capable of learning this simple task to near-perfection, given enough trials and the right parameter values, 

but that different rates of learning and maximum performance can be captured by varying the parameter 

values. 

 

4.3.2 Q-learning in a non-stationary environment 

So far, Q-learning was trained only in a static environment, meaning that the reward values did not change 

and therefore the Q-values and behavioural policy did not need to change.  To test the capability of Q-

learning for flexibility in a dynamic, non-stationary environment, the reward probabilities were changed every 

500 trials according to the procedure used in Chapter 2.  First the high-probability arm was changed from 

75% to 87.5% and the low-probability arm was changed from 25% to 12.5% (the mid-probability arm 

remained unchanged).  Then the high- and low-probability arms were switched.  An extremely low rate of 

exploration (𝜀 =  0) would no longer be as advantageous in this environment because it would take longer 

to discover that better reward probabilities are available at different state-action pairs. 

Reverting to the original parameter values used in the stationary environment (learning rate 𝛼 =  0.1, 

discount factor 𝛾 =  0.01, exploration rate 𝜀 =  0.3), the agent learned to adapt its behaviour to the 

Figure 4.5.  Model performance in a non-stationary environment.  A. Rate of optimal behaviour and 

resulting rewards obtained in a non-stationary environment with changing reward probabilities.  B. Rate of 

selecting each action.  Vertical dashed lines indicate when reward probabilities were changed.  
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changing probabilities (fig. 4.5).  Under the first set of reward probabilities (identical to the stationary 

environment), it reached a plateau of 55% over trials 401-500.  Under the second set, rate of action selection 

changed and optimal performance increased to a plateau of 66% over trials 901-1000.  Under the third set, 

behaviour rapidly changed in response to vastly different reward probabilities and reached a similar plateau 

to the second set of reward probabilities: 66% over trials 1401-1500.  The Q-learning algorithm, therefore, 

can show flexibility in the face of changing task demands. 

As in the non-stationary environment, parameter values were systematically varied to observe the effect on 

learning.  First 𝛼 was varied between 0 and 1, keeping 𝛾 at 0.01 and 𝜀 at 0.3.  The best overall rate of 

optimal performance was found at a 𝛼 value of 0.7, as for the non-stationary environment, at which 69% of 

all actions were optimal (fig. 4.6A); at this learning rate, higher peak performance was reached, and it was 

Figure 4.6.  Parameter perturbations.  Rate of optimal action selection, averaged over 1,000 runs, for 

varying values of α (A), γ (B), and ε (C).  Vertical dashed lines indicate when reward probabilities changed.  

Left: optimal behaviour over all trials.  Right: overall rate of optimal behaviour, i.e. average over all trials.  
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reached in fewer trials.  Next, 𝛾 was varied between 0 and 1, with 𝛼 at 0.7 and 𝜀 at 0.3.  The best 

performance was reached with a 𝛾 value of 0.00, at which 73% of all actions were optimal (fig. 4.6B).  The 

best performance was reached with a 𝜀 value of 0.0, at which 85% of all actions were optimal (fig. 4.6C), 

but it is notable that the re-learning of the behavioural policy in trials 1001-1500 was markedly slower: the 

agent was slower to adapt to the changing environment. 

 

4.3.3 Q-learning with replay 

Replay has been used with Q-learning models to enhance learning in a variety of tasks.  To investigate the 

possible roles of replay in learning on this task, simulations were run as previously but with a “sleep session” 

every 50 trials.  All trials were stored in a memory buffer and, at these points, samples were selected from 

the memory buffer to be replayed and perform updates to the Q-values accordingly.  Six policies by which 

samples could be chosen were compared: pure random replay, recency-biased replay, rewarded-only 

replay, RPE-biased replay, rewarded-state-action replay, and RPE-state-action replay (see Methods for 

details). 

 

Pure random replay 

Under the policy of pure random replay, every 50 online trials a number of samples were selected from the 

memory buffer to be replayed, selected at random from the total experience so far.  Varying the number of 

replays showed that, in general, more replay equated to worse performance compared to no-replay Q-

learning performance (fig. 4.7A; no replay shown in black markers).  Specifically, there was a sharp drop in 

performance every 50 trials, corresponding to when the replay events took place, before the performance 

slowly increased again following more online trials.  When the reward probabilities changed, even the peak 

performance prior to replay was below the plateau achieved under no replay: offline replay events 

outweighed online replay events and diverted the Q-values away from optimum. 

This result is unsurprising, because under the pure random replay policy early samples were just as likely 

to be replayed and used to update Q-values as later samples, even when early samples represent outdated 

information about the state of the environment.  The effect was to bias Q-values towards what they used to 

be, undermining Q-learning’s flexibility and ability to adapt to new reward conditions.  Interestingly, however, 

the first session of replay events after trial 50 led to a sudden increase in performance above the no-replay 

baseline: at this point, with static reward probabilities, it accelerated learning. 
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This suggests that with a lower and less optimal learning rate, random replay might serve to speed up initial 

learning.  The 𝛼 value was therefore lowered to 0.3, a value previously shown to decrease performance, for 

comparison.  Initial learning from trial 50 was improved by random replay with this lower learning rate (fig. 

4.7B): although peak performance was not increased, the plateau was reached sooner.  This benefit of 

replay disappeared when the reward probabilities changed, unsurprisingly, because outdated samples were 

replayed as often as up-to-date ones. 

Random replay, therefore, can speed up learning when the learning rate is suboptimal, but undermines the 

flexibility of Q-learning when it comes to adapting to the changing environment.  A straightforward solution 

is to bias the samples being replayed by how recently they were experienced, such that recent samples get 

replayed more than older samples; this was the approach taken in the recency-biased replay policy. 

 

Recency-biased replay 

As with random replay, after every 50 online trials a number of samples were selected from memory to be 

replayed.  The probability of each sample being selected was scaled by a power function according to its 

Figure 4.7.  Pure random replay.  Rate of optimal action selection, averaged over 1,000 runs, under a 

policy of pure random replay.  Samples were replayed from the memory buffer after every 50th trial.                    

A. Performance using near-optimal parameter values, with varying numbers of replay updates per session.  

B. Performance with a suboptimal learning rate, with varying numbers of replay updates per session.  Black 

diamond markers indicate performance at no-replay baseline. 
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recency, such that more recent trials were more likely to be replayed (fig. 4.8; see Methods).  Both the 

recency factor (i.e. how strong the weighting was towards more recent trials) and the number of replays 

could be varied. 

First, the recency factor was varied between 1 and 50, with parameters 𝛼 =  0.7, 𝛾 =  0.0, 𝜀 =  0.1, and 

the number of samples to be replayed at each interval of 50 offline trials set to 5.  This form of replay made 

little difference to performance under the first two reward conditions, but made a big difference for reversal 

learning (fig. 4.9A).   With low recency factors, performance dropped dramatically following each set of 

replays.  This is because older samples from the first two reward conditions were often selected, despite 

offering out-of-date information about the environment, which skewed the Q-values back towards the old 

reward conditions.  Under higher recency factors, this effect was diminished because older samples were 

much less likely to be replayed.  Nevertheless, even under high recency factors, performance was no better 

than the baseline of no-replay with Q-learning (fig. 4.9A, shown in black markers).  This was apparent when 

the number of replays was varied between 1 and 50, keeping the other parameters at 𝛼 =  0.7, 𝛾 =  0.0, 

𝜀 =  0.1 and recency factor 50.  The more replays, the slower the agent was to reach the plateau of peak 

performance, both for the initial learning and the reversal learning, resulting in poorer overall performance 

(fig. 4.9B).  The detrimental effect of replay on reversal learning is a result of replaying outdated information, 

as discussed; the detrimental effect on initial learning is more interesting because none of the information 

is out of date.  Instead, replay here may be amplifying the effect of early trials which are necessarily 

unrepresentative of the environment statistics. 

So far recency-biased replay appears only to worsen performance, but this might be because performance 

was already close to maximum: the 𝛼, 𝛾 and 𝜀 values were chosen specifically to maximise performance 

for Q-learning.  Recency-biased replay might be more beneficial when other learning parameters are 

suboptimal.  For this reason, the number of replays was varied again between 1 and 50, with 𝛼 lowered to 

0.3.  Under these parameter values, recency-biased replay did improve performance, reaching higher peak 

performance than the Q-learning baseline (fig. 4.9C).  This was true for all three reward conditions, 

demonstrating that recency-biased replay enhances rather than undermines flexibility. 

Figure 4.8.  Recency factor.  Recency factor changed the skew towards more recent samples over            

50 trials. 
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Rewarded-only replay 

One suggestion for deterministic tasks has been to replay selectively the state-action pairs which lead to 

successful outcomes, i.e. to replay rewarded trials only.  To test this, replay was performed biased by 

recency, as above, but with the pool of possible samples limited to rewarded trials.  Suboptimal parameter 

values of 𝛼 =  0.7, 𝛾 =  0.0 and 𝜀 =  0.1 were used.  Varying the recency factor (fig. 4.10A) and number 

of samples replayed (fig. 4.10B) showed no improvement in performance, and a decrease in performance 

with higher replays or lower recency factors.  This is because replaying only rewarded trials provides a 

Figure 4.9.  Recency-biased replay.  Rate of optimal action selection under a policy of recency-biased 

replay.  A. Performance using near-optimal parameter values, with varying recency factor for skewing replay 

samples towards more recent trials.  B. Performance using near-optimal parameter values, with varying 

numbers of replay updates per session.  C. Performance with a suboptimal learning rate, with varying 

numbers of replay updates per session.  Black diamond markers indicate performance at no-replay baseline. 
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training set of offline learning which is unrepresentative of the environment: sometimes the same action 

performed in the same state leads to no reward, which is not reflected in the replayed samples.  Crucial to 

this task is acquiring the reward probabilities associated with each state-action pair, which is lost if only 

rewarded trials are replayed. 

 

RPE-biased relay 

An alternative replay policy is to prioritise learning from the most surprising or unexpected outcomes, 

because a prediction error indicates that the internal model is incorrect.  Accordingly, a replay policy was 

implemented in which trials were prioritised by the reward-prediction error (difference between expected 

value and observed value; see Methods) they elicited.  Under this policy, performance was similarly worse 

than with no replay (fig. 4.11), because selecting samples in this way also presents an unrepresentative 

distribution of the environment to the model during replay sessions, similarly to the problem with rewarded-

only replay.  If, for example, a no-reward outcome after transitioning from the mid-probability arm to the 

high-probability arm (which usually results in a reward) elicits a high reward-prediction error, this will be 

Figure 4.10.  Rewarded-only replay.  Rate of optimal action selection under a policy of rewarded-only 

replay.  A. Performance with varying recency factor for skewing replay samples towards more recent trials.  

B. Performance with varying numbers of replay updates per session.  Black diamond markers indicate 

performance at no-replay baseline. 
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prioritised for replay; but over-representing this type of trial in the training leads to an undervaluing of this 

state-action pair. 

More generally, the problem with this kind of replay policy is that in a stochastic environment every individual 

trial is unrepresentative, because reward outcomes are binary but reward probabilities are not.  Prioritising 

individual types of trial is therefore inappropriate.  Instead, pooling together all (recent) trials from one state-

action pair can give a more accurate representation of the distribution of rewards from state-action pairs; 

this method of prioritisation is considered next.  

 

Rewarded-state-action-pair replay 

Selectively replaying rewarded trials lead to a decrement in performance, but prioritising state-action pairs 

according to their average reward may offer a better way to bootstrap learning without skewing it towards 

unrepresentative trials.  Therefore, for every replay, the average recent reward obtained for each state-

action pair was approximated by taking its Q-value at the current time; one state-action pair was selected in 

proportion to its Q-value (see Methods), and from the pool of exemplar trials of this state-action pair, one 

Figure 4.11.  RPE-biased replay.  Rate of optimal action selection under a policy of RPE-biased replay.   

A. Performance with varying recency factor for skewing replay samples towards more recent trials.  B. 

Performance with varying numbers of replay updates per session.  Black diamond markers indicate 

performance at no-replay baseline. 



108 

 

was sampled biased by its recency.  This meant that rewarded or unrewarded trials could be replayed, and 

high- or low-RPE trials could be replayed, although there would be a tendency towards higher RPE. 

Under this policy, the model performed better (fig. 4.12).  With a recency factor of 50, more replays 

accelerated learning in the initial learning state, the revaluation stage and the reversal learning stage.  

Effectively this was because sampling from representative trials was equivalent to obtaining more online 

trials, creating the same effect as more online trials. 

 

RPE-biased state-action-pair replay 

Finally, state-action pairs were biased by the average recent reward-prediction error elicited by each pair.  

A weighted average of RPEs for each pair was calculated, the state-action pairs were chosen probabilistically 

in proportion to the weighted average, and one recency-biased sample was selected from the exemplar 

trials of this pair. 

Figure 4.12.  Rewarded state-action-pair replay.   Rate of optimal action selection under a policy of 

rewarded-state-action-pair replay.  A. Performance with varying recency factor for skewing replay samples 

towards more recent trials.  B. Performance with varying numbers of replay updates per session.  Black 

diamond markers indicate performance at no-replay baseline. 
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Under this policy, there was substantial improvement not in the speed of learning but in the asymptotic 

performance reached (fig. 4.13): with a recency factor of 50, the agent converged to a much higher rate of 

optimal actions under this policy.  As with rewarded-state-action-pair replay, the trials sampled from were 

more representative than previous replay policies, but the preferential learning from surprising information 

was more efficient at finding weaknesses in the internal representation of the environment and improving 

them. 

  

Figure 4.13.  RPE-biased state-action-pair replay.   Rate of optimal action selection under a policy of 

RPE-biased state-action-pair replay.  A. Performance with varying recency factor for skewing replay samples 

towards more recent trials.  B. Performance with varying numbers of replay updates per session.  Black 

diamond markers indicate performance at no-replay baseline. 
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4.4. Discussion 

A Q-learning algorithm was trained on a simulated version of the stochastic reinforcement learning task 

presented in Chapters 2 and 3, to test the suitability of the algorithm for modelling rat behaviour and to test 

the effects of a range of replay policies.  The model was able to appropriately solve the task, both in the 

simple case of an environment with stationary reward probabilities and when presented with non-stationary 

rewards.  In the best case, with stationary rewards and manually tuned parameters, it could perform at close 

to 100% optimality.  

With different parameters, Q-learning showed patterns of learning qualitatively similar to rats’ behaviour in 

Chapter 2: in particular, it replicated the probability-matching tendency to select actions roughly in proportion 

to their expected reward.  This is evidence that Q-learning is an appropriate model of rats’ learning on this 

task, providing a suitable framework for investigating the role of replay in reinforcement learning.  

Introducing replay to the model had observable effects on learning, but had the strongest effect when 

learning parameters were suboptimal.   Prioritising single trials for replay based on their recency, reward or 

reward-prediction error skewed replay towards unrealistic representations of the environment, and impaired 

learning, similar to what has been reported before (Isele & Cosgun, 2018).  Prioritising state-action pairs 

for replay, and sampling trials from those, was more effective.  More specifically, although preferentially 

replaying rewarded state-action pairs accelerated learning relative to no replay, a stronger effect was seen 

by replaying state-action pairs with a high average reward-prediction error: the asymptotic performance 

reached was substantially higher than could be achieved either with no replay or with replay biased towards 

highly rewarded state-action pairs. 

Attempts in machine learning to prioritise surprising or high-reward-prediction-error trials has had mixed 

results, because, as in these results, it is sensitive to skews which result in an offline training set which is 

unrepresentative of the environment.  Grouping trials of the same type (i.e. state-action pair) to get a 

weighted average of RPE proved to be a robust way of maintaining environment statistics while identifying 

weaknesses in the current Q-value representation. 

In the neurophysiological literature on replay, RPE-biased replay has not explicitly been reported, although 

reward-biased replay has (Singer & Frank, 2009).  However, reward and reward-prediction error are often 

conflated in these studies, and evidence that replay in humans can be predicted by neural sensitivity to 

uncertainty (Momennejad et al., 2018) suggests that reward-prediction error might play a role in biasing 

replay.  This possibility is explored further in Chapter 5. 
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The results from these simulations suggest that RPE-biased replay might be an effective way of enhancing 

learning from limited experience which is otherwise suboptimal.  To investigate whether this principle 

applies to reinforcement learning in rats, the hypothesis that RPE-biased replay influences reinforcement 

learning online was tested by fitting the parameters of a Q-learning model with replay to the behaviour of 

rats: these results are presented in Chapter 5.  The hypothesis that such replay is implemented by a network 

involving the hippocampus and accumbens is tested in Chapter 6.  
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Chapter 5: Modelling replay from 

behaviour 

 

 

The bulk of this chapter has been published online as a pre-print (Roscow et al., 2019).  

 

5.1 Introduction 

Reinforcement learning involves using past experience to guide behavioural policies for future behaviour.  

In Chapter 2 we saw that rats are capable of achieving this on a probabilistic maze task; in Chapter 3 we 

saw that learning on this task is associated with activity in the hippocampus and nucleus accumbens, two 

brain areas known to engage in replay offline; and in Chapter 4 we saw that replay in a simulation of the 

same task can help an agent achieve better performance, especially when biased by reward-prediction error.  

Taken together, these results raise the possibility that rats might replay recent experiences on the maze 

according to reward-prediction error to enhance learning. 

Corroborating findings in machine learning replay, activity which is associated with experiences of reward 

(Foster & Wilson, 2006; Lansink et al., 2009; Singer & Frank, 2009) or fear (Girardeau et al., 2017; Wu et 

al., 2017), or with recent experiences (Cheng & Frank, 2008), has been found previously to be replayed 

preferentially in rodents. This suggests a replay bias towards the most salient experiences to be processed, 

consolidated or incorporated into the internal model of the world. However, these salient experiences could 

also be interpreted as those with the highest prediction error, i.e. the most informative experiences for 

updating internal models and for reinforcement learning. Tasks which involve learning the locations of 

rewards often conflate reward with reward-prediction error (RPE), leading to the possibility that apparent 

replay biases towards reward actually reflect biases towards RPE. 
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Here the possibility is explored that it is reward prediction errors, rather than reward or salience, which 

biases replay. I used variations of a reinforcement learning model, Q-learning, to estimate the value of 

actions encoded in the striatum during a reinforcement learning task, and varied the amount and type of 

replay in the model to predict behaviour. In the striatum, representations of reward values differ following 

learning acquired over weeks compared to when acquired over minutes (Wimmer et al. 2018), and, 

correspondingly, reward-responsive cells are replayed preferentially in the ventral striatum (Lansink et al. 

2009). I therefore propose that replay triggers value updates in the striatum, to enhance striatum-dependent 

reinforcement learning, and moreover that activity encoding events that resulted in high RPE is preferentially 

replayed. 

Q-learning (Watkins 1989) has been used successfully to model reinforcement learning, particularly in 

humans (O’Doherty et al., 2003; Daw et al., 2005) but also in rodents (Kim et al., 2013; Ito & Doya, 2009). 

Q-learning models fit both behavioural outcomes and striatal activity, suggesting that they describe 

mechanisms of updating values in the striatum in response to RPEs which in turn guide behaviour (Day et 

al., 2014; Morris et al., 2010; Pagnoni et al., 2002; Roesch et al., 2007). Temporal-difference-based RPEs, 

i.e. the difference between expected reward and actual reward which drives the update of Q-values, 

resemble quite closely the dopaminergic input of ventral tegmental area (VTA) to the striatum (McClure et 

al., 2003; Roesch et al., 2007; Schultz, 2016), which mediates synaptic plasticity in the striatum (Calabresi 

et al., 2007) and may provide a mechanism of biological implementation of Q-learning. Dyna-Q (Sutton, 

2014), a variant of Q-learning which incorporates offline temporal-difference updates, has been used to 

model replay in ways which produce learning qualitatively similar to animal reinforcement learning (Johnson 

& Redish, 2005). RPE-biased replay incorporated into machine learning algorithms show that it can also be 

very efficient, learning to play Atari games (Andrychowicz et al., 2017) or navigate a simulated environment 

(Karimpanal & Bouffanais, 2017) faster and with more success compared to replay without such a bias. 

We trained 6 rats on a stochastic reinforcement learning task which elicited both positive and negative RPE, 

and fitted Q-learning parameters to each rat’s behavioural data. We then included replay events between 

sessions, to simulate the effect of replay during sleep on reinforcement learning. Four replay policies were 

compared, prioritising state-action pairs to be updated according to different biases: random replay, replay 

proportional to expected reward, and two forms of RPE-biased replay. Random replay was included as a 

control, while reward-biased replay reflects the prevailing view of how replay is prioritised. Fitting the model 

parameters showed that the two RPE-biased replay policies increased the model’s predictive accuracy, while 

random and reward-biased replay impaired model performance. This suggests that replay between sessions 

of a probabilistic reinforcement learning task in rats is biased by RPE and not by reward. 
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5.1.1. Aims of this chapter 

1. Train Dyna-Q on behavioural data to infer how replay is biased by reward 

2. Generate concrete hypotheses that can be tested with neural data 
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5.2 Methods 

The behavioural task was carried out as described in Chapter 2. 

 

5.2.1. Q-learning 

We trained several variations of a Q-learning algorithm on the behavioural data to predict choices of which 

arm would be entered on each trial. Q-learning is a reinforcement learning algorithm developed for Markov 

decision processes in which an agent selects actions in its environment and observes the outcome, 

recording at each time step 𝑡 its starting state 𝑠𝑡 , selected action 𝑎𝑡 , resulting reward 𝑟𝑡 , and resulting state 

𝑠𝑡+1. The agent builds up a matrix Q of Q-value estimates for every state-action pair:  

𝑄 =

[
 
 
 
𝑄𝑠1 ,𝑎1

𝑄𝑠2 ,𝑎1

𝑄𝑠1,𝑎2

𝑄𝑠2,𝑎2

⋯
𝑄𝑠1,𝑎𝐴

𝑄𝑠2,𝑎𝐴

⋮ ⋱ ⋮
𝑄𝑠𝑆,𝑎1

𝑄𝑠𝑆,𝑎2 ⋯ 𝑄𝑠𝑆,𝑎𝐴]
 
 
 

 

corresponding to the future discounted expected reward, i.e. the temporal difference between the current 

state and the reward state. These Q-value estimates are used to guide actions to maximise reward. At each 

time step 𝑡, the Q-value for the state-action pair observed is updated by:  

𝑄(𝑠𝑡 , 𝑎𝑡) ← (1 − 𝛼) ∙ 𝑄(𝑠𝑡 , 𝑎𝑡) + 𝛼(𝑟𝑡 + 𝛾 ∙ max𝑄(𝑠𝑡+1, 𝑎)) 

where 𝛼 ∈ (0,1) is a learning rate parameter which determines the degree to which new information 

overrides old information, and 𝛾 ∈ (0,1) is a discount parameter which determines the importance of long-

term gains. 

In this task, entries into a chosen arm (and arrival at the goal location at the end of the arm) were modelled 

as actions, while the arm entered on the previous trial, on which reward probabilities were contingent, were 

modelled as states. Each trial therefore gave rise to one state-action transition out of nine possible state-

action pairs. 
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5.2.1. Q-learning with replay 

We used four variants of Q-learning in which additional “offline” updates are performed between “online” 

trials, based on sequences already experienced, to boost learning. This has the effect of learning from 

several trials per actual trial of experience, and is similar to the Dyna-Q algorithm which has been shown to 

speed up learning compared to Q-learning alone (Sutton, 2014) in a manner which may underlie the function 

of hippocampal replay (Johnson & Redish 2005). Generally, sequences are selected randomly from a 

memory buffer of recently-acquired experiences, without bias towards any trial or type of trial. Given the 

observed bias reported in the literature towards salient experiences, such as those rewarded or aversive, 

we modified Dyna-Q to perform updates only between sessions and to reflect hypothesised biases in four 

different ways. 

 

5.2.2. Parameter-fitting 

Parameter-fitting for Q-learning 

First, a Q-learning algorithm (without replay) was trained, to obtain a baseline score against which various 

replay policies could be compared. Q-values were stored for each state-action pair on the task, and updated 

according to each animal’s experience. A state 𝑠𝑡 was defined as the arm visited on the previous trial 𝑡 − 1, 

and an action 𝑎𝑡 was defined as the arm chosen on the current trial 𝑡. Following each trial of an animal’s 

training, the Q-value 𝑄(𝑠𝑡 , 𝑎𝑡) was updated according to the reward received, 𝑟 ∈ {0,1} by the Q-learning 

rule, and Q-values were transformed into a forecast probability of choosing each arm on the subsequent 

trial. 

The learning rate α, discount factor γ, and exploration factor ϵ were free parameters that were tuned to each 

rat, using the following optimisation procedure. Here we used a reliability score (Murphy & Murphy, 1973), 

generated based on the forecast probabilities of all trials, to quantify the consistency of the forecast 

probabilities with the animals’ behaviour. The mean observed frequency was calculated for each state-action 

pair, i.e. the proportion of trials on which a given action was chosen in a given state, and the reliability score 

𝑅𝑡 for a given trial 𝑡 was calculated according to:  

𝑅𝑡 = 𝑛𝑠𝑡
∙ ∑(𝑝𝑎 − 𝑜𝑠𝑡,𝑎

)2

𝑛𝑎

𝑎=1
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where 𝑠𝑡 is the animal’s state on trial 𝑡, 𝑛𝑠𝑡
 is the number of trials on which the animal was in state 𝑠𝑡 , 𝑛𝑠 

is the number of possible actions (3), 𝑝𝑎 is the forecast probability for entering arm 𝑎, and 𝑜𝑠,𝑎 is the mean 

observed frequency of state-action pair 𝑠, 𝑎.  The forecast probability 𝑝 and observed frequency 𝑜 were 

calculated over all trials and sessions, assuming action probabilities that don’t change over time.  This 

obscures changes in action probabilities on a faster timescale, as the animals’ behavioural policy changed, 

but employing a smaller time horizon introduces the problem of identifying over what timescale action 

probabilities are changing. 

Parameter optimisation was performed using the reliability error as the cost function. Because the parameter 

state-space was vulnerable to local minima, and also because it was highly stochastic under replay policies 

(see description below), a two-step approach was taken to optimise parameters. In the first step, simulated 

annealing was run 32 times for a maximum of 1000 iterations (or until the reliability error could not be 

improved by more than 1 x 10−6), using the MATLAB function simulannealbnd. Reliability error was 

averaged over 1,000 runs when computing the cost function, to minimise stochasticity. This function 

performs a probabilistic variation of gradient descent by taking increasingly smaller steps in random 

directions, to approximate a global minimum without becoming stuck in local minima. The resulting 32 rough 

estimates of the optimal parameter values were used as the initial values for the second step: a simple 

quasi-Newton method using gradient descent, implemented by the MATLAB optimisation function 

fmincon, for a further maximum 1000 iterations. Of the 32 final sets of parameter values, the one which 

produced the smallest reliability error was used for analysis. All analyses were performed on the average 

reliability error over 1,000 runs using the given parameter values. 

 

Parameter-fitting for Q-learning with replay 

Against the baseline of no-replay, the same optimisation procedure was performed with increasing amounts 

of replay according to four replay policies. Following each session, a specified number of samples were 

chosen from all the trials experienced so far. How the samples were selected depended on the replay policy 

(detailed below); a probability 𝑃(𝑠, 𝑎) was assigned to each state-action pair to determine which pair to 

sample from. From the chosen state-action pair, a sample trial was chosen according to the probability 𝑃(𝑖) 

in which a recency parameter ensured that more recent trials were exponentially more likely to be chosen. 

Q-values were then updated according to the state, action and reward of the sampled trial, in the same 

manner as “online” Q-value updates described above. 

Each replay policy required the same three parameters to be optimised as in Q-learning without replay, plus 

additional parameters for recency and/or RPE-weighting. Table 5.1 shows the number of free parameters 

for each replay policy. 
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These were optimised according to the same procedure as for Q-learning with no replay, described above, 

for 𝑛 =  {1, 3, 5, 10, 15, 20, 30, 40, 50, 75, 100} replay events between each session, resulting in 11 sets 

of parameter values for each replay policy and each animal. Comparing this to plausible quantities of replay 

events in animals is not trivial, but studies in which discrete replay events are enumerated report 100-200 

bursts of hippocampal activity that can be statistically related to prior experience, over the first one or two 

hours after experience (Ólafsdóttir et al., 2016; Michon et al., 2019). Separately, reactivation of cell pairs 

has been found to decay to baseline well within that time period following exposure to familiar environments 

(Giri et al., 2019), so the first one to two hours is likely to be when most replay of recent experience in a 

familiar environment occurs. 

 

Random replay 

Random replay, biased by nothing but the recency of an action, was included as a control. For each replay 

event, a state-action pair was chosen at random out of all state-action pairs experienced so far:  

𝑃(𝑠, 𝑎) =
1

𝑛𝑠𝑎

 

where 𝑛𝑠𝑎 is the number of state-action pairs experienced (up to 9). The subset of trials experienced, 𝑖 ∈

(1, 𝐼), which represented this state-action pair were ordered chronologically, and the probability 𝑃(𝑖) of a 

trial 𝑖 being replayed was determined according to a recency rule with recency parameter𝜑:  

𝑃(𝑖) =
𝑖𝜑

∑ 𝑃𝑖
𝐼
𝑖=1

 

Replay policy Number of parameters 

No replay 3 

Random replay 4 

Reward-biased replay 4 

RPE-prioritised replay 5 

RPE-proportional replay 5 

Table 5.1.   Number of Q-learning replay parameters. 
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Reward-biased replay 

Reward-biased replay represents the predominant interpretation of how reward influences replay (Atherton 

et al., 2015, Carr et al., 2011). For each replay event, a state-action pair 𝑠, 𝑎 was chosen probabilistically in 

proportion to its Q-value:  

𝑃(𝑠, 𝑎) =
𝑄(𝑠, 𝑎)

∑ ∑ 𝑄(𝑠, 𝑎)
𝑛𝑎
𝑎=1

𝑛𝑠
𝑠=1

 

The subset of trials experienced which represented the chosen state-action pair were ordered 

chronologically, and determined according to equation 7. 

 

RPE-prioritised replay 

RPE-prioritised replay represents the policy of replaying trials associated with the most surprising outcomes, 

i.e. where the difference between expectation (Q-values) and experience (reward) was greatest. For each 

trial 𝑡, RPE was calculated as the difference between actual reward and expected reward:  

rpe𝑡 = 𝑟 + 𝛾 ∙ 𝑄(𝑠𝑡+1, 𝑎𝑡+1) − 𝑄(𝑠𝑡 , 𝑎𝑡) 

For every trial 𝑖 ∈ (1, 𝐼) which was an example of a given state-action pair, its absolute value was weighted, 

determined by a parameter 𝜑 raised to the power of its recency 𝑖:  

wrpe𝑖 = |rpe𝑖|𝜑
𝑖 

The weighted RPEs, wrpe, were then averaged to produce an overall weighted-average RPE, RPE𝑠,𝑎, for 

each state-action pair 𝑠, 𝑎, which was more heavily influenced by recent trials:  

RPE𝑠,𝑎 =
∑ 𝑤𝑟𝑝𝑒𝑖

𝐼
𝑖=1

𝐼
 

The state-action pair with the highest RPE was selected, and the subset of trials experienced which 

represented the chosen pair were ordered chronologically, and determined according to the recency rule. 

Once replayed, the rpe𝑡 for the trial sampled was updated to reflect the RPE resulting from the replay event. 
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RPE-proportional replay 

RPE-proportional replay is a variant of RPE-prioritised replay, in which state-action pairs are chosen in 

proportion to their weighted-average-RPE instead of choosing the pair with the highest weighted-average-

RPE. The RPE was calculated as above and a state-action pair to be sampled from was chosen 

probabilistically according to:  

𝑝𝑠,𝑎 =
RPE𝑠,𝑎

∑RPE𝑠,𝑎

 

The subset of trials experienced which represented the chosen state-action pair were ordered 

chronologically, and determined according to the recency rule. Once replayed, the rpe𝑡 for the trial sampled 

was updated to reflect the RPE resulting from the replay event. 

 

Shuffling procedure 

As an additional control, the parameters were also optimised for shuffled data, in which trial order was 

randomly permuted 1,000-fold. This preserved the large-scale information in the training data, such as the 

mean observed frequency and average rewards of state-action pairs and the number of trials in each session 

between replays, but disrupted the specific structure of how this information was acquired over time. 
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5.3. Results 

5.3.1. Q-learning modelled animal behaviour 

We trained a Q-learning algorithm with no replay to generate probabilities of each action for each trial, based 

on Q-values estimated from the animals’ previous experience (fig. 5.1).  For each trial, a matrix of Q-values 

for all state-action pairs was updated based on a rat’s experience and used to calculate predicted action 

probabilities, which were compared to the observed frequencies of state-action pairs to produce a vector of 

errors for the three available actions. A reliability error was calculated from the summed square of the error 

vector, weighted by the prevalence of the state. This produced a measure of how reliably the Q-value 

estimates predicted behaviour (fig. 5.1; see Methods). 

Observed action frequency correlated well with predicted action probabilities (fig. 5.2A), indicating a good 

baseline model for reinforcement learning.  Predicted action probabilities from all trials were pooled together 

and binned in 100 percentile-bins for each animal, and for each bin the mean observed frequency of these 

actions occurring was compared to the mean predicted probability, resulting in a strong correlation (r =  

Figure 5.1.  Example of model prediction for one trial.  Example of model prediction for one trial, t = 

100, in which rat H had most recently visited the high-probability arm (s = high) and chose the mid-probability 

arm (a = mid). A. The far left table shows the Q-learning model’s estimate of the Q-values based on rat H’s 

experience to date. Other tables show the predicted action probabilities calculated from the Q-values, the 

ground-truth of observed action frequencies over all visits to this state, and the mean square error between 

them. Far right shows how the error for this trial is calculated. B. A cartoon illustration of the same trial. 
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0.92, p = 7.8x10−08, Pearson’s correlation). This result was consistent across animals (correlations ranging 

from r = 0.86 to r = 0.96). 

The error between predicted action probability and observed action frequency spanned a large range, which 

was greatest in the earlier training sessions and diminished towards 0 for later training sessions as Q-values 

were learned (fig. 5.2B; early trials in blue have larger errors). 

Reliability errors spanned a different range for each animal (fig. 5.2C), so all further analysis was performed 

on reliability errors normalised by the mean reliability error for each animal. On this measure, normalised 

reliability errors were similarly highest in early training sessions, when behaviour is least optimal and most 

unpredictable. Following this, reliability errors became consistently low for most sessions (fig. 5.2D), 

confirming a consistent fit with behaviour which captured the learning process over multiple sessions and 

changes in reward probabilities. 

As described in the Methods, the reliability error was used as the cost function to optimise three parameters 

in the Q-learning algorithm for each animal: a learning rate 𝛼, a discount factor 𝛾, and an exploration factor 

𝜀. The resulting optimised parameter values are shown in table 5.2. A perturbation analysis was performed 

to verify that the Q-learning results were sufficiently insensitive to perturbations to the optimised parameter 

values. At the optimised values, the average normalised reliability error over all trials was, by definition, 1. 

Perturbing these values by up to 25% in either direction increased the normalised reliability error by less 

than 0.05 in most cases (fig. 5.2E) and less than 0.1 in all cases, indicating that reliability errors were not 

overly sensitive to small changes in parameter values. 

In summary, the Q-learning algorithm proved able to recapitulate rat behaviour over the course of training 

and adaptation to new task conditions. The model was robust across a range of parameter values and 

established a sound basis on which to quantify the effects of mimicking replay by updating Q values between 

sessions. 

 

 α γ ε Reliability error 

Rat H 0.009470 3.340x10-09 0.3451 8.688 

Rat I 0.01399 0.2972 0.4035 4.355 

Rat J 0.02591 0.5153 0.3173 10.08 

Rat K 0.06887 1.000 0.09363 10.66 

Rat L 0.6522 1.000 0.3117 18.72 

Rat M 0.1345 1.000 0.3137 16.92 

Table 5.2.  Q-learning parameter values. 
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5.3.1 Adding RPE-biased replay to the Q-learning model improved prediction accuracy, whereas 

reward-biased and random replay both reduced accuracy 

Against the baseline of no-replay, a variant of the Q-learning algorithm with replay was trained on the same 

data, with a specified number of samples chosen from all the trials experienced so far to be replayed 

between each session. Q-learning parameters were optimised for a fixed (1 ≤ n ≤ 100) number of replay 

events between each session, for each replay policy. All trials experienced by the animal were stored in a 

memory buffer, and for each replay event a state-action pair was chosen according to the replay policy and 

a sample trial from this state-action pair was used to update its Q-value. With a random replay policy, all 

state-action pairs that had been experienced were sampled at random. With a reward-biased replay policy, 

state-action pairs were sampled in proportion to their Q-values, so that state-action pairs at which rewards 

had been experienced most frequently would be replayed most. With an RPE-prioritised replay policy, the 

state-action pair with the highest recent average RPE was sampled. With an RPE-proportional replay policy, 

state-action pairs were sampled in proportion to their recent average RPE. These latter policies offered two 

variations on preferentially updating state-action value(s) which had generated the greatest errors, 

concentrating efforts on correcting the most erroneous expectations of reward.  

Compared to the no-replay Q-learning baseline, replay biased by RPE produced a more reliable model of 

learning, while replay that was random or biased by reward produced a less reliable model (fig. 5.3A; orange 

and purple compared to blue and green). Both the random and reward-biased replay policies resulted in 

higher reliability errors (p = 8.8 x 10−11 random, p = 1.6 x 10−08 reward-biased, Wilcoxon signed rank test, 

Bonferroni-corrected), even with a small amount of replay. Conversely, both the RPE-biased replay polices 

resulted in lower reliability errors (p = 6.6 x 10−12 RPE-prioritised, p = 6.3 x 10−10 RPE-proportional). This 

was largely the case for each rat individually (fig. 5.3B).  It was true even when one additional sample was 

replayed between sessions (fig. 5.3D) and remained true when more samples were re-played between 

sessions (fig. 5.3D-F). Replay of information encoded during trials associated with the most unexpected 

outcomes therefore significantly improved learning in the model, whereas replay of rewarded trials proved 

detrimental. 

The superiority of the two RPE-biased replay policies was not uniform over the whole training period, 

however, and two patterns emerged. First, all replay policies showed improvements over no-replay in early 

sessions, but this effect disappeared in the random and reward-biased policies after roughly the seventh 

session. This initial superiority of all replay policies over no-replay cannot be due to replay itself because it 

begins in session 1, before any replay has taken place in the model; rather, it must be due to the non-replay 

parameters. Specifically, the optimised exploration parameter 𝜖 was higher in all replay policies than no-

replay, so it may be the case that animals tended more towards exploration and relied on Q-values less in 

early training sessions. The higher 𝜖 value in the replay policies therefore better modelled behaviour in early 
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sessions, whereas the differences in Q-values resulting from different replay policies impacted behaviour 

only later. 

The second notable pattern is the fluctuations in the reliability errors over training sessions. In the no-replay 

baseline, reliability error increased in sessions 18-20 and in session 22 (t = 3.54, p = 1.8x10−3, t-test 

compared to reliability error in sessions 15-17 and session 21). This mirrors an increase in optimal 

Figure 5.2  Reliability errors.  A. Reliability diagram (trials pooled across all animals). Observed frequency 

indicates how often an action was chosen by the animal, averaged over similar predicted action probabilities. 

Data points indicate mean of each bin.  Solid line represents regression (r = 0.92, p = 7.8x10−244); dashed 

line indicates perfect correlation. B. Histogram of residuals of the data in A. Colour scale indicates on 

average what session the residuals within each bin occurred in. C. Range of reliability errors (calculated from 

residuals) for each animal. A reliability error of 0 reflects perfect modelling of action choices. Boxes represent 

25th and 75th percentiles, circles represent median. D. Reliability errors for each trial grouped into training 

sessions, normalised to the average reliability error for each animal (shown in table 1). Data points show 

normalised reliability error for all trials; solid line represents mean for all animals. Error bars represent s.e.m. 

E. Change in reliability error, normalised to the optimised reliability error for each animal, with varying 

perturbations to the optimised parameter values. The optimised values for learning rate α, discount factor γ 

and exploration factor E were individually perturbed by 1%-25% above and below the optimised value and 

the Q-learning algorithm was trained on behavioural data according to the perturbed parameter values 1,000 

times to obtain an average. 
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behaviour in these sessions during the revaluation stage and reversal stage respectively, suggesting that 

the model failed to capture subtleties in the learning pattern at these points when animals were adapting 

their behaviour to changes in reward probabilities. As animals re-evaluated the state-action pairs in sessions 

18-20 and adjusted their behaviour accordingly, replay by any policy was sufficient to overcome the increase 

Figure 5.3.  Normalised reliability error with replay.  A-B. Normalised reliability error with varying 

numbers of samples replayed between sessions, averaged over all trials, according to the four replay policies 

shown. Reliability errors normalised to the average reliability with no replay, for each animal. Dashed line 

represents baseline with no replay.  Averaged over all animals (A.) and for each animal individually (B.)          

C-D. Average reliability error for each session, normalised to the average reliability error for no-replay for 

each animal. With 1 sample replayed between each session (C.) and 20 samples replayed between each 

session (D.). Error bars represent s.e.m. E-F. Average normalised reliability error for each session, with 

varying numbers of samples replayed. E. RPE-prioritised replay policy. F. RPE-proportional replay policy. 
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in reliability error seen in the baseline, so there was no increase at these sessions (fig. 5.4C; p = 0.37 for 

random replay, p = 0.94 for reward-biased replay, p = 0.081 for RPE-prioritised replay, p = 0.06 for RPE-

proportional replay with 20 samples replayed, sessions 18-20 compared to sessions 15-17). This may reflect 

the faster learning enabled by replaying recently experienced trials. However, as animals reversed their 

behaviour in session 22, requiring a substantial update to Q-values and a dramatic change in behaviour, 

increased random replay or reward-biased replay did not improve reliability error. With increased RPE-

prioritised or RPE-proportional replay, on the other hand, increasing replay had a particularly strong effect 

on improving reliability error in session 22 (fig. 5.3E-F). This raises the possibility that RPE-biased replay is 

especially important for behavioural flexibility of the kind seen in the reversal learning stage. 

Rats showed different behavioural phenotypes, as discussed in chapter 2, with regards to their preference 

for high-, mid-, and low-probability arms (fig. 5.4A).  This may relate to irregularities in the rewards received 

at each arm owing to under-sampling of state-action pairs, which would also extend to the models of 

behaviour trained on the same actions; differences in the parameters of their learning such as learning rate, 

which are optimised by the models; and/or inherent preferences for one arm over another, which are not 

captured by the models.  Therefore the predicted arm choices generated by the model under conditions of 

no-replay (fig. 5.4B), random replay (fig. 5.4C), reward-biased replay (fig. 5.4D), and RPE-biased replay (fig. 

5.4E-F), each with 15 samples replayed between sessions, were compared to elucidate some clues about 

the idiosyncrasies of these learning styles.  Predicted action choices were generated in proportion to the 

predicted action probabilities, run 1,000 times, and averaged over all runs.  No apparent systematic 

differences in predicted behaviour were apparent qualitatively between rats which might explain these 

behavioural phenotypes, suggesting that learning styles were influenced by inherent preferences that were 

not captured by the models.  Notably, the model of rat M’s behaviour with both RPE-prioritised and RPE-

proportional replay predicted an aberrantly high preference for the high-probability arm (fig. 5.4E-F) which 

was not apparent in either the actual behaviour of the rat (fig. 5.4A) or the other versions of the model (fig. 

5.4B-D).  This accords with the very low improvement of these two replay policies compared to baseline for 

rat M (fig. 5.3B), and suggests this rat may be an exception to the rule that replay is biased by RPE. 

 

 

5.3.3. RPE-biased replay did not improve predictions when trained on shuffled data 

Given the indication that replay might play different roles in different learning stages, it is important to 

control for the possibility that parameter values were optimised for the general statistics of rewards and 

actions in the task, rather than truly modelling the learning curve.  Otherwise, the apparent superiority of 

RPE-biased replay may result from anomalous irregularities in the learning patterns and not true cognitive 
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processes. Therefore, the same algorithms were trained on shuffled behavioural data in which the order of 

trials was randomly permuted 1,000-fold. This preserved the average frequency of state-action pairs and 

their associated rewards, as well as the lengths of training sessions, but altered the learning curve including 

revaluation and reversal learning. 

Overall, the reliability errors for Q-learning with no replay were lower for shuffled data than real data, because 

shuffled behaviour was necessarily more consistent over time and therefore more predictable. Similarly to 

real data, reliability errors decreased sharply in early training sessions before reaching an asymptotic level 

Figure 5.4.  Predicted action probabilities.  A. Actual frequency of arm choices taken by each rat, 

averaged over trials in one session; this figure is identical to fig. 2.2.  B-E. Predicted action probabilities 

generated by the optimised model of each rat’s behaviour according to policies of no replay (B), random 

replay (C), reward-biased replay (D), RPE-prioritised replay (E), and RPE-proportional replay (F).  Each 

replay policy is based on replaying 15 samples between each session.  Green lines indicate entries to the 

arm that was initialised as high-probability, yellow mid-probability, and red low-probability. 
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(fig. 5.5), because Q-values in early training sessions were distorted by unrepresentative rewards as a result 

of a small sample size of trials experienced. Unlike real data, the approach to asymptotic reliability error was 

smooth and monotonic. 

Crucially, compared to the no-replay baseline, no replay policy improved reliability error. All replay policies 

resulted in higher normalised reliability errors than no-replay (p = 6.9x10−6 random, p = 6.9x10−6 reward-

biased, p = 1.6x10−5 RPE-prioritised, p = 3.4x10−5). This confirms that the improvement in reliability error in 

the real data is a result of better predictions of the learning process, and not better convergence to general 

statistics in the task. 

 

5.3.4. Replay-biased RPE was the best predictor for all state-action pairs 

We next accounted for the skew in training data towards the state-action pairs that were chosen most 

frequently. The transition from the high-probability arm to the mid-probability arm and vice versa (as they 

were in the initial and revaluation learning stages) were the most commonly experienced state-action pairs, 

representing 42% of trials overall, and the reliability error was weighted by the frequency of each state such 

that errors in the more common states contributed more to the overall reliability error than errors in the 

less common states. We therefore confirmed that Q-learning with RPE-biased replay learned to correctly 

predict all actions and not just the more-frequently chosen actions to which the cost function was skewed. 

Figure 5.5.  Normalised reliability error for shuffled data.  A. Normalised reliability error with varying 

numbers of samples replayed between sessions, trained on shuffled data in which trial data (state, action 

and reward) are randomly permuted. Dashed line represents baseline with no replay. B. Average reliability 

error for each session of shuffled data, normalised to the average reliability error for no-replay for each 

animal, with 15 samples replayed between each session. Error bars represent s.e.m. 
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Figure 5.6 shows the improvement in reliability errors for each replay policy over no-replay baseline, for 

each state-action pair separately. Despite the skew in training data, the RPE-biased replay policies 

outperformed random and reward-biased replay policies for every state-action pair, although the 

improvement was not identical in each case. Nevertheless, the broad conclusion can be reached that RPE-

biased replay policies better predicted learning than either no-replay, random replay or reward-biased replay 

for all state-action pairs. 

  

Figure 5.6.  Change in reliability error for all state-action pairs.  Change in reliability error for all trials 

on which a given state-action pair was expressed, with 15 samples replayed, relative to no-replay baseline. 

Intersection of “State = high prob. arm” and “Action = mid prob. arm” indicates a transition from high-

probability arm to mid-probability arm. 



131 

 

5.1. Discussion 

Rats were trained on a reinforcement learning task designed to dissociate reward outcome (presence or 

absence of reward) from reward prediction error (RPE; an unexpected reward or absence of reward) on 

each trial. Variations of a Q-learning reinforcement learning model were trained to predict behaviour on the 

task, and found that Q-learning with replay prioritised by RPE was the best predictor of learning. 

The first main result was that Q-learning can suitably model rats’ learning of the stochastic reinforcement 

learning task, producing low reliability-errors when trained on rats’ behaviour and predicting the likelihood 

of actions on each trial. This is consistent with other studies showing that Q-learning can predict behaviour 

in a range of tasks in rodents, monkeys and humans (Ito & Doya, 2009). Given this result, we then proposed 

that adding replay to the Q-learning model between sessions might better reflect learning and therefore 

better predict behaviour. However, under a policy of replaying state-action pairs randomly, this produced 

higher reliability errors overall, indicating a worse model of the cognitive processes underlying 

reinforcement learning. Similarly, biasing replay by sampling from state-action pairs which had produced 

the largest recent reward also increased reliability errors relative to no-replay. 

In contrast, biasing replay by sampling from state-action pairs which had produced the largest recent RPE 

decreased reliability errors. From this we conclude that the cognitive processes involved in the learning of 

this task are influenced by offline activity that takes place between sessions. Performance on memory tasks 

has widely been found to improve following a period of sleep (Stickgold, 2005; Marshall & Born, 2007; 

Diekelmann & Born, 2010), associated with replay of activity which encodes recent experiences during 

hippocampal sharp-wave ripples (Ólafsdóttir et al., 2018). We therefore propose that such offline replay 

underlies the RPE-biased offline updating of state-action values which influenced reinforcement learning in 

this task. 

The suggestion that hippocampal replay might be biased by RPEs differs from the commonly held view that 

replay is biased by reward itself (Ambrose et al., 2016; Atherton et al., 2015; Gruber et al., 2016; Singer & 

Frank, 2009). However, the studies on which this conclusion is based generally do not use tasks which 

explicitly dissociate reward from RPE, so these results in the literature are not inconsistent with our 

suggestion that RPE biases replay. 

Our conclusion that RPE-biased replay (but not random or reward-biased replay) improved model 

predictions is strengthened by the fact that this result did not hold when training data were shuffled. When 

the trial order was shuffled, such that there was no correlation between learning and behaviour, all replay 

policies produced higher reliability errors in predicting the animals’ behaviour. This means that the influence 

of RPE is a feature of the learning process and not an epiphenomenon resulting from the general statistics 
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of behaviour. Moreover, the result did hold for all state-action pairs, despite the overrepresentation in 

training data of those most frequently experienced. This gives credence to the notion that the Q-learning 

model with replay biased by RPE is a good overall model of state-action values held by the brain. 

Despite the prevalence of the idea that reward biases replay, our alternative theory that RPE biases replay 

fits better with existing research on the role of dopamine. Dopaminergic projections from the ventral 

tegmental area (VTA) to CA1 in the hippocampus have been found to modulate both replay during sleep 

following exposure to a novel environment, and subsequent memory performance in the same environment 

(McNamara et al., 2014). It is suggested that dopaminergic neuromodulation might tag synapses by 

upregulating plasticity-related proteins, causing long-lasting potentiation which allows the stabilisation of 

the memory trace during subsequent sleep and rest (Frey & Morris, 1998; Redondo & Morris, 2011). Phasic 

dopaminergic inputs to the hippocampus are triggered not only in response to novelty, but also in the 

context of reward (Schultz et al., 1997), offering a likely mechanism by which reward-related information 

might influence replay. Indeed, post-task replay has been found in reward-related VTA cells (Gomperts et 

al., 2015; Valdés et al., 2015). However, such phasic dopamine activations are typically elicited in response 

to anticipation of reward and RPEs rather than reward itself (D’Ardenne et al., 2008; Dayan & Niv, 2008; 

Montague et al. 1996; Schultz 1998; Schultz et al. 1997). These phasic dopamine signals could therefore 

bias hippocampal replay towards activity associated with RPEs; it is less clear how activity associated with 

reward per se might bias replay. 

Several studies have expressly linked replay to reward, ostensibly in contrast with our results, but often RPE 

is a confounding factor in these which cannot be discounted. In humans, high monetary reward (but not 

low monetary reward) is linked to sleep-dependent improvements in associative memory (Igloi et al., 2015; 

Studte et al., 2017); in this task RPE was not estimated but would presumably be higher overall in the high-

reward than low-reward condition, conflating reward-dependent effects with RPE-dependent effects. In 

rodents, newly-rewarded behaviour has been associated with replay more than behaviour which had been 

rewarded in previous sessions (Singer & Frank, 2009); here, the authors attributed this replay bias to 

novelty, but it is also consistent with in-creased RPE when new behaviours are rewarded for the first time. 

Moreover, following extended reinforcement of both behaviours, the replay bias for the newly-rewarded 

behaviour was eliminated. In a third study, results were more mixed: following an increase in reward 

magnitude at one end of a linear track, there was more replay associated with the larger-magnitude end 

than the unchanged-magnitude end, correlated with both reward and RPE (Ambrose et al., 2016). However, 

following an elimination of reward at one end, there was a reduction in replay following a reduction in reward 

despite the increase in RPE. This is more consistent with reward-biased than RPE-biased replay, although 

the authors noted a rebound effect when the eliminated reward was reinstated: greater replay was found at 

the reinstated-reward end than the unchanged-reward end, despite identical reward magnitudes. This leaves 

open the possibility of bias by positive over negative RPEs. A fourth study found more replay of large-

reward-related activity than small-reward-related activity on a maze task (Michon et al., 2019), but because 
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reward was received on every trial analysed, any effects of reward magnitude are conflated with positive 

reward-prediction error. 

Conversely, the specific case for RPE-biased replay is supported by findings that neural sensitivity to RPEs 

in humans predicts the amount of awake replay during a reinforcement learning task, and replay amount 

correlated with subsequent performance in a task requiring behavioural flexibility (Momennejad et al., 2018). 

In addition to human and rodent studies, findings from the literature on machine learning show some 

consistency with our results. A number of machine learning studies have found that storing new information 

in memory buffers and sampling from it at regular intervals, similar to hippocampal replay, can speed up 

learning (Lin, 1992; Mnih et al., 2013, Mnih et al., 2015), and more so when replay is biased by prediction 

errors (Cichosz, 1999; Schaul et al., 2016). RPE-biased replay may therefore represent an adaptive focus 

whereby resources are focused on areas of a cognitive model which needs updating. 

This model assumes that a cache of all experience is stored from which to be sampled, which is expensive 

and unrealistic at large scales. This may not be necessary if memory for individual trials is gradually forgotten 

and subsumed into cortical long-term memory, for example over the course of hours over which cell 

assembly activation decays (Giri et al., 2019). 

Finally, this model leaves open some questions. It will be necessary to directly test this theory by recording 

neural data from which replay can be directly observed, comparing replay of reward-associated activity with 

that of RPE-related activity in the VTA or striatum. There is also an open question about possible diverging 

roles of replay during behaviour compared to prolonged rest and sleep. Here we have considered replay 

between sessions, which is likely to take place at least partly during sleep; but replay during wake has also 

been shown to be necessary for learning (Jadhav et al., 2012). 

In summary, we found that a Q-learning-based reinforcement learning model which assumes offline updates 

between sessions is a better predictor of learning behaviour than one which does not assume offline 

updates. Specifically, this is true when updates are prioritised according to experiences that have recently 

elicited high RPEs, and not when they are prioritised according to reward or random recent experiences. 

This finding offers a reinterpretation of how offline activity during rest and sleep might aid reinforcement 

learning, in terms of RPE rather than reward.  In Chapter 6 the hypothesis that activity in the hippocampus 

and nucleus accumbens underlies such RPE-biased replay is directly tested. 
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Chapter 6: Replay in hippocampus 

and nucleus accumbens 

 

 

6.1. Introduction 

Memory consolidation depends in part on plasticity processes that occur during sleep and in a critical period 

in the hours following learning.  Replay, the coordinated activity of cells associated with a new experience 

during a subsequent rest period, is reported to take place during a similar time window, potentially creating 

the ideal physiological conditions for synaptic plasticity.  In this Introduction, I review the evidence for the 

role of replay in memory consolidation, reports of replay particularly in subcortical structures, and theories 

for how replay might be biased towards certain experiences, especially in the context of reward.  The Results 

contain my own data pertaining to the question of how the hippocampus and accumbens might bias replay 

in the context of reward. 

 

6.1.1. Hippocampal replay 

The link between single-unit hippocampal activity during wake and during subsequent sleep was first 

reported by Pavlides and Winson (1989), who conducted an exploration session with freely behaving rats 

to identify pairs of non-overlapping place cells, before restraining rats in the place field of one, but not the 

other, neuron.  During subsequent sleep, the place cells which were reactivated during the restraint part of 

the session showed a higher firing rate and burst rate than the cells which were not reactivated.  Subsequent 

extensions of this behavioural technique identified that correlations between cells, rather than their raw 

firing rate, increase during sleep (Wilson & McNaughton, 1994); that these correlations arose after behaviour 
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and were not present to the same degree in pre-behaviour sleep (Wilson & McNaughton, 1994); and that 

replay occurs during wake as well as sleep (Kudrimoti et al., 1999).  Further work discovered that replay is 

present not only in the hippocampus but coordinated between hippocampus and other cortical (Qin et al., 

1997) and subcortical (Pennartz et al., 2004) brain areas.  Interestingly, although many subsequent studies 

have corroborated Pavlides and Winson’s (1989) conclusion that offline activity reflects further “processing 

of information” acquired during wake, their main finding – that place cells active during experience have 

higher firing rates during subsequent sleep – has been repeatedly refuted, as hippocampal firing rates 

remain stable although interactions between cells changes (Wilson & McNaughton, 1994; Kudrimoti et al., 

1999). 

Replay in animal brains is variously defined as the increased correlation between cells which are coactive 

during behaviour (Wilson & McNaughton, 1994; Skaggs & McNaughton, 1996; Qin et al., 1997; Kudrimoti 

et al., 1999; Hirase et al., 2001; Pennartz et al., 2004; Jackson et al., 2006); the reinstatement of assembly 

activity projected in a low-dimensional state (Peyrache et al., 2009; Lopes-dos-Santos et al., 2013; van de 

Ven et al., 2016); the Bayesian similarity between multi-unit activity during rest and behaviour (Karlsson & 

Frank, 2009; Kloosterman et al., 2014; Box et al., 2016; Olafsdottir et al., 2018); or the repetition of precise 

sequences of spikes (Nadasdy et al., 1999; Louie & Wilson, 2001; Lee & Wilson, 2002; Villette et al., 2015).  

In humans, non-invasive fMRI-based methods compare the similarity between BOLD signal during behaviour 

or stimulus presentation and BOLD during rest (Deuker et al., 2013; Staresina et al., 2013).  These definitions 

are principally methodological approaches rather than competing theoretical perspectives: in any case, 

replay is believed to represent the reinstatement of multi-unit activity that encodes past experiences.  Central 

to the theory of replay is that it has molecular consequences for triggering synaptic plasticity between the 

reinstated cells, and functional consequences for consolidating, and perhaps additionally processing, the 

represented information. 

 

6.1.2. Role of replay in memory consolidation 

Consolidation of new memories appears to depend on a critical period lasting some hours after initial 

experience, during which brain injury, sleep deprivation, and cognitive, pharmacological or optogenetic 

interference can disrupt the retention of newly acquired information (Frankland & Bontempi, 2005).  This 

conspicuously coincides with the time course over which the hippocampus has been reported to replay 

recent memories (Giri et al., 2019).  According to the influential complementary learning systems theory, 

rapid, short-term encoding of new memories in the hippocampus during experience is gradually reinstated 

into more durable and generalised cortical representations over this consolidation period (McClelland et al., 

1995), which depends on processes associated with sleep (fig. 6.1). 
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Consolidating new experiences from short-term to long-term storage, as well as other purported functions 

of replay, necessitates interactions between the hippocampus and other brain areas.  Correspondingly, local 

field potential (LFP) and single-unit events are seen in areas which receive hippocampal projections around 

the time of ripples, serving as a likely mechanism for (or reflection of) systems consolidation.   Single-unit 

activity modulated by ripple times has been found in entorhinal cortex, prefrontal cortex, anterior cingulate 

cortex, retrosplenial cortex, auditory cortex, parietal cortex, striatum and VTA, which may allow multiple 

aspects of an experience encoded by disparate brain areas to be reactivated simultaneously (Rothschild, 

2019).  Low-frequency spindle oscillations in the thalamo-cortical network, which coordinate spiking activity 

over a large spatial area, are temporally associated with hippocampal ripples during slow-wave sleep (Siapas 

& Wilson, 1998) and, correspondingly, replay events (Peyrache et al., 2009).  The precise timing between 

spindles and ripples is variable, however: the latency varies between 15ms and 200ms in different parts of 

cortex and spindles sometimes precede, rather than follow, ripples (Joo & Frank, 2018), suggesting a 

dynamic coordination of activity between hippocampus and cortex.  The cortical transition to a more 

excitable “up” state during slow-wave sleep also tends to precede ripples (Battaglia et al., 2004), suggesting 

that excitatory drive to the hippocampus may prompt ripple activity, offering a mechanism for bidirectional 

flow of information.  This is consistent with the observation that presentation of auditory and olfactory stimuli 

during sleep can bias memory consolidation by targeting the reactivation of associated memories (Ouidette 

& Paller, 2013), forming a loop in which cortical activity biases the content of hippocampal ripple activity, 

Figure 6.1.  Systems-level consolidation during sleep.  Neocortical slow oscillations promote thalamo-

cortical spindles during the “up” (excitable) phase of the slow wave, and spindles (especially at the transition 

to an up state) coincide with hippocampal ripples.  The temporal entrainment of these oscillations with each 

other is suggested to allow systems-wide interactions between assemblies of cells that fire during such 

events.   The result is that information encoded in a “temporary store” in the hippocampus is transferred to 

a long-term store in the neocortex.  Although overly simplistic, this framework is consistent with much of the 

work on sleep-dependent memory consolidation and replay.  (Taken from Rasch & Born, 2013.) 
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which in turn recruits cortical assemblies into the replay event to promote consolidation (Rothschild et al., 

2016; Skelin et al., 2019). 

The interplay between hippocampus and cortex changes with learning, supporting the idea of information 

transfer from short-term to long-term memory.  Early in learning, the coactivity between prefrontal cortex 

and hippocampus is correlated between behaviour and sharp-wave ripples (Jadhav et al., 2016); as learning 

progresses over days, this correlation diminishes (Tang et al., 2017; Joo & Frank, 2018), which is consistent 

with the observation that cortical representations shift from encoding specific features of experience to 

more general encoding which is less specific to individual mnemonic episodes (Kitamura et al., 2017; Yu et 

al., 2017).  Representations of new experiences form rapidly in the cortex, but initially require hippocampal 

input for retrieval; following a consolidation process lasting some weeks, the hippocampus becomes 

disengaged from retrieval of these memories (Kitamura et al., 2017).  However, the view of memory 

encoding being transferred away from hippocampus and into the cortex is overly simplistic, as some kinds 

of memory – particularly for individual episodes – continue to require the hippocampus even after extensive 

consolidation (Joo & Frank, 2018; Yu et al., 2018; Sutherland et al., 2001; Martin et al., 2005).  Instead, the 

organisation of memories may rely on an index stored in the hippocampus and association cortex which 

unites representations of individual features or elements of a memory stored in disparate areas of the brain, 

such that when the index is reactivated, various aspects of the memory can be accessed together (Schwindel 

& McNaughton, 2011). 

 

6.1.3. Replay and sharp-wave ripples 

In the short-term, molecular stabilisation of memories in hippocampal circuits involves a cascade of events 

which promotes protein synthesis to allow structural changes at the synapses, which takes place in a short 

window of hours after formation of the memory.  Consolidating memories across the brain, at a systems 

level, takes place on a longer timescale and involves processes which rely on synchronous firing across 

brain areas (Frankland & Bontempi, 2005).  This is achieved by projecting bursts of excitatory drive from 

the hippocampus to other brain areas, sharp-wave ripples, which strongly activate target cells in a wide 

range of brain areas to allow systems-level interaction. 

It is difficult to characterise the precise relationship between replay and ripples, because coincidence with 

a ripple event is often part of the proscribed definition of replay.  Firstly, quantifying discrete ripple events 

is not straightforward, because it depends on arbitrary parameters and thresholds used for detection which 

have generally become more liberal over time, producing ripples rates on the order of a few per minute to 

a few per second (Buzsáki, 2015).  Next, quantifying discrete replay events is more complicated still, owing 

to the stochastic nature of spike timing and the lack of clear definition of what constitutes replay.  When 
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replay events are enumerated they are often identified based on ripples; attempts to decode ripple activity 

to behaviour have produced estimates from 9% (Michon et al., 2019) to 25% (Wikenheiser & Redish, 2013) 

of post-task ripples, likely depending on the specifics of data analysis as well as the duration of post-task 

rest and the demands of and familiarity with the task. 

It is important to note that despite the prevalence of correlation-based methods for replay detection, 

correlations between activity in wake and sleep, i.e. the preservation of a population code, do not necessarily 

imply a mechanism of learning and memory: existing variations in synaptic connectivity between cells make 

some patterns of activity more likely than others regardless of any consolidation processes, and there is 

evidence that new encoding is mapped onto such pre-existing network organisation (Dragoi & Tonegawa, 

2014; Liu et al., 2018).  Replay analyses generally use pre-task correlations as a control, so this confounds 

the search for meaningful experience-dependent associations between awake activity and sleep activity.  

However, manipulations of proposed mechanisms of consolidation and plasticity – most notably ripples – 

do suggest a causal role for offline activity in spatial learning.  Electrically disrupting sharp-wave ripples, 

which also disrupts the assembly replay, impairs spatial learning (Girardeau et al., 2009; Ego-Stengel & 

Wilson, 2010; Jadhav et al., 2012; Michon et al., 2019), apparently by preventing this consolidation from 

occurring.  This follows the correlational observation that ripple rates increase following spatial learning 

(O’Neill et al., 2008; Cheng & Frank, 2008) and correlate with subsequent memory performance (Ramadan 

et al., 2009).  Ripples in these experiments are used as a proxy for replay, and the experimental challenge 

of disrupting replay per se, without ripples, has not so far been met.  Evoking ripples optogenetically from 

nothing does not appear to produce meaningful replay, but extending the duration of spontaneously-

generated ripples does recruit more cells to an ongoing replay event and improve subsequent spatial 

memory (Fernandez-Ruiz et al., 2019).  Similarly, the replay content of ripples can be biased towards some 

experiences over others by presenting sounds which, having previously been paired with spatial locations, 

cause a relative increase in replay encoding the associated location (Bendor & Wilson, 2012). Ripples arise 

in CA3, a hippocampal subregion upstream from CA1 (albeit possibly assisted by excitation in CA2, Oliva et 

al., 2016, and dentate gyrus, Sasaki et al., 2018), forming when recurrent connections between pyramidal 

cells facilitate a gradual, exponential build-up of excitatory activity (Buzsáki & Chrobak, 1995; Nakashiba et 

al., 2009; Csicsvari et al., 2000; Schlingloff et al., 2014; Gulyas & Freund, 2015).  Parvalbumin-positive (PV+) 

basket cells respond to this excitation by firing at ripple frequency and become phase-locked due to 

reciprocal inhibition which constrains the periods of excitability in which spikes occur (Schlingloff et al., 

2014).  These interneurons innervate large numbers of nearby pyramidal cells, so their synchronous firing 

conveys the same rhythm of oscillating excitation and inhibition onto the wider network of pyramidal cells.  

When a sufficiently large population of CA3 cells participates in the ripple (roughly 10-20%, Csicsvari et al., 

2000), it can be transmitted to CA1 via the Schaffer collaterals, whereby broad excitation of CA1 pyramidal 

cells and ripple-frequency spiking of interneurons causes the ripple to spread by the same mechanisms.  

Each ripple therefore arises from a different subset of CA3 cells, which recruits a different subset of CA1 

cells depending on the synaptic connections between them, which is crucial to the theory that some 
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assemblies can preferentially take part in ripples.  The fast spiking during ripples has been suggested to 

create the ideal physiological conditions for long-term potentiation (LTP) or spike-time-dependent plasticity 

(STDP; Girardeau & Zugaro, 2011; Bliss & Collingridge, 1993), and indeed ripples generated in vitro cause 

changes in potentiation at intra- and extra-hippocampal synapses (Sadowski et al., 2016; Behrens et al., 

2005; Norimoto et al., 2018; Lubenov & Siapas, 2008; Colgin et al., 2004) so preferential recruitment of an 

ensemble of cells to ripples may be selective in promoting plasticity (King et al., 1999; Ormond et al., 2019). 

 

6.1.4. Biasing replay for preferential memory consolidation 

The possibility of preferentially recruiting some cells over others into ripples prompts the question of how 

prior experience might shape ripple activity to direct metabolic resources towards the most “useful” 

synapses to potentiate.  It is thought that some synaptic “tag” is invoked amongst assemblies which are 

active during behaviour, especially if they are active in the context of novelty or reward, which promotes 

preferential plasticity and/or participation in ripples later (Redondo & Morris, 2011; Atherton et al., 2015).  

Neuromodulation may play a role in this: the hippocampus receives dopaminergic input from the ventral 

tegmental area (VTA) following reward and also from the locus coeruleus (McNamara & Dupret, 2017; 

Duszkiewicz  et al., 2018), which may prompt molecular changes at synapses during behaviour that causes 

plasticity-related proteins to be synthesised and captured at the excited synapses later on (Martin & Kosik, 

2002; Redondo & Morris, 2011).  Nevertheless, the theory of synaptic tagging remains imprecise, and it is 

not clear what neurophysiological, chemical or behavioural factors influence it. 

Dopamine has received particular attention for its possible role in biasing memory consolidation and replay, 

in part because of its broad innervation of many brain areas associated with learning and memory, including 

hippocampus, striatum and prefrontal cortex.  Burst stimulation of dopaminergic VTA terminals in the 

hippocampus during experience promote both replay of place cells during subsequent rest and spatial 

memory (McNamara et al., 2014),  suggesting that it may act to tag hippocampal synapses by upregulating 

plasticity-related proteins, promoting potentiation of the synapses and stabilisation of the place cell 

ensemble (Frey & Morris, 1998; Redondo & Morris, 2011). 

In humans, highly rewarded experiences may preferentially benefit from sleep (Igloi et al., 2015; Studte et 

al., 2017).  Evidence from studies which pharmacologically increase or decrease dopamine levels in healthy 

controls and patients with Parkinson’s disease (who naturally have lower dopamine levels) show that 

dopamine mediates memory performance over a period of minutes and hours.  Inconsistent findings have 

found that memory for highly rewarded items may be boosted by elevated dopamine levels at the point of 

initial encoding, suggesting dopamine’s involvement in tagging memories (Asfestani et al., 2019), or in the 

subsequent hours, suggesting a role in consolidation (Feld et al., 2014; Grogan et al., 2015).  This 
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discrepancy may arise because dopamine acts to amplify the difference between important and unimportant 

information, not to globally enhance memory but to selectively promote salient items and accelerate 

forgetting of less salient experiences (Castillo Diaz et al., 2019; Isotalus, 2019). 

Evidence from BOLD activity suggests that involvement of the hippocampus-accumbens-VTA loop during 

learning (Adcock et al., 2006), and hippocampus-VTA connectivity after learning (Gruber et al., 2016), are 

associated with the preferential retention of highly rewarded stimuli, which further suggests that offline 

consolidation involves not just the hippocampus and cortex, but other subcortical structures too.  Although 

the function of replay is often posited as the consolidation of recent experiences from short-term storage 

in flexible hippocampal networks to long-term storage in more rigid, slow-adapting cortical networks 

(McClelland et al., 1995), significant reactivation has been found in several subcortical brain regions which 

suggest a more general reprocessing of experiences. 

 

6.1.5. Replay in subcortical structures 

In addition to the accumbens, replay has been identified in two other subcortical structures in coordination 

with hippocampus: amygdala and ventral tegmental area (VTA). 

In the basolateral amygdala (BLA), replay is found associated with cells which are the most strongly coupled 

to hippocampal activity.  BLA cells whose firing during a spatial learning task is correlated with hippocampal 

activity, and which show ripple-modulation of their firing rate, show increased reactivation with their paired 

hippocampal cells during post-task sleep (Girardeau et al., 2017).  In the VTA, there is conflicting evidence 

for (1) cells which are responsive to rewarding and/or aversive appetitive stimuli show reactivation during 

post-task rest (Valdés et al., 2015), and (2) alternatively that reward-responsive VTA cells engage in replay 

during wake but not sleep (Gomperts et al., 2015).  Replay in VTA may be biased towards aversive stimuli 

(Valdés et al., 2015). 

Previously, significant experience-dependent reactivation of cell pairs has been found within the accumbens 

(Pennartz et al., Lansink et al., 2008) and between accumbens and hippocampus (Lansink et al., 2009) 

following exposure to probabilistic maze tasks, as well as reactivation of hippocampal-accumbens 

assemblies following a conditioned place-preference task (Sjulson et al., 2018).  This accumbens replay is 

generally found to be associated with ripples during quiet rest and slow-wave sleep (Lansink, 2008; Sjulson, 

2018; but see Lansink et al., 2009).  Activity which increased around reward (Lansink et al, 2008; Lansink 

et al., 2009; Sjulson et al., 2018), which carried spatial information (Sjulson et al., 2018), and which was 

closely associated with hippocampal activity (Lansink et al., 2009; Sjulson et al., 2018) was found to be 

preferentially replayed in the accumbens, suggesting a bias towards replay of the most task-relevant 
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information.  During hippocampal replay events which reflect either reward or non-reward locations, both 

VTA cells (Gomperts et al., 2015) and accumbens cells (Sjulson et al., 2018) which are reward-responsive 

during the task preferentially take part in those replay events which reflect reward locations. 

From this we can hypothesise a role for accumbens replay in reinforcement learning – consolidating 

associations between locations and reward in order to guide behaviour – but an explicit link between 

reinforcement learning and accumbens replay has not been found.  In this chapter, the data presented in 

Chapter 3 were reanalysed, with a focus on activity during post-task rest, to investigate ripple-associated 

replay of activity within and between accumbens and hippocampus.  The results of Chapter 5 predict sleep-

dependent memory consolidation biased towards experiences with the highest reward-prediction error; 

here, the hypothesis is tested that such memory consolidation is underpinned by hippocampal-accumbens 

replay in the same task. 

 

6.1.6 Aims of this chapter 

1. To corroborate previous reports in the literature of replay in hippocampus and accumbens following 

training on a probabilistic maze task 

2. To identify the behavioural correlates during the task described in Chapters 2 and 3 of activity that 

is replayed during post-task rest 

3. To test the prediction made in Chapter 5 that replay in the accumbens is biased by reward-

prediction error and not reward 
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6.2. Methods 

Binless spike trains.  Spike trains were convolved with a Gaussian kernel of 0.05/√12, approximately 

equivalent to discrete binning of spike trains into 50ms bins, using a method which avoids the variability 

associated with discrete binning and improves analysis of spike train correlations and explained variance 

(Kruskal et al., 2007). 

Explained variance.  Explained variance (EV) is defined as the square of the partial correlation coefficient 

which represents the proportion of variation in correlations during POST which can be explained by variation 

in correlations during TASK beyond what can be explained by variation in correlations during PRE; this is 

contrasted with the reverse explained variance (REV) based on correlations during PRE as a control.  

Following Kudrimoti et al. (1999), Pearson’s correlation coefficients were calculated between binless spike 

trains equivalent to 50ms bins (see Chapter 3 Methods), for the PRE, TASK and POST periods separately, 

and combined to create three correlation matrices.  The similarity between PRE, TASK and POST was 

calculated by taking the correlation coefficient r between their correlation matrices: 

𝐸𝑉 = 

(

 
𝑟𝑇𝐴𝑆𝐾,𝑃𝑂𝑆𝑇 − 𝑟𝑇𝐴𝑆𝐾,𝑃𝑅𝐸𝑟𝑃𝑂𝑆𝑇,𝑃𝑅𝐸

√(1 − 𝑟𝑇𝐴𝑆𝐾,𝑃𝑅𝐸
2 )(1 − 𝑟𝑃𝑂𝑆𝑇,𝑃𝑅𝐸

2 )
)

 

2

 

This gives a value bound by 0 and 1.  REV was calculated by reversing PRE and POST to obtain a baseline 

value against which EV could be compared.  The significance of explained variance for a given session was 

calculated by performing a permutation test in which the firing rates for cells were shuffled within the same 

time bin, which controls for spurious correlations caused by population increase in firing rates.  For 

explained variance calculated between CA1 and accumbens, firing rates were shuffled between cells within 

the same brain region.  This permutation was performed 1,000-fold to form a null distribution of EV-REV 

scores.  Observed EV-REV was considered significant if it exceeded the 99.9th percentile of the null 

distribution. 

Experience-dependent increases in cell-pair coactivity.  To ascertain which cell pairs showed a significant 

increase in correlation between PRE and POST, Pearson’s correlation coefficients were obtained for binless 

50ms spike trains and concatenated for periods where the rat was immobile for at least 10 seconds.  For 

cell pairs which had a significant correlation during POST (p < 0.05, corrected for multiple comparisons with 

critical value of 0.2), correlation coefficients for PRE and POST were transformed to z-scores using Fisher’s 

method, to obtain a z-statistic for the difference in correlations.  Null distributions were obtained by randomly 

permuting the binless firing rates for one of the pair 1,000-fold and applying the same analysis to produce 

a distribution of z-statistics.  Cell pairs whose z-statistic exceeded both 1.64 (equivalent to p < 0.05) and 

the 99th percentile of the null distribution of z-statistics were designated significant. 
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To determine the behavioural correlates of these cell pairs, their activity was transformed to a binless 50ms 

spike train and z-scored, and z-scores below 0 were raised to 0.  These transformed spike trains for a pair 

of cells were multiplied together to give their coactivity, with a lower bound of 0.  Coactivity was itself z-

scored over the recording session for a given cell pair, to reveal times of high coactivity between pairs of 

cells. 
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6.3. Results 

The single-unit data presented in Chapter 3, recorded simultaneously from dorsal CA1 and nucleus 

accumbens in one rat, were analysed again here.  Recordings were made over 17 sessions during the 

learning of a probabilistic maze task, as well as during two hours of rest before and after.  Here, the activity 

of single cells and cell pairs was compared between rest and behaviour to identify what, if anything, was 

replayed. 

 

6.3.1. Significant explained variance during post-task rest 

A number of previous studies have found significant reactivation of correlated activity in spatial tasks during 

post-task rest, both within the accumbens and between hippocampus and accumbens.  First, to confirm 

whether there was significant replay during post-task rest in these results, correlations between cell-pairs 

were assessed during the TASK, PRE-task rest and POST-task rest to calculate the degree of explained 

variance in POST correlations that could be explained by TASK correlations, controlling for PRE correlations 

(see Methods).  Pooling all of sessions 1-17 together, there was an overall average explained variance (EV) 

of 39.9% and reverse explained variance (REV) of 17.9% for the first 15 minutes of POST compared to the 

last 15 minutes of PRE for pairs of CA1-CA1 cells (paired t-test, p = 0.011), an EV of 34.4% and REV of 

Figure 6.2.  Overall explained variance.  Explained variance (EV; filled boxes) and reverse explained 

variance (REV; unfilled boxes) for each session.  Intra-area (CA1-CA1 and NAc-NAc) and inter-area (CA1-

NAc) cell pairs shown separately.  * indicates significance of t-test at p < 0.05, *** indicates significance of 

t-test at p < 0.001. 
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Figure 6.3.  Explained variance over time.  A-B. EV (POST) and REV (PRE) calculated in sliding 15-

minute windows over the whole rest period.  Two sessions (2 and 16) were excluded because POST periods 

were less than two hours.  B.  EV and REV calculated from pairs of cells which both showed positive 

modulation by POST ripples.  Bottom: the number of ripples in sliding 15-minute windows.  C. EV (POST) 

and REV (PRE) calculated from concatenated periods where rat was immobile for at least 10 seconds. 
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24.3% for accumbens-accumbens cell pairs, and an EV of 10.6% and REV of 4.7% for CA1-accumben cells 

pairs (fig. 6.2).  Paired t-tests showed that EV was significantly larger than REV for CA1-CA1 pairs and CA1-

accumbens pairs, but not accumbens-accumbens pairs (p = 0.011, CA1-CA1; p =  0.34, NAc-NAc; p = 

0.00014, CA1-NAc).  The significantly larger EV than REV values indicate TASK-dependent patterns of 

coactivity during POST, i.e. replay. 

Figure 6.4.  Explained variance over sessions.  Explained variance (EV; filled boxes) and reverse 

explained variance (REV; unfilled boxes) for each session, calculated for spiking activity which occurred 

around ripple times.  Intra-area (CA1-CA1 and NAc-NAc) and inter-area (CA1-NAc) cell pairs shown 

separately.  A. EV and REV for blocks of 500 ripples.  B. EV and REV for all ripples in the PRE and POST 

periods.  * indicates significance at p < 0.001 (uncorrected), calculated using permutation test. 
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Post-task replay in the hippocampus has been found to decay to baseline over a period of roughly 10-30 

minutes in well-trained animals or in familiar environments, although no such decay has been reported in 

accumbens cell-pairs after 30 minutes (Pennartz et al., 2004; Lansink et al., 2008) and hippocampal-

accumbens replay has been reported to still be significantly above baseline after 40 minutes (Lansink et al., 

2009).  Calculating EV and REV in overlapping sliding 15-minute windows, stepping by 5 minutes, showed 

a similar result here: reactivation of CA1 activity showed a sharp decline after the first 15 minutes, while 

reactivation of accumbens activity was persistently higher throughout the 2-hour POST epoch (fig. 6.3A).  

Notably, this was despite the rate of sharp-wave ripples being relatively low in the first 15 minutes of POST 

(fig. 6.3A, bottom) and when the rat was most reliably awake.  Restricting the EV-REV analysis to periods 

when the rat was immobile for at least 10 seconds – the behavioural state with which both ripples and replay 

events are most strongly associated – revealed a similar pattern over the course of rest-time, rather than 

absolute time (fig. 6.3B). 

Because the rate of ripples varied over the POST period, EV and REV were also examined over successive 

ripple times.  All sessions contained at least 4,000 ripples during PRE and POST, so EV and REV were 

calculated within successive blocks of 500 ripples, using the cell-pair activity within 200ms of ripple onset 

(see Methods; Lansink et al., 2008; Lansink et al., 2009).  Accumbens cell-pairs and CA1-accumbens cell-

pairs showed persistently higher EV than REV with no evidence of decay (fig. 6.4A).  All subsequent EV-REV 

analysis was based on the concatenated ripple activity.  Session-by-session analysis showed significant EV-

REV of CA1-accumbens cell pairs on 15 out of 17 sessions (permutation test, 1000 shuffles, p < 0.001; fig. 

6.4B), compared to 3 sessions for CA1-CA1 pairs and 4 sessions for accumbens-accumbens pairs.  All 

sessions on which there was significant accumbens-accumbens reactivation also showed significant CA1-

accumbens reactivation. 

Having established that there was significant reactivation within and between CA1 and accumbens, individual 

cells and cell-pairs which showed signs of reactivation were then analysed for their activity during TASK, to 

assess the content of what was replayed.   

EV-REV analysis was run based on all cell-pairs during ripples (as above) and compared to EV-REV values 

without each individual cell in turn.  A cell which was substantially reactivated would cause EV-REV to 

decrease when it was excluded from analysis, so the difference between EV-REV with and without each cell 

was taken as its contribution to EV-REV (Girardeau et al., 2017).  Surprisingly, there were no significant 

associations between ripple modulation, peak firing rate or theta modulation and contribution EV-REV, in 

either hippocampus or accumbens (fig. 6.5; the same was true for contributions to EV only; no evidence of 

a bimodal distribution). 
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6.3.2. Behavioural correlates of reactivated cell pairs 

To assess which cell pairs exhibited reactivation, cell pairs with significant correlations, and whose 

correlation increased in POST compared to PRE, were examined.   

Binless spike trains for every pair of one CA1 cell and one accumbens cell were analysed for their correlation 

coefficients during TASK, and compared to a null distribution of correlation coefficients calculated from 

shuffled spike times (fig. 6.6A-B). Overall, 713 out of 2699 (26.4%) cell pairs showed correlations 

significantly greater than controls (p < 0.001; fig. 6.6C), further confirming a considerable interaction 

between CA1 and accumbens. Cells which were correlated with at least one other cell did not show greater 

Figure 6.5.  Individual cells’ contributions to explained variance.  A-B. Contributions to inter-area EV-

REV per cell, divided by modulation by ripples in each period (PRE, TASK and POST), for CA1 cells (A) and 

NAc cells (B). C. Correlation between peak per-spatial-bin firing rate during TASK and contribution to EV-

REV.  D. Correlation between theta modulation index during TASK and contribution to EV-REV. 
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theta modulation than uncorrelated cells (fig. 6.6D-E). Moreover, when the analysis was restricted to pairs 

of cells that were modulated by ripples during POST, this rose to 32.8% of pairs which were significantly 

correlated (fig. 6.6F). Strikingly, 100% of NAc cells with significant ripple modulation during POST showed 

significant correlation with at least one CA1 cell during TASK, further suggesting some involvement in 

hippocampal replay by accumbens task-related activity. 

Next, CA1-accumbens cell pairs were examined for their correlations during PRE and POST.  A minority of 

cell pairs exhibited not only a significant correlation, but a significant increase in their correlation from PRE 

to POST, indicating systems-level consolidation.  719 out of 8761 (8.2%) CA1-CA1 cell pairs, 183 out of 

2427 (7.5%) accumbens-accumbens cell pairs, and 334 out of 4184 (8.0%) CA1-accumbens cell pairs 

showed a significant increase in their correlation (see Methods).   A minority of accumbens cells which 

showed at least one significant increase in correlation with a CA1 cell were positively modulated by ripples 

during TASK (48 out of 128, 38%), but this was greater than the proportion accumbens cells with no increase 

in CA1 correlations which were positively ripple-modulated (15 out of 76, 20%; z-test, p = 0.0039). 

Figure 6.6.  Firing rate correlations between hippocampus and accumbens.  A. Pearson’s correlation 

coefficient between 50ms-binned spike trains during trials, for one example session.  B. Statistical 

significance of the correlations shown in A, thresholded after comparison with a null distribution of 

correlations of shuffled spike trains; significant cell pairs are in white.  C. Percentage of CA1-NAc cell pairs 

which showed significant correlations during the task.  D-E. Theta modulation indices of CA1 (D) and NAc 

(E) cells which were significantly correlated with at least one NAc (D) or CA1 (E) cell, and cells which were 

not correlated.  F. Percentage of CA1-NAc pairs which showed significant correlations, out of a total of cell 

pairs which were modulated by ripples during POST. 
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These cell pairs which increase their correlation might reflect replay of aspects of task, so coactivity of the 

significant CA1-accumbens pairs during the task was analysed.  Trial-averaged coactivity during the task 

showed a peak prior to the time of arrival at the reward location, approximately at the point of movement 

initiation towards the reward location (fig. 6.7A).  Population firing rate increases in both areas were apparent 

at these timepoints (see Chapter 3), and firing rate increases can cause spurious increase in coactivity; to 

control for this, for every significant cell pair, the coactivity between one of the cells and another non-

Figure 6.7.  Cell-pair coactivity.  A-B. Coactivity on all trials analysed between pairs of CA1-NAc cells 

which showed significant increases in correlation from PRE to POST, as well as control pairs.  Trial-averaged 

and aligned to exit from the central platform (A) and arrival at the reward location (B).  C-D. Coactivity on 

trials which were rewarded (C) and unrewarded (D).  E. Difference between coactivity on reactivated pairs 

and control pairs, at the time point of highest coactivity for reactivated pairs, for every trial.  F-G. Coactivity 

on rewarded trials in a subset of sessions, on the high- (E) and mid-probability (F) arms, reflecting low and 

high reward-prediction error, respectively.  H. Difference in peak coactivity against reward-prediction error 

for every trial. 
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significant partner was also calculated.  These non-significant cell pairs also showed coactivity around the 

time of arrival at the reward location, but to a lesser degree and with a later peak (fig. 6.7A-B), indicating 

that cell pairs whose correlation increased were more active during the trajectory.  This increase in coactivity 

is coincident with the increase in theta-band coherence between CA1 and accumbens (Chapter 3), 

suggesting theta as a possible mechanism for communication during behaviour which is later replayed. 

If there is a replay bias towards experience with high RPE, the activity encoding trajectories which led to a 

surprising outcome should be replayed more than those which did not.  The coactivity analysis was re-run, 

firstly separating rewarded from unrewarded trials (to assess the effect of reward on replay), and then 

separating more-surprising rewards from less-surprising rewards.  Coactivity was weaker overall, for both 

reactivated pairs and control pairs, on unrewarded trajectories (fig. 6.7C-D); but reactivated pairs showed 

stronger coactivity than control pairs on both trial types, so reward outcome did not account for the 

difference. 

Next, sessions on which the rat’s performance was good were examined to assess the impact of reward-

prediction error on coactivity.  (Specifically, sessions 1-4 were excluded because task rules were still being 

acquired; sessions 13-17 were excluded because reward probabilities changed; and session 9 was excluded 

because tracking data were not available, leaving 7 sessions for this analysis.)  Rewarded trials on the high-

probability arm presumably elicited a lower RPE than rewarded trials on the mid-probability arm in these 

sessions, so the coactivity of significantly reactivated cell pairs on these trial types was compared.  Contrary 

to expectations, coactivity was higher on rewarded trials at the high-probability arm (fig. 6.7F). 

To more precisely analyse the relationship between reward-prediction error and coactivity, the difference in 

peak coactivity on the trial for significant and control cell pairs was obtained for each trial.  Reward-prediction 

error was estimated using the Q-learning method described in Chapter 5.  Although there was some 

evidence that coactivity varied over learning (fig. 6.7E), there was no correlation between coactivity and RPE 

(fig. 6.7H; Pearson’s correlation coefficient, p > 0.05). 

CA1 and accumbens cells are known to have different firing properties modulated by place, running speed, 

and proximity to reward.  So to further characterise the encoding of replayed activity, the firing of cells 

which exhibited significant increases in correlation with at least one other cell was compared to the firing of 

cells which did not exhibit any such replay.  In CA1, reactivated cells showed a higher firing rate overall 

during trials than their non-reactivated counterparts, with a sharp peak prior to exit from the central platform 

(fig. 6.8A).  In contrast, their reactivated accumbens partners showed a peak in firing approximately 1.5 

seconds later, ramping up their firing towards the point of arrival at the reward location before sharply 

dropping off (fig. 6.8B).  A similar pattern was seen in raw (not z-scored) firing rates (fig. 6.8C-D), although  
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Figure 6.8.  Firing rates of reactivated cells.  Single-unit firing rates of the cells which comprise 

significantly reactivated CA1-NAc cells pairs, compared to the rest of CA1 and NAc cells which are not 

significantly reactivated with any cell.  A-B. Z-scored firing rates of CA1 cells (A) and NAc cells (B), aligned 

to time from central platform exit (left) and time from arrival at reward location (right).  C-D. As A-B, but with 

raw firing rates, not z-scored. 
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the lower overall firing rates of reactivated accumbens cells was apparent (fig. 6.8D).  This ramping pattern 

has been widely reported in accumbens cells previously, and suggests a reward prediction signal (Khamassi 

et al, 2008; van der Meer & Redish, 2009) resulting from a ramping increase in dopamine signalling to the 

accumbens (Howe et al., 2013), which may be instructive for conveying reward-driven motivation.  There 

was no difference in the theta-modulation index of reactivated versus non-reactivated accumbens cells (data 

not shown). 

If the reactivated accumbens cells do encode a reward prediction signal, this ramping should be responsive 

to the expected reward but indifferent to reward outcome.  Therefore, the firing rate of accumbens cells 

was compared for rewarded trials (fig. 6.9A) and unrewarded trials (fig 6.9B).  The same ramping pattern 

was present on both trial types with little modulation of firing rates after reward outcome.  Regarding reward 

expectancy, in sessions 5 to 12, where behavioural performance was above chance and before reward 

probabilities changed (Chapter 3), the rat could be said to have a good knowledge of the task demands and 

Figure 6.9.  Firing rates of reactivated accumbens cells.  Single-unit firing rates of the NAc cells which 

comprise significantly reactivated CA1-NAc cell pairs, compared to the rest of NAc cells which are not 

significantly reactivated with any cell.  A. Firing rates on all rewarded trials, aligned to arrival at reward 

location.  B. Firing rates on all unrewarded trials.  C-D. Firing rates on rewarded trials in sessions 5-12; C. 

trials where the high-probability arm was chosen; D. trials where the mid-probability arm was chosen. 

NAc cells, rewarded trials only NAc cells, unrewarded trials only 

NAc cells, expected high-prob. trials NAc cells, expected mid-prob. trials 
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reward probabilities, so reward expectancy was roughly accurate.  Comparing activity on rewarded trials at 

the high-probability arm (which would elicit a small positive reward-prediction error) with activity on 

rewarded trials at the mid-probability arm (which would elicit a larger positive reward-prediction error), there 

was a much stronger effect of the former on firing rates (fig. 6.9C-D), indicating that reactivated accumbens 

cells preferentially encoded high reward-prediction.  This joint activity of place information peaking at the 

start of the trajectory (coded by the CA1 cells) and reward prediction (accumbens) may be a way by which 

place and reward information is jointly reactivated, showing a higher correlation during POST than PRE. 
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6.3. Discussion 

Pairs of CA1-accumbens cells were analysed for their correlated firing during performance on the 

probabilistic maze task and during rest periods before and after learning.  In line with previous reports on 

replay in the accumbens and hippocampus, the majority of sessions showed significant variance in cell-pair 

correlations during post-task rest which could be explained by variance during task, an effect which 

persisted throughout the two-hour rest period. 

A subset of CA1-accumbens cell pairs showed correlations during POST that were significantly greater than 

correlations during PRE.  These cell pairs exhibited the strongest coactivity in their firing rate around the 

time of the trajectory towards the reward, a period in which there was also elevated theta-coherence in the 

local field potential of the two areas.  This is consistent with previous reports that accumbens cells which 

encode reward-related or spatial information play a privileged role in hippocampus-mediated replay (Lansink 

et al., 2008; Lansink et al., 2009; Sjulson et al., 2018).   

More specifically, the CA1 partners in these CA1-accumbens pairs showed a peak firing rate at the start of 

the trajectory towards reward, just prior to the exit from the central platform, while the accumbens partners 

showed a ramping up of activity towards the reward.  Their joint reactivation during POST, which was 

stronger than during PRE, may be a way to bind place and reward prediction to inform future decisions 

when the animal is on the central platform and reinforce actions with high predicted reward. 

Notably, neither the coactivity of these reactivated cell-pairs, nor their independent firing rates, showed 

evidence of modulation by reward outcome.  The reward input aggregated over multiple trials used to 

calculate a reward prediction must arise from another source, either inputs from within the accumbens or 

arising from the VTA which sends reward-prediction error teaching signals to the accumbens. 

Surprisingly, although the explained variance between hippocampus and accumbens cells during POST was 

significantly greater than during PRE during ripples, for almost all sessions, the contribution of each cell to 

this measure was not associated with any other firing property.  Most notably, cells which were positively 

modulated by ripples did not contribute more to explained variance than cells which were negatively 

modulated or unmodulated.  This was despite the well-established association between ripples and replay, 

and the use of ripple times to calculate explained variance for this analysis.  It is possible that the bin width 

used for calculating explained variance, 50ms, is sufficient to capture only correlations between 

monosynaptic CA1-accumbens cell pairs, which are likely to form the minority of functionally connected 

ones (Trouche et al., 2019). 
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How might the joint reactivation of place and reward-prediction information arise during subsequent replay?  

The accumbens receives spatial information from CA1 (Sjulson et al., 2018), computes a reward prediction, 

and transmits this via the ventral pallidum to the VTA.  The VTA, in turn, releases dopamine when disinhibited 

by the accumbens into target structures including both CA1 and accumbens (Floresco et al., 2003), where 

it modulates synaptic plasticity.  Dopamine release in the accumbens during learning has been shown to 

modulate activity at cortico-striatal and limbic-striatal synapses both presynaptically and postsynaptically, 

influencing information transmission and plasticity processes as they arise from other brain areas.  By 

inhibiting less active synapses, dopamine has been shown to effectively filter inputs to selectively reinforce 

the more active inputs (Pennartz et al., 1992; Bamford et al., 2004), which may be a mechanism for 

promoting hippocampal influence over accumbens activity in the presence of reward or the anticipation of 

reward, both of which trigger dopamine release.  VTA also shows replay of reward-related information during 

sleep and rest (Valdés et al., 2015; Gomperts et al., 2015).  The role of dopamine transmission in this 

system during sleep as a possible mechanism for learning is not clear: the bursting activity of VTA cells 

typical during waking activity has a non-linear additive effect on dopamine release compared to the same 

spiking at a steady rate, but bursting has been reported at a much lower rate during slow-wave sleep 

(Floresco et al., 2003), so it may not function as a transmitter of error signals to provide direct reinforcement 

learning.  Nevertheless, dopamine manipulations in overnight memory experiments show it does have a 

function in sleep-dependent memory consolidation (Feld et al., 2014; Grogan et al., 2015; Asfestani et al., 

2019). 

The accumbens plays a role in mediating between hippocampus and VTA during wake, and participates in 

replay during sleep and rest.  The results presented here show, for the first time, preferential engagement 

of reactivated pairs of hippocampus and accumbens cells in predictions of high reward probability over 

predictions of medium reward probability.  This might form part of a teaching signal to the hippocampus 

during sleep and rest, which reinforces actions which have previously been rewarded.  A direct link to 

reward-prediction error, and how this might bias replay, is not clear from these data, but the prediction error 

signal in accumbens might mediate dopamine release at both hippocampal synapses and hippocampo-

accumbens synapses to influence plasticity. 
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Chapter 7: Discussion 

 

 

In the work described in this thesis, a combination of behavioural, electrophysiological and computational 

studies was used to probe the influence of probabilistic rewards on spatial learning and decision-making.  

Specifically, the aim was to understand how hippocampal replay contributes to probabilistic reward learning, 

by influencing the activity of hippocampus and nucleus accumbens.  This work builds on previous findings 

that correlated activity between hippocampus and accumbens increases during post-task rest, particularly 

during hippocampal sharp-wave ripples, and furthermore that activity relating to place and reward during 

the task is preferentially replayed (Lansink et al., 2008; Lansink et al., 209; Sjulson et al., 2018).  The findings 

presented here add further detail to the picture of how hippocampus and accumbens contribute to 

probabilistic learning during wake and sleep. 

 

7.1. Summary of principal findings 

7.1.1. Replay can enhance learning 

A Q-learning algorithm (Watkins, 1989) was used to run simulations of a task presented to rats, in which a 

maze with three arms which delivered stochastic rewards associated with different probabilities formed a 

partially-observable Markov decision process.  Computational modelling showed that adding replay to a Q-

learning model trained to alternate between two of three arms for stochastic rewards altered performance, 

in line with hypothesised functions about the influence of biological replay on spatial learning (Chapter 4).  

Prioritising replay on a trial-by-trial basis impaired learning by overfitting the model to a subset of 

unrepresentative trials, regardless of how the trials were prioritised.  But grouping trials of a similar type 

together – in terms of their state-action pairs – allowed a suitable balance to be obtained between prioritising 

the most useful information to replay and ensuring representative samples.  Replaying state-action pairs 
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according to the probability of reward increased the speed of learning, providing some benefit, but not the 

asymptotic performance.  Replaying state-action pairs according to the average reward-prediction error, 

however, increased the asymptotic performance, allowing better learning overall. 

Q-learning is a very simple model-free reinforcement algorithm which is unconstrained by the biological 

details of neurons, and so, arguably, enhanced replay in a Q-learning model would not necessarily translate 

to enhanced replay in a neurophysiological network.  However, a body of literature has found that Q-learning 

predicts and correlates well with much of the spiking activity and BOLD signal of the brain when learning 

from reward.  Furthermore, the behavioural output of the model replicated the patterns of rats’ behaviour 

on the same task (Chapter 2), in particular the tendency to choose actions in proportion to their expected 

reward (probability-matching) and not according to a policy of optimal behaviour.  The dynamics of learning 

in the Q-learning model can therefore be said to have some validity for explaining the underpinnings of rat 

behaviour. 

 

7.1.2. Performance is influenced by offline reinforcement learning biased by reward-prediction error 

Having validated both the behavioural task and the computational model, the model parameters were fit to 

the behaviour of the rats to see which kind of replay prioritisation (if any) best fitted their learning 

performance (Chapter 5).  After training on the rats’ own experience of states, actions and rewards, 

assuming additional updates to Q-values between sessions (equivalent to replay) altered the accuracy of 

the model’s prediction of rats’ behaviour.  Assuming random replay or reward-biased replay made predictive 

accuracy worse, indicating that this is not a good explanation of how replay influences reinforcement 

learning.  But assuming replay in which state-action pairs are sampled in accordance with the reward-

prediction error elicited from them made predictive accuracy better than assuming no replay at all.  Although 

not direct evidence of replay, this result is indicative of the mechanisms of offline memory consolidation 

and how it impacts reinforcement learning.  Previous studies which have looked at the rewardedness of 

replay content have largely relied on associating cells with obvious tuning curves during behaviour with 

activity during subsequent rest.  For example, this has shown that the greatest reactivation is with 

accumbens cells which show some degree of firing rate modulation around the time of reward (whether 

before or after, encoding reward expectancy, outcome or error), or ones which have a higher firing rate in 

the presence of cocaine reward than saline.  These say little about the principles governing what gets 

replayed or the functions they might serve, where computational models can suggest how replay influences 

learning. 
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7.1.2. Hippocampus and accumbens engage in reward-related replay 

Finally, single-unit recordings were made in vivo from hippocampus and accumbens during learning of a 

probabilistic maze task and during prior and subsequent rest.  Single-unit activity and local field potential 

activity in both areas, as well as coherence between them, was modulated by the task (Chapter 3).  In 15 

sessions out of 17, the variation in correlations between firing rates of pairs of hippocampus-accumbens 

cells was more similar during post-task rest compared to during the task, than pre-task rest (Chapter 6).  

Corroborating previous findings, this indicates significant reactivation of task-related activity across the two 

brain regions (Lansink et al., 2018). 

A limited dataset of just one rat means these results are preliminary and somewhat inconclusive, but the 

accumbens cells which showed the greatest increase in firing-rate correlations with hippocampus showed 

a ramping increase of their firing rate as the rat approached a reward location, and, moreover, this was 

selective for the high-probability arm when reward expectancy was high.  Interestingly, this suggests replay 

of reward-prediction information, but there was no evidence of replay of a feedback or teaching signal (e.g. 

one which increased in response to the reward outcome to encode a reward-prediction error).  Although 

this result would need more work (more data, and further analysis) to robustly link accumbens activity to 

the predictions of a reinforcement-learning algorithm such as the Q-learning one used here, this is a novel 

discovery and one which holds promise for delineating how offline activity in the accumbens relates to 

learning. 
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7.2. Discussion 

The hippocampus and nucleus accumbens are widely reported to be involved in memory and learning.  The 

hippocampus is crucial for spatial navigation, as demonstrated by countless patients with hippocampal 

lesions and non-human animals which undergo lesioning or inactivation of the hippocampus, who exhibit 

impaired spatial learning and memory subsequently.  Disruption of accumbens activity results in 

impairments to learning from reward, especially when action selection involves a degree of ambiguity, 

uncertainty or risk.  Changes in synaptic strength is apparent in both regions over the course of learning, 

demonstrating that they undergo experience-dependent consolidation which changes their synaptic 

responses, likely a substrate of changing behaviour. 

Other brain regions are undoubtedly involved in the processing of both space (most notably entorhinal 

cortex) and reward (prefrontal cortex and VTA), and it is possible that neural representations of these 

features are distributed across networks in the brain rather than being confined to anatomical boundaries.  

In fact, even between the hippocampus and accumbens, the distribution of place and reward encoding is 

fuzzy: place cells have been found to be modulated by reward or distance from reward, while accumbens 

cells have been reported to encode as much spatial information as place cells in some circumstances 

(Sjulson et al., 2018).  By experimental necessity, recordings in this project were limited to two brain regions, 

but many more are likely to take part in the encoding, learning and replay of task-related activity; these two 

brain regions do not exclusively hold the clues to reward-related replay.  Nevertheless, their firing rates and 

coactivity during the task suggest that hippocampus and accumbens are both involved in this task. 

The results from this work partly rely on a computational model which showed (a) that biasing replay by 

average reward-prediction error can boost learning, and (b) that rats behave as if they undergo this kind of 

replay between training sessions.  Only one learning algorithm was selected to model the learning on this 

task.  Common practice is to compare several models before selecting the most suitable, and indeed 

variations of Q-learning (Q-learning with forgetting, or Q-learning with separate learning rates for positive 

and negative reinforcement, for example) have been found in some cases to perform better than standard 

Q-learning in accounting for behaviour or neural activity.  Such variations were not considered here, but 

could reveal more about how replay can influence learning if they were compared to standard Q-learning on 

this task.  Other learning algorithms could also have proven to predict behaviour well: in particular the 

actor/critic framework, which has been widely used to model the basal ganglia and could account for the 

preferential replay of accumbens cells which predict reward, as seen in Chapter 6. 

How might preferential replay between hippocampus and accumbens work?  It has been suggested that the 

hippocampus generates predictions from its model of the world, which can be conveyed to other parts of 

the brain for the purposes of imagination, planning, and perhaps memory.  This is likely to occur because 
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in its resting state (relatively unconstrained by sensorimotor input during behaviour) the organisation of 

connectivity in the hippocampus allows patterns of spikes to emerge (Scarpetta & Candia, 2013).  These 

patterns originate in the CA3 subregion of the hippocampus, where highly recurrent, chaotic networks act 

as a pattern completer: a partial reinstatement of a memory trace (assembly activity of cells) can trigger the 

other cells in the assembly to reactivate as well, resulting in the full replay of the memory trace (Shen & 

McNaughton, 1996).  The ease of reactivating the rest of the assembly depends on the functional 

connectivity between them, which is modulated by synaptic plasticity.  Because only a partial reinstatement 

is necessary, noise in the network would be sufficient to occasionally activate enough cells at once from the 

same assembly for the pattern to be completed and a replay event to occur.  This idea is supported by 

computational models which show that the theta activity observed during wakeful activity can trigger 

synaptic plasticity which then promotes the reactivation of the assembly activity during the period of high 

excitation that drives a sharp-wave ripple (Molter et al., 2007).  Further computational work has shown that 

this plasticity during behaviour can be modulated by global reward, such that replay of activity which 

precedes a reward signal is preferentially replayed later (Miconi et al., 2017).  Mesolimbic dopamine, widely 

considered to encode reward-related signals in much of the brain, is densely released in the accumbens 

and more sparsely in CA1, both modulating the excitability of cells in those areas during behaviour and 

promoting long-term plasticity withing and between them which persists for hours. 

It is notable, for these reasons, that high theta coherence was observed between CA1 and accumbens 

during the approach to reward location, both in the results presented here and in previous reports (Lansink 

et al., 2016; van der Meer et al., 2019): perhaps entrainment to theta rhythms organises spike timing to 

augment plasticity between CA1 and accumbens, which preferentially engages the accumbens cells during 

subsequent hippocampal sharp-wave ripples.  In agreement with this, accumbens cells which increased 

their firing rates around the time of hippocampal ripples showed greater theta-modulation of their firing rate 

than cells which decreased or did not change their firing rate around ripple times. 

Finally, because of the chaotic firing patterns of the hippocampus at rest, small perturbations to the 

population activity can trigger replay events in the hippocampus which otherwise would not have occurred, 

allowing a mechanism for activity in other brain areas – most notably cortex and thalamus – to bias the 

overall replay content of the hippocampus, consistent with findings that sensory cues (where the flow of 

information is from sensory cortex to hippocampus) can bias replay (Bendor & Wilson, 2012; Schouten et 

al., 2017).  Hence, it may only take small changes to excitability or synaptic potentiation during behaviour 

to have enduring effects of hippocampal replay, and for this to be conveyed throughout multiple brain areas 

to bias replay towards certain types of experience. 
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7.3. Future directions 

Inevitably, this thesis does not resolve the question of what biases replay in the hippocampus-accumbens 

network, but it does extend the work that has previously been done in this area.  Further work could better 

characterise how replay is coordinated across the brain in response to reward, with extended experimental 

studies to fully characterise the circuit involved in reinforcement learning during wake and sleep, and 

computational studies to generate and test theories about how replay can influence learning. 

Replay has been observed in many other areas of the brain: prefrontal, parietal and sensory cortex, anterior 

cingulate cortex, amygdala, and VTA, any of which might replay activity synchronously with hippocampus 

and accumbens and influence the processing and reprocessing of task-related neural activity (Rothschild, 

2019).  In particular, reward-related replay has been found which is coordinated between hippocampus and 

accumbens (Lansink et al., 2009; Sjulson et al., 2018) and between hippocampus and VTA (Gomperts et al., 

2015), and given the connectivity between them, there is good reason to hypothesise that accumbens and 

VTA might be reactivated together given the feedback loop that they form during wake.  To date, this 

experiment has not been done, but it would elucidate reward-related processing and consolidation if replay 

across the whole circuit was characterised.  In particular, given the apparent finding that VTA engages in 

hippocampal replay events during awake rest but not during sleep (Gomperts et al., 2015), and the globally 

low concentrations of dopamine during slow-wave sleep, such an experiment might elucidate the possible 

differences between replay during wake and replay during sleep, both in terms of cellular physiology and 

cognitive function. 

Replay analysis typically depends on tracking changes in firing, or more commonly cell-pair correlations, 

over a period of minutes to hours within one recording session.  On tasks such as the one central to this 

thesis, learning takes place over a period of days or weeks, so gradual changes in activity over that time 

course are not exposed.  Electrophysiological methods make it difficult to identify the same cell in multiple 

recordings, but other techniques can be employed that might allow tracking of experience-dependent 

changes over hours to days or weeks as learning changes.  This approach has been used in the 

hippocampus to refute existing theories about fear conditioning (Ahmed et al., 2019), and could also provide 

insight into the organisation of hippocampal and accumbens representations of reward-related activity as 

animals grow more familiar with a task or are faced with uncertainty. 

Aside from the experiments, the Q-learning model employed in this thesis is rudimentary and leaves scope 

for further development.  In particular, the model does not take into account activity at a neuronal level but 

provides only a mechanistic explanation: a more detailed computational model could allow investigation of 

how synaptic plasticity at hippocampal-accumbens synapses can change excitability of cells in the 

accumbens, driving different actions in response to the same spatial input, and furthermore how dopamine 



165 

 

release from VTA might interact with these processes (Humphries et al., 2009; Moyer et al., 2007).  

Dopamine has different effects on subsets of accumbens cells which primarily express D1 receptors or D2 

receptors, resulting in somewhat parallel pathways, and in rats undergoing cocaine-conditioned place 

preference (a different kind of place-reward learning) the synapses between hippocampal cells and 

accumbens D2 cells were found to be selectively strengthened (Sjulson et al., 2018); they did not report 

whether D1 or D2 cells were preferentially engaged in hippocampal replay. Further modelling could uncover 

how some of these processes work. 
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7.4. Conclusion 

The ability to learn from past experience to guide future behaviour is crucial for any animal or intelligent 

agent to navigate the world successfully.  In nervous systems this is largely achieved with synaptic plasticity, 

through which the connections between neurons change their strength with the ultimate effect of altering 

the flow of neural activity from sensory input to processing areas of the brain and ultimately to motor output.  

Altering the policies for how to respond to the environment is a complex task, and the mechanisms by which 

it is achieved in the brain are subject to much investigation and debate. 

What is apparent, though, is that some of this processing and reorganisation of neural activity occurs during 

sleep and rest.  Activity during rest is dominated by different global dynamics in much of the brain, allowing 

it to effectively switch from processing ongoing events to past or future events, driven by internally 

generated activity more than externally.  In the hippocampus, sharp-wave ripple events in the local field 

potential are the hallmark of such processing of temporally remote events, and coincide with activity in 

much of the rest of the brain, allowing consolidation of replayed memories at a systems level.  This 

coordinated activity has an observable effect on subsequent behavioural policies, impairing spatial memory 

and reinforcement learning when disrupted. 

The work in this thesis contributes to an ongoing picture that replay involves the recruitment of various 

disparate parts of the brain, not only to transfer recent memories from short-term to long-term storage, but 

to undergo additional processing as well.  Here, the evidence suggests that replay emerges across the 

hippocampus and accumbens following learning which is biased towards certain experiences, and that this 

bias may boost learning. 

Altogether, these findings highlight the complex dynamics that exist across behavioural states and sleep-

wake cycles, and between brain regions.  The topic of replay and memory consolidation has a long history, 

and as technology advances both in neuroscience (with the ability to manipulate neural activity with closed-

loop stimulation, or to record from increasing large numbers of neurons) and machine learning (which 

shares a symbiotic relationship with neuroscience, mutually taking inspiration to generate new ideas), it is 

likely to remain a fruitful area for research. 
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