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Abstract 

To defend the objectivity and epistemic significance of science from claims that theory choice 

reflects scientists' values, McMullin has suggested that we clearly identify epistemic values - those such as 

truth which are the characteristic normative goals of science - and distinguish them from non-epistemic 

values. The question of the objectivity of a scientific inquiry then reduces to the question of whether it is 

primarily driven by epistemic values. This thesis illustrates how, using a decision-theoretic model, we can 

decide whether a motivation is epistemic or non-epistemic by looking at the consequences of potential 

actions that it attaches to. Building on this structural definition, we produce a succession of further 

definitions, distinguishing between epistemically and non-epistemically motivated inquiries, people, 

methods of persuasion and processes of interpretation. The resulting concept of epistemic value can 

demarcate science and non-science that is not committed to any particular method, nor to methodological 

anarchy. 
The model allows us to examine the potential behaviour of hypothetical agents. This method 

shows that epistemic motivation results in a desire for reliable information, while non-epistemic motivation 

makes information undesirable or even aversive. From this we get an empirical criterion distinguishing the 

two attitudes. Another useful hypothetical is to imagine a scientist who wants to assert a maximum number 

of truths by making a small number of statements. Under these circumstances, we find it can be rational to 

assert a theory with known false consequences, or a theory that is strictly meaningless but empirically 

adequate. 

Since the thesis makes use of Bayesian decision theory, the question naturally arises of how 

applicable it is to real people. The first part of the thesis defends the descriptive use of BDT in ordinary 

belief/ desire explanation and shows that this does not involve any strong metaphysical presumptions about 

the entity being explained. 
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Introduction 

Does scientific inquiry require valuer judgements? One instinctual response is that it does not: we 

may well think that the ideal scientist would make no value judgements at all. However, this may be a case 

of over-generalisation from cases where value judgements are a bad thing. It is easy to cite influences that 

ought not to have an effect on scientific reasoning, such as egotism, attachment to an ideology or political 

expediency, but that does not prove that all values should be excluded from scientific enquiry. 

This idea that the ideal scientist is a kind of valueless robot perhaps comes from the observation 

that human beings are vulnerable to fallacies such as wishful thinking. Life and logic teach us that it is a 

fallacy to argue that something is the case because we want it to be the case. To preserve the grain of truth 

in this insight, perhaps we should say that an ideal scientist would refrain from certain kinds of value 

judgement. 

A philosophical tradition has arisen in the 20th Century which holds that there are distinctive 

scientific values. The ideal scientist, say these philosophers, is someone whose decisions are dominated by 

epistemic values2, such as the values of truth, information or explanatory power. These are in contrast to 

another set of personal or social values which motivate against those goals, which are the non-epistemic 

values. The present work looks at the various kinds of connection between value and (professed) belief. In 

particular, it looks at how we can define epistemic values and non-epistemic values, and how we can apply 

the epistemically motivated/ non-epistemically motivated distinction to people, utterances, inquiries, means 

of persuasion and other sorts of thing. 

One question about this distinction is whether there is a fact of the matter. To address this, I will 

be arguing for a series of conditional statements of the form "If there is a fact of the matter about X, then 

there is a fact of the matter about Y". For instance, if a reasoning agent fulfils certain assumptions, then 

there is a fact of the matter about how epistemically motivated they are about a particular issue, and from 

this it follows that there is a fact of the matter about how much they desire information about that issue. 

Another question is about the significance of the distinction: what do we gain from asking 

whether people, utterances and other sorts of thing are epistemically or non-epistemically motivated? Is it 

good to be epistemically motivated or bad to be non-epistemically motivated, and if so in what sense? This 

will be explored by another process of generating conditionals. In the context of a formal model, we can 

assume that a reasoning agent is epistemically motivated and draw out some consequences. Then, by 

assuming non-epistemic motivation, we can draw out a different set of consequences for comparison. In so 

far as one views the consequences of non-epistemic motivation to be undesirable, one then has an 

argument why non-epistemic motivation is undesirable. 

I "Value" is meant here in the sense of "desirability" or "worth". This question could be 

understood as "is it necessary for a scientist to desire things? " 
2 Italics will be used throughout the thesis to indicate technical terms that are being introduced or 

def ined. 
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In this way, the central distinction of the thesis will be compared to other useful distinctions. In 

particular, I will be arguing that the best way to make the distinction between scientific rationality and 

pseudo-science - the traditional problem of demarcation - is in terms of values; in terms of the social and 

personal reward structure that applies to the inquirer. Although it is possible that there are indefinitely 

many epistemic utilities, I will also be arguing that many if not all of the epistemic values which 

characterise scientific rationality can be reduced to the value of informative truth. Though this argument 

will not be convincing if the reader does not share my definitions of, say, diverse evidence or simplicity, I 

hope to at least illustrate methods by which epistemic utilities can be shown to derive from the value of 

informative truth. 

The mathematical model used will be very basic, but there will be some discussion of how the 

same methods could be used to identify epistemic and non-epistemic values in more sophisticated cases. 

Like some other writers on epistemic values, I will be employing the framework of Bayesian Decision 

Theory. This means that I will use the following axioms: 

0 Each subject can be thought of as making a choice from a group of acts. Acts can be things 
like "Go to the train station, " "Say, ̀ Yes', " or "Assassinate the President. " 

" Each subject conceptually partitions all the possible situations into a number of states. States 

include such things as the cat being out, the red wire being live, or a cure for cancer being 

achieved by the year 2020. States can be combined with truth-functional operators such as A 

(logical AND) and v (logical inclusive OR). 

" Subjects have a subjective utility function, which assigns real numbers to each state of the 

world, conditional on each act. One element of a subjective utility function could be "The 

utility of this chicken having salmonella, given that I eat it, is -1000. " "The subjective utility 

of H given A" is written as U(IJA). 

" Subjects have a subjective probabilityfunction, which assigns real numbers to each state, 

conditional on each act, such that the numbers obey the probability axioms. One element of a 

probability function might be "The probability of this wire being live, given that I flick the 

switch, is 0.99. " The probability axioms are simply the mathematical laws governing 

proportions? "The subjective probability of II given E" is written as P(II1E). 

3 For example, the probability of a necessary truth is 1, just as the proportion of dogs which are 

dogs is 1. Conversely, the probability of a contradiction is 0, just as the proportion of dogs which are 

smaller than a football and at least as big as a football is 0. The probabilities of 11 and of -11 must sum to 

make 1, just as you must get 1 if you add the proportion of dogs which are at least as big as a football and 

the proportion which are smaller than a football. P(HIE) is always P(IIAE) divided by P(E), just as the 

proportion of old dogs which are small must be the proportion of small old dogs divided by the proportion 



Of a set of actions of which only one must be chosen, the act which is chosen by the subject 

is always the Bayes act; the one with the greatest expected utility. The expected utility of an 

act A is found by taking a partition of possible states HJ, H2, H3,... H� and summing together 

P(H, IA)U(H; IA) for all i. In other words, the value of each outcome is weighted according to 

how likely it is. 

A recommended introduction to this mathematical framework is Jaynes (1996), especially chapter 

14. From Part 2 onwards, this thesis will take the Bayesian system for granted, but in Part 1I will be using 

various arguments to defend this application of the system. I will be arguing for a principle that I call 

"Descriptive Bayesianism" which says that if we take an intentional stance towards an agent in the course 

of explaining and predicting its behaviour, and the manner in which we do so is logically consistent in a 

deep sense, then our explanatory system will necessarily be Bayesian in character. Hence there is a sense of 

"Bayesian agent" in which conclusions about Bayesian agents are true about any intentional agent properly 

so-called. 

This is not to contradict the well-established demonstrations that people are bad at tasks of logical 

and probabilistic reasoning. To see why, we will explore the distinction, popularised by Dennett, between 

beliefs (intentional states that are explanatory of behaviour) and opinions (epistemic commitments made 

using linguistic acts). Someone may understand the distinction between verbs and nouns at the level of 

belief, meaning that they never mistakenly use a noun for a verb or vice versa, while being totally unable to 

explain (that is, to provide in language an explanation of) the difference. It is in just the same way, I 

propose, that someone may be a Bayesian agent in that useful predictions about them may come from 

ascribing them probabilities, utilities and a maximising principle while that person is hopelessly confused 

by the Bayesian system itself. 

Subjective probability can be thought of as degree of belief and subjective utility can be thought 

of as a degree of value or as the extent to which something is desired. However, it is essential to see that 

both "belief' and "desire" are meant here in an impoverished sense. Decision theory makes no assumptions 

about the presence or absence of the subject's "inner life. " To "desire" a situation in the decision-theory 

sense, one does not have to feel a desire or to say to oneself, "I would like that to happen. " 

I will be assuming through most of the thesis that an agent's probabilities are act-independent. 

This means that the probability of a state is the same given each act, given that the act is actually carried 

out. Hence each state H has only one probability, which can be written as P(H). This assumption is 

sensible because the topic of this work is reasoning, and people realise that in most reasoning situations the 

probability of the state itself is independent of their opinions about it. For example, my subjective 

probabilities that water is H2O, that the Earth orbits the Sun and that there are roughly four times as many 

of old dogs. Finally, P(HvE) is P(H) + P(E) - P(HAE), just as the proportion of dogs which are male or 

called "Spot" is the proportion of dogs which are male, plus the proportion which are called "Spot", minus 

the proportion which are both male and called "Spot". 



people in the USA as the UK are not dependent upon any acts that I am likely to do. Situations where 

probabilities are act-dependent are taken up in Part 3 under "Are the Utilities of States Non-Epistemic? " 

In Parts 2,3 and 4, we will be concerned with the probabilities and utilities of an agent at a 

particular moment in time. Parts 5 and 6 deal with changes over time; with issues of persuasion, 

consistency over time and choice of information source. In parallel with the static distinction between 

epistemically and non-epistemically motivated opinions, I will look at a distinction between two broad 

categories of opinion change. One is the updating of opinion in response to new evidence or argument that 

one has discovered. The other is a change of opinion which is driven by the urge to appear consistent with 

one's other opinions, actions or circumstances; a change which does not require a change of belief. When 

an opinion is challenged, there are two senses in which its bearer might be said to "defend" it. One kind of 

defence is to provide justification; the other is to reduce the threat to the opinion, preserving the (socially 

useful) appearance of rationality and objectivity as far as possible. For example, a social or rhetorical tactic 

which discourages the questioner from pursuing their disagreement does not count as a defence in the sense 

of a justification of the opinion but counts as a defence in that it may avoid a stigma being attached to that 

opinion. The distinction between these processes of persuasion is made in terms of the static distinction 

between epistemic and non-epistemic values. 

The point of the thesis is to provide a set of hypotheses, and a clear way of thinking, about what is 

normally called "belief' (including belief and opinion) and the ways in which it is dependent on rewards, 

desires and other aspects of value. The extent to which all these concepts are instantiated in real people is 

an empirical matter. 
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Part 1: The Bayesian Intentional Stance 

Although the meat of thesis is about the concepts of epistemic and non-epistemic values, I will use 

this first part to set out and defend the Bayesian Decision Theory framework in which the arguments of the 

thesis are expressed. In particular, I will argue that BDT is just a thoroughly spelled-out version of ordinary 

belief/desire explanation, and hence that its descriptive use should not be significantly more objectionable 

than that common form of explanation. 

As it is used in this thesis, Bayesian Decision Theory is a combination of three things: 
1. subjective probabilities: numerical measures of plausibility which obey simple mathematical 

constraints known as probability axioms 
2. subjective utilities: numerical measures of desirability which obey a mathematical constraint 

called the expectation principle 

3. a utility maximisation principle: This states that a Bayesian agent, given a choice of a set of 

mutually exclusive acts, chooses the one with the highest utility (as calculated from the 

utilities of the individual consequences, using the expectation principle). 
A main concern here is to distinguish the descriptive use of BDT from the normative use of 

probability and utility as a system of inductive logic and decision-making. Imagine if I say that a young 

boy "knows the rules of English grammar, " in that he forms sentences correctly and does not try to use a 

verb as a noun. Someone might interpret this as a claim that the boy can state the rules of grammar, or can 

correctly state a word's part of speech. Such a misinterpretation would transform a quite mundane and 

defensible claim into one that is extremely remarkable and unlikely. In explaining descriptive Bayesianism, 

I have to overcome an analogous potential misunderstanding which is very tempting. Descriptive 

Bayesianism is not the demonstrably false claim that people are always familiar and competent with the 

norms of probability and utility theory. Instead it is a conditional claim. It says that if you want to predict 

and explain behaviour in intentional language (i. e. by ascribing beliefs, desires and related intentional 

properties onto a subject) then you may as well use probabilities and utilities. 
For this not to be a contradiction, there must be two different senses in which the formal apparatus 

of decision theory can be applied to an agent; two senses in which it is possible to "have a probability" of 

something, just as there are two senses in which you can know the rules of English grammar. We will see 

in the section on "Beliefs and Opinions" that there are independent reasons for making this distinction, 

because a language-using agent can have two kinds of intentional states. 

1. There are intentional states that we interpret onto the subject because they are in some way 

explanatory of the subject's behaviour. 

2. There are intentional states that subjects commit themselves to by their own linguistic acts. 

In some of the literature, this has been called the distinction between belief and opinion, or 

between belief and acceptance. A lie is an obvious example of a divergence of the two states, in that there 

is a mismatch between what a liar says and what is predictive of their behaviour. It is not the only case of 
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divergence. It might simply be that someone is not particularly motivated to speak truthfully on a particular 

matter. Perhaps other kinds of assertion, such as boasting or conforming to a group, take a higher priority. 

The use of BDT as a refined form of belief/desire explanation could be called the "Bayesian 

Intentional Stance". I will next look at what is meant by "intentional stance", then at why we might want to 

use mathematical entities such as probabilities in intentional explanation. Arguments and objections about 

this point, including some empirical results, will be discussed at length. Then I will look at the belief- 

opinion distinction that allows normative and descriptive Bayesianism to co-exist. 

The Intentional Stance 

It is possible to use ordinary belief/desire explanation while acknowledging that the subjects of 

our explanation are not always rational, meaning that their beliefs are not deductively closed, not formed in 

a reliable way and that their choices are not always the best way to achieve their goals. We are free to 

adopt a strategy where we reason as if they were rational (making choices and inferences in an optimal 

way, given certain goals) and make predictions about their behaviour on this basis. If this admittedly 
imperfect strategy is much more successful than other available ways for explaining and predicting 
behaviour, then it might be highly profitable to us. This intentional stance approach to the understanding of 
"belief", "desire" and other intentional terms has been defended at length by Dennett (1969,1978a, 1992). 

This is the sense in which I claim there can be a descriptive Bayesianism. 

A classic example used by Dennett to illustrate the intentional stance is the task of trying to 

predict the moves made by a chess-playing computer. The behaviour of the computer is in principle 

predictable and explainable in terms of the physical properties of its electronic circuits, but given a 

complete description of these physical properties (a description which mentions nothing about chess), not 

even the people who made the computer could practically work out what is going to happen next. A more 

promising strategy is to think of the computer as knowing the rules of chess (as well as some rules of 

thumb for good play) and wanting to win. 

This strategy only works for certain aspects of what the computer does, and also assumes that it is 

functioning normally. It does not provide an explanation of why the computer radiates heat while working, 

for example. Similarly, this intentional stance does not tell us why the computer casing melts when 

attacked with a blowtorch. Even within its narrow constraints, the stance has definite failings. I might try to 

predict the computer's moves by looking for the very best possible response to a situation, or more feasibly 

by looking for the move that I would make in the same situation. Yet there is no reason to think that the 

computer plays chess the same way I do, nor does it play in the best way possible, so it is almost certain 

that my predictive strategy will give wrong predictions on at least some occasions. Still, from the point of 

view of predictive success, this is very much better than the practically unfeasible task of assembling a 

complete description of the computer at the physical level, processing all that information to derive a 

prediction in physical terms, and translating that prediction into something easily understandable like a 

chess move. 
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In watching the chess-playing computer, it is natural to talk in terms of it "wanting" to protect its 

king, being "willing" to exchange pawns and so on. If we take this kind of talk as implying that the 

computer has some sort of inner monologue in which it says "I must protect my king", then we would have 

to interpret that talk as horribly mistaken. The computer is not a language user, never mind one that could 
frame and mull over statements of its intention. The intentional stance gives us a way in which this kind of 

talk can be interpreted as meaningful and useful. "I must protect my king" is not being used as a sentence 

that the computer would somehow say. Instead, the sentence merely picks out a propositional attitude that 

can usefully be ascribed to the computer in order to make predictions. For example, if the king and rook 

are simultaneously threatened, the king will be protected because the king is more "valuable" to the 

computer than is the rook. 

The success of the intentional stance exploits the basic truism that the set of things that are 

optimal is very much smaller than the set of things that are possible. As an illustration, imagine that there is 

a chess position in which the computer has 40 different legal moves. One of these is tactically vastly 

superior. We have no knowledge of the workings of the computer that suggest it will take this move. In 

fact we think the computer is so badly designed that it is actually less likely to take the optimum move than 

not. Even if the likelihood that the computer recognises the superior move is 10%, the remaining 90% has 

to be distributed among 39 other moves, so unless there is a particular reason to favour one particular sub- 

optimal move, then the optimal move is still (for us) the most likely to be taken. In human affairs the notion 

of "optimal" behaviour is much more vague and many more actions could be argued to be optimal, but the 

set of things that human beings could possibly do is also many orders of magnitude larger. 

The intentional stance approach just gives one possible interpretation of intentional terms. It does 

not rule out other interpretations, and one could consistently admit the possibility of the intentional stance 

while denying that this is how these terms normally have meaning. 
The intentional stance is one of perhaps dozens of different stances that could be applied in the 

explanation of a complex system's behaviour. The chess-playing computer, for example, could be 

described as collection of atoms, as an electrical circuit with components, as the instantiation of a particular 

algorithm operating on binary digits, or purely in terms of chess. In moving from a physical stance to 

something more abstract like an intentional stance, we diminish our requirement for detailed information 

about the system and increase the reliance on background assumptions. Hence we diminish the 

applicability of our explanations, because the higher-level explanation only works when the background 

assumptions (for example that the computer is being used normally rather than being melted with a 

blowtorch) are true. 

Dennett provides a useful quick gloss on the intentional stance understanding of belief by saying 

these beliefs are what the subject "behaves as if'. This emphasises that we are not ascribing any kind of 

self-awareness to the interpreted subject, only describing a pattern in its behaviour in terms of attitudes to 

propositions. Nothing in principle stops us using the intentional stance for animals, for artefacts, for social 

entities such as a market or for something as abstract as the operation of natural selection on a given 

distribution of genetic material. 
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Problems with a Deductive System of Intentional Explanation 

The intentional stance requires some abstract system of prediction and explanation, into which we 

put our belief/desire ascriptions and which yields behavioural predictions. In this section i consider why it 

would be advantageous for this system to be BDT. 

To take a typical example of the intentional stance, imagine that we are explaining a squirrel's 

jumps from tree to tree in belief and desire terms. We know that squirrels seek to survive (not that they are 

aware of doing so, but that this is a pattern into which we can fit a lot of their behaviour) and this is a major 

part of the background knowledge that we use in this particular intentional stance. Our system might work 

as follows. For each propositional attitude (desiring, believing and their variations such as fearing, 

preferring and so on) we decide whether the squirrel has that attitude. For this thought experiment, we can 

imagine a clipboard with ticks and crosses next to labels like, "(Belief that) The red box has nuts in it, " or, 

"(Desire that) I will not be eaten. " A deductive inference from this information gives us the predictions. 

Note that the sentences on the clipboard are not actual or potential squirrel utterances. The 

squirrel, like the chess game or a million other things we could take the intentional stance to, is not a 

language user. Even if there were such a thing as squirrel language, we would not use it to label the 

clipboard. Those sentences are there for us, to help us interpret the squirrel's behaviour from a third-person 

perspective. We might use indexical terms like "I" in the interest of labelling the states of affairs from the 

squirrel's "point of view", but it does not matter which form of words we use to pick out a proposition, so 
long as a proposition is successfully picked out. This point will be crucial to the argument later in this Part. 

If the use of belief and desire ascriptions in this context is meant to be a predictive theory about 

something's behaviour, then it sets off three Bad Theory Detectors, considered in turn below. 

The first is the problem of context; of deciding how much information we need to make a 

prediction. Say that the squirrel desires nuts and believes that by running to the end of a branch it will get 

nuts. Can we derive a prediction from this that the squirrel will run to the end of the branch? No, because it 

does not follow for a number of reasons, including: 

" There might be another, easier action which produces the same result. Perhaps the squirrel 

can just turn around to pick nuts from an immediately adjacent branch. 

0 The act might have undesirable consequences whose aversive quality outweighs the positive 

value of the desired object. For example, the end of the branch may be on fire. 

. The act might not be available to the subject. For example the squirrel might have damaged a 
foot and be unable to reach the end of a narrow branch. 

" The act might be desirable in itself but preclude future acts that are more desirable. For 

example, getting an armful of nuts from end of the branch might make it difficult to climb 
down from the tree. 

We can remedy these shortcomings by plugging in auxiliary conditions. So we end up with a huge 

statement of the form, "In the situation in which the squirrel is on a branch which has nuts at the end, it will 

go to the end of the branch if A and (B or C) and if it is not the case that D or (E and F) and where, of the 
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other acts available to the squirrel, none are expected to bring about A, G or H without also incurring I, J 

and K... " We would need different but overlapping rules for every other possible situation. A theory that 

yields at least some common-sense predictions about the squirrel's behaviour will have to be immensely 

complicated. People do not habitually articulate all this information when talking about squirrels, but that 

does not mean that they do not implicitly use this information in their prediction. 

For another view of the inevitable complexity of a system of intentional explanation, consider a 

change of preference. Someone who does act A might change to alternative B if: 

"A becomes more difficult 

"B becomes easy (fewer costs associated with it) 

" the rewards of A are less appealing 

" the rewards of B become more appealing 

" an undesirable consequence of A becomes more likely (subjectively probable) 

"a desirable consequence of A becomes less likely 

"a desirable consequence of B becomes more likely 

" ... and so on 

Hence if our ascriptions of belief and desire are to yield predictions of behaviour, our system 

needs to take into account all these contingencies. The question naturally arises of how much information 

we need before we are entitled to say that A will be chosen rather than B, or that a habit of doing A will be 

replaced by a choice that B. 

The second issue is a problem of how to represent uncertainty. The squirrel might not believe nor 

disbelieve that there are nuts at the end of the branch: it may just have no information. This is different 

from having no belief at all. We would not say that a squirrel has beliefs about the Antarctic ice shelf or 

about the Third World debt, but this is because it has no attitude to these things at all, not merely that it is 

undecided. Not only is there no use to be gained from attributing the squirrel such beliefs, there is no 

reason to think that it has any subjective representation of entities such as foreign debt or the Antarctic. 

Nuts, by contrast, ought to be mentioned somewhere on our clipboard. The squirrel may not have 

the same concept of nuts that we have, may not perceive the same aspects of nuts that we do and may not 

distinguish between nuts in the way that we do. Still, there is reason to think that in some sense it 

subjectively (not necessarily "consciously") represents nuts, distinguishing them from other kinds of thing 

such as inedible objects or other squirrels, and reacting differently according to whether they are present or 

absent on a feeding tray. So in the case where the squirrel can legitimately be attributed a belief state 

(about whether there is food on a tray) but where it would be wrong to ascribe certainty (because it has not 

yet looked at the tray), there is a need to be able to represent this state. 
A natural step is to use different labels for different strengths of belief. That, however, brings up 

the third difficulty with this predictive system, which is the problem of relating the terms of the theory. Let 

us admit that there are degrees of belief and of desire, but resist giving them numerical measures. Let us 

just distinguish "strong desire" from "weak desire" and "strong belief' from "weak belief, " along with 
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similar distinctions for evidence, strength of aversion and so on. Now, instead of just ticking boxes on our 

clipboard list of intentional states, we are writing "strong, " "weak" and perhaps "moderate" in the boxes. 

Now let us imagine that the squirrel "strongly believes" that there will be food on the tray, but then sees 

that the tray has been somewhat tipped over, which is to the squirrel "strong evidence" that the food is not 

there. What can we deduce from these two statements? That the squirrel now disbelieves that there is food 

on the tray? That it now only has a weak belief, or no belief? Any of these resolutions could be defended 

because terms like "strong evidence" and "weak belief' are not part of a formal system and so have no 

natural inter-relation. The terms "weak" "strong" and "moderate" do not by themselves enable us to derive 

predictions of behaviour, though this is the ostensible point of the system in which they are introduced. 

Probability and Utility 

One approach to circumvent these problems is the Bayesian Decision Theory framework 

mentioned earlier. I will consider some advantages of the descriptive use of this system before attempting 

to defuse some obvious objections and then moving on to more technical argument. Several closely related 

versions of decision theory have been set out over the course of the 20`h Century, with particularly 

influential versions including Savage (1954) and Jeffrey (1965). The present exposition is particularly 

indebted to Jaynes (1996), especially chapters 13 and 14. 

Using BDT in the context of interpretation means that instead of writing ticks and crosses next to 

the sentences on our clipboard, we write numbers. Probabilities measure the plausibility, or what I more 

formally call the subjective epistemic status, of a proposition against a specified body of information. They 

take real-numbered values from zero to one inclusive, where zero is certainty of falsehood and one is 

certainty of truth4. A utility, measuring the desirability of a state of affairs (we might call it the subjective 

conative status), can take any real value. The problems raised with the non-mathematical system do not 

apply to BDT: 

Because BDT is a formal system governed by axioms, there are ways to deduce predictions 
from it. The act chosen (of a set of mutually exclusive available acts) is the one with the 
highest utility. If we can assign a probability and a utility to each consequence of an act, then 

we can calculate a utility for the act itself as a weighted average. Thus all the informal 

principles mentioned earlier emerge naturally from this system; for example, that if a highly 

4 Zero is certainty of falsehood only for certain classes of propositions. For deciding the exact 

value of a physical constant, for example, we have an uncountable infinity of possible answers. We may 

well give all of them a probability zero and use a related mathematical system called probability density to 

measure the subjective epistemic status associated with each precise value. In such a case, our allocation of 

probability zero to a particular number does not mean we are ruling out that number as the value of the 

constant. 
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desirable consequence of an act becomes more likely ceteris paribus, then that act becomes 

more desirable. 

In virtue of being a formal deductive system, BDT also gives precise answers to the question 

about context, i. e. "what do I need to know in order to make predictions? " One probability 

can be expressed as a function of other probabilities, and a utility can be expressed as a 
function of other utilities and probabilities. In this way an undecided quantity can be 

calculated from a well-defined set of other quantities. It is only permissible to deduce a 

prediction of behaviour if one has a sufficient set of utilities and probabilities and 

assumptions about the availability of different acts. 

The use of numerical measures of belief and desire, rather than labels such as "strong" and 
"weak", allows indefinitely many degrees of uncertainty. It allows in principle a new level of 

plausibility or of desirability to be introduced between any two differing levels, so ifA is 

preferred to B then we have not ruled out the possibility that something else is preferred to B 

but has less desirability than A. 

In the context of the intentional stance, the function of this mathematical system is not to commit 
to one view of the underlying mechanism of the squirrel's behaviour. We are not trying to say that the 

squirrel is a probabilistic intentional agent as opposed to another kind of intentional agent. Instead, BDT is 

a tool to organise the information we have about the squirrel in a way which is fruitful in terms of deducing 

predictions in ignorance of the underlying mechanism. 
A point which may seem too obvious to mention but which plays a central role in the later 

argument is that we have to use BDT, or indeed any other system of intentional-stance prediction, 

consistently. If we give proposition Ha probability of 1, for example, we must give its negation a 

probability of zero: informally, if something is certain to be true, then it is certain not to be false. In this 

thesis I am assuming that the interpretation of behaviour is being carried out by an agent who is logically 

omniscient and who never makes mistakes with BDT. The fact that human beings make errors with such 

reasoning adds another sense in which the Bayesian intentional stance is an approximation. However, this 

consideration can actually support the viability of the intentional stance. The intentional stance is not meant 

to be a perfect predictor of behaviour but a system that works significantly better than other stances in 

certain circumstances. If an interpreting agent has a cognitive limitation which prevents them from keeping 

track of someone's intentional states and their interrelation, then a lower-level stance, which ex hypothesi 

involves the processing of more information than intentional stance explanation, will present even more 

difficulty. 
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Objections to Real-valued Measures 

Although BDT avoids some problems that I have identified with the more conventional system of 
belief/desire explanation, it might be argued that it brings another set of problems which outweigh these 

advantages. 
One particular objection originates from the f irst-person perspective, and goes like this. Although 

I am aware of my having beliefs, I certainly do not experience beliefs as having any numeric value. There 

is no clear reason why, when expressing the strength of belief, I should use any one number rather than 

another. A general response to this is to reiterate that the intentional stance does not make presumptions 

either way about the internal life of the thing being interpreted. 

To answer this point specifically, I will make an analogy. I am aware of a sharp pain on my foot 

where I have stepped on something. I am aware of the location of the pain, but there is no numeric aspect 

to that location and I see no reason to attach any one number rather than another. I lowever, if I express the 

feeling behaviourally, by pointing to the place on my foot which hurts, there is nothing to stop someone 

using an arbitrary numerical scheme, such as centimetres from the tip of the big toe, to attach a number to 

the location of the pain. The point is that psychological quantities can resist any kind of quantification from 

the egocentric perspective when it is still legitimate and useful to attach a specific number to them. 

I shall devote much more space to looking at an objection that comes from a third-person 

perspective. This objection questions the use of real numbers as measures of the plausibility or desirability 

to the squirrel of various propositions. It might seem overkill to have an uncountably infinite number of 

different possible subjective epistemic and conative states. Could we not understand the squirrel's 

behaviour by invoking a small number of different levels? 

A quick answer to this is, "Yes, we can". Although we are allowed to allocate an infinite number 

of states, we are not forced to. Bear in mind that the probability and utility framework does not itself make 

predictions and explanations of behaviour, at least not until we plug in our estimates of the squirrel's 

probabilities and utilities of different propositions. It is an abstract skeleton upon which we can create 
indefinitely complex systems of intentional explanation. We might use these systems to explain the 
behaviour of a squirrel in terms of its attitudes to a handful of propositions, or something much more 

complex in terms of its attitudes to a vast and expanding set of propositions. 
Once we have decided that A is more plausible (or desirable) than B to our subject, our system of 

interpretation cannot rule out that some proposition C might be more subjectively likely than B but less 

subjectively likely than A (and similarly for preference). In light of this, the decision-theoretic system is not 
fit for its purpose unless it allows us to insert a new level of plausibility or desirability intermediate 
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between any two existing levels. 5 In other words, mathematical density is a requirement over the whole 

ranges of plausibility and desirability. Hence the system from which we derive predictions of behaviour 

has to at least admit rational-number values. So even though the particular utility function we would use 

for certain applications might only use a finite number of different utilities, utility itself has to be in 

principle infinitely variable if it is not to rule out certain preferences a priori. A similar distinction applies 

to probabilities. 

This does not itself mean that we have to use all the real numbers. The set of real numbers has the 

property of continuity in addition to density. It includes irrational as well as rational numbers. Real-number 

variables will be necessary if the functions are going to be differentiated, which will be crucial to the Cox 

theorem considered later under "The Normative and Descriptive Cox Proofs". One could take the strategy 

that probabilities and utilities will only ever take rational values, but we embed them in a mathematically 

powerful real-valued system. 

The misgiving about rational or real numbers may be that we are using something infinitely 

variable to represent the subjective state of the squirrel, when we have no reason to believe that the squirrel 

has infinitely variable subjective states. However, this is to mistake the point of the intentional stance. The 

end product of the intentional stance is not itself a number but a prediction about which acts will be the 

preferred ones in certain circumstances. That system of prediction is justified (or at least counts as 

intentional-stance prediction) in so far as it makes those predictions fruitfully and efficiently. This process 

is meant to be agnostic about the underlying mechanism. So long as the system works, it should not matter 

to us whether the way the squirrel represents reality is with something infinitely variable like a voltage, 

digitally, or however else. If we have no reason to suspect one of these kinds of representation rather than 

another, our system should not rule out any of them. 

If there really is something objectionable about infinite variability in this context, then we can use 

decision theory but arbitrarily truncate the numbers we calculate after a fixed number of digits. Like any 

rounding error in a repeated calculation, this would create an essentially random input that is amplified as 

more calculations are done, making the final result (the utilities used to predict preferences) less and less 

dependent on the initial information. This highlights an advantage of BDT in the intentional stance context: 

we want our predictions of the squirrel's behaviour to be dependent only on the information we put into the 

system (plus the background assumptions that we make as part of the intentional stance). When we put in 

estimates of the squirrel's subjective desirabilities of different objects and activities, we want our 

predictions to be derived as cleanly as possible from that input, for one thing so that if the predictions are 

wrong we know that those estimates should change. From this perspective, we do not improve the system 

by adding random or totally arbitrary elements to it. Hence we should stick as far as possible to real- 

numbered values rather than deliberately truncated ones. 

5 This paragraph is my interpretation of an argument presented sketchily on pages 6-9 of 

Appendix A of Jaynes (1994). 
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It may still seem objectionable to use point-valued quantities simply because reality is in fact not 

that precise. However, this practice is ubiquitous in scientific reasoning. Consider fluid dynamics as an 

example. It is not a controversial practice to say that the wind in a particular place has a speed of forty 

miles per hour. However, there is a problem if I ask what exactly is travelling at that speed. If I search for 

the object that is travelling at forty miles per hour, I will find just a lot of air molecules travelling at 

hundreds of metres per second. I could use an apparatus with an extremely high temporal and spatial 

resolution in an attempt to measure the precise value of the wind speed, but what this would tell me is that 

the speed is sometimes huge (at the moments when a molecule hits the apparatus) and zero (the rest of the 

time). 

In spite of all this, forty miles per hour is the figure we would input into meteorological 

calculations. The fact that the phenomenon of wind can be reduced does not force us to make a reductionist 

model. Powerful meteorological models can be made without any mention of molecules. Similarly, even if 

it turns out that the squirrel lacks any feature corresponding to a point-valued belief, this should not stop us 

attributing a point-valued belief state to describe its behaviour. 

Here is a more mundane example. We use a mathematical system that takes real-numbered values 
in calculating the length of a shadow cast by a building. Depending on the fundamental nature of matter, 

there might be no fact about what value the height takes, beyond a certain (perhaps large) number of 
decimal places. It might be meaningless to talk of an infinitely precise value of a building's height at a 

particular second because within that second the building might be subject to acoustic and seismic 

vibrations, thermal expansion and other, even smaller-scale changes of height. The functions of 

trigonometry and multiplication demand infinitely precise, real-valued inputs. Yet no one suggests giving 

up trigonometric calculation for a system of labels such as "tall building, " "very tall building, " "long 

shadow" and so on. 
These examples may not be relevant to every case of intentional stance prediction, because in 

most scientific cases we know that we are entitled to many decimal places of precision, whereas with our 

hypothetical squirrel we have no assurance that any particular degree of precision will be useful. I lowever, 

the difference is one of degree rather than one of kind. What this shows is that we cannot dismiss a priori 

the idea that our interpretational system will benefit from point-valued variables. 

In scientific contexts, real-valued quantities are usually used in conjunction with (perhaps 

implicit) error intervals. In other words, we use mathematical models and functions that take point-valued 

quantities, but treat those quantities as things we do not precisely know. Even when we know that the thing 

being measured does not have an infinitely precise point value, it may still be a very useful linguistic 

fiction to treat its imperfect precision as though it were our own uncertainty. A similar strategy can hold in 

the case of interpreting the squirrel, in that we could adopt interval-valued rather than point-valued 

probabilities (and similarly for utilities). By this scheme, we have to write two numbers in each box of the 

clipboard instead of just one. These numbers stand for upper and lower limits within which the utility or 

probability might lie. One way to think of them is as error bars in our measurement of some aspect of the 

squirrel, although strictly there might be no fact of the matter about where in the interval the value lies. 
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When we know nothing at all about the squirrel, all the ranges are set to maximum, i. e. 0 to 1 for all the 

probabilities and the whole number line for all the utilities. The squirrel's behaviour and other information 

that we have about it constrain the probabilities and utilities we can allocate to it. If it has a choice of two 

acts, and the lower bound of one act's utility is above the upper bound of the other's, then the prediction 

made is that the first will be chosen. If the intervals overlap, then no prediction is made, because no 

preference has been ruled out. 

Writing two numbers in each box on the clipboard is more complicated than straight BDT, but it 

is to be expected that interpretation requires this. When we are interpreting the behaviour of a squirrel, 

there are two places in which misperception and uncertainty can be introduced. The squirrel has incomplete 

information about its environment, having incomplete or even mistaken perception. Hence it is meaningful 

to say that it has states of uncertainty. We the interpreters also have incomplete information about both the 

squirrel and its environment, so we are uncertain about what state the squirrel is in. Hence what we are 

attaching to each propositional attitude on our clipboard is a measure of uncertainty about uncertainty. This 

is what makes it appealing to use interval-valued probabilities in the context of interpretation. 6 

This cautious system is not really a different interpretation system from BDT, because the 

constraints that govern the interval-valued quantities are still those given by the mathematics of probability 

and utility. The range of uncertainty in the probability of -, P has to be appropriately matched to the range 

for P, for example. The use of interval values rather than point values just means that we are considering 

whole classes of probability and utility functions at once, rather than one at a time. For this reason, the rest 

of this thesis will be expressed in terms of standard BDT with point-valued probabilities and utilities. 

The Mortonian Agent 

To illustrate the above strategy of treating vagueness as uncertainty of measurement, I will now 

directly address a putative example of non-Bayesian intentionality. The Mortonian agent7 works as 

follows. It has a collection of statements written on pieces of paper in a box. Any time it has to make a 

decision, it picks out a random sample of those statements. It then extracts a choice from those statements, 

using a process which is always guaranteed to give an answer. This has some definite virtues as an abstract 

analogy for human decision makers. The term availability heuristic is used in psychology to refer to the 

many demonstrated ways in which memory can be primed by quite irrelevant things that are more easily 

accessible, for instance if they have been recently encountered (Kahneman, Slovic and Tversky (1982)), 

and the Mortonian agent simulates this pseudo-random influence on decisions. 

6 Good (1962) recommends only offering interval-valued probabilities because of our limited self- 

knowledge. C. A. B. Smith is also associated with the claim that behavioural indications only allow us to 

allocate interval-valued rather than point-valued probabilities. See Kyburg (1998) for a review. 
Suggested informally by Adam Morton. 
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On the strictest interpretation, Bayesian and Mortonian agents form exclusive classes. For one 

thing, decisions made by a Bayesian agent are made using the totality of available information. Also, 

Bayesian agents are conceptualised as having probability and utility functions that are fixed until updated 

with new information, or until interfered with by something that acts non-propositionally, for example 

physical damage, whereas the decision taken by a Mortonian agent depends on the set of statements 

selected and hence can change without any new information. However, in the context of the intentional 

stance we only have to approximate an agent's behaviour, not describe its mechanism, so the Mortonian 

agent might still be Bayesian in this weaker sense. When we think about how each model would be 

empirically interpreted, I suggest, the differences disappear. 

Imagine testing an agent's desire for some object on some arbitrary behavioural scale. This could 
involve presenting it with some object and seeing how hard the agent works to get it, how far they are 

willing to go from a safe place in order to get it, and so on. We are not considering linguistic behaviour at 
this stage, nor are we considering higher-level intentions that the agent might foram, such as an intention to 
deceive us experimenters. In the Bayesian context, this is a measure of the expected utility of the act of 

possessing or using the desirable object. The likelihood (to us) of the agent's desire taking any particular 

value I will call the choice Junction. The choice function is our prediction about the agent's behaviour, and 
the success of the prediction is measured by the closeness of fit between the choice function and the actual 
behaviour. 

The strategy I have suggested for empirically interpreting something as a Bayesian agent is to 

adopt the linguistic fiction of there being a "true" expected utility which is manifested in behaviour in a 

"noisy" way. Nothing is specified about the noise, so we should choose a distribution that is the least 

presumptive. For this we turn to information theory, seeking a maximum entropy distribution, i. e. the 

distribution with the lowest information content compatible with the given information. It turns out that the 

maximum entropy distribution for a given mean and variance is the normal distribution (Jaynes (1996)). 

Thus our choice function should be a normal distribution around the most likely value of the output, 

although we might have to distort the normal distribution to take account of non-lincaritics in our 
behavioural scale. 

Now consider making the same prediction about the Mortonian agent. Because its decision 

process involves a random selection, the behaviour of the Mortonian agent could be highly variable: given 

exactly the same decision problem, there is a range of choices that it might make. We face the following 

dilemma. Does this variability evenly cover the whole range of behaviour allowed by the experiment? In 

other words, is the agent's decision practically random? 
If the decisions are this random, then there is no hope of fitting a set of probabilities and 

utilities to the agent, except the trivial interval-valued model where all probabilities and 

utilities take all possible values. Then again, under these circumstances it is futile to apply 

an intentional explanation to the agent's decision, so this is no problem for descriptive 

Bayesianism. No one can predict the agent's behaviour with any success without knowing 

something about its (ex hypothest non-intentional) selection process. 
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Alternatively, imagine that the Mortonian agent does not behave randomly but has a reliable 

(not necessarily exceptionless) pattern of preference. The choice that it would take if it used 

all of its information can be regarded as a central point, and the process of selecting random 

subsets introduces a random variation about this point. If we know nothing about this 

randomising process except that it introduces a certain degree of variance, then again the least 

presumptive choice function is a normal distribution around this point. 
On collecting more information about the Mortonian agent, we might produce a refined choice 

function which is not single-peaked and normally distributed. Since this is information about the 

mechanism rather than the intentional states of the agent, there is nothing to stop us using it to refine the 

predictions of the Bayesian intentional stance, just as we would use information about the noise in a 

measuring process to refine the predictions of a theory of physics. 
Whether we are using the Mortonian and Bayesian abstract models, the choice function that we 

construct is the same, if we have the same expectations about the average propensity and the extent of its 

variability. This continues to be the case as we add further information, so long as we specify the 

equivalent information for each agent. Since Mortonian agents are defined by a mechanism and Bayesian 

agents in the present sense are those for whom the Bayesian intentional stance is successful, we should 

conclude that Mortonian agents as we have described them are simply a subset of Bayesian agents. Put 

another way, exactly in so far as a Mortonian agent's behaviour is predicted intentionally, probability and 

utility functions capture that same intentionality. This deflates one putative counter-example to Descriptive 

Bayesianism, and a similar strategy could be used to deflate other putative counter-examples. 

Some Empirical Research 

Descriptive Bayesianism as defended here is the idea that whenever intentional explanation works 

(in the particular sense required by the intentional stance), Bayesian intentional explanation works. This is 

a conditional claim and allows for the possibility that neither ever works descriptively; that the predictive 

or explanatory success of belief/desire explanation is illusory. Although the point I am making is 

philosophical, it is natural to ask if the descriptive use of Bayesianism has any empirical application. While 

I do not offer any definitive answer to the question of whether intentional explanation (Bayesian or non- 

Bayesian) is successful, I want to illustrate a few lines of research that have a bearing on the question. 

In particular, I want to look at the recent rational analysis research programme in psychology. 

This means that we will first examine classic experiments purporting to demonstrate human irrationality, 

and then survey reinterpretations that explain the subjects' performance in terms of subjective probability 

and utility functions. Before that, I will consider some experimental results that offer a warning about 

intentional explanation. 

The sheer ubiquity of belief/desire explanation in human beings' understanding of each other 

might be taken as an argument for the effectiveness of the intentional stance. While this argument may well 
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support the theory that intentional explanations are much more successful than chance, there are at least a 

couple of considerations that undermine this support. Specifically, common cognitive biases may 

exaggerate the perceived success of a subject's attempts to explain someone else's behaviour. 

One bias that could have this effect is hindsight bias, in which subjects overestimate their ability 

to have predicted a past event. Fischhoff (1975) reports a study in which subjects demonstrated 

overconfidence about their ability to make a prediction from limited information. Subjects read passages of 

text describing a historical event (a battle in India) and were then told an outcome of the event, different 

groups being given different conflicting outcomes. Asked to rate the likelihood, given the original 

information, of each of four outcomes, the subjects rated the outcome they had been given as the most 

likely consequence of the initial information they had been given. 

This was open to the complaint that a judgement of the likelihood of an outcome is meaningless 

when one has been told what the outcome is. However, a further element of the experiment reinforces the 

interpretation in terms of overconfidence. Each group of subjects was asked to pick out the statements from 

the initial text that were most strongly evidential as to the outcome. The original text had been constructed 

to have an equal number of statements supporting each possible outcome, but each group of subjects 

picked out as evidential the ones which pointed to the outcome they had been given. In cases where we 

make post-hoc predictions of another person's behaviour, knowing a number of things about their 

motivations and beliefs, we seem to have a very strong analogy to the Fischhoff experiment. If Phil 

launches a surprise birthday party for his wife, we could have explained it in terms of his eagerness to 

revive his marriage, but if he doesn't, we can explain that because he has never been keen on doing things 

out of the ordinary. 

Since the ability to understand and predict other people's action is a desirable ability, it may also 

be subject to illusory superiority. This is the tendency of an overwhelming majority of subjects to report 

that they possess positive characteristics to a higher degree than most others or than the average other (see 

Hoorens (1993) for a review of this and similar biases). 

Now we turn from results which are downbeat about intentional explanation to some arguments 

(specifically, re-interpretations of classic experiments) which are upbeat, especially about descriptive 

Bayesianism. A supposed canonical demonstration of human irrationality is the rule discovery task used by 

Wason (1960). Subjects had to identify a rule governing triples of numbers, having been told that "2,4,6" 

fits the rule. They could perform "tests" by suggesting a triple and asking if it followed the rule. Subjects 

rapidly formed hypotheses, such as "Numbers increasing by two each time, " or, "Increasing even 

numbers. " The correct rule, "Any numbers in increasing order, " was broad enough to logically include the 

hypotheses that users usually came up with. One learns that one's hypothesis is insufficiently broad by 

offering a test which does not conform to the hypothesis (such as "3,5,6" for either of our examples) and 

finding that it does obey the experimenter's rule. Subjects, however, very rarely made this sort of test, 

almost always preferring tests that were in accordance with their hypothesis. Those who hypothesised 

"increasing by two each time" would suggest "4,6,8" and so on. Wason interpreted this as a "confirmation 
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bias", meaning a bias towards seeking ambiguous confirmations of a hypothesis rather than decisive 

falsifications. 
Klayman and Ha (1987) provided a strongly contrasting analysis of these results. To follow their 

argument we have to keep two distinctions separate. One distinction relates to the evidential significance of 

the test; whether it is expected to falsify or verify a hypothesis. The other distinction is how the test relates 

to the hypothesis; whether it is a positive case of the hypothesis or not. In Wason's experiment, these 

distinctions happen to cut the same way. Rather than concluding that subjects are avoiding a decisive 

falsification, we are free to conclude that they are attached to positive-case tests. This is the route taken by 

Klayman and Ha, and they justify this as the rationally correct procedure in terms of the expected 

informativeness of the result of the test. If the subject's hypothesis and the experimenter's rule are disjoint, 

for example, then a positive-case test will decisively falsify the hypothesis, because any triple that 

conforms to the hypothesis will not obey the experimenter's rule. If the correct rule is a narrow subset of 

the hypothesis, then positive-case tests are the only way to provide a falsification. 

It follows that falsifications could be more likely to come from positive-case tests or from 

negative-case tests, depending on the likelihoods of various possibilities; that the target set is a subset of 

the initial hypothesised set, a superset of it, disjoint from it and so on. Klayman and Ha produced a 

probabilistic model that demarcated the conditions under which positive- and negative-case tests would be 

most informative. 

The Wason task is explained to the subjects as an attempt to find a target rule (or set). Target sets 

are almost always minorities and usually very small minorities. A given property is usually only had by a 

small proportion of things. Hence the target set is more likely to be a subset than a superset of a broad 

initial hypothesis. These are the conditions under which positive-case tests (the tests that Wason's subjects 

used) are more likely to produce informative, decisive falsifications. Hence the subjects were not only 

adopting an entirely rational approach to the task but also generalising inductively from other cases of rule- 

discovery, thereby making use of information that might have had a bearing on the problem. It is still true 

that the subjects' strategies were irrational for discovering a rule that was extremely broad, but then they 

did not have the information that the rule was of this nature. Klayman and Ha point to the alternative 

version of the Wason experiment performed by Tweney et al. (1980). Rather than telling subjects that 

triples did or did not fit a rule, they classified the triples as "DAX" or "MED". This avoided labelling one 

set of triples as a "target", and subjects in this revised experiment were much more successful at finding the 

correct rule. 

By reinterpreting this one experiment, one does not entirely disprove the existence of 

confirmation bias. It has been argued that confirmation bias is demonstrated in other experiments (Snyder 

and Swann (1978)). What it does show is that this supposedly irrational behaviour can be understood as 

optimising something desirable, namely the informativeness of a test, in light of the subject's probabilities. 

Later in this thesis we will continue this theme, by exploring how Bayesian agents, given suitable values, 

could exhibit scientifically irrational behaviour such as self-deception and reluctance to perform tests. The 

choice of which tests to perform will be a particular focus of Part 6. 
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Although the label was not in use at the time of their paper, Klayman and I la were adopting a 

"Rational Analysis" approach, which has since been championed most prominently by Oaksford and 
Chater (see Chater and Oaksford (1999) for a review paper and Oaksford and Chater (1998) for an edited 

volume on the topic). 

Oaksford and Chater's (1994) canonical demonstration of the rational analysis approach is a 

reinterpretation of the Wason selection task. There are many variations on this task, but they all require the 

subject to test a conditional statement, i. e. something of the form Vx(Fx-->Gx). The subjects are told they 

can perform four possible tests: 

Examine an F to see whether or not it is G. 

Examine a not-F to see whether or not it is G. 

" Examine aG to see whether or not it is F. 

Examine a not-G to see whether or not it is F. 

The task is to identify which of these tests are needed to establish the truth or falsity of the 

conditional rule. In a version of the task at which people are particularly successful, the rule is that anyone 
drinking in a bar is over the legal drinking age. Subjects realise that they need to examine anyone drinking 

(to see if they are of the legal age) and anyone underage (to see if they are drinking). Wason's original task 

(Wason (1968)) presented a much more abstract rule: that if a letter written on a card is an A then a number 

written on the other side is a 3. Subjects mostly chose the vowel and the even number, or just the vowel, 

rather than the vowel and odd number. In terms of the abstract framework set out above, they tested the F 

and the G, or just the F, rather than the F and the not-G. 
The "correct answer" in the above problem recalls the "paradox of the ravens" in the philosophy 

of science. No-one seriously suggests that "All ravens are black" should be tested by examining all non- 
black things (the not-Gs), so this should make us question whether examining not-Cs is really the 

universally best course of action. Chater and Oaksford (1999) give as an example the rule, "Each saucepan 
that is dropped makes a clanging sound" (my paraphrase). The exhortation "Test Fs and not-Gs" would 
lead us not only to drop saucepans but also to examine every event where we do 2o hear that sound, to see 
if a dropped saucepan is involved. We do not do this, but our failure to test not-Cs does not seem to be an 

example of irrationality. 
Oaksford and Chater's analysis assumes that subjects will treat the task as an inductive problem in 

which they try to decrease uncertainty, in the sense of Shannon's information theory. Like Klayman and 
Ha, they assume that subjects treat properties as ra_ rely instantiated, meaning that the subjective baseline 

probability of any property is small. Let us assume that the probability of something being For C is small. 
Then on testing a not-G, we would expect to find that it is not-F, even if the conditional rule does not hold 

and the properties are independent. So the test of not-G is not very informative, in that it is expected to 

produce only a small decrease in uncertainty, or to put it another way the expected outcome of the test does 
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not distinguish the two rival hypotheses. If Fs and Gs are both rare, then, counter-intuitively, observation 

of aG can be informative. If the properties are independent, then aG is unlikely to be an F. Conversely, if 

all Fs are Gs and there are almost as many Fs as Gs then it follows that most Gs are Fs. Thus the 

observation of aG is actually informative as to whether or not the conditional rule holds. 
The theoretical information content of each test follows the ordering [F> G> not-G > not-F]. 

This matches the patterns of answers that subjects give in the abstract Wason task. Again we have a 

putative demonstration of irrationality where subjects are giving answers that turn out to be optimal 

according to a rational choice model, and where they seem to be making an inductive inference from 

similar kinds of task. The probabilistic model invoked might be called ad-hoc, but it ascribes a sensible and 

plausible use of information to the subject. More importantly, the very fact that it is possible to fit a rational 

choice model to the subject's behaviour, even if it seems ad hoc, shows that the Bayesian intentional stance 

is not ruled out by the alleged irrationality. When presented with the more familiar task involving drinking 

age, subjects are perhaps bringing a lot more information into the hypothetical situation, both about the 

base rates of different properties and about the penalties for making a mistake. 
The deductive logic rationale which says that G is totally uninformative is very appealing and is 

obviously in some sense the right answer. However, the rationale in terms of uncertainty reduction in an 

inductive problem is also appealing, yet they give contrary answers. The resolution seems to be that the 

former, deductive solution holds when we are considering a closed world of only four items. On the other 

hand, when we have an indef inite number of items it is no longer the case that testing an F and a not-G 

resolves the question of whether the conditional rule holds, so one has to take an uncertainty-reduction 

approach. 
The claim of rational analysis is not that people explicitly frame problems in terms of probabilities 

or expected information, or even that they understand these concepts. It just says that we can predict 

subjects' behaviour quite successfully by interpreting subjective probabilities onto them. In this way, the 

rational analysis approach is an application of what I am calling descriptive Bayesianism in experimental 

contexts. 

Chater traces the origins of the rational analysis approach to the work of Anderson. Anderson 

(1990) gives a very counterintuitive account of the process of forgetting. It may seem obvious that the 

gradual loss of information over time due to forgetting is an irrational feature of human beings, leading to 

inconsistent preferences or choices over time and inefficient use of information. It would seem to be the 

canonical example of something to be explained in terms of a physical process rather than belief and 

desire. However, even this can be given a rational analysis. 
In a storage area for many different pieces of information, such as a hard drive, library or brain, 

each piece of information needs a "key" such as a library catalogue number so it can be picked out from 

the others. The shortest length that this key can take is proportional to the logarithm of the number of items 

in the archive. The longer the key that has to be generated and processed, the slower the retrieval. Hence it 

is not always a good idea to put information into such an archive, nor is it a good idea to keep every piece 
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of information permanently. As more information is packed into the archive then the key approaches the 

same size as the item being retrieved, and so the overall "efficiency" of the library is eliminated. Imagine 

generating catalogue numbers for a library with all possible books up to a certain length, or file names for a 

computer disk filled with all possible programs up to a certain length. In a system which recalls pieces of 
information on the basis of association relations such as similarity, as the brain seems to do, then an excess 

of stored information will result in an avalanche of "similar" items being elicited by any input, potentially 

swamping the particular information that is most useful to the subject. 
Hence a good information storage system will only keep those items that are likely to be needed. 

Anderson created a model with a plausible distribution for usefulness, which says that, context being 

constant, the likelihood of an item being needed is a function of the time since it was last used. This model 

fits empirical data on forgetting; an unexpected successful prediction being that the rate of forgetting is 

affected by the likelihood that the information will be tested in the near future. 

Again it should be explained that the cost-benefit analysis of keeping information in memory is 

not supposed to be a decision that the subject is in any sense conscious of making. What Anderson's 

analysis shows is the predictive power of a belief/desire model applied to putatively irrational human 

behaviour. Taking the rational analysis approach, one can still accept that human beings have many kinds 

of cognitive failing, but at least some central results in this area are actually successes for descriptive 

Bayesianism. In Part 4, "Rationality and Science, " I will take a closer look at different kinds of rationality 

and the sense in which the basic rationality assumed by the intentional stance can underlie irrationality in 

the scientific or instrumental senses. 

As another example of the rationality of seemingly irrational behaviour, consider insanity and 

unreasonableness. It may seem tautological to say that unreasonableness is irrational, but irrationality in a 

certain sense can be rational and optimal in an underlying sense. Consider the game of "chicken" in which 

players drive cars at each other and the "loser" is the first person to swerve. An irrational player who will 

not swerve (and who is known to be irrational) is at an advantage over a rational player who does a cost- 
benefit calculation of swerving versus not swerving (Poundstone (1993)). Negotiations arguably work in a 

similar way, giving an advantage to the party that can credibly appear stubborn and unreasonable, 
Consider a case of out-and-out insanity, such as a responsible professional person who suddenly 

claims to be Napoleon and makes decisions seemingly at random. This could be explained as a rational 

choice in the following way. The pressures and responsibilities they face might make life unbearable, but 

an admission that this is the case would mean humiliation. Rather than admit an inability to fulfil one's 

responsibilities, it is much preferable to present oneself as prevented by disability from fulfilling them. 

Consider how someone who is unable to walk to the shops because of an injury is treated very differently 

from someone who is too lazy. The concept of insanity, which is thought of as a disability or illness, allows 

this sort of way out. Hence it is in the subject's rational interest to seem suddenly and radically out of touch 

with reality and unable to take decisions. A way to convey this is to claim something that is obviously not 

the case; claiming to be Napoleon, for example. 
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This is not to deny the existence of real disorders of mental function. Instead it shows that even in 

explaining "insane" behaviour we do not necessarily have to abandon intentional explanation. 

The Dual Role of Consistency Requirements 

When we consider applying descriptive Bayesianism to human beings rather than squirrels, we 

face a set of objections that arise from the fact that people demonstrably make mistakes in logical and 

probabilistic reasoning. This objection only has force, I shall argue, if we confuse two different uses of 

logical systems such as BDT. I shall build up to a detailed answer of the specific objections, but this will be 

easier if we first extend our consideration of what it means to take the intentional stance. 

Let us go back to the situation of predicting a squirrel's behaviour using propositional attitudes 

that we write down on a clipboard. The boxes on the clipboard are labelled with attitudes such as, "Belief 

that there are no other squirrels inside the big tree, " or, "Desire that the red box contains nuts. " My use of 

the intentional stance involves allocating strengths to these attitudes by observing patterns in the squirrel's 

behaviour, informed by background knowledge. The background knowledge would include, for instance, 

the fact that living things generally strive to survive and reproduce, and that for a squirrel this involves 

collecting certain kinds of item to eat, and avoiding certain types of other creature. 
It is worth reiterating that the sentences I write down on the clipboard are not supposed to be 

utterances of the squirrel, even potentially. Those sentences simply serve to pick out propositions, so it 

does not matter which sentence is used as long as a proposition is successfully identified. Imagine that a 

French companion is standing next to me with her own clipboard, interpreting the squirrel's behaviour in 

just the same way that I am. She of course is labelling the squirrel's propositional attitudes in her own 

language, so when I look over her shoulder, I see a clipboard with completely different text on it from what 

I have. Yet it could be that she and I are using the exact same intentional model of the squirrel's behaviour, 

so long as we are each picking out the same set of propositions for the squirrel to have attitudes to. 

However, this is only the case because the squirrel is not a language user. If we were interested in the 

linguistic behaviour of a person, and were using our clipboards to transcribe their utterances, then it does 

matter what language we write on the clipboard. 
Imagine that I am using some sort of formal propositional language to label propositions on my 

clipboard. One of the beliefs that I attribute to the squirrel is called "Belief that P. " Since PAP is obviously 

the same proposition as P, I could equally well use the label "Belief that PAP" for that attitude. "Belief that 

PvP, " "Belief that -, P-+P, " "Belief that -, (PA(PAP))--)(PvP), " and other labels could be used for the 

same reason. These labels are only absurd in that they take longer to write: the proposition they identify is 
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no more complex than that identified by merely writing "P'. If the interpreter with the clipboard is 

logically omniscient, then this process can continue indefinitely. 

In the present sense of "belief', then, the squirrel believes everything that is logically equivalent 

to any of its beliefs. This is how, in the context of intentional-stance interpretation, the squirrel could seem 

to have the property of logical omniscience. It should be clear, though, that this is not really a property of 

the squirrel at all. If it is true at all, then it says nothing at all about the squirrel other than that it is the 

subject of an intentional-stance interpretation. It is more properly a truth about the interpreting agent. 

Now consider the interpretation of a language-using person. A person can move about, seek food, 

avoid danger and so on, and we may well want to apply the intentional stance to prediction of that 

behaviour, just as we did with the squirrel. This would involve ascribing propositional attitudes to that 

person and treating them as logically omniscient with respect to those propositions. I lowever, the person 

also has another range of possible behaviours, namely linguistic acts. To adopt Grice's (1957) terminology, 

these actions have a non-natural meaning (in that they express propositions) as well as a natural meaning 

(in that to an observer they can be reliable indicators of something). For instance, someone's sincere 

utterance of "Snow is green" has a non-natural meaning that snow is green and a natural meaning that they 

do not know what colour snow is. Linguistic acts need not involve the production of an utterance. For 

instance, by signing one's name to the foot of a piece of text written by someone else, it is possible to 

assert all the sentences in that text. In the context of a survey, it is possible to assert a sentence just by 

ticking or clicking a box. 

If a person utters the sentence "P", then it does not follow at all that they will accept the truth of 

"-(PA(PP))-+(PvP)". They may even assert the truth of one while denying the other. One trivial reason 

for this is that they might not be using the language L in which these sentences are logically equivalent. 

However, if we assume that our subject has had L explained to them and claims to be using L, then there is 

still no necessity that they will not make a contradiction. In fact, if someone did accept any logically 

equivalent sentence as readily as they accept "F', without accepting anything that contradicts P, then they 

would have logical omniscience in a strong sense, which is a superhuman power more implausible and 

impressive than X-ray vision or levitation. 

So the clipboard used in interpretation of a person would be similar to that used for the squirrel, 

but with a crucial additional set of acts and related propositional attitudes. Whereas we can label the 

propositional attitudes with sentences of our own language, the potential utterances have to be spelled out 

in the subject's own language. Whereas it does not matter what particular sentence we use to pick out 

propositional attitudes, the linguistic acts have to be identified more specifically, approximately at the 

sentence level. Knowing what state of affairs somebody wants to describe, or what information they intend 

to ask for, will not on its own tell you what words they will choose, because you would also have to know 

what language they speak, how educated they are, whether they are keen to impress their audience, and so 

on. 

30 



In our observation of a language user's behaviour, deductive logic plays its more familiar 

normative role, in addition to the descriptive role set out above. Take the following tautology of 

propositional calculus. 

(PvQ)=(P -4 Q) 

The fact that this is a tatutology can read as a statement that the two expressions "(P v Q)" and 

"(-'P -+ Q)" have the same content. In the intentional-stance ascription of beliefs and desires (which we 

can do with squirrels, people or any other intentional system), this tells us that if a particular proposition is 

labelled "P v Q, " then we can replace that label with "-P -a Q" and nothing is changed. Put another way, 

it tells us that if our intentional stance ascribes a belief that PvQ but disbelief that -'P- *Q, then our own 

system of intentional explanation is inconsistent. Put yet another way, if we answer the question of whether 

or not the squirrel believes -P-+Q, then we have also answered the question of whether it believes PvQ, 

because they are the same question. 

This point bears repeating because there is a very strongly conflicting intuition that says it is 

legitimate to make two incompatible predictions about an agent's behaviour. This applies when we are 

confident that one of the two predictions will turn out correct, but are uncertain as to which. However, 

what this situation demands is a disjunctive prediction ("The squirrel will do A or B"). If we attribute the 

squirrel with two different attitudes to the same proposition, then we potentially end up with a conjunction 

of incompatible predictions. Returning to the example of the interpretation of a chess-playing machine, 

consider these two intentional ascriptions: 

The machine wants to castle on its queen's side. The behavioural prediction from 

this is that the machine will not move its king, nor its queen's side rook, is unlikely to move 
its queen's side pawns, but will move pieces from between its king and rook early in the 

game. 

The machine wants to castle on its king's side. This assumption makes a different set 

of behavioural predictions. There is some overlap with the previous set of predictions (for 

example, that the king will not be moved) but also some conflict, in that pieces will be moved 

to defend the king's side rather than the queen's. 
If we want to combine these into a single prediction, it would make no sense as a conjunction. We 

would be claiming that the defensive pieces are going to move to the king's side, and also that those pieces 

will move toward the queen's side. We would be contradicting ourselves, and showing that our predictive 

system has something wrong with it. Instead we want to combine them in a disjunction, saying that the 

machine wants to castle on its king's side or on its queen's side. This will tell us that the machine will not 

move its king, will be more reluctant than otherwise to move its rooks and pawns, and does not say much 

about the other pieces. The use of interval-valued probabilities, described in "Objections to Real-valued 

Measures" above, is an example of this disjunctive strategy. 
If we try to attribute a conjunction of inconsistent attitudes, it should be clear that something is 

wrong. Imagine that we say, "The squirrel is behaving as if PA-, P. " This is incoherent because there is no 
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such state of affairs as PA-, P, so we would only say this if something were wrong with our system of 

interpretation. It might be objected that that squirrel can desire that PA-, P, because it might desire that P 

and also that Q, where Q implies -, P. However, if the connection between Q and -JP is meant to be purely 

logical - for instance that Q is the proposition -, PAR - then in effect our stance is contradictory. If we 

decide that the squirrel desires that P, we have also decided that it does not desire -, P, because these are 

simply different ways of describing the same attitude. On the other hand, the connection might be causal 

rather than logical. For instance, the squirrel might desire to pick nuts out of a basket (Q) and also to return 

to its nest (P), when the basket is narrow enough to trap the squirrel and prevent it from escaping (Q 

implies -, P). If that is the case, we should avoid crediting the squirrel with the causal knowledge that Q 

implies -IP, since the very fact that the squirrel works to bring it about that P and also that Q shows that it 

has not perceived the connection. Again, we avoid attributing a contradictory set of attitudes to the squirrel. 

Another reason that we might be tempted to ascribe contradictory propositional attitudes is that in 

cases of akrasia (or weakness of will), someone's sincere linguistic behaviour expresses desires different 

from the desires they actually act on. This is dealt with below in "Beliefs and Opinions, " where it is 

suggested that we need to distinguish the two kinds of attitude, rather than ascribe a single attitude with 

contradictory content. 
There is another strong intuition which seems to require that we attribute contradictory 

propositional attitudes. When the agent behaves one way in one situation, but differently in another 

situation, we might say that it behaves as if (or desires) P, yet also behaves as if (or desires) -, P. I lowever, 

the conditional nature of decision theory allows us to make fine distinctions between behaviour in different 

situations, and still ascribe consistent beliefs and desires. Every probability and utility is assessed against a 

background of information, and we can give the same situation multiple probabilities or utilities by making 

them conditional on different variations of the background. To take the simplest example, the utility of an 

act A in situation P, given background knowledge K, would be written U(AIPAK), while in situation Q the 

relevant utility is U(AIQAK). 8 In decision theory, one can say that these two quantities are different without 

contradiction. 

Let us stop and summarise the last few paragraphs. The particular application of propositional 

calculus that we have considered requires intentional attitudes to be logically consistent. Although it may 

seem that we want to attribute multiple contrary propositional attitudes to the same subject at the same 

time, this makes most sense as a requirement to be cautious rather than to violate consistency. In this 

context, the principles of logic are not used as normative constraints on the squirrel's behaviour, but 

8 These probability and utility functions are the agent's (e. g. the squirrel's) subjective functions. 

Therefore, this notation assumes that the propositions P, Q and K are states of the world that the agent is in 

some way capable of responding to. That fact that a food container is empty is the sort of thing that could 

count as aP for the squirrel, but the container's being made in Taiwan is not. 
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and insert the result in the 'P(-H)' box. " As a normative rule, it can be read as, "If you express your 

confidence in Hasa number p, consistency requires you to rate your confidence in , 11 as 1-p. " 

The question of why we should use the particular rules of BDT in the context of the intentional 

stance is taken up later on in "The Varieties of Consistency". For now, it will be enough merely to accept 

that I am at liberty to choose an intentional stance that is based on BDT. The only serious flaws an 
intentional predictive system could have, given that it has at least some predictive success, arc logical 

inconsistency and violation of common sense. We want our belief/desire explanations to be logically 

consistent, even if the behaviour we are describing is stupid, confused or involves logical errors. We also 

want it to be the case, for example, that if a very desirable consequence of an act becomes more probable, 

other things equal, then the act itself becomes more desirable. BDT is consistent and includes a lot of our 
intuitions about optimal behaviour, so there is no reason to rule out its descriptive use a priori. 

Informed by the above discussion of logical omniscience, we will now consider the spccific 

objections to descriptive Bayesianism that arise from it. 

Failure of Logical Omniscience: A Bayesian agent has to give probability one to every 
logical truth and probability zero to every contradiction. This means that it must be able to 
identify every logical truth as such, every contradiction as such, and so on. Since there are 
intentional agents (such as people) who plainly do not have this ability, then Bayesianism cannot 
be a descriptive theory. 

"Logical omniscience" could mean the ability to classify statements of a language as logically 

true, logically false or contingent, without any error even when there is no upper limit on the length of the 

statements. This logical omniscience is what human beings patently lack, and which, as finite entities, they 

must necessarily lack. The logical omniscience assumed by Descriptive Baycsianism or similar theories of 

interpretation is entirely different. It is not a property ascribed to the subject but a requirement that our 

descriptions of an agent be consistent or, put a different way, that our intention to attribute truly 

propositional attitudes is fulfilled. 

As an analogy, imagine someone who claims to refute the theory that bats use sonar. I le takes a 
bat and straps an electronic sonar device to it, but the bat does not learn to operate it. We would have to 

admit the truth that bats cannot use sonar in one sense, but can legitimately be described as using sonar in a 
different sense. 

The Logician Problem: Here is an example of how someone could rightly be ascribed a 

probability of greater than zero for a logical contradiction. Someone studying logic comes across 

the formula PA(QA(Q-->-, P)) and mistakenly decides that this is a logical truth. This mistake will 

manifest itself behaviourally, for example in written tests or in responses to a request like, "I lands 

up who thinks this is a contradiction. " It is unquestionably legitimate to regard this mistake as 

explanatory of that behaviour. Did this student not count as behaving as if a logical falsehood 

were true? 
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Like the previous objection, this arises from a subtle equivocation. An answer comes from paying 

close attention to what we mean by "behaving as if a logical falsehood were true". It would be tempting, 

though misleading, to state the student's confusion in obiect language. That is, to say that the confusion is 

about whether or not PA(QA(Q: D-, P)). However, this is to presume that the student has a good cognitive 

grip on propositional calculus; that when given the sentence "PA(QA(Q-_-D-P))" they immediately grasp the 

proposition that it expresses. This very presumption is undermined by the fact that the student made an 

error. This suggests that the situation is more properly rendered in meta-language terms, i. e. as confusion 

about whether or not the formula "PA(QA(QDP))" is a logical falsehood under the standard 

interpretation. 

In the former phrasing of the problem, the formula serves merely to pick out a proposition, and we 

could legitimately substitute another formula which expressed the same proposition (in this case, any 

formula expressing a contradiction). In the meta-language context, the formula is not a pointer but is used 

essentially. Substituting a different though logically equivalent formula would change the meaning 

entirely. It is obvious that this meta-language interpretation is more appropriate because the student's 

response to "PA(QA(Q_-)-, P))" may be entirely different from the response to another formula which 

happens to be logically equivalent. 

Once we recognise that the logician's disagreement takes place at a meta-level, the objection to 

Descriptive Bayesianism dissolves. The meta-language statement that "PA(QA(QD, P))" is true under the 

standard interpretation is not itself a logical falsehood, so no absurdity arises when we say that someone is 

behaving as if it were true or uncertain. 
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Beliefs and Opinions 

It seems that we have two broad kinds of intentional state that users of an intentional stance can 

ascribe to a language-using agent. There are beliefs and desires which the agent does not tell us about but 

which we can interpret on to them to make sense of their behaviour. Then there are the opinions, goals and 
intentions that they commit to linguistically. This distinction parallels the distinction between natural and 

non-natural meaning, in that when an agent's behaviour tells us something about them, in the sense of 

natural meaning, then we might incorporate that information by revising the beliefs and desires we ascribe 

to them. The other kind of intentional commitments are things that the agent, in the non-natural sense, 

means. 

Such a distinction has been used in philosophy to explain akrasla, or weakness of the will. 
Consider an alcoholic who repeatedly swears off the drink, saying, "I never want to drink that stuff again, " 

yet keeps taking swigs of whisky. The attitude that he can sincerely express in language is different from 

the attitude which is explanatory of his behaviour. It would be a mistake to confuse the two, in the sense 
that we would make wrong predictions about his drinking behaviour if we trusted his stated intention, and 
wrong predictions about his linguistic behaviour if we assumed that it reflected the desires manifested in 
his behaviour. What he tells us about himself (in the non-natural sense) is not what his behaviour tells us 
about him (in the natural sense). 

Imagine that someone has set up some sort of virtual reality technology or hologram in a room, 

using it to create the illusion of a cliff with a huge drop. That the cliff is illusory is explained to me, and I 

am challenged to walk from one side of the room to the other. When I get to the illusory cliff, I find myself 

unable to go further: I find myself as frightened of taking the next step as if there really were a cliff in front 

of me. To try and overcome this, I repeat statements to myself which express the true situation, such as, 
"The cliff is not real. " I also visualise myself walking safely forward without falling. These exercises of 
language and imagination do not help me cross to the other side of the room. As far as my basic perceptual 

machinery is concerned, the situation that I am framing in language and imagery is a counterfactual one, 

not to be acted on. 
Such a scenario illustrates clearly distinct opinion and belief. My opinion (the attitude that I adopt 

using language) is that I am in a room where there is no danger of falling. I lowever, the doxastic state 

which is explanatory and predictive of my behaviour is a belief that a step forward will take me over a cliff 

edge. This belief, though false, is understandable in light of my environment, specifically, my subjective 

perceptual environment. Someone who took the content of my opinions and used it in bclicf/desire 

explanation would incorrectly predict that I would walk across the room with no trouble. 
There is a clear rationale for this distinction in terms of Baycsian Decision Theory. There is also a 

precedent for this in philosophical literature in the distinction sometimes made between belief and 

acceptance, or belief and opinion ("Accepting If' and "Being of the opinion that If' arc synonymous 
throughout this thesis). I will spell out each of these in turn. 
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In BDT, the subject's attitude to a particular decision can be set out in a table. The columns of the 

table represent states of the world. The table has to have an exhaustive set of mutually exclusive states in 

order to yield a decision, but this partitioning could be as simple as a column for H and a column for -, H. 

The rows of the table represent possible acts of the agent. This set also has to be exhaustive and mutually 

exclusive for the table to make a prediction. If the agent's choice is between acts which are not mutually 

exclusive, then a decision table can in principle be drawn up by allocating a row to each mutually exclusive 

combination of those acts. 

For a language-using agent, some acts will be linguistic acts of assertion. As we try to label such 

acts on our clipboard, we might label them by identifying the proposition that they express. 

State: H State: ,H 
Act: Consequence: Consequence: 

Al 
--------------------- 

(A1^H) (AI^, H) 
--------------------- --------------- Linguistic act: 

------ 
... ... 

Say "H' 

Each cell of the table represents what might be called a consequence; a conjunction of act and 

state. Associated with each consequence is a utility. Although the historical origin of utility theory is in 

gambling, the utility of a consequence does not represent a "payoff' that the subject will receive if that 

consequence comes about. In some situations, no payoff is possible. I might desire that particular people 

inherit my property after my death, and this desire might be explanatory of a lot of my behaviour while I 

am alive, but there is no sense in which I receive a payoff when the desire is fulfilled. To reiterate the 

definition we are using, utility is just a measure of the subjective desirability of a state of affairs at a 

particular moment, on an arbitrary numerical scale. 
Each consequence also has an associated probability, namely its subjective likelihood conditional 

on the act being performed. Most of the decision tables in this thesis will only contain utilities, but in some 

cases we will need to set out probabilities as well, in a different table for clarity. The utility for an act can 

be calculated from the utilities and probabilities of its individual consequences using the expectation 

principle. 
There are two parts of the table in which we connect the subject's attitudes to states of the world. 

One is in the identification of columns. The other is in the declarative content of linguistic acts. It follows 

that in the context of such a table there are two kinds of epistemic attitude to a proposition such as P. 

Firstly, P might be highly probable, conditional on every (or almost every) act. This is not necessarily 

expressed in language by the subject, but may still be part of an interpretation which is powerfully 

explanatory of their behaviour. This corresponds to what I am calling "belief'. The other kind of attitude is 

when linguistic acts which sincerely assert P have a higher utility than acts which deny P or which assert 
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something which is incompatible. This corresponds to what I am calling "opinion" (or "acceptance"). 

Neither of these two states entails the other. 

Maher (1992) argues that some studies in Bayesian philosophy of science have implicitly adopted 

a simplistic theory of acceptance which equates it with high probability. Ile suggests that we should 
instead employ an explicit and justified theory of acceptance that makes use of subjective utility. I le 

connects acceptance to the use of language to commit oneself to a theory, but recognises that acceptance 

cannot be identified with the act of assertion, because someone who accepts a theory does not state that 

theory every second of the day, and may even never state it. In defining acceptance, we want to support 

counterfactuals to the effect that if a subject were (or had been) asked about whether or not A, they would 

choose (or have chosen) A. To deal with this problem, he adopts the following definition. 

"Acceptance of A is the mental state expressed by sincere intentional assertion of A. 

It follows from this definition that someone who sincerely and intentionally asserts A accepts 
A, but someone who does not assert A might also accept it. " (p. 154) 

A problem with Maher's solution is that there is a question of whether the phrase, "the mental 

state expressed by sincere intentional assertion of A, " actually picks out a mental state. The definition 

seems to be so weak as to leave it undecidable whether someone who does not assert A nonetheless accepts 
it. Fortunately, Bayesian decision theory itself allows us to spell out this concept. Imagine that someone 
has acts (rows in their decision table) corresponding to the assertion of A, the denial that A and statement 

that there is not enough evidence to decide between the two possibilities. Any agent will have many more 

acts available than these three. At any one time, for example when the scientist investigating A is choosing 

what to have for lunch, the act with highest utility will not be one of these linguistic acts. I lowevcr. there 

may still be a fact of the matter about which assertion is preferred, even if none of them arc ever chosen. If 

the assertion ofA has a higher utility than other acts which take a contrary position, then we can say that 

that person accepts A. This definition can support some counterfactuals about what would happen if that 

person were asked about A, so long as we supply extra premises about the situation in which they are 

asked. 

The belief-opinion distinction resolves a conflict between two philosophical approaches to 

probability. The logical tradition and the subjectivist tradition are similar formally, but place different 
interpretations on probability statements. To the logical tradition of Carnap and I lintikka, a probability 
function is something that the scientist chooses: - 

"the decision itself still remains a practical matter, a mattcr ofXmaking up his mind, 
like choosing an instrument for a certain kind of work" Carnap (1950, p. 53) 

To the subjective tradition including Dc Finetti, probability functions are things that any 

minimally rational subject has whether they choose to or not. From the current perspective, both are right: 
De Finetti probabilities are degrees of belief while Carnapian probabilities are degrees of acceptance. 
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Another logical point arising from the distinction is that probabilists should be cautious in 

assigning reasoning agents reflective probabilities, such as the probability that one's probability of H will 

exceed a certain value at a certain point in the future. If we respect the belief/opinion distinction, reflective 

probabilities will separate out four ways: 

beliefs about beliefs, i. e. probabilities assigned to propositions about the subject's future 

probability function 
beliefs about opinions, i. e. probabilities assigned to propositions such as "The act of asserting `H 

has probability 0.5' will have a greater utility at time t than other ascriptions of probability to H. " 

opinions about beliefs, i. e. propensities to state or agree, with a particular degree of confidence 

that one's future behaviour will be understandable in terms of a level of subjective belief in a 

proposition, even if in that belief is not reflected linguistically. 

opinions about opinions, i. e. propensities to state or agree, with a particular degree of confidence, 

that one's future linguistic behaviour will favour the acceptance of certain propositions, again with 

specific degrees of confidence. 

The distinction also has a history in the literature on philosophy of mind. Arguably (although it 

will not be argued here), the common philosophical distinction (originating with Quine) between de re and 

de dicto beliefs reduces to the same distinction. It can be found in prototype form in Ryle's (1949) 

distinction between "knowing how and knowing that. " De Sousa (1971) advocated a distinction between 

belief and assent, where assent, unlike belief, is "tied to a particular linguistic item. " De Sousa is clear that 

belief is to be understood in the context of Bayesian Decision Theory, and that BDT plays a normative and 

descriptive role at the same time; operating descriptively on probabilities and utilities that we interpret onto 

a subject and normatively on attitudes that the subject is committed to through the use of language. 

"Even human agents may act in conformity with [Bayesian decision] theory though 

not in conformity with their professed and conscious beliefs or degrees of belief. " (p. 57, 

emphasis in original) 

Beliefs in this system have to be logically omniscient, but only in the sense that someone 
interpreting beliefs onto a subject, and doing so consistently, must avoid ascribing contradictions. 

"If you claim I believe an unambiguous, explicitly self-contradictory sentence, you 

cannot yourself understand what you are ascribing, you are making no sense. [... ] 

Inconsistency literally ascribed to a creature without language will stick to the ascriber. " 

(p. 78-79, emphasis in original) 

De Sousa writes as if the only values that guide acts of assertion are the value of truth and related 

epistemic goals (he uses the phrase "epistemic utility"). As we will see in the rest of this thesis, there is no 

necessity that these be the only values that guide assertion. 
Influenced by de Sousa, Dennett (1978b) adopted the belief/ opinion distinction as a promising 

line of attack on the problem of self-deception. Dennett draws the belief/opinion distinction from 

observations of how intentional language is used. He considers a car salesman who tells me that he has just 
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the car that I want. I might not describe myself as of wanting that car, but when he shows me the car. it 

turns out to be just the sort of car that I want to buy. I went to the salesman without a conscious or 

linguistically expressed desire for his chosen car, but with desires which are satisfied by ownership of that 

car. 

Dennett is clear that belief can be understood descriptively in terms of BDT. 

"Now when a gambler bets, his wagers, if he is rational, arc a function of the 

subjective probability of the outcome for him and the desirability of the payoff, or at least 

that's the Bayesian line. This Bayesian line is applied or exploited to explain (or at least 

predict statistically) the acts of assent we will make given our animal-level [i. e. those that are 

not expressed in language] beliefs and desires. We arc equipped first with animal-type belief 

and desire, which behave in Bayesian fashion, and which explain our proclivity to make 

these leaps of assent, to act, to bet on the truth of various sentences. " (Dcnnett (1978b. p. 
304)) 

Cohen (1992) is a book-length treatment of a distinction between acceptance and belief. I lis 

approach does not hinge on an intentional stance in the same way as that of de Sousa and Dennett, 

although in most respects the distinction he is making is the same. In the rest of this section, 1 will take a 

look in some detail at Cohen's distinction and its connections to the decision-theoretic approach. 
Cohen is guided in his analysis by the natural usage of the words "believe" and "accept": 

"The meanings in which I use them are in fact recognizably identical with those that 

they very often, and perhaps standardly, have in non-philosophical usage, wherever they 

introduce clauses in indirect discourse. That is to say, I am concerned with contexts that have 

a grammatical structure similar to 'Ile believes that it is raining' or 'She accepts that the train 

will be late today', rather than to 'She believes in hard work', 'They believe him' [or] 'She 

accepts responsibility'. " (p. 4) 

A principal difference between Cohen's concept of belief and that required by descriptive 

Bayesianism is that Cohen defines "having a belief that If' as "being disposed to feel that 11 when the 

opportunity arises, " rather than behaviourally. '0 

10 Radford (1990) argues against the conception of belief in terms of feeling, claiming that a 

definition which is behavioural (in the spirit of dc Sousa or Dennett) better captures the sense of "belief 

used in analyses of knowledge. 

"[I]f beliefs were only feelings whose presence were determined only by 

introspection, we could not discover that we are wrong about what we believe, as we 

sometimes do, namely by noticing - perhaps as a result of having this vigorously pointed out 

to us by those who know us well. incongruities between what we profess about our feeling 

and how we carry on. " (p. 609) 
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His principal motivation for introducing the belief-acceptance distinction is the contrast between 

active and passive cognition. To Descartes, cognition is active: we voluntarily give our assent to statements 

that we judge to be true. He illustrates this process by assenting to sceptical hypotheses. For Hume, by 

contrast, beliefs are produced in us by a process which follows unavoidably from our experience. If I look 

into a box and see a pair of shoes, I have no voluntary control over whether I believe that there are shoes in 

the box. 

These descriptions conflict, but each has considerable plausibility when considered in isolation. 

We do not want to reject either the intelligibility of Descartes' speculations or the veracity of Hume's 

insight about human nature. One way to resolve this conflict is to say that Hume is talking about belief 

while Descartes is talking about acceptance. 

Cohen compares the involuntary nature of belief to states such as joy, reverie or superstition. 

Acceptance on the other hand is normally a simple matter of choice, along with supposition and 

investigation. This has a moral significance, in that people can be held responsible for what they accept or 

fail to accept, but not what they believe or fail to believe. However, belief is only involuntary in that it is 

not directly or immediately under the influence of choice: 

"Belief is not thought of as being normally achieved at will because it is thought of 

as being regularly caused in each kind of case by something independent of the believer's 

immediate choice[... ] Even when you try to induce belief thatp by first accepting thatp, you 

may fail through no fault of your own. " (p. 22) 
The implication of this is that you may succeed; one may change one's belief by a choice, but the 

change of belief would not be the immediate effect of the choice. 
The belief/ opinion distinction made by the Bayesian intentional stance naturally has this 

distinction between voluntary opinion and involuntary belief. The acts are regarded as voluntary, in that the 

subject makes an active choice between them. The subjective probabilities, on the other hand, are not 

subject to voluntary revision, although they do change in response to experience. One might try and even 

succeed to change one's belief in virtue of voluntarily selecting the information one is exposed to or 

attends to, but this does not count as unmediated control of one's own beliefs. 

Cohen requires that acceptance be a disposition to do a certain kind of act in certain 

circumstances: 
"[T]o accept thatp is to have or adopt a policy of deeming, positing, or postulating 

thatp - i. e. of including that proposition or rule among one's premises for deciding what to 

do or think in a particular context. " (p. 4) 

and he also refers to it as a mental act: 
"[T]he sense [of "accept"] with which I am primarily concerned is the one in which 

this word signifies a mental act, or a pattern, system or policy of mental action, rather than a 

speech-act. " (p. 12) 
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This notion can be cashed out in decision theory, which also shows how the same thing can be a 

mental act and a disposition. As a first step to doing this, we need to define cognitive acts. Philosophers of 

science have often talked about "acts of acceptance" without going into what such acts actually involve 

(e. g. Hesse (1975), Hintikka and Pietarinen (1966)), but since the concept of a cognitive act is so central to 

the present work, it now has to be cashed out. 

A language user will have, among their available acts, sincere assertions, i. e. commitments to 

particular sentences. There will be sets of these acts which are assertions of essentially the same thing, for 

instance the acts of sincerely asserting "Our dog ate the sausages, " of sincerely asserting "The sausages 

were eaten by our dog, " and of replying "Our dog, " when asked "Who ate the sausages? " There is no 
logical necessity that the utilities of associated with these acts should be the same. I lowever, it is sensible 

to expect that, for a sane person, they will approximate each other closely. Our way of communicating with 

each other presumes that the opinion someone expresses is not dependent on the way they are prompted to 

express it. Hence, we can group all those acts together, giving them a single row on the decision table. So a 

cognitive act is a kind of linguistic fiction; a hypothetical act that stands for several concrete acts, all of 

which are equivalent for a particular philosophical purpose. 

Cohen brings out an alleged difference between belief and acceptance which he uses repeatedly in 

his book. He says that acceptance obeys subjective deductive closure, but that belief obeys no law of 
deductive closure at all. With the decision theory interpretation of belief and acceptance, both claims have 

to be rejected. Firstly, let us look at belief. 

Cohen claims that you can believe 1! and believe ̂ 11 at the same time, without being inconsistent. 

This conflicts with the intentional stance view of belief, but follows naturally from Cohen's definition of 
belief in terms of feeling. A subject might be presented simultaneously with persuasive arguments for 11 

and for I!, and thus experience the two feelings at once (Cohen cites the fact that we sometimes speak of 
being "in two minds" on an issue). Since the same subject may experience different reactions to two 
different expressions of the same proposition, we can conclude that Cohen's belief is not strictly a 

propositional quantity. 
Now we come to acceptance. Cohen's claim is that acceptance must be closed under subjective 

deducibility. This means that if someone accepts II and accepts the dcducibility of E from II, then they are 

committed to accepting E. The claim seems to be that if someone accepts 11 and also accepts -E, then, as a 

simple matter of interpretation, we say that they do not accept the deducibility of E from H. I lowcvcr, it is 

not clear what necessary descriptive connection, rather than mere normative requirement, there is between 

defending a proposition and accepting its subjective deductive consequences. 
A decision theorist should be willing to accept subjective deductive closure as a normative rule 

but not as a necessary fact about acceptance. There may be situations of severe self-deception in which 

someone cannot avoid accepting for the deducibility of E from 11, but in which Eis too painful a fact to 
be contemplated. These situations may be very unusual, but they are not ruled out by pure logic. 
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Interaction between Belief and Acceptance 

Given that there are two kinds of epistemic commitment, why should there be any connection 

between them? Why do we not disbelieve everything that we accept? There is no logical reason why the 

two commitments should correlate, so there must be some empirical truths which account for this. Here are 

some speculations as to truths which may fill the gap. They are not to be considered as essential to the rest 

of the thesis. 

Belief causing acceptance 

The way in which belief affects acceptance is due to the simple fact that people are self- 

interpreters: their linguistic statements are often reports on their states of belief. When an individual 

sincerely reports what they believe, they are also expressing opinions. They are, in effect, doing what a 

third-person interpreter does, except that they have the benefit of introspection. An issue is psychology is 

whether introspection has a substantially different role to play: does it merely assist with the process of 

self-interpretation, or does it bypass any interpretation process and pluck pre-interpreted thought out of the 

mind? The latter may seem intuitively obvious as a way of explaining opinions, but the former picture is 

surprisingly well confirmed by experimental evidence (see, for example, Nisbett and Wilson (1977)). 

If the intuitive picture is wrong, then the causal link from belief to opinion is especially clear: 

once the attribution of a particular strength of belief makes sense of the an individual's behaviour, a self- 
interpreting individual will ascribe it to him- or her-self, thus adopting an opinion with the same content as 

the belief. 

Acceptance causing belief 

Here are two mechanisms for how the mere acceptance of a proposition might lead to it positively 
influencing belief 

1) Incomplete Memory I recall a conversation I had in which I told someone that there are five 

different forms of Islam, but I cannot remember why I said it. Perhaps it was something that I had read, or 

perhaps I was confusing Islam with something else. On the whole, most of the things I say are said because 

I think they are true, so it is likely that at some point in the past the assertion that there are five forms of 

Islam passed my epistemic standards. This consideration does not prove to me that there are five forms of 

Islam, but it may well increase my degree of belief. 

2) Distorted self-concept: Imagine that I am frequently careless about what I say, saying whatever 

will make me sound clever or interesting, but I think of myself as someone who is very truthful and careful. 

When I recall something that I have said, the recollection changes my beliefs, via reasoning that could be 

expressed verbally in the following way; "I would not have said that if it weren't true, because I'm not that 

sort of person, therefore that statement is likely to be true. " This reasoning is not verbally expressed: it 
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works at the level of beliefs rather than opinions. By this process, those statements that make me sound 

clever and interesting can go from being mere opinions to being actually believed. 
In Part 6 we will be seeing a third mechanism for how this can happen: in short, the acceptance 

affects the choice of cognitive strategy (whether the person subjects their beliefs to testing, for example), 

which can in turn have an effect on the degree of belief. 

Varieties of inconsistency 

In this section I will speculate about how descriptive Baycsianism might be given a formal proof. 
We have seen that some principles of logical consistency can be taken to constrain the interpretations 

generated in the intentional stance. There is an existing strand of research that claims to derive the axioms 

of probability and utility from requirements of logical consistency on a system of reasoning or decision- 

making, and it is this approach that might be adapted to prove descriptive Bayesianism. To understand this 

project, we should first examine some forms that consistency requirements can take. 

In deductive logic we are used to the idea that formulae of the form (PA-, P) are contradictions 

and that a sentence or set of sentences "contains a contradiction" if such a formula can be derived from it. 

This is only one of the ways in which a formal system of reasoning can exhibit inconsistency. Given the 

aim of reasoning consistently, we should be equally wary of systems in which one can prove statements of 

the form (B"P"1B"-, Q"), where the predicate B means "is true in language L" and P and Q are logically 

equivalent sentences of language L. The formula (B"P"n-iB"Q") where the letters have the same 
interpretation, would be equally troublesome. The same holds for other interpretations of the predicate B, 

such as "is impossible when interpreted in language L" or "is incompatible with the axioms and rules of 

system L". 

Some forms of inconsistency cannot be shown in the language of a formal system itself because 

they are implicit in the semantics of those systems. Take a system of propositional reasoning that always 

yields A as a conclusion, never yielding -IA. if we are free to give the propositional symbols any meaning 

we like, then there is an inconsistency here even though no contradictory formula will ever be produced. 
This is because we could use A to mean "It will rain on Sunday", arriving at the conclusion that it will in 

fact rain tomorrow, and then in a separate application of the system use A to mean "it will not rain on 
Sunday", in which case we arrive at a contrary conclusion. Some systems of fuzzy logic, which assume 
that any two propositions A and B are maximally correlated, have an implicit inconsistency very similar to 

this (Cheeseman (1986)). 

Another form of inconsistency involves different conflicting results from the same information. 

Imagine that we have a problem, which might be one of inference or of decision, and a body of information 

expressed as sentences of propositional calculus from which an answer has to be derived. We create a 
formal procedure that gives us an answer when we feed in the input information. By an "answer, " I do not 

mean that the procedure always gives a solution to the problem. It might tell us that there is not enough 
information to decide between a range of alternatives, or that, or a set of available actions, we may as well 
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choose any of them. Now imagine that we make a trivial change to the input, so that the propositional 

content of the input information is unaffected. For example, we might replace AAB with BiA, or AvB with 

BvA. If this makes a nontrivial difference to the answer then that shows that our conclusions are dependent 

on some arbitrary element in addition to the actual input. In so far as this arbitrary feature can be used to 

draw contrary conclusions from the same consistent set of premises, our system of inference or decision is 

inconsistent. I t This is another form of inconsistency that a system can have even when it cannot derive a 

contradictory formula from consistent premises. 

The motivating requirement behind all these interpretations of "inconsistency" is that different 

procedures for answering the same question, given the same information, should yield the same result. 

When we consider procedures of reasoning at a purely formal level, this tells us to avoid axioms from 

which both P and -, P are derivable. When we are reasoning about statements of a language in meta- 

language, this requirement tells us to avoid axioms from which both B"P" and B"--, P' are derivable for 

certain predicates B. When we consider the whole process of formal reasoning, including not only the 

formal rules but the procedure for interpreting the semantics of the formal system, the general requirement 

of consistency produces the constraint that exchanging the meanings of A and B, or of A and -, A, should 

make no difference to the interpreted conclusion. 

According to one current in the literature, considerations of consistency such as these can justify 

the use of probabilities. In contrast to this approach, I will first consider a more influential proof of 

normative subjective probability theory known as the Dutch Book Argument (Ramsey (1931) and De 

Finetti (1937) have classic examples). This says that, if you are prepared to bet at a set of betting odds that 

do not obey the probability axioms, then a set of bets can be made against you in which you are guaranteed 

to lose. As a simple example, the probability axioms say that any inconsistent statement must be given a 

probability of 0. If you are prepared to bet at any odds at all on such a statement, then you are willing to 

accept a bet that will necessarily lose you money. If your violation of the probability axioms is more subtle 

(for example, if your degree of belief in a truth-function is not calculated in the appropriate way from your 

belief in its components) then "Dutch books" composed of multiple simultaneous bets can be used to 

exploit you. 12 

II It might appear that self-referential cases provide a counter-example to this. For example, the 

question to be answered might be, "does the input contain the string `AAB 7' in which case a substitution 

of logically equivalent sentences would legitimately affect the final answer. However, in this case the input 

strings themselves, rather than just their propositional content, are part of the input information to the 

problem. Hence our requirement, that trivial changes to the input information produce only trivial changes 

to the output, is still obeyed. 

12 It has been argued that Dutch Book Arguments are fallacious because they assume that bets 

acceptable individually are acceptable jointly (Maher (1993)). In response to that, one might say that the 
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It might be said that one could have non-probabilistic degrees of belief but avoid being exploited 

simply by refusing to accept bets. However, this still leads to a violation of self-interest as serious as giving 

money away. The procedure that constructs a bet that you are guaranteed to lose can also be used to 

construct bets that you are guaranteed to win. Imagine that many different gambles on offer, some of which 
guarantee a loss if you accept them (such as a bet on the truth of a contradiction) and some of which 
guarantee a gain if you accept them (such as a bet on the truth of a tautology). A cautious agent who 

refuses to take bets will avoid both the gains and the losses. Someone who accepts non-probabilistic 
degrees of belief will accept many or all of the gains but also some of the losses. Someone who bets in 

accordance with probability theory will accept all and only the favourable bets, and make the most profit. 
The quantity exchanged in these gambles need not be money, but could be anything at all that the subject 

wants to have, or to maximise their amount of, so this argument for normative probability is an argument 
from self-interest. 

Dutch Book Arguments have drawn criticism on the grounds that the quantities constrained are 
betting odds rather than degrees of belief. Attempts have been made to depragmatise the DBA, in other 

words to apply the argument to judgements of "fair" bets, rather than actual betting behaviour (for 

example, Howson and Urbach (1993)). Some of these have been criticised (e. g. by Maher (1997)) in that in 

order to explicate the notion of fair betting quotient we need some concept of utility, but probability is so 

integral to utility theory that we cannot use the latter to derive the former. 

The Dutch Book Argument shows that someone whose degrees of belief are probabilistic can 

always make money off (or otherwise exploit) someone else who accepts bets which are not probabilistic. 
It is worth drawing a parallel between two situations: 

1. having non-probabilistic betting odds, in which case someone with the same knowledge but 

who expresses their beliefs as probabilities can exploit you 
2. mere ignorance (lack of information), in which case someone who has the relevant 

information can exploit you 
As an example of the latter, imagine that in a card game I know that a particular card is red, 

whereas someone watching does not have this information. I can offer them a bet on that fact; for example, 
that they pay me one pound if the card is red and I pay them a hundred if the card is black. If they accept 
that bet, which they will if they have any significant uncertainty about the card, then they are guaranteed to 

lose. 13 

argument depends on the subject posting odds that they are willing to accept as fair, which they have not 

really done if their acceptance of a bct depends on whether there are other simultaneous bets. 

13 Any decent critical thinker should almost certainly not take the bet, since the very fact that I 

offer the bet is strong evidence that the card is red, so they should change their estimate of fair odds. 
However, this does not undermine the conditional claim that anyone who, having been offered the bet, still 
has significant uncertainty about the card should accept it. 
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In the context of deductive logic, it is a fact usually too trivial to be remarked on that making 

efficient use of information is like having more information. The more efficient you are at deducing 

answers to questions from information you already have, then the fewer questions you have to ask. 

(Imagine someone who dearly wants to know whether or not Q. We tell her that P, and also that if P, then 

Q. If she does not see the simple deduction possible from that information, then as far as she is concerned 

the question of whether or not Q is unanswered. ) We saw above that both ignorance and probabilistic 
incoherence can be exploited in similar ways. I suggest that this is because they are the inductive-context 

instantiations of lack of information and inefficient use of information respectively. In other words, the 

Dutch Book Argument works because the laws of probability are rules of inductive logic, analogous to the 

rules of deductive logic. From this point of view, the subject matter of logic, both deductive and inductive, 

is the efficient use of information. 

Proofs of normative probability are being considered here to see if we can convert them into a 

proof of descriptive Bayesianism. By a proof, I mean a theorem that for any intentional-stance ascription of 

beliefs and desires which makes consistent predictions, there is an ascription of probability and utility 
functions which makes the same predictions. The question of interest is whether we can give the Dutch 

Book Argument what I call a descriptive reinterpretation. This would mean taking the formal structure of 

the argument about how we ourselves should post betting odds, and reapplying it to produce constraints on 

how, in the intentional stance, we should attribute degrees of belief to the squirrel. There is no obvious way 

to do this, although that does not rule out that aspects of the DBA might find a use in some future argument 

for descriptive Bayesianism. It is difficult to see what would count as a post of betting odds by the squirrel. 

If we can assign a utility to every outcome of an action, then we can read the squirrel's preferences 

between actions as reflecting subjective odds. Even then, there seems to be a problem of what would count 

as a bet on a tautology or an inconsistency, or how an act would count as a bet on P but not a bet against 

-, P. The very point of the present argument for descriptive Bayesianism is that such ascriptions seem to be 

incoherent. 

The Normative and Descriptive Cox Proofs 

An entirely different approach to probability is embodied in a proof published by R. T. Cox and 

made influential by the work of "objective Bayesians" including Jaynes and Rosencrantz (Jaynes (1983), 

Rosencrantz (1977)). The discussion of the Cox proof in this section is heavily influenced by Chapter 2 

and Appendix A of Jaynes (1996) as well as by Cox's (1961) book. 

Cox framed systems of inference as mathematical functions that assign numbers to pairs of 

sentences of propositional calculus. For example, " (H, K) = x" means that the plausibility of hypothesis H 

given knowledge K takes the numerical value x. The conditional plausibility of H on E, given the same 

background knowledge, would be written as J(H, EiK). It is worth noting that individual numbers, or 

ranges of numbers, could be given names. Thus one could have a system of labels such as "strong belief' 
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or "weak disbelief', using Cox's functions. In this way, principles such as "If you strongly bclieve P. then 

you must strongly disbelieve -, P, " can be given a mathematical interpretation. 

The Cox argument in a nutshell is that in order for the mathematical system to count both as a 

consistent system and a system of likelihood, it must obey constraints which are essentially the axioms of 

probability. This argument does not make any reference to betting behaviour or to self-interest, so it has 

potentially a more secure foundation than the Dutch Book Argument both as a normative theory of 

probability and a theory of intentional attitudes. 

The values of the functions considered by Cox are real numbers. The use of functions with 
determinate rather than vague values could be argued to be a form of consistency requirement, since any 

vagueness brings up the possibility that different people using the same procedure for the same problem 

will get different answers. Jaynes justifies the assumption of real numbers as a representation of a system 

obeying these two fundamental axioms: 
Universal Comparability: given two propositions A and B and constant background 

knowledge, one of the relations {A more plausible than B), (B more plausible than A} and JA 

and B equally plausible} must hold. 

Transitivity: Given constant background knowledge, if A is at least as plausible as B and B is 

at least as plausible as C, then A is at least as plausible as C. 

If a finite field of propositions obeys these axioms then there exists a function with rational values 

which obeys the required ordering relations. It also follows that there must exist a real-valued function 

which obeys the same relations. This would mean that, "IfJ(A, K) >J(B, K) and f(B, K) > f(C. K), then , 
4A. 

K) >J(C, K), " holds over all propositions A, B, C and K, for example. Universal comparability can be 

argued to be necessary if the system of inference is guaranteed to give answers, even noncommittal ones, to 

the questions we ask. Transitivity might be argued to be a consistency requirement because whether we 
judge A more likely than B should not depend on whether or not we compare them to a third proposition C. 

The Cox proof is highly technical and there is not space here to consider it in full. 1 sere I just want 

to illustrate the kinds of premises it uses. The aim is to define the properties of a consistent system of 
inference, so some of the axioms are concerned with defining the system as one of inference (rather than 

something else such as utility) and some are concerned with making it a consistent system (as opposed to 

one with the kinds of inconsistency or arbitrariness discussed earlier). 
Consider first the derivation of the product rule. We need a way of calculating the likelihood or a 

logical conjunction such as f(AAB, K) from other likelihoods. We can consider all the quantities which 

might conceivably be relevant (J(A, K), J(AAK, B), J(K, B) and so on) and test them against common sense 

about how a system of inference should behave. If we make the likelihood of the conjunction a function of 

J(A, K) andJ(B, A, K), then we get a qualitative agreement with common sense. This is a way of saying that 

if we know the likelihood of A on given background knowledge, and know the likelihood of 13 on that 

knowledge plus A, then we do not need anything else to derive a likelihood for the conjunction AAB. We 

can write this down as an equation with another unknown function: 
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J(A, B, K) = F[/(A, K), f(B, AAK)] 

This has to be a continuous function, in that an infinitesimal change in one quantity has to result in 

an infinitesimal change in the others. 

Logical consistency tells us that the procedure for giving a likelihood to AtB must always give 

exactly the same result as that for BAA. This gives us another equivalence: 

J(AAB, K) = F[J(B, K), J(A, BAK)] 

It turns out that these are the only two expressions which are in agreement with common sense. 

Further considerations strongly constrain the form of the function F[ ]. For example an increase in the 

likelihood ofA (J(A, K)), while f(B, AAK) is constant, must not decrease the likelihood of the conjunction 

f(AAB, K). Logical consistency also provides a heavy constraint on the form of F[ ], due to the fact that 

(AAB)AC is the same proposition as AA(BAC). 

j((AtB)AC, K) = F[/(AAB, K), J(C, (AtB), K)] 

= F[F[J(A, K), J(B, AAK)], J(C, BA(AAK)] 

but j((AAB)AC, K) has to equal 
, 
J(AA(BAC), K), so 

J((AIB)AC, K) = F[J(A, K), J((BAC), AtK)] 

= F[fA, K), F[J(B, AAK),, J(C, BA(A, K)]] 

so F must obey the constraint F[F[xy], z] = F[x, F[y, z]]. By an argument involving repeated 
differentiation, this can be shown to yield the constraint that 

, 
J(AAB, K) =J(A, K)J(B, AiK) 

Now imagine that background knowledge K implies A with total certainty. Then the above 

reduces to: 
J(B, K) =J(A, KY(B, K) 

This gives us a definite constraint on the system of inference; that certainty must be represented 
by the number 1. 

Now we consider negation. For our system to be truly one of inference rather than, say, utility, the 

likelihood of any proposition must determine the likelihood of its negation, on any background knowledge. 

For example, if on the totality of available information you are absolutely certain that A, then there is no 

remaining question of what attitude you should take to --A. 
ft-A, K) = S[f(A, K)] (S being another arbitrary function) 

Consistency tells us that A and -, -, A are the same proposition, so once again if our system of 

inference is to be truly propositional, the procedure for calculating the likelihood of that proposition should 

not depend on whether we call it A or -, -A. Put another way, the logical fact that double negation always 

yields the original proposition is transformed into a mathematical constraint that double application of the 

function S[ ] should always yield the original number. 

S[S[x]]=x 

Combining this requirement with the product rule and applying more technical argument, Cox 

reaches the constraint that 
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S[x] = (1 -xm)h1'"' 
The value of m is not constrained by the premises invoked so far, so we can write down a 

schematic product rule and negation rule which allow us, by choosing positive values form, to generate an 

infinity of different systems of inference: 

f(-A, K')+1°(A, K)- 1 

i"(AAB, K) =f"(A, Kr(B, A, K) 

It should be clear that the value of m we choose will make the actual numbers different but will 

not make a difference to the structure of the resulting system. The choice of m is arbitrary, so we may as 

well just use the function P( ), def ined so that P(x, y) -1"(x, y): 
P(-, A, K) + P(A, K) -I 
P(AAB, K) - P(A, K)P(B, A, K) 

If we change the notation to use bars instead of commas (i. e. "(AIA)" instead of "(A, K)") this 

gives us standard probability theory. It may not be obvious that these two axioms generate all of 

probability theory, because at first glance they look unlike Kolmogorov's better known axiomatic basis for 

probability (see for example Howson and Urbach (1993)) which involves the following three axioms: 
1) For any event A, P(A) 20 

2) P(S) = 1, where S is the union of all possible outcomes 

3) P(U A`) = P(A1) where the j are a pairwise disjoint set 
Je) J¬J 

Each of these axioms, however, can be derived from the Cox axioms. Axiom 3 above, known as 

the axiom of countable additivity, is about logical dysjunction ("OR") which is not explicitly mentioned in 

the Cox axioms. However, Cox has given us a rule for calculating the probability of a negation and a rule 

for the probability of a conjunction, so it is trivial to derive the formula for dysjunction using the logical 

identity between AvB and -+-AA- B). 

The Cox derivation of probability is the most promising approach from which a proof of 
descriptive Bayesianism might emerge. This would involve applying the formal mechanism of the 

normative proof to make a normative constraint on how we do intcntional-stancc interpretation. To 

illustrate this process of descriptive reinterpretation, I will apply it to the proof we have just seen 

concerning subjective probability. 
Return one last time to the hypothetical situation of predicting and explaining a squirrel's 

behaviour by ascribing it propositional attitudes, which we write down on a clipboard. If we accept 

universal comparability and transitivity, then we may as well write down real numbers on the clipboard. 
Our task is then to determine the form of a function over pairs of scntenccs f A, Al. I Icrc, K stands for the 

content of the squirrel's perceptual or other background knowledge that the squirrel can be assumed to 

have. If we know that the squirrel is about to look into a feeder and sec that there are no nuts in it, then we 

know that an extra piece of information -, B is about to be added to the squirrel's background knowledge 
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and that we must make predictions about the squirrel's subsequent behaviour by calculating it subjective 

probabilities conditional on the information that -, B. 

We are taking the intentional stance to the squirrel, so ex hypothesi the attitudes we ascribe must 

be propositional. It should not matter whether our label on the clipboard for a particular proposition is "A" 

or "-, --LA". Put another way, if one proposition is labelled "(AAB)AC', then replacing that label with 

"AA(BAC)" must make no difference to the subjective likelihoods that we calculate for the squirrel. Hence 

our system of interpretation, like the normative system of inference, must guarantee that logically 

equivalent sentences are given the same subjective likelihood, against any background knowledge. This 

allows us to use the functional equations F[F[x y], z] = F[x, F[y, z]] and S[S[x]] x. 
Our system of attributing subjective likelihoods to the squirrel must also work as a system of 

inference, showing qualitative agreement with common sense. If on our clipboard we write down the 

squirrel's subjective likelihood of A, then a simple rule should derive its subjective likelihood of-, A, not 

because the squirrel is in any sense a logician but because an interpretative system which does not have this 

kind of coherence will yield inconsistent predictions. If our system determines the squirrel's subjective 

likelihoodsJ(A, K) andj(B, AiK), then it must also determine the subjective likelihood of the conjunction 

J(AAB, K). It must do so in such a way that if we increase f(A, K), while the conditional likelihood flB, 

AAK) is constant, then we cannot decrease J(AAB, K). 

In summary, the system of subjective likelihoods that we ascribe to the squirrel must obey both 

kinds of axiom that our own normative system of inference must obey. The premises we are entitled to use 

here are identical to those that apply in the original Cox proof. Hence we can draw the same conclusion 

about its form, which is that we could use any of an infinite number of systems corresponding to positive 

values of a parameter m, and that since the choice is arbitrary we may as well adopt the negation rule and 

product rule of probability theory. The conclusion is only that our own system of inference and the system 

of subjective likelihood that we interpret onto the squirrel must have the same abstract structure in order to 

be consistent and fit for purpose. It is not that the squirrel should share any beliefs with us, or even that it 

should have beliefs about the same things. 

The question naturally arises of whether a derivation of utility theory can be given a similar 

descriptive reinterpretation. The most influential derivations of utility theory use a representation theorem 

approach, which says that if a set of preferences obeys a set of constraints, then there exists a set of 

subjective probabilities and utilities which generates the same behaviour. Von Neumann and Morgenstern 

(1953) is a particularly influential example while other representation theorems are found in Savage 

(1954), Jeffrey (1965) and Maher (1993). A derivation of utility theory more in the spirit of the Cox proof, 

and more open to descriptive reinterpretation, would present utility as a function over pairs of sentences 

just like probability. It would then identify logical constraints on the form of that function and translate 

them into mathematical constraints. 
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For example, imagine that the squirrel is absolutely certain of B conditional on A. or put another 

way, unable to distinguish the propositions A and AAB, given K. Then U(AIK) must equal U(AAB SAD. 

Consistency also tells us that U((AnB)ACIK) must always equal U(AA(BAC)IK), or for that matter must 

equal U(CA(AAB)IK). If the expectation principle, which takes this form 

U(AIK) = U(AAB MP(BVAK) + U(AA-, B MP(--Bý AK) 
can be derived from such considerations, then we have a derivation of Bayesian decision theory 

from purely logical considerations, which could be used equally well in normative and descriptive 

contexts. 

The general requirement of consistency turns up again in a separate branch of work in inductive 

logic outside the scope of this thesis. This works from the assumption that the plausibility of a sentence 
depends only on the propositional content of the background information. An example of this sort of 

condition would be f(A, JtK) aJ(A, K, J). Desiderata of this sort lead to the maximum entropy or "maxent" 

form of Bayesianism in which probability functions are additionally constrained by the requirement that 

they contain the minimum amount of information (in Shannon's sense) allowed by the background beliefs 

(Jaynes 1983). Many of the canonical distributions in statistics (such as the Normal distribution) can be 

justified as maximum-entropy distributions. 

It is arguable, but beyond the scope of the current project, that the maximum entropy requirement 

can be given a descriptive reinterpretation just like the Cox proof. The conclusion of such an argument 

would be that the intentional stance is necessarily maximum-entropy Bayesian. In other words, consistency 

constraints on interpretations tell us not only that we have to ascribe probability functions but that the 
information content of those functions has to be matched appropriately to the propositional content of the 
background beliefs that we expect the subject to have. 

Paris (1999) shows how the maximum entropy principle can be derived from seven "common- 

sense" principles that are different mathematical expressions of the principle that essentially similar 

problems should have essentially similar solutions. The normative force of this latter principle is obvious: 
it is simply the requirement that inference should avoid "inconsistencies" in the extended sense considered 

earlier. The descriptive reinterpretation of this principle would be that the predictions we make in the 
intentional stance should only depend on the propositional attitudes and the space of potential decisions 

that we ascribe to the subject. 
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Summary 

In this part I have proposed and defended a theory of intentionality called Descriptive 

Bayesianism that was implicit in the writings of de Sousa and Dennett. The rest of this thesis is about 

Bayesian agents, and in the light of the arguments in this part we should regard any agent properly so- 

called as Bayesian. If you are not persuaded of the descriptive interpretation, then you can still read such 

results as being about a particular kind of (allegedly) scientifically ideal agent. Since we will see that such 

agents are capable of scientifically irrational behaviour, the subsequent argument can be read as a 

refutation of that notion of a scientifically ideal agent. 

A philosophical project that says something about belief should at the outset have something to 

say about what belief is. In the course of defending Descriptive Bayesianism we have found that the 

everyday understanding of the term is ambiguous between at least two crucially different senses. Decision 

theory demands that we distinguish beliefs and opinions. As we have seen, philosophers have been 

converging on similar distinctions independently of any decision-theoretic considerations. In the rest of the 

thesis, I will be concerned not to defend Descriptive Bayesianism but to draw out some of its 

consequences. I will take the probability and utility functions as starting points, without going into how 

they are determined. The logical structure of this work is conditional, in that its conclusions are of the 

form, "If there are agents governed by this particular kind of BDT model, they will behave like this. " 
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Part 2: The Utility of Truth: Defining Epistemic Values 

In this part we come to the main issue of the thesis; the distinction between cpistemic and non- 

epistemic values. We will start by examining the use of the distinction in informal everyday reasoning and 

in major streams of the philosophy of science. Then we will see how it can be given a formal basis in the 

decision theory framework defended in Part 1. 

Informal Uses of the Distinction 

A basic principle of critical thinking, already in everyday usage in the way people form critical 

judgements about others' opinions, says that the credibility of a claim can be undermined if we identify a 

motivation that the source would have for the making the claim whether or not the claim is true. Sceptical 

newspaper readers use this pattern of reasoning when reading a wildly enthusiastic review or a new 

satellite television service and connecting this to the fact that the service is owned by the newspaper 

proprietor. Atheists use it when explaining religious beliefs in terms of their potentially comforting nature. 

Religious believers in turn use it when claiming that disbelief relieves the duty of worship and the 

responsibility to respect moral authority. Informal experience suggests that although people seem able to 

use this pattern of reasoning without explicit training, they do tend to use it passively, without actively 

looking for non-epistemic motivations in opinions with which they are in agreement. This would fit a well- 

established pattern of how people use other tools of critical thinking (Baron (1990)). 

A motivation for holding or voicing an opinion which still holds irrespective of the truth or other 

epistemic virtues of the opinion is called a non-epistemic value. I lencc examples like these illustrate that 

some rudimentary concept of non-epistemic motivation is in informal use. They also illustrate some points 

about the basic logical structure of the patterns of reasoning in the above paragraph. Firstly, arguments 

from non-epistemic motivation undercut rather than rebut other claims. In other words, given a claim that 

H, they give a reason not to take the claim as evidence for 11 rather than a reason to believe -11. Just 

because a claim is motivated independently of its truth does not itself prove the claim false. Another lesson 

is that discovery of a non-epistemic motivation in itself is not sufficient to completely undermine a claim: 

the motivation might not be sufficient to explain the subject's holding of an opinion, and there might be 

plausible non-epistemic motivations for both agreement and disagreement with a particular position. 

Another way to think of non-epistcmic motivations is as ulterior motives that are at work when 

people make declarative statements. When someone plays a game of chess, the goal intrinsic to the game, 

of achieving checkmate, may be accompanied by other goals, such as the goal of letting the other person 

win so that they feel superior, or the goal of getting the game over quickly. The effect that these motives 

have on the choice of moves in the game will depend on how the strength of motivation towards them 

compares with the strength of motivation to win. Similarly, someone using language ostensibly to convey 
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information may have other goals deriving from other projects of which that linguistic activity is a part. 

The effect of these motivations on the content of what is said may be minor or major, depending on how 

the strength of their motivation compares to the ostensible motivation to convey truthful and/or useful 

information. Such additional motivations might include gaining popularity with peers, for instance by 

conveying that one has desirable attributes or skills (i. e. boasting) or by conveying that one is part of the 

same group as they are. It may also include pleasing ones superiors by reporting good news, or portraying 

oneself as having desirable qualities of obedience or initiative as appropriate. In certain adversarial 

situations it may be desirable to offer uninformed or unintelligent opinions so as to appear non-threatening, 

or it may be desirable to present contrary opinions to a particular person or group so as to distance oneself 

from them. 

This applies not just to linguistic interaction with other people but to internal linguistic acts; things 

that we affirm or admit to ourselves, such as "I will never drink again. " Framing an idea to oneself in the 

form of a statement brings up its own connotations. In so far as those connotations are rewarding or 

aversive, they provide non-epistemic motivations for or against those particular internal linguistic acts. 

These influences might include aesthetic preferences, defence of self-image, the allaying of anxiety or the 

connotations of a particular linguistic expression (including for example its "catchiness"). 

On some interpretations, religious faith is a non-epistemic motivation, which may be consciously 

recognised as such by the subject and deliberately adopted as a way of promoting a particular form of life, 

for example in reinforcing morally good behaviour. 

Another way to think about non-epistemic motivation is as a special case of a phenomenon that I 

call value bias. This is when a value affects a judgement in a way which is rational and understandable 

from the subject's point of view but which works against normative standards applied to the judgement. For 

example, the status of managers in a big company is evaluated, in part, by how many people they have 

working under them. A manager's awareness of this fact (along with their preference for high status rather 

than low status) exerts a value bias on decisions about how many people should be employed and so can 

lead to over-manning. This is called a bias because it affects the decision in a way which has nothing to do 

with the merits (in the conventional sense) of any particular staffing level. To take another example, in a 

competitive professional environment, people may be unwilling to admit to gaps in their skills or 

knowledge, which might produce a value bias against the visible, active acquisition of skills or knowledge 

such as volunteering for courses, asking for help and so on. This bias works against these professionals' 

individual or collective improvement in their work. 
In the process of identifying value biases in most situations, we would have to be very clear to 

spell out the normative standard relative to which a particular motivation counts as a bias, and there could 

be plenty of scope for disagreement about which standard applies. The decision of a store manager to boost 

her job's status by hiring a lot of subordinates might be regarded as 1) a biased decision made by someone 

whose role is to apply people and resources with the maximum economic efficiency or as 2) an unbiased 

decision made by a company whose purpose is to contribute to the community by providing employment. 
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In the context of formation of opinion, there is a well-established act of normative standards 

provided by science and epistemology. Bence we can with justification call motivations that work against 

those standards a "bias". Motivations that are directed towards those normative standards, for example 

towards honesty, can be called epistemic motivations. It is a nontrivial philosophical task to give a clear 
definition which separates epistemic values from other values. but at least we know that this process must 
be guided by known logical and evidential norms which show what sort of behaviour cpistcmic values 

should motivate. 

Sociological Approaches 

The concept of epistemic motivation has appeared within both major streams of philosophy of 

science; the socio-historical school which studies science as one of many human activities occurring in a 

cultural context and the purely analytical school which seeks to extract the logical structure of scientific 
inference using abstract formal methods. I take it as significant that the same distinction should come to 

prominence in two camps which have been opposed. Part of the attraction of exploring the distinction is 

because of its potential role as a point of unification of the two views of science. 
The most influential entry of the distinction into modem philosophy of science comes from the 

work of Thomas Kuhn, the most influential of the socio-historical school. In "The Structure of Scientific 

Revolutions" (Kuhn (1970)), Kuhn had discouraged his readers from thinking of scientific theory choice in 

terms of proof, instead seeing it in terms of persuasion of a scientific community. The reasons for this came 

from historical studies of scientific revolutions. Although the retrospective presentation of scientific 

progress in textbooks usually says that a theory was accepted because the evidence for it reached a level of 

(empirical) proof, Kuhn found that this concept of proof was not useful in describing the actual process of 

theory change. One reason is that different participants in a scientific debate may make use of different 

linguistic frameworks, different fundamental ontologies and different ways of interpreting observations, so 

no common language exists in which a single argument or algorithm of theory choice could be framed. The 

crucial aspect of theory change was not so much that of evidence becoming overwhelming but a conceptual 

advance; the development of a fundamentally new way of looking at the problem. Different linguistic 

frameworks may reflect different priorities, interest in different problems and different distinctions, so in 

this way the process of theory choice is traceable to the scientist's values as well as to the factual evidence. 

Considerations of value also enter because when two viable theories compete for dominance, each 

will usually solve problems that the other cannot. The choice between them hence depends to an extent on 
how a scientist prioritises the different problems; on which inquiries are judged worthwhile. These 

linguistic and motivational complications meant that scientific revolutions could not be described in terms 

of a simple scheme of logical inference. Kuhn went so far as to say they could not be understood 

algorithmically at all. This is a very strong claim, far stronger than that the decision process resists analysis 
by a certain set of algorithms. Counter to this, it has been argued (Laudan (1984), McMullin (1993)) that 

there is no reason why all these factual, methodological and linguistic elements should be expected to 

56 



change at exactly the same time and that the choice of any one element can be assessed rationally against 

the others. 
Kuhn's historical perspective on theory choice sees it as emerging from many individual decisions 

to publish, to review or to adopt particular methods of investigation. Hence the values of the individual 

scientists, as well as the battles between conflicting value systems, are seen as crucially relevant. Both 

critics and supporters of Kuhn's book interpreted this as an attack on the legitimacy of science's claims to 

objectivity and progress, taking it that if values do play this crucial role then scientific conclusions merely 

reflect personal preference or mob psychology rather than epistemic merits. Supporters accepted Kuhn's 

points about the nature of theory choice and followed modus ponens to the deflationary view of science. 

Critics followed this inference in reverse, claiming that science obviously does have an objectivity that sets 

it aside from other ways of inquiry and rejecting the antecedent (for example Lakatos (1970)). In later work 

Kuhn attacked this interpretation, and hence both these inferences, at length (e. g. Kuhn (1977)). 

Specifically, he attacked the inference that, because the reasons for a theory choice are dependent on 

subjective values as filtered through a social process, they cannot be good reasons. Kuhn saw the scientific 

community's choice as, on the whole, picking out theories according to identifiable good reasons. He 

presented five characteristics of a good scientific theory, acknowledging that they are not all independent 

and that others may be involved: 

accuracy 

consistency (both internal and with other established knowledge) 

broadness of scope 

simplicity 
fruitfulness (in terms of prompting novel research findings) 

From this perspective, someone who explains theory choice as a process involving individual and 

collective values is not necessarily denying scientific objectivity. On the contrary, in order to defend 

scientific objectivity it might be necessary to bring attention to these core scientific values, and expose 

their fragility in the face of other values imposed by society or by personal idiosyncrasies. When the 

scientific group collectively chooses theories according to these characteristics, it gives us a guide to truth 

which is of course imperfect but is the best that human beings can hope for. 

In a very schematic form, we can set out the dialogue between Kuhn and his readers like this. 

" Kuhn points out that scientific theory choice is best thought of as a choice motivated by 

individual and shared values. 
Others say that if this is true, then scientific groups are no different from other social groups 

that form opinions and hence we must give up the notion that science is a privileged way of 

acquiring knowledge. 

Kuhn responds that there is a crucially important difference between decision making in a 

scientific group and in other groups, because we must recognise that some values count as 

scientifically relevant. We can still regard the scientific enterprise as progressing toward truth 
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(and related virtues) because scientists can usually be relied upon to make use of these 

distinctive values in their decisions. 

As an example of the distinction in a sociological context, one may contrast the work of an 

anthropologist in a conventional university with a counterpart in one of the universities or institutes set up 

by religious leaders to defend their doctrine. The former wants to find out how lt was human beings came 

about, whereas the latter has been told that human beings came about in a specific way, and works to find 

justifications of that particular position. This is what I understand by the distinction between epistemic and 

non-epistemic values, this terminology being introduced by McMullin (1982). Of course, real scientists are 

often far from purely epistemic in their motivations. They can be subject to emotional biases that affect 
how they carry out or report their work. Social or political factors, such as pressure from a funding body or 

the prevailing political situation may cause them to value a particular opinion as opposed to its competitors. 
The important point is that the concept of epistemic motivation captures what we think of as an essential 

element of genuine scientific inquiry. 

In the psychological literature, Kunda (1990) seems to be on the same track when she dcfines two 

ways in which motivation can affect the formation and maintenance of beliefs. She distinguishes accuracy 

goals, i. e. being motivated to find out the truth about an issue, from directional goals, meaning motivation 
to defend a particular position while maintaining an illusion of objectivity. 

In terms of McMullin's distinction, we can express a principle called the value neutrality thesis. 
This is the idea that non-epistemic values are bad for science and that human projects arc scientific in so far 

as they overcome non-epistemic values in favour of motivation by epistcmic values. Despite its initial 

plausibility, the value neutrality thesis has drawn attacks which have discredited it in the eyes of many 

philosophers of science. Later on (in "Attacks on the Value Neutrality Thesis" in Part 4) we will be 

examining these attacks and defending the value neutrality thesis against them. 
Longino (1990) introduced the distinction between the constitutive values of a scientific inquiry 

and contextual values. Longino's distinction is slightly different from McMullin's in that, whereas 

epistemic values are necessarily legitimate and non-epistemic values necessarily illegitimate, the values 

that are constitutive of a particular scientific enquiry might not necessarily be normative. For example, a 

piece of research may be done, interpreted or published so as to reinforce sexist stereotypes, in which case 

the constitutive values are not ones that we should approve of as proper (Rolin (1998)). 

Interestingly for the current project, Kuhn (1977) suggested that his system could be combined 

with Bayesianism. Earman (1992) spells out what a combination would involve, with the consequence that 

the analytical and socio-historical philosophies of science can be integrated. 

"A shotgun marriage of the two Toms could be arranged [by taking] ßayes to supply 

the probabilities, Kuhn to supply the values or utilities, and then we could apply the rule of 

maximising expected utility to render a decision on theory choice. " (p. 192) 
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A decision-theoretic reconstruction of Kuhn's work on scientific values would constitute a 

convergence of the analytic and socio-historical schools of philosophy of science, and such a convergence 

is argued for further in Part 4. Earman, however, goes on to dismiss this prospect for two reasons. He 

claims that it "would involve the pretence that the accepted theory T is true even though one's degree of 

belief in T is less than l. " Decision theorists can disagree. As defined in Part I and in some of the literature 

on theory choice examined later in this Part, acceptance of H means that the act of asserting His preferred 

to competing linguistic acts such as the denial of H. Assertion can therefore be tentative and revocable. 

Since acceptance involves no connotation of setting a probability to one, there is no pretence involved in 

accepting something whose probability is less than one. Earman makes his claim because, in his purely 

probabilistic conception of Bayesian confirmation theory, he does not respect the belief/opinion distinction. 

Earman goes on to claim that the Kuhnian must also disapprove of this shotgun marriage, 

"because the efficacy of his values in no way depends upon the truth of the theories, so estimates of the 

probable truth of theories are irrelevant to Kuhnian theory choice. " "In no way depends, " is too strong a 

phrase: properties of a theory such as fecundity or accuracy may be logically independent of the theory's 

truth, but they can still be very good inductive reasons for accepting the theory. It is fallacious to argue that 

because scientists do not accept a theory because of its truth, they do not accept it because of 

considerations which justify a high degree of confidence in the theory. In Part Four of this thesis, we will 

look at some of the literature on inductive logic which argues that the epistemic virtues identified by Kuhn 

are confirmatory virtues, and hence that someone choosing a theory for its Kuhnian virtues can indeed be 

seen as choosing a theory because of its probable truth. 

When responding to the widespread interpretation of "The Structure of Scientific Revolutions" as 

anti-science, Kuhn explicitly put the idea that his theory could be combined with Bayesian confirmation 

theory. Despite Earman's objections, this is acceptable and perhaps desirable to both the decision theorist 

and the sociologist of science. 

Analytical Approaches 

In the analytical stream of philosophy of science there has been a succession of attempts to 

present, in terms of decision theory, a scientifically ideal agent and to derive interesting features of the 

hypothetical agent's behaviour. The purpose is usually to demonstrate sufficient conditions for an attitude 

to be scientific (including the Levi and Maher work considered in the next paragraphs as well as the 

Ilintikka and Pietarinen (1966), Hesse (1974) and Bernardo (1979) work considered later in the thesis). 

The task of identifying necessary conditions for an attitude to be scientific is exemplified by Adams and 

Rosenkrantz (1980). Three specific examples of the former approach are worth explaining here. 

That truth can meaningfully be given utility in the context of a decision theory analysis was 

illustrated in Levi (1962,1967). Levi considers a situation in which we have two hypotheses (HI and HZ) 

and two acts: we can accept H, or accept HZ. In the context of this decision it is obvious how to attach a 

value to true belief: set the utility to 1 where the accepted hypothesis is the true one and 0 where it is false. 
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As Levi notes, any other numbers could be used so long as all truths have the same utility. all falsity has 

the same utility and truth has a greater utility than falsity. Levi then goes on to consider larger groups of 
hypotheses, and also the act of withholding opinion. It may seem superficially that this approach trivially 

solves the problem of how to give a utility to truth. In actual fact, it brings up some serious problems, as we 

shall see in Part 3 under "The Value of Being Informative". 

Maher (1993) presents a very detailed account of the application of epistemic utilities to 

hypotheses about numerical values, such as the charge on the electron. In his system, scientists can be 

thought of as accepting statements of the form, "The value lies between xi and x2. " Which interval is 

accepted depends on two cognitive utilities. Firstly, the scientist values ticrisimilitudc, proximity to truth. 

The verisimilitude of a statement, given a state of the world, is, in crude terms, its distance from the truth 

(in whatever sense the scientist is using). The second cognitive utility is Informativeness: The more specific 

the statement, the more useful it is. According to Maher's model, any scientist's conclusion is guided by a 

tug-of-war between these two values: verisimilitude favours a broad interval while informativeness favours 

small intervals. 

Here the scientific ideal is not a single value but a range. If the experimental results indicate that 

the charge on the electron is most likely to be x, then a scientist with values at one end of Maher's range 

will accept a point value, i. e. an interval of zero length. This scientist's conclusion will be that the charge 

on the electron is x, even though the probability of it taking exactly that point value is zero. Scientists at the 

other end of the scale will be maximally cautious, concluding that the charge on the electron is some hcrc 

between minus-infinity and infinity. A set of values between these two points on the spectrum will lead to a 

finite range of values being adopted, for example that the charge is x plus or minus ten percent. There is no 

uniquely scientific balance of Maher's two utilities, and this suggests that some historical disagreements 

between scientists could be better understood in terms of different weightings that they give to the two 

factors. Maher acknowledges that the way informativeness and verisimilitude are quantified could depend 

on the inquiry and on the scientist. As he says, economists studying decisions about money are not obliged 

to take any one function as the utility of money, and theorists about science arc no more obliged to take any 

one function as the utility of truth. 

A comparable effort to describe scientific attitudes is found in Good's (1960,1968) analysis of 

"strong explanatory power". Good's project was to derive measures of quantities such as weight of 

evidence or explanatory power. A "measure" here means a function from propositions, or ordered groups 

of propositions, to real numbers: probability functions are familiar examples. The derivation process 
involves expressing logical properties of evidence or explanatory power as constraints on these functions. 

Good's project is much more broadly applicable than Maher's because the former is concerned with 

abstract probabilistic relations between theory and evidence, while the latter is concerned with a specific 
idealised case of theory choice. 

Good's result was that no unique function qualified as the unique measure of the strong 

explanatory power of hypothesis tl on observation E. A range of functions of the form yA+(1 "y)ß was 

allowed, where each value of y yields a different consistent measure. The two components A and B can be 
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thought of as the support given to H by E and the probability of H given E. Although decision theory was 

not explicitly employed, Good presented these two components as values that a scientist would use in 

deciding whether to accept hypothesis H given evidence E, again with the consequence that some 

disagreements between scientists might be due only to their different values. At one end of this range, the 

"strongest" theories are the most probable, i. e. the logical truths. At the other end, the strongest theories 

will be those most strongly supported by evidence E, no matter how implausible those theories are. A 

scientist with this latter standard of acceptance would find "an omnipotent demon and his army of pixies 

arranged it so that result E would occur" at least as acceptable as any other explanation of result E. Values 

between the two extremes will result in a recognisably scientific pattern of theory acceptance; taking the 

theories that are well supported but not wildly implausible. As with Maher's spectrum of scientific 

attitudes, Good's range of functions can be thought of as a range of degrees of caution in accepting 

scientific conclusions. 

The central theme in this stream of philosophy of science is the attempt to define a scientific ideal. 

There has not been a concern to discriminate different kinds of non-epistemic values, nor to say whether a 

given value counts as epistemic, non-epistemic or neither. My aim here is different. I will give some simple 

mathematical procedures which, given any attitude to a simple inquiry in the form of utilities in a decision 

table, re-describe it in terms of another set of utilities, including a utility of truth. Where the work we have 

just been considering constructs a scientific attitude from first principles, I will be working in the opposite 

direction; taking an attitude and giving a test for whether it is scientifically rational. 
Scientific processes involving estimation of a real number (such as Maher's example) are 

potentially extremely complicated to study in this way, because of the great variety of utility functions that 

a subject could conceivably have. When the purpose of inquiry is to decide between a small finite number 

of options, as in many cases of both scientific and everyday reasoning, the utility function can be described 

with a small finite number of variables. Hence it makes sense to explore the finite-choice situation before 

moving on to more logically complex enquiries. This thesis will only deal in detail with simple finite- 

choice cases. 

Applying Decision Theory 

The obvious questions to ask, which this thesis aims to answer, are how many different values can 

rightly be regarded as epistemic and how we can pick them out. There seem to be three approaches to the 

identification of epistemic values. 

1) Definitional approach: simply define science to be a pursuit motivated by a certain list of 

epistemic values, these being chosen so that the resulting definition captures science as it is 

normally thought of. 
2) Empirical: observe which motivations typically lead to acceptance of true theories and label 

those motivations as epistemic. 
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3) Logical: use formal logical procedure to identify which features of a theory are eonPnrtwtional 

virtues and call "epistemic" the values that attach to those features. 
Kuhn seems to have employed the definitional strategy to arrive at his list. McMullin advocates a 

mix of logical and empirical strategy. Allchin (1998) assumes at least an element of empirical approach 
("[Epistemic values] are derived historically from our experience in research"). Where Levi, Maher and 
Good identify epistemic utilities, they do so using the logical procedure. This thesis is going to take the 

logical approach as far as possible (I will call it the "structural approach" to reflect that we are using 
decision theory and not pure logic), although we will see that a problem arises which requires us to resort 

to the definitional approach. Specifically, the set of values which aim at truth will turn out to be 

scientifically uninteresting and so the primary goal, of which all cpistcmic values are derivative, will be 

modified to informative truth rather than just truth. The other cpistemic values will be argued to be 

derivative from this goal. Hence I shall argue that there are two and only two genuine epistcmic values: 

truth and information content. This is not essential to the present project, and it is conceivable that readers 

could be unimpressed by the arguments that other epistemic values are derived from these two. What is 

more important is that a procedure is established with which the epistcmic significance of a particular value 

can be investigated. 

Since the definitional approach is not used all the way through, there will be an open question 

about whether epistemic values defined using the present system codify the aims of science. By contrasting 
the effects of epistemic motivation with those of non-epistemic motivation, we will make a case that 

epistemic values defined in terms of the search for informative truths capture a very useful definition of 

scientific inquiry. In the course of setting out this concept, we will clarify the issue of what is meant by 

"rationality" and in what sense rationality is an empirical issue. This is the topic of Part 4. 

Although the present system avoids the empirical method of identifying epistcmic values, it does 

not rule it out completely. It is compatible with the current system that someone could legitimately label a 

particular motivation as an epistemic motivation on the grounds that it can be relied upon to lead to the 

truth. However, the present system shows that it is possible and advisable to separate cpistcmic from non- 

epistemic values entirely in terms of their structure (we will see what that means shortly). This avoids a 

charge of circularity against the empirical approach, namely that if scientific inquiry is defined in terms of 

epistemic values and epistemic values are identified by empirical research, then some notion of proper 

scientific inquiry must have been used to decide how to research the issue. 

The particular system of logic to be used is Bayesian Decision Theory which, as was argued in 

Part 1, counts as a more precise and fruitful form of ordinary belief/desire explanation. It has to be 

emphasised, however, that the points that i will make about cpistcmic and non-cpistcmic values could in 

principle be made in any system of belief/desire explanation, and indeed a lot of the points of this thesis 

will be made informally. What decision theory gives us is a method for proving or checking various 

assertions, and also a guarantee that the conclusions apply to all properly intentional agents or, if you do 

not accept Descriptive Bayesianism, to a kind of reasoning agent much studied in the literature. 
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Decision theory allows us to apply a utility analysis. To illustrate what this means, we can 

consider a procedure by which a decision theorist could analyse the choice of a car. When choosing a car, 

there are several different features which might make it desirable; colour, power, safety, cheapness and so 

on. A decision theorist could analyse how those factors interact in the choice of a car, setting up an 

equation which attaches utility to the car as a whole as function of all these factors. The way in which 

people differ in the weighting they give to those factors could be determined empirically and then 

expressed in the equation by setting the value of its parameters. The idea behind the present work is that 

the same analysis could be used to examine our choices of what to accept, or similarly for the choice of 

what information to seek out or how to debate. 

The approach of the decision theorist is an intentional stance approach, viewing every decision as 

resulting from a set of beliefs and (subjective) values, which the agent need not be able to articulate. This 

approach can be taken even by those who do not agree that belief is interpretable as probability and value 

as utility. The next step is to recognise that the choice of which opinion to commit oneself to, through an 

utterance or even an inner cognitive act (such as "From now on, I'm a socialist"), is another such decision; 

that it therefore depends not just on the relevant beliefs but on the associated set of values, and that there is 

no a priori necessity that truth is the dominating value on any occasion. 

In all the decision tables that I present I will assume act independence, i. e. that the subjective 

probability attached to a state of the world is not dependent on which act is chosen. Another assumption 

throughout this work, in common with most work on inductive logic, is that the conceptual scheme is 

static. The theoretical subjects that I will be looking at do not change the way they categorise the world. 

Although real human agents are not like this, this is not such a problem because in most of this work we 

are considering a subject's preferences and utilities at a particular instant. 

It may seem that decision theory on its own involves giving a value to truth. Hintikka and 

Pietarinen (1966) certainly thought so: 

"[A] sort of respect for truth or at least of probability is built into some of the most 

common decision theoretic-principles. What we are asked to maximise is usually not, and 

cannot be the utility of any one particular outcome, but the expected utility of one's decision, 

i. e. the average utility of all the different outcomes that one's decision leaves open, each of 

these weighted with the appropriate probability. Hence there is a sense in which even a decision 

theorist is striving as close to truth as possible. " (p. 98) 

"[R]espect for truth or at least of probability" is a dubious phrase, because truth and subjective 

probability are completely different things. For example, the fact that the Moon is made of rock is not 

anything like my confidence that it is made of rock. We should, therefore, be very careful about inferring 

"respect for truth" from "respect for probability. " "Respect for truth" could mean any of the following 

things: 

preferring to tell the truth, rather than lying 
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preferring to hear the truth, rather than a comforting falsehood 

seeking out situations which encourage truthfulness rather than dishonesty 

subjecting opinions to test, to be sure that they are true 

Decision theory does not entail go of these. A person could do the opposite of all of them and 

still be maximising their expected utility, so Ilintikka and Pietarinen's optimism seems misplaced. The 

global message of this thesis, which will come out more fully in later parts, is that Baycsian agents, 

supposedly the epitome of rational agents, are capable of some extremely perverse and irrational 

behaviour. This does not mean that we have to discard our distinctions between rational and irrational 

behaviour, or between scientific and unscientific responses to evidence. On the contrary, it warns us to 

avoid labelling behaviour as scientifically rational just because it is analysable in decision theory terms, 

and to seek a more secure distinction for scientific rationality. 

The Utility Analysis 

Before I introduce the formal notion of epistemic utility, I will restate the basic assumptions 
introduced so far. I am considering an agent's attitude to a single Issue: whether or not 11.1 am assuming 
for simplicity that there is a determinate answer to whether or not 11: 11 is in no sense a vague proposition. I 

am assuming that the agent has a choice between a linguistic act which asserts 11, which we will call A(ll). 

another linguistic act which denies 11, to be called A(-'/i), and any number of other acts. The agent "is of 

the opinion that If' if the utility for A(11) is greater, and similarly for -11. In this way, the decision theory 

interpretation preserves the everyday distinction between having an opinion and expressing an opinion. To 

start with, we are assuming that there is no option to withhold opinion or to express a degree of confidence 

that H, although these other acts will be introduced later on. 
We also assume that the agent can partition the world into states Il and -11, and has an act- 

independent probability function for these. This agent can be regarded as a maximiscr of subjective 

expected utility. We assume that we can find the values of the utility function, on some arbitrary scale. 

Experimental determination of utilities is a notoriously problematic task but we are not concerned here 

with the practical problems. We draw a decision table, considering the acts A(I/) and A(^! /) and no other 

acts, and considering the states If and 'II, with no other partition of states. 

H ,H 
A(H) U, U2 

_ 
A(-H) U3 U4 

The subjective probability of 11 and the utilities UI, U2, U3 and U4, together makeup what I will 

call the subject's attitude to the inquiry of whether or not 11. 
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It is a straightforward mathematical fact that any four variables can be re-described in terms of a 

different set of four variables, so long as the new set is orthogonal (i. e. so long as changes to one value 

cannot be captured by altering the other variables) 14. It is possible to apply this to the above set of utilities: 

we can derive another four variables from them simply by solving a set of simultaneous equations. I 

suggest that the utilities U1, U2, U3 and U4 should be re-described in this way: 

H -'H 
A(I) a+c+s+b a+b 

- -- A(-'J s+b c+b 

It is important to note a semantic difference between the utilities c, a and s and the raw utilities 
U,... 4. The former are essentially differences, sö whereas zero has no meaning in the context of the raw 

utilities, it is definitely meaningful to say that c, a or s are zero15. I will adopt the following interpretations 

for these small letters, and we will examine later in this section and in the rest of the thesis why these 

interpretations are justified: 

"b is a baseline utility. It depends purely on the arbitrary choice of the scale on which the utilities are 

measured. Adding a constant to each of Ui, U25 U3 and U4 -a transformation that has no effect on the 

preferences - changes the value of b but not of the other analysed utilities. 
"c is the utility of giving a true opinion about whether or not H, rather than a false opinion. In other 

words, it is the utility that an opinion has in virtue of its correspondence with the state of the world. If 

the subject is constrained to take an opinion one way or another about H, then c can also be described 

as the subject's utility of avoiding error on that matter. 

0a is the value given by the subject to the act A(H), compared to A(-'H). This is a value that attaches to 

a linguistic act regardless of the truth-value of its content. 
"s measures how much more desirable the state H is than -H. In normal human affairs, if H is the state 

of being given an enormous bonus by one's employer, then s is a high positive number. If H is the 

state of stubbing one's toe on the way to the shops, then s is a small negative number. 

The names of "act", "state" and so on are mainly labels which identify the structural role of each 

analysed utility. For example, a, the quantity which I am calling the act utility, is not to be confused with 

the utility of the act U(AH), of which it is one component. 

14 The two sets of variables can be thought of as two sets of axes for describing a four- 

dimensional space. 
15 A more technical way to put this is note that the U,... 4 are invariant under positive affine 

transformations (i. e. multiplication by a positive constant and addition of another constant), but that these 

transformations alter the magnitude but not the zero point of c, a and s. 
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As a first illustration of why the above interpretations are appropriate, it is helpful to imagine 

some variations on the standard television game show in which contestants are asked a true-or-false 

question. In one version, contestants get a prize if and only if they answer correctly. In this case the utility 

c is the value of the reward and the other utilities are zero. In it "non-cpistemic" version of the quiz, 

contestants get a prize if and only if they answer "true", no matter what statement has been read by the 

host. In this situation a would be the utility of the prize and the other quantities would be zero, to a can 

rightly be said to measure the utility due to the act of assertion. A third and especially strange version of 

the quiz is where the prize is awarded if and only if the statement read out by the host is true. irrespective 

of what the contestant answers. In this situation, s measures the amount of reward and the others are zero. 

so this quantity is the utility of the proposition being trust 6. The baseline utility b can be thought of as a 

prize that contestants get just for turning up. What we see from the mathematical argument above is that 

any attitude to the issue of whether or not 11 can be matched by varying the utilities of these four prizes. 

It may seem a mistake to describe people as giving a utility to truth: surely people who aim for 

true conclusions, for example physicists, trial judges or journalists, value mundane things like job security 

and professional recognition, and happen to seek truth as a consequence of that. What a utility analysis 

shows is that no matter what people value dir I and no matter whether or not they think of themselves as 

valuing truth, it is legitimate to describe them as doing so if their values have the appropriate structure. 
From this perspective, it does not matter that people do not describe themselves as valuing truth, attaching 

a utility to states and so on: so long as they reveal their utilities in some way which is specific enough, 

those utilities can be re-described in terms of the utilities mentioned here. 

The elegance of this particular re-description will be seen when we ask how each component 

affects the behaviour. Firstly, we should note that, except when c-0, there will be a single value of the 

subjective probability at which the utilities of A(11) and A('II) are equal. Above this value. one of the acts 

will be chosen and below it the other act will be chosen. I fence the effect of the utilities can be summed up 

by giving the position of this threshold and its orientation (in other words, the act which is preferred w hen 

P(H) is above the threshold). 

The value of the threshold can be worked out because the threshold is the point at %%hich each act 

has the same utility: 

U(A(II)) = U(A(-'In) 
From the decision table, we have the following expressions for the utilities: 

U(A(11)) - P(1 1)(a +c+ s) + P(-'11)a +b 
U(A(, 11)) a P(11)s + P(-Inc +b 

16 Another version of the second game show is where the contestant can respond "True" verbally. 
but can only respond "False" by a in the host. Another way to imagine the third game show is to 

imagine that the prize, awarded in the conventional way, is of negligible value and that the questions arc on 

things that matter greatly to the contestants, such as "F lave you won the lottery tonight? " 
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Let us call the threshold probability "t". By definition, t is the value of P(H) at which the two 

utilities are equal: 

t(a+c+s)+(1-t)a+b =is+(1-t)c+b 
t(a+c) + (1 - t)a = (1 - t)c 

c-a 

2c 
The significance of this result is as follows: 

Firstly, the threshold value does not depend on either b or s. In the case of b, this is not 

surprising, because b has no particular significance, but in the case of s the result is 

counterintuitive. Surely the more deeply the issue matters to us, the more likely we are to be 

biased in our reasoning about it. For example, people are usually less willing to accept that 

their favourite pet has died than that their attic needs redecorating. What this equation shows 

is that there is no logical or decision-theoretic necessi that the severity of the issue affect 

our reasoning. Later on, we shall explore ways in which s can have an effect on the act of 

acceptance. 

More importantly, the threshold is only between 0 and 1 when the magnitude of c is greater 

than that of a (formally, Icl > jaD). 17 It is also clear that the orientation of the threshold is only 

correct (H being asserted only when its probability is above t) when c is positive. From this 

we can produce formal definitions of "epistemically motivated attitude" and related concepts. 

We can now start to answer the question of how we identify epistemic values. In the context of 

our simple choice between two opinions, we have seen that the values in any attitude can be described in 

terms of the four numbers b, a, s and c. Hence if we settle the issue of whether these utilities are epistemic 

values or not, then we can identify the extent to which any value affecting the decision counts as an 

epistemic or non-epistemic value. Firstly, we can say that c, which attaches to assertions in virtue of their 

correspondence with truth, is an epistemic value and that a, which attaches to assertions independently of 

their truth-value, is definitely non-epistemic. The situation with s is more complicated and will be 

addressed later. The baseline utility b does not count either as an epistemic utility nor as non-epistemic. 

That is to say it neither promotes nor works against epistemic goals: if someone expects to get a certain 

reward whether or not H obtains, and whether or not they publicly or internally take an opinion on whether 

or not 11, then that reward cannot be expected to influence the choice between the two acts. 

This in itself does not answer the question of whether a given subject's utilities count as 

epistemically motivated or not. We still need to define epistemically motivated attitudes. It is 

straightforward to define them as those in which the opinion depends on the subjective probability, and in 

the right way: 

17 Ial is the magnitude of a, equal to a when a is positive and -a when a is negative. 
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An attitude (of the very simple type we are considering) is epistemically motivated iff: 

1) Icl is more than jai, and 2) c is positive; in other words, iff c is more than jai 
. 

When the attitude to H is non-epistemically motivated, then 11 (or -H) is accepted irrespective of 

the degree of belief, but when the attitude is epistemically motivated, 11 will not be accepted unless it has a 

certain minimum probability. This illustrates the basic principle for distinguishing the two kinds of attitude: 

to someone non-epistemically motivated, opinions are held because of their psychological value, whereas 

to someone epistemically motivated, opinions are held to some extent because of their epistemic virtues. 

Another possible attitude is valuing false opinion, in other words attach a strong ativ value to 

c. This attitude will not be considered in this thesis, because the formal properties of such an attitude will 

be much like those of an epistemically-motivated attitude, but also because it seems that real-world cases of 

such an attitude would be very obscure if they occur at all. People may be motivated non-epistemically to 

hold a particular opinion, which is in fact false, but this is very different from being motivated to hold 

whatever turns out to be the false opinion. 

A possible scenario where falsity itself would be valued is where one wants to have the opposite 

opinion to another person, where there are no other values affecting the choice of opinion, and where one 

doesn't know what this other person's opinion is but expects it to be a reliable guide to the truth. We can 

say that someone in this situation "values falsity" despite the fact that false opinion is not the direct object 

of their desire, because the structure of their values, when set out in the form of a decision table, would 

give ca negative value. 

We can also define an attitude to be ideally epistemically motivated if c is positive and a is zero. 

The truth-valuing attitude described by Levi (see "Analytical approaches" above) is an example. Here are 

some examples of different kinds of attitude, along with their analyses. First of all, an epistemically 

motivated attitude: 

H -H 
A(H) 0 -0.2 

------------- A(-, 1) ---------------------------- 
-2 0 

(b=1.1, a=-0.9, s=0.9, c=1.1) 

An ideally epistemically motivated attitude: 

H ,H 
A(H) 10 

------------ ------------"------------ _ A(, H) 01 
(b=O, a=0, s=0, c=1) 
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A non-epistemically motivated attitude: 

H ,H 
A(H) 

____________ 

21 
____________+------------- 

A(-H) 01 
(b=0, a=1, s=0, c=1) 
Now we can address one possible objection to the interpretations introduced above. It might be 

said that the "value of truth" about H should not be the same for H and , H. For instance, we can imagine 

an attitude in which the reward for correctly asserting that H is higher than that for correctly asserting that 

H, but where there are no other values, such as: 

H ,H 
A(H) 

------------- 
10 0 

-------------- -------------- A(, H) 02 

The objector might say that someone with this attitude is purely motivated toward truth, but that 

they value the truth of H more than the truth of -'H. A utility analysis, on the other hand, says that this 

attitude is epistemically motivated (but not ideally), with some value attached to the act A(H) and to the 

state H (b=4, a=4, s=4, c=6). 

We can compare these two interpretations more clearly by considering a limiting case. Imagine 

that a game show host will reward you for a true answer that H, but not otherwise: 

H -, H 

LIc 19 

A(, H) -----"------------- 00 

In the language of this hypothetical objector, you are motivated purely toward truth, because only 

if your opinion is true are you rewarded. It should be plain, however, that the game show host has 

motivated you never to prefer the assertion of ,H no matter what probability you give to H. this is a non- 

epistemically motivated attitude. It should also be clear that in this game you greatly prefer the state of 

affairs H to , H, because only in the former case do you have a chance at the prize. It is this exactly this 

structure which is brought out by the utility analysis (b=5, a=5, s=5, c=5). 

Hesse's Rival Analysis 
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Hesse (1974) makes a similar attempt to define scientific attitudes in terms of patterns of utility. 
She claims that a scientist's decision table should look like this18: 

H ,H 
A(H) 0 -W2 

----------- ------------------------- A(, H) -WI 0 

where w, and w2 are positive quantities. Hesse calls wl and w2 the "utilities of the hypotheses 

being true". This is true in so far as the scientist can be assumed to have chosen the relevant opinion A(N) 

or A('ll), but more strictly they are the disutilities of falsely accepting the hypotheses. The utility of the 

hypothesis H being true (relative to it being false), for a scientist who has not committed to A(11) or 
ww 

A(R), is s, which turns out to be 2-i 
. 

Applying our utility analysis to Hesse's table, we find that: 

0c is the average of w, and w2. Being an average of positive quantities, it must itself be positive. 

9 U(-RSA(-H)) - U(IIJA(H)) =0- w2 c-a= w2. Therefore c is greater than a. 

" U(HIA(H)) - U(I]]A('H)) =0 -wl c +a= w1. Therefore cis greater than -a. 

Thus, Hesse's decision table satisfies our definition of epistemically motivated attitude which said 

that c must be positive and greater than jai. In summary, Hesse's criterion of scientific rationality entails an 

epistemically motivated attitude. Her theory is similar to the present theory, but less general. Specifically, it 

would take three variables (apart from the baseline b) to describe all possible attitudes, but her analysis 

only uses two. Hence there is a large domain of scientific attitudes which her theory misses out. For 

example, Hesse's scientists would never have an ideally epistemically motivated attitude to an important 

issue; an example of such an attitude being: 

H ,H 
A(H) 105 0 

------------- 
A(-, H) 

-------------r------------ 
100 5 

What does the distinction apply to? 

18 In her system, the two hypotheses under consideration do not have to be negations of each 

other. For ease of comparison, I will assume that they are. 
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It might be asked at this point how the model discriminates between a conscious and an 

unconscious bias. The non-epistemic motivation may be strong in someone who has been bribed to 

deliberately lie, but it is also possible to have that bias without being aware of it. The answer is that since 

we are using the intentional stance we are making no such discrimination. Unless something has an effect 

on the observed patterns of behaviour or the justifiable counterfactuals about that behaviour, then it has no 

effect on the sensibly ascribed subjective probabilities and utilities. Hence the question of whether an 

attitude is "conscious" does not in itself make a difference to whether it is counted as epistemic or non- 

epistemic. 
The attitude - the thing being analysed - is something that a person (i. e. reasoning agent) has to an 

issue in a situation. Given a sufficiently homogenous population, an analysis of utilities for a particular 

issue could be thought of as an analysis of situations. An example of a non-epistemically motivating 

situation is the court of an angry king who banishes to the dungeon anyone who brings him bad news about 

his kingdom. This counts as non-epistemically motivating for the king's subjects since for them it attaches 

a large negative utility (people are usually averse to being locked in a dungeon), to linguistic acts with a 

particular content. 

Given a constant issue and a constant situation, the analysis can be thought of as a comparison of 

reasoning individuals. In other words, if it is understood that we are talking about particular kinds of issues 

and situations, then it makes sense to talk about people being epistemically motivated or otherwise. This 

distinction would fit loosely with the folk distinction between open-minded and closed-minded people 

(about which more later). 

Finally, uniformities in human psychology justify talk of epistemically motivating or non- 

epistemically motivating issues, so long as constant situations are understood. For example, it is plausible 

to suggest that, if the situation is not too ridiculous, people are more non-epistemically motivated on the 

issue of whether they are liked by other people than on the issue of which supermarket detergent kills 

germs most effectively. 

So far we have considered motivation in terms of the psychology of the individual. We still have 

to make a further distinction to take account of the fact that we might find an entirely different motivational 

basis when we look at the wider context in which the individual forms opinions. This can be illustrated 

with two scenarios: 

1) Anne is non-epistemically motivated to share the opinions of Ben on a given 

issue. Ben is epistemically motivated on that issue. 

2) Carol is epistemically motivated on the issue but totally trusts the authority of 

Dave, who is non-epistemically motivated. In other words, Dave's pronouncements affect her 

subjective probabilities rather than her utilities. 

In both cases there is a difference between the local and social (or situational) motivations for the 

attitude. Anne's attitude is locally non-epistemically motivated but socially epistemically motivated, 

whereas Carol's attitude is epistemically motivated but socially non-epistemically motivated. 
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This has implications for the epistemic significance we attach to the respective claims. If all we 

knew about Anne and Carol was their local motivation, we would take Carol's opinion that 11 as better 

evidence for H than Anne's opinion, assuming that people are usually able to detect whether or not II is the 

case. When we consider the broader contexts, the situation is reversed. Carol's opinion would be held 

whether or not His the case, because it is the product of Dave's non-epistemically motivated attitude. 

Anne's opinion does reflect information about H because it stems from Ben. Looking at the wider contexts 

of these opinions might reverse the epistemic significance again. 

We looked earlier at an element of everyday critical thinking which undercuts claims by 

identifying non-epistemic motivations for those claims. What we learn from the above line of reasoning is 

that such a strategy needs to consider not just the psychological motivations of the individual making the 

claim, but the whole chain of decisions and events connecting the state of affairs 11 to this claim that 11, 

particularly the relations of trust. More broadly, it could be argued from these considerations that for an 

attempt at science to be truly epistemically productive, it should have appropriately reliable social networks 

well as the right motivations at the individual level. This accords with Shapin's (1994) argument that a 

crucial factor in the development of modem science was the adoption of a gentlemanly code of honesty, 

trust and integrity in informal communication. 

We have identified individual motivations as epistemic or non-epistemic, used this as a basis for 

defining attitudes to be epistemically or non-epistemically motivated, and in turn used this as a basis for 

applying that distinction to other sorts of thing. There remains a question of how we can call a specific 

utterance epistemically or non-epistemically motivated. Opinions as defined here are not utterances 

themselves, but propensities to make utterances with a certain content. For example, someone with the 

opinion that H would be expected to state that H when asked whether or not II. 

An obvious first attempt to apply the distinction to individual utterances is to say that an utterance 

is epistemically motivated if and only if it results from an epistemically motivated attitude. I lowever, 

"results from" is too vague to identify the appropriate connection between the attitude and the individual 

utterance. Instead, I propose the following definitions, which do not mention attitudes: 

An utterance was non-epistemically motivated if and only if there was a non-epistemic 

motivation in the production of the utterance, such that if that motivation had been absent (cctcris 

paribus), the utterance would not have been made. 

An utterance was epistemically motivated if and only if there was an epistcmic 

motivation in the production of the utterance, such that if that motivation had been absent (ceteris 

paribus), the utterance would not have been made. 

As a reminder, the precise identification of epistemic and non-epistemic values depends on the 

logical structure of the particular inquiry, but in the very simple kinds of inquiry we have looked at so far, 
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epistemic motivations are things which contribute to the (positive) value of c and non-epistemic 

motivations are things that contribute to the value of a. 

The above two definitions are practically exhaustive. The choice of an opinion over its 

alternatives must have some motivation, which must count as either epistemic or non-epistemic. If a piece 

of behaviour occurs which is not explainable in terms of the individual's values, then it would not be 

appropriate to call it a speech act and it would be outside the scope of these classifications. 

The two definitions are, however, exclusive. Although a combination of epistemic and non- 

epistemic motivations may underlie any utterance, no utterance could be non-epistemically motivated and 

also epistemically motivated. To prove this in the terms of our simple model, let us imagine that someone 

has asserted H (i. e. performed the act that we have called A(H)), and that there were significant epistemic 

and non-epistemic motivations involved (in other words, c and a both had positive values). The threshold 

probability t is the probability above which H is asserted, so therefore the subject's probability of H must 
be greater than this. To say that under certain conditions the utterance would not have been made is to say 

that under those conditions, P(H) would have been lower than the threshold probability. Therefore, to say 

that the utterance would not have been made is to say that the threshold probability would have been 

higher. 

So we can read, "If the epistemic motivation were absent..., " as, "If c were diminished..., " "If the 

non-epistemic motivation were absent..., " as "If a were diminished..., " and "... the utterance would not 

have been made, " becomes "t would increase. " The relation between these quantities is the threshold 

equation introduced earlier: 

c-a 

2c 
It is impossible for a decrease in c to produce an increase in t when both c and a are positive. 

Hence the two definitions given above could not be satisfied at the same time. 
When an attitude has both epistemic and non-epistemic motivations, it can potentially produce 

utterances that count as non-epistemically motivated, even if the epistemic motivations are stronger. Here 

is an example: 

H ,H 
A(I) 18 8 

- -- --------- 

A(-, H) L 
---- ------------------ 

0 10 

Imagine that for this subject, P(H) = 0.2. As it stands, A(H) has the greater utility (10 as opposed 

to 8), so if this subject is made to choose between asserting H or asserting -, H, they will assert H. That 

counts as a non-epistemically motivated assertion, because there is a non-epistemic motivation (a = 8) 

which, if it were reduced, would lead to a different assertion (A(-'H) would be preferred). However, the 

epistemic motivation is still larger (c = 10) and so the attitude as a whole counts as epistemically motivated. 
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This seeming mismatch arises because the two sets of definitions are intended to capture different 

things. In applying the distinction to utterances, we are concerned to know not just whether there are non- 

epistemic values influencing an utterance, but whether that utterance occurred because those values. In 

applying the distinction to attitudes, the concern is to distinguish whether or not the choice of opinion 

reflects the underlying belief. 

Connection to Other Folk Psychology Concepts 

Honesty and Deception 

It seems to be common in everyday speech to regard honesty and deception as two exhaustive 

categories. If someone sells "healing crystals" for large amounts of money, it is natural to ask whether he 

does so because he sincerely believes in the healing power of the crystals or whether he is just a con-man. 

Folk psychology makes these hypotheses mutually exclusive and exhaustive, and this may be why people 

often seem to take a person's sincerity, as expressed in their body language or tone of voice, as sufficient 

evidence that that person will not use deceptive strategies. 

The honesty-deception distinction is not present in the decision theory model, because it is a 

theory of behavioural dispositions and makes no mention of underlying conscious intention. Although it is 

tempting to see this as a disadvantage, I think it could be another instructive feature of the model. What I 

conclude is that there need not be a fact of the matter about whether, in a particular case, an utterance is 

honest or a lie. The answerable questions that can be brought to bear are: 

0 Is the claim epistemically motivated? (see the definitions given above) 

0 If the claim is epistemically motivated, then on what information is it based and what 
inferences did the claimant make from that information? 

When an expressed opinion is non-epistemically motivated, this might be something that the 

subject is consciously aware of, in which case it might count as a lie, but equally it might not. I can fix 

meaning to the words "honesty" and "lying" because I can think of good exemplars of each. In the case of 

lying, for example, I can remember incidents when I formed a conscious intention to deceive someone by 

saying the opposite of what I knew to be true. However, from the fact that there are good examples of 

category A and of category B, it does not follow that everything must be either an A or a B. Similarly, 

there does not have to be any fact of the matter about whether a given utterance is honest or deceptive, 

because there may be no underlying intention, either to tell the truth or to mislead. It is entirely possible 

that only a minority of human utterances are definitely either honest or deceptive. It may be that most of 

the time, people say whatever they feel to be "right" in a nebulous sense, without giving conscious 

attention to whether they are saying something true or merely prudent. 

It certainly seems that there are many people claiming miraculous powers or selling crank writings 

who use tactics indistinguishable from those of confidence tricksters, yet are totally sincere. Examples of 

this are found in Gardner (1957) in a study of prominent pseudo-scientists: Gardner was prompted to 

74 



remark that it is possible to be "a crank and a charlatan". This is clearly informal and only supports the 

plausibility of my point, but it suggests that the epistemic/non-epistemic distinction is perhaps more useful 

than the honesty/deception distinction. 

What the model at least makes clear is that there is no logical necessity for an utterance to be 

either a lie or a honest statement, and that we can make crucial distinctions between utterances without 

invoking the concepts of honesty or deception. 

Open and Closed- Mindedness 

One consequence of the perspective that views opinions as a product of both beliefs and values is 

that there is more than one kind of open-mindedness. There are three meanings that "open-minded attitude 

to N' can be given in the present system, and they are best understood by comparing their opposites; their 

corresponding definitions of closed-mindedness. 

The first is non-revisability. This means that although H and ,H are consistent statements whose 

truth is a matter of fact, the subject holds the opinion that H because their belief is non-revisable. If P(H) is 

exactly zero then P(AE) is also zero, for any E. Similarly, if P(H) is exactly one then P(II1E) is also one, 

for any E. 19 Hence zero and one are called non-revisable probabilities. Someone who truly had a 

probability of one that there are no nose-less dogs would dismiss all reports of such a dog as lies or 

mistakes, and if presented with a nose-less dog would conclude that they were dreaming or hallucinating. 

Hence a non-revisable belief is closed-minded in a way distinct from merely strong belief. 

Even though a non-revisable probability is closed-minded in a meaningful sense, it may turn out 

that non-revisability could not work as an explication of the folk psychology term "closed mindedness. " It 

may be that non-revisability can exist in theoretical contexts only, rather than being applied to real 

agents20. This is because there is an argument that, from the point of view of descriptive Bayesianism, we 

could never justifiably ascribe a non-revisable probability to any agent. In order to conclude that an agent 

has a non-revisable probability of something, we would (amongst other things) have to know that we have 

examined all possible situations and know that in none of those situations would the agent change their 

belief. In the situation in which we are know little about an agent and are using intentional-stance 

19 There are exceptions to these rules. P(14E) is undefined if P(H) is one and E entails ,H or if 

P(H) is zero and E entails H. This is to be expected, since if one has absolute certainty of something and 

absolute certainty of its negation, then one has an out-and-out contradiction. The mathematical necessity 

for this feature of probability can be seen if we recall that probability equations are laws of proportion: 

since the proportion of dogs that are mammals is exactly one, the proportion of any particular set of dogs 

that are mammals also has to be one. 

20 It is possible to give Ha non-revisable probability in the context of opinion (simply sincerely 

assert that the probability of H is exactly zero, or exactly one), but this is very different from giving it a 

non-revisable probability in the context of belief. 
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prediction to make sense of its behaviour, we ex hypothesi do not have that knowledge. Another argument 

would be that since these numerical quantities are applied merely as a approximation, there is no fact of the 

matter about what value a subjective probability takes, beyond a small number of decimal places. Hence 

there is no fact of the matter about whether someone's probability of H is exactly one rather than close to 

it. It may be that further philosophical argument would identify exceptions to this, however: for example, it 

might turn out that some fundamental perceptual beliefs can be regarded as fixed and non-revisable. 
The second kind of closed-mindedness, having more relevance to the concerns of this thesis, is 

value-based closed-mindedness. This is the same as what I have called a non-epistemically motivated 

attitude. It means that the subject's opinion about H could not be changed from -11 to 11 (or vice versa) by 

altering the relevant belief, other things being equal. 

A third concept, which is rather more vague but which is close to what we mean by "closed- 

minded" in an everyday sense, is that of negligible probability. This means that there are conceivable 

things that would count as evidence for , H, but that the subject regards them as so unlikely that they 

almost never consider -, H or take its possibility into account. 
Inability to frame the issue, i. e. lacking the conceptual or linguistic resources to entertain the 

proposition H as a hypothesis, might seem to count as a sort of closed-mindedness, but here I am 

concerned to suggest analyses of the notion of the closed-minded holding of an opinion, and if a subject 

cannot conceptually frame the possibility that H, then it seems it would be wrong to attribute them with an 

opinion that -, H. 

These distinctions have a normative significance. Only the third kind of closed-mindedness is 

defensible if one is claiming to be genuinely interested to find out the truth about whether or not fl. In fact, 

closed-mindedness of the third kind is almost mandatory. For any reasonable subject in a complex world, 

some propositions must have negligible probability; that the Moon is made of green cheese, for example. 

Of the other two kinds, non-revisability is the more entrenched kind of closed-mindedness. With value- 

based closed-mindedness there is always the possibility that the values could change, resulting in an 

attitude which is open-minded in all three senses. Non-revisable probability, by definition, cannot be 

updated under any circumstance. 

Scepticism and Gullibility 

Here I am concerned with the everyday sense of "scepticism" that we use when we claim to be 

sceptical about a new claim, or if we say that the British are a sceptical nation, rather than a technical 

sense. One possible kind of scepticism would be a non-epistemic motivation against accepting ideas or 

opinions with a particular content. The other is the withholding of acceptance until one has acquired strong 

evidence. From an epistemically-motivated point of view, "scepticism" in its common use can mean either 

a very good thing -a sophisticated appraisal of evidence- or a bad thing; a prejudice against new ideas, or 

against certain sorts of ideas. 

Here is an example. Imagine that within a particular culture, it is reckoned a bad thing to appear 

gullible; for example to blindly accept what one reads in the newspaper. One way to respond to this is to 
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become a more careful reader; to examine stories carefully for internal consistency, to check additional 

sources and so on. Another response does not involve any extra care at all: all one does is, when the 

newspaper reports that H, bias oneself against H (i. e. attach a negative value to a). Both of these strategies 

will avoid the superficial appearance of gullibility, but only one involves a more sophisticated way of 

telling truth from falsity. 

Scepticism in this everyday sense is contrasted with gullibility. In the present system, gullibility 

might be interpreted as: 

"a non-epistemic motivation to trust information from certain sources, 

0 an acceptance of those sources' opinions that stems from a mistaken belief that those 

sources are reliable, or 

"a reluctance to withhold opinion, even when one's information on the issue is superficial. 
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Summary 

Epistemic and non-epistemic values can be defined structurally, in terms of the values 

attaching to the (epistemically possible) consequences of actions. 

In the very simplest case, the epistemic motivation is simply the value of true assertion. 
"Simplest case" here implies a choice between a finite number of hypotheses whose truth is act- 
independent and where there are no considerations of verisimilitude. 

Epistemic and non-epistemic values (as defined here) are not complements. Specifically, 

desire for a proposition to be true (or to be false) counts as neither since, assuming act-independence, it has 

no direct effect on the choice of opinion. 

In the determination of opinion, strong non-epistemic motivation overrides strong belief 

rather than vice versa. 

Opinions can be epistemic at the level of a single reasoning individual, but socially non- 

epistemic and vice versa. 
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Part 3: Extending the Model 

The utility analysis introduced above assumed a number of constraints, including the act- 

independence of states and the restriction of the choice to just two possible acts. Here we look at the 

consequences of relaxing those constraints. 

Are the Utilities of States Non-Epistemic? 

We have seen that of the four suggested utilities, c is unambiguously an epistemic utility and a is 

non-epistemic. It is natural to ask whether s, the value of the state H, relative to , H, is also non-epistemic. 

The situation here is less obvious. Everyday experience suggests that people will be more biased in their 

formation of opinion when the situation matters to them (whether someone has died, whether someone 

loves them, whether their fortune or misfortune is deserved and so on) than about trivial situations. We 

seem to assume that the value attached to the state of the world is non-epistemic because when we 

recognise strong non-epistemic motivation in everyday life we sometimes describe people as believing 

something "because they want it to be true". This form of language is used even in some scientific 

research, for example Mele (1997). 

Assuming that such explanations are not entirely misconceived, there must be some process, 

operating in some set of circumstances, which creates a utility or disutility for acts of assertion from a 

utility or disutility of the associated state of the world. This section will suggest that that process is the act- 

dependence of probabilities. 
We saw earlier that s is irrelevant to the decision of whether or not to assert H, and hence has no 

role in determining whether an attitude to His rational. That calculation assumed act independence: that 

the probability of H is not dependent on the act chosen (formally, P(IlIact) is the same for all acts). When 

this is not the case, we say the utilities of the states are act-dependent. There are two recognised kinds of 

situation in which this might happen. One is causal: H is more likely conditional on A because the act A 

causally brings it about that H. Another interpretation is evidential: H is more likely given A because A's 

being chosen is evidence that H is the case. Joyce (1999) has shown how both kinds of decision theory are 

special cases of a system he calls conditional decision theory. In this thesis I am concerned purely with the 

causal interpretation. An obvious example of this is faith-healing, where the subject believes that their own 

healing can be brought about by accepting and affirming that the healing will take place. 
Here is a numerical example of the effect of act-dependence. Take the following ideally 

epistemically motivated attitude: 

H -, H 

A(H) 20 0 

LAh1) 18 2 
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If P(H) is 0.4, then the expected utilities are 8 for A(H) and 8.4 for A(-'1O. Thus denial of N is the 

preferred action. If we decrease P(IIA(H)) to 0.2 and P(MA(, H)) to 0.1, then the expected utility of A(H) 

works out as 4 while that of A(, H) is 3.6.21 The breakdown of act-independence has reversed the opinion, 

making A(H) preferable to A(H), while making H subjectively less likely. 

I suggest that act-dependence is not in itself an intrinsically irrational state. It involves a particular 

kind of belief, and that belief is not necessarily either right or wrong and does not necessarily count as a 

"bias". However, act-dependence makes sa non-epistemic value. A sensible requirement of a scientific 

attitude is that if the utility of a proposition changes but its epistemic status is constant, the preferred 

opinion ought not to change. 

Since the utility analysis shown earlier does not apply in cases of act dependence, it is natural to 

ask if that system can be extended. This will show how and to what extents can be a non-epistemic value. 

Fortunately we can do this by mapping an attitude with act dependence onto another attitude with act 

independence, then applying the familiar utility analysis to this latter set of utilities. Here is a specific 

procedure: 

" The attitude to be described is summarised in a set of utilities and two probabilities, 

P(MA(H)) and P(H1A(-hl)). The existing utility analysis gives us values for c, a and s, 

but a does not measure the whole of the non-epistemic influence, because it does not 

include the contribution of the state utility. 

0 Take the midpoint of the two probabilities and call this P(fn. The difference of the two 

probabilities (P(II]A(H)) - P(H]A(-'H))) will be called 8P. 

0 Construct a new attitude, such that: 

o the probability of H is act-independent at P(11) 

oc and s take the same values as before, but s6P is added to a. 
The difference between the expected utilities of the two acts, U(A(11)) and U(A(-11)), 

determines the behavioural significance of the attitude as a whole. When it is positive, 

assertion of H is preferred and when it is negative, denial of 11 is preferred. The 

expression for this difference for the new attitude is the same for the original attitude, and 
for this reason they can be considered equivalent. By setting the baseline utility, b, to the 

right value, the expressions for the expected utilities can be made equivalent. 

Here is the proof that the two attitudes are equivalent, given constant SP: 

For the old attitude, 

21 It may seem formally odd to compare P(IAA(H)) with P(H), but remember that in part I it was 

specified that the probability function P(. ) is defined for each state conditional on each act, and that P(11) is 

just a shorter notation that we can use when P(lAact) is the same for each act. 
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U(A(H)) - U(A(-'H)) = P(IHA(H))c - (1- P(IJA(-H)))c +a+ (P(HAA(H)) - 
P(IIIA(, H)))s 

= (P(H) +'/2SP)c - (1- (P(H) -'hSP))c +a+ ((P(H) +'V28P) - (P(H) - Y2SP))s 

=(2P(H)-1)c+a+s6P 

For the new attitude, 

U(A(H)) - U(A(-'H)) = P(H)c - (1- P(H))c +a+ s8P 

=(2P(H)-1)c+a+s8P 
Applying this procedure to the act dependent attitude described earlier, we initially get c=2 and 

a=0, then because s=18 and (P(I]A(FI)) - P(MA(-H))) = 0.1, we add 1.8 (s6P) to a to get the effective 

non-epistemic motivation. 

As with the other mathematical procedures given in this thesis, this is presented to show that there 

is a fact of the matter about some question. For any attitude with act-dependent probabilities, there is 

another attitude with act-independent probabilities which is behaviourally the same. Hence there is also a 

fact of the matter about how much that former attitude values truth. For this reason, the combination of a 

state utility s and act-dependent probabilities can provide a non-epistemic motivation in just the same sense 

that an unconditional reward for particular cognitive acts can provide non-epistemic motivation. 

The Value of Being Informative 

So far, the acts we have considered are restricted to assertion and denial of a particular 

proposition. Here we consider other related kinds of act and their associated utilities and consider how we 

can decide if those utilities count as epistemic or non-epistemic. 

An obvious alternative to the two acts considered so far is the withholding of opinion; of saying "I 

don't know, " in response to a question, to take a simple example. For the purposes of analysis, we can 

regard the withholding of opinion as the acceptance of a maximally noncommittal statement in the context 

of the question of "whether of not H. " I will call this particular act of acceptance, which might be 

performed by staying silent, "null assertion" and symbolise it as A((). 

Levi (1962) (mentioned in "Analytical Approaches" in Part 3) recognises that we should 

introduce a third row to our decision table for the act of null assertion. How should a scientifically ideal 

agent allocate this act a utility? One approach is to go back to Levi's starting point where true assertion is 

given a utility of one and false assertion a utility of zero. Immediately there is a problem, in that the null 

assertion is always true. Its content is in effect a tautology (following Maher (1993), we can make this clear 

by calling it the acceptance of "H', H'), so it always corresponds with the true state of affairs. So we have 

a decision table that looks like this: 
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H ,H 
A(H) 

----------- 
10 

I ------------------- A(-H) 
---------- 

01 
--------r--------- 

A(o) 11 

Someone with this attitude will never prefer a specific conclusion to the null assertion, no matter 

what level of certainty he or she achieves about H. Although it is desirable to be modest and tentative in 

forming conclusions, such an agent never comes to any conclusions at all. Since the preferred act is always 

the same, and its utility is always 1, this agent has nothing to gain by carrying out any sort of investigation 

into whether or not H. If this is a scientifically ideal agent, then it is an extremely detached, sceptical one. 

Another approach is to restrict the utility of truth to specific conclusions, replacing ones with zeroes in the 

bottom row of the decision table. This has the consequence that the null assertion is never preferred to the 

specific assertions. To demand of a scientifically ideal agent that they never withhold opinion seems even 

more absurd than to require that they always withhold opinion. 

These considerations prompted Levi to introduce a new utility in addition to the utility of truth; a 

utility of informative assertion (or, reversing the polarity, an index of caution). As with the Good and 

Maher systems examined earlier, the two utilities produce a range of scientific attitudes, within which there 

is no single optimal point. This additional utility would, for an ideally epistemically motivated agent, have 

to be confined to a small range, because we have seen that a utility outside a range determined by the utility 

of truth (c in our utility analysis) will lead to the null assertion either always being preferred or never being 

preferred. This utility will be called i. 

H ,H 
A(I) 

-------- 
1 

---------- 
0 

------- 

A(-, H) 
--------- 

0 
--------- r- 

1 
-------- 

A(O) 1-i 1-i 

Although no single degree of caution can be called the right one, some degrees of caution may be 

preferable to others, given the broader aims of the individual. A main reason for giving a high utility to the 

act of withholding opinion is because it is a good thing to have a reputation for reliability. Imagine that 

someone sets a threshold t, and only asserts H if the probability of II is above t. We will also assume for 

simplicity that the different propositions that he deals with have probabilities spread evenly over the 

interval from 0 to 1. An easily-verifiable principle of inductive logic, called De Finetti's Law of Small 

Numbers (chapter 2 of De Finetti (1937)), says that the expected proportion of true statements in a set is 

the average of their probabilities. In the current situation this tells us that the expected proportion of truths 
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spoken by our subject is (t + 1)/2. Hence, the subject can expect his reputed reliability to be increased by 

an increase in t (which involves a decrease in the utility of making specific statements) and decreased by a 

decrease in t. This of course assumes that reputed reliability is reasonably close to the actual proportion of 

statements which turn out to be true. 

It may be worth repeating that this sort of analysis does not presume that anybody engages in this 

sort of deliberate reasoning. Degrees of caution may simply be arrived at by trial-and-error. The question 

of how people actually do settle on a particular degree of caution in expressing their opinions is an area for 

separate empirical research. 

Now we can move away from the considerations of how we define an ideal scientific attitude to 

descriptive considerations of how we would analyse a set of utilities when the null assertion is an available 

option. Adding the utility of informative assertion to the four already introduced results in a new utility 

analysis. Since there are six "raw" utilities (one for each combination of act and state), this analysis is 

incomplete. In other words, there are some possible attitudes which could not be represented by such a 

combination of utilities. We have to introduce a sixth utility, which I will call d. This meaning of this 

utility is very difficult to explicate. To put it in words, it measures the component of the difference between 

the utility of withholding opinion when the state of the world is Hand when it is ,H which is not 

attributable purely to the difference between H and -H. 

Here is a utility analysis using all six of these utilities. 

H -, H 

A(H) 
------------- 

c+a+s+b 
------------ 

a+b 
-------------- A(-H) s+b c+b 

-------------- A(O) 
--------------------------- 

c+s+b-i ; c+b+d-i 

As for the question of which utilities count as epistemic, the answers given for b, a, s and c apply 

equally to this analysis. 

When we were considering a choice between the two acts A(H) and A(-H), an obvious 

requirement of scientific rationality was that A(H) should be preferred when the probability of His high 

and A(-, H) preferred when the probability of H is low. With three acts to choose from, there is still an 

obvious ordering; A(-H), A(() and A(H) should be ordered from low to high probability. This can be 

interpreted as a geometrical constraint: specifically, that if we plot the utilities of each act against the 

probability of H, then the gradient of the line for A(Q) should be intermediate between those of the other 

two lines (Figure 1). 
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Figure 1: Expected utilities for three cognitive acts for an epistemically-motivated agent. 
The bold line indicates the Bayes (i. e. preferred) act for each probability of If. 

The constraint on the two new utilities, which forms an extension to the definition of epistemically 

motivated attitude, is that the null assertion does not dominate either of the other acts. If this constraint is 

obeyed, the result is a range of attitudes all of which could legitimately be called scientific, just as with the 

ranges of attitudes identified by Maher and by Good. To the questions of whether these two new utilities 

count as epistemic values or as non-epistemic values, the answer is that so long as they obey this constraint 

they strictly count as neither, being neutral with respect to the epistemic aims of science. These utilities 

can, however, constitute a non-epistemic motivation for the null assertion. 

Scientists may stick to the null assertion under all plausible circumstances and still have a 

scientifically rational attitude. An example would be if one is reluctant to come to a conclusion about 

whether there is intelligent life elsewhere in the universe right now, and recognises that collecting 

definitive evidence to resolve that issue would require information to be transmitted faster than the speed 

of light and even if possible would be beyond human technology. Although this attitude involves a 

commitment to one particular cognitive act, it is epistemically motivated, in contrast to, say, someone who 

withholds opinion because taking any specific position would have social or psychological costs. 

Further kinds of cognitive act that we can add are assertions with different levels of emphasis, 

such as "Certainly H, " "Almost certainly H, " "It's likely that 11, " "It's unlikely that 1P' and so on. Each 

time we introduce a new such act, there are two more utilities in the decision table. The way of defining 

epistemically-motivated attitudes for such decision tables would follow the above pattern. For example, the 

utility of asserting, "Almost certainly H" should have a gradient smaller than that associated with 

"Certainly N'. One way to do this is to stipulate that the value of truth, c, attaches to saying, "Certainly 1!, " 
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when H is the case and to saying "Certainly not H, " when -H is the case, that a somewhat smaller value 

attaches to saying, "Almost certainly H, " when His the case and to saying, "Almost certainly not H, " when 

-'H is the case and so on (Figure 2). An alternative is to treat the more moderate assertions as less 

informative, since they are closer in significance to the uninformative null assertion. Hence they would 

have some intermediate level of caution i associated with them. Utility analyses being mathematical re- 

descriptions of the same state of affairs, neither of these re-descriptions has to be regarded as more correct 

than another. 

ly If' 

[y IT' 

not H" 

ly not IF 

ly not If' 

Figure 2: Expected utilities for a variety of cognitive acts for an epistemically-motivated 

agent. The bold line indicates the Bayes (i. e. preferred) act for each probability of H. 

If we take this process to the limit, we can imagine a subject who instead of just asserting or 

denying H, allocates it a numerical probability. These linguistically allocated probabilities (probabilistic 

opinions) are not to be confused with the agent's subjective probabilities (probabilistic beliefs), since they 

do not in themselves guide or explain action and there is no logical requirement that they be coherent. 

Although as an idealisation we are considering them as though they attach to propositions, opinions, unlike 

beliefs, are de dicto, as discussed in Part 1. 

Once we introduce probabilistic opinions the decision table is no longer a multi-row grid with 

numbers, but a pair of functions: 

H -'H 
[Attach probability p to Hf (p) f 2(P) 
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The work of defining an ideally epistemically motivated agent for cases such as this has already 

been done by Bernardo (1979). Bernardo considers a Bayesian agent who is interested in the true value of a 

quantity x, his concern being to show that ideal scientists are not to be contrasted with such agents, but are 

a special case of them. The choice this agent faces is which of a range of probability functions to express, 

upon observing an experimental outcome which gives information about x. By assuming that the utility 

function motivates the agent to report truthfully, i. e. that the probability chosen for report is always 

identical with the agent's actual subjective probability, we place a strong mathematical constraint on this 

agent's utility function. 

Specifically, the admissible utility functions must fit the following schema: the utility of 

expressing a probability function over possible values of x, given a true value, equals the logarithm (to 

some arbitrary base) of the declared probability of the true value, plus an arbitrary function of the true 

value. 
This ideal scientific agent described by Bernardo has essentially the same properties as the ideally 

epistemically motivated agent def ined in Part 2. If we consider just the first part of Bemardo's general 

function, it tells us that, in the table shown above, f should be the logarithm ofp (the stated probability of 

H) and f2 should be the logarithm of 1 p. The utility of stating H's probability as one when H is the case is 

zero, but the utility of doing so when H is not the case is minus infinity. The second part - the arbitrary 

function of the true value of x- is a utility that attaches to a state of the world irrespective of what it said 

about that state, so it corresponds to what we have been calling s. We can incorporate this in our decision 

table by adding arbitrary constants to f and f2. 

We have considered a procedure for extending the basic two-act model of Part 2 by adding further 

cognitive acts and defining an ideally epistemically motivated attitude for each case. We have also 

considered the Bernardo agent with an infinite number of possible acts, which we can now see as a limiting 

case of that procedure. As well as identifying a utility function that makes truth-telling the preferred act, 

Bernardo shows that such functions have another interesting property: they make sources of information 

about H valuable in so far as they contain information (in the sense of Shannon's information theory) about 

H. (Information-gathering behaviour and Shannonian information theory will be considered in greater 

detail in Part 6). This property is an additional reason for defining such attitudes to be ideally epistemically 

motivated. 
Following the model of other analytical approaches that we have considered, Bernardo's work 

identifies sufficient conditions for a type of agent to be ideally epistemically motivated, but does not set 

necessary conditions or identify specific non-epistemic motivations. Non-epistemic values attaching to 

particular acts can be incorporated into his schema by adding a further element into the utility function, 

namely an arbitrary function of the stated probability p. This however will not constitute a utility analysis 

of all possible attitudes to the inquiry, and further work would be needed to define epistemically motivated 

(not just ideally epistemically motivated) attitudes for such agents. Such a project would be complicated by 

the fact that Bernardo used correspondence in a different sense from the sense with which it was used in 

Part 3. For the simple inquiry, the epistemic motivation was to give an opinion whose content corresponds 
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to the actual state of affairs. By contrast, Bernardo's concern was that the reported degree of belief in a 

proposition should correspond to the subject's actual degree of belief. 

Another avenue for further work would be to create a more complex utility analysis which 

explicitly includes the utility of earning a reputation for reliability. Such an analysis might split the utilities 

we have seen so far into multiple quantities. For example, the value of truth or of informativeness might be 

separated into the value attached to the first-order consequences of an assertion (such as listeners acting on 

your advice) and the value attached to second-order consequences (such as listeners discovering you were 

wrong and revising their estimate of your reliability). 

Values and Interpretation 

The epistemic/non-epistemic distinction can also be applied in another philosophical area; the 

process of interpretation. Imagine that my friend Phil utters the sentence, "Life is sweet. " There are 

different things that I could take him to mean. When understanding Phil, I have to make a selection. From 

time to time, this can be very conscious and deliberate, as I furrow my brow and ask myself, "What did he 

mean by that? " Most of the time, however, this selection happens so easily that I do not even think of it as 

a decision. It may seem strange to apply decision theory in this situation, but the subjective feel is not 

relevant to the decision theorist. What matters is that the choice reflects, and is understandable in terms of, 

my beliefs and values. 

Beliefs and values are conceptually distinct factors affecting the choice of interpretation. The 

relevant beliefs include beliefs about Phil (Is Phil a sarcastic person? ), about the linguistic environment (Is 

Phil repeating a popular phrase, to exploit some distinctive connotation? ) to the environment in a wider 

sense (Are most people happy with their lives? ) 

The values themselves can also be partitioned. For instance, imagine that Phil is someone for 

whom I have a very low regard. He often disagrees with me and it comforts me to think that he only does 

so because he is stupid. In this case there is a motivation for me to interpret Phil as saying something 

obviously wrong, such as that everyone in the world is happy. As another example, imagine that Phil is a 

mentor or a guru; someone in whose wisdom I have a great personal investment. There could be a similar 

motivation for me to interpret his statement in a profound way, as saying, for example, that no matter how 

sad we feel, life always has the potential to be experienced as sweet. It is crucial to see that value and belief 

affect the interpretation in different ways. A belief that Phil is in fact a wise guru (an attitude that it is 

unlike] that he will say something trite or foolish) is different from a value attachment to his being wise 

(an attitude that it is unpleasant or aversive to accept that he is trite or foolish). If the value attachment is 

strong enough, it makes the beliefs irrelevant, but strong beliefs do not make values irrelevant. 

The motivations that I have described attach to particular interpretations of Phil's utterance 

irrespective of what Phil actually meant. Hence we can safely call them examples of non-epistemic 

motivations and, just as with the choice of opinion, we can define non-epistemic values in this context as 

those which have that property. 
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What counts as an epistemic motivation in the context of interpretation? In the choice of opinion 

we used the value of truth, meaning a correspondence between the content of the opinion and the actual 

state of affairs. It is not the function of the present work to take a position what exactly an interpretation is, 

and it would be presumptive to say that there is a relation of correspondence that holds between an 

utterance and a successful interpretation of that utterance. The connection between my interpretation and 

Phil's intention is less well understood than the connection between an opinion and the state of the world 

which makes it true. Instead we can specify epistemic motivations in interpretation as those which reward 

the interpretation most faithful to the intended or correct meaning, whatever that meaning consists in. 

The difference between epistemic and non-epistemic motivation also shows itself in debate. There 

are different goals that a person might have in debating against someone who disagrees with them. One 

goal that I could have when debating against someone else is to convert them to my point of view. Another 

goal is to say whatever will sound pleasing to the other person so that I win their favour. Another reason 

why I might debate against someone else is to find out the truth: I might engage in a debate just to explore 

the possibility that my view is wrong and to get closer to the truth. More than one of these factors may be 

operating at the same time. My behaviour will reflect which of these aims I value most. For example, if I 

have a rhetorical trick which will be convincing to the other person but which is not really a good 

argument,, I will use it if my motivation is to convert the other person, but not if my motivation is to avoid 

error. This can be summed up as a distinction between epistemic and non-epistemic approaches to debate. 

Absolute and Relative Rationality 

We have already seen a formal definition of an epistemically motivated attitude. What has to be 

explained now is that there are two components to such an attitude. 

Imagine two people who both value having a true opinion about whether there are tigers in China. 

They have different beliefs about which is the best way to find out the truth of this matter: one consults an 

encyclopaedia and the other reads some tea-leaves. There is a clearly an enormously significant difference 

between them: one can be relied upon as a source of information but the other cannot. Hence there is more 

to a rational attitude than just epistemic values. This is what necessitates a distinction between absolute and 

relative rationality, which will be explained in this section. 

As another illustration of the need for this distinction, consider again the contestant on a normal, 

epistemically-motivating game show. Conventionally we would say that her objective is to give the true 

answers to the host's questions, but what she actually wants is to give the answers which match the 

answers on the host's card, because that is what earns her the prizes. This distinction becomes more 

significant if we imagine that the questions have been patchily researched, and some of the answers on the 

host's card are false. In a sense, the contestant is epistemically motivated in this situation (remember that 

you can have an epistemically motivated attitude without truth or epistemic virtues being the direct object 

of your motivation). Still, in another sense her attitude cannot be said to be totally directed at truth. If she 
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were given information about the answer on the host's card, she would have a non-epistemic motivation to 

give that answer, no matter whether or not it is the correct answer to the question. 

When someone uses a seemingly unreliable (to us as observers) method to find out the truth about 

a particular matter, there are three possible explanations. Imagine that, at a philosophical seminar, a man is 

comparing the height of the speakers and accepting what they say only if they are sufficiently tall. It could 

be that: 

H1) His opinions about philosophical matters are the product of non-epistemic values (perhaps a 
hatred of short people). 

H2) He is interested in the truth of what is being said, but incorrectly believes that measuring the 

height of the speaker is the best way to find out. 

H3) We are incorrect that this method of finding out the truth is unreliable: it is logically possible 

that there might be a strong positive correlation between height of philosopher and frequency of true 

statement. 

A comparable situation obtains in deductive reasoning: imagine that, in solving a maths problem, 

a pupil has written down "(x-1)2=1" followed by "x2-12=1". We can hypothesise: 

H1) that she has a value bias toward a simple answer rather than a cognitively taxing one, so her 

answer satisfies a need for simplicity more than a need for truth or rigour. 
H2) that she is trying to solve the equation correctly but her understanding of the rules of maths is 

so poor that she genuinely thinks that "x2-12=l" follows from "(x-1)2=1". 

H3) that "x2-12=1" really follows from "(x-1)2=1" and the problem is being solved correctly. 22 

In both these examples, if it turns out that hypothesis 1) or 2) is correct, we would be well advised 

not to trust that person's opinion. However, 1) and 2) are different failures of rationality, and I want to 

make explicit the difference between the two cases. The difference is that although 1) and 2) are both cases 

of absolute irrationality, in 2) the agent is exhibiting relative rationality. One is rational in the relative 

sense when one guides one's opinion about H by the best information that is available. The opinion of 

someone whose attitude to H is rational in both senses is a good indicator of whether or not His true. Both 

of these concepts play a part in capturing scientific rationality. 

When thinking about the history of science, we make an important distinction between people 

who used a scientific approach, although perhaps using very unreliable instruments or methods, and those 

who accept the prevailing dogma so as not to appear heretical or treacherous. This is the distinction 

captured by the concept of relative rationality. Absolute rationality captures the goal of science: if the point 

of a scientific inquiry into H were to find out what our investigative methods say about H, rather than 

whether H is true, we would have no reason to develop better methods and more sophisticated experiments. 

22 This may seem a strange hypothesis to entertain, but it is offered simply to fit a schema of 

critical thinking. When a supposed norm is broken, it might be worth considering that it is not truly a norm. 
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Now we come to the job of formally interpreting the two concepts, again within the context of a 

very simple inquiry. So far I have defined rationality by giving a formal procedure that applies to a 

decision table: solve the simultaneous equation, and compare c and a. We can now extend this procedure to 

yield assessments of the two kinds of rationality. 

Many of the propositions about which I reason are about the state of affairs in a distant time or 

place, such as what the Moon is made of or what the population of Britain was in 1066. I cannot go to the 

Moon or back to 1066, so I have to answer these questions by checking something in my immediate 

environment. I have to use what I will call an indicator or a method. Some examples of very common 

indicators are encyclopaedias, experts, television documentaries and bus timetables. 

A method is some procedure that a person uses to produce a report about a particular issue. 

Methods are included in the present formalism in the following way: we write N(H) if the method says that 

H is true, N(, H) if it says that H is false and N(Q) if the method does not give a conclusive answer. If N is 

my most reliable method, then I cannot tell the difference between HAN(H) and -HAN(H), even though 

these are both logical possibilities. A person can have different methods available to them at different 

times, so the "best method" at a particular point may not be the best in the future. 

Assume, for the sake of simplicity, that the method will give a specific conclusion, i. e. that 

N(H)vN(-H). N(H) and N(, H) are states of the world and, ex hypothesi, the subject can tell the difference 

between them. Therefore it is possible to draw up the following decision table23 and determine its utilities: 

N(H) N(, H) 

A(H) U1 U2 
-------------- - ------------- A(-'H) U3 U4 

Now I can explain the formal difference between relative rationality and absolute rationality. One 

determines the relative rationality by applying an analysis to decision tables like the one above, in which 

the rows are acts of assertion and the columns are the results of a method. In other words, one uses a utility 

analysis on the above table, producing four utilities that I will write with capital letters to avoid confusion: 

23 It is possible to use more than one decision table to describe a subject's attitude. For example, if 

the subject's probability and utility functions have elements corresponding to the four possibilities h AG, 

HA-'G, , HAG, , Ht, G, then one can construct a decision table in which the columns are H and -'H, and 

another in which the columns correspond to G and -G. P(H1A), for example, is the weighted sum of 

P(HAGIA) and P(Hn-'GSA), while U(IAA) can be calculated using the following equation: 

U(HIA) = P(HAGIA)U(HAGIA) + P(H, vGIA)U(HA-GSA) 
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N(H) N(-H) 

A(H) 
------------ 

A+C+S+B A+B 
--------------------------- A(-, H) S+B C+B 

The relation between C and A tells us the relative rationality of the attitude, in the just the same 

manner that c and a reveal its absolute rationality. The attitude has relative rationality if C is positive and 

C>W I. An attitude has ideal relative rationality when A=0 and Cis positive. 

On the other hand, one finds out the absolute rationality by applying the formal procedure to the 

previous kind of table, in which the columns represent the states of the world themselves, rather than the 

results of the method. 

We now have the N(H)IN(, H) decision table with its four utilities B, A, S and C as well as the 

H/-'H table with its utilities b, a, s and c. We can now investigate the relationship between the two sets of 

utilities: 

N(H) N(-, H) 

A(H) A+C+S+B A+B 
---------------- 

A(, H) S+B C+B 

H -H 
A(I) 

----------- 
a+c+s+b a+b 

-------------r------------ - A(-, H) s+b c+b 

Before proceeding, I need to quantify the reliability of N. The method might correctly report H, 

incorrectly report H, correctly report ,H or incorrectly report -'H. I need to quantify the probabilities of 

each of these, for which I need two parameters. One is P(N(H)IH), which I will call RT, and the other is 

p(N(-H)IH), which I will call RF. Since we have assumed that either N(H) or N(-, H) must occur, the 

values of P(N(, H)IN) and P(N(H)I, H) can be easily derived from these. 

N is a perfect indicator if both RT and RF equal one, because then N is never wrong about H. It is 

a perfect deceiver if both RT and RF equal zero, because then N is never right about H. 

It must be borne in mind that these conditional probabilities do not have to come from the 

subject's own probability function. Let us imagine, for example, that I have a friend, Jim, who decides 

whether philosopher's statements are true depending on their heights. I am assessing the rationality of 
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Jim's attitude towards those statements, so I have determined his utilities of acceptance and found that he 

has ideal relative rationality. Now I want to find his absolute rationality. It would be wrong for me to use 

Jim's own conditional probabilities to determine the values of a and c, because Jim naively believes that 

his method is extremely accurate. Instead, I use my own assessment of the reliability of the method. 
It might be tempting to say that, since Jim uses his probability function to determine his absolute 

rationality, and I use My probability function, any difference in conclusion is nothing more than a 
difference of opinion, with neither party having a better claim to truth. However, one person's estimates of 

reliability can have more objectivity than another's, for example by being based on N's previous rates of 

success. 

To find an equation for c, a and s in terms of C, A and S, we can write the expected utility of each 
act in terms of each set of variables. This leads to a set of simultaneous equations which reduce to the 
following: 

c= C(RT + RF- 1) 

s=S(RT+RF-1) 

a= A+ C(RT - RF) 
We can see straight away that when a perfect indicator is used (RT = RF =1), c=C, s=S and a=A, 

just as consistency demands. 

Since rationality depends on the relation between c and a, we need to look at the equations for 

each of these quantities. Looking at the equation for C, it is clear that if N is an imperfect indicator, the 

absolute cognitive utility c will always be smaller than the relative cognitive utility C: 

If N is an imperfect indicator, RT <1 or RF <1 

therefore RT + RF <2 

therefore RT + RF - I< 1 

but c= C(RT+ RF-1) (above), hence c<C 

We see that as N becomes more unreliable, c becomes smaller. c is zero when RT + RF = 1, i. e. 

when the method is wrong as often as it is right. If RT + RF < 1, then c is negative: the subject, is, in effect, 

preferring false opinions about H. So long as RT and RF are equal, the bias utility a is equal to A. Hence an 

indicator which is imperfect but which is not itself biased toward either answer has the effect of reducing 

the effective epistemic motivation but not the effective non-epistemic motivation. To put this another way, 

poor methods for discerning truth amplify the non-epistemic character of an inquiry. 

Lukes' (1967) distinction between rationality (1) and rationality (2) maps closely onto the 

absolute/relative rationality distinction. Lukes' focus is on the question of whether the "primitive" belief 

systems discovered by anthropologists, for example systems of folk medicine, should be regarded as 

rational. He surveys some different opinions on this issue. For instance, it has been argued that such beliefs 
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should be regarded as irrational because they do not use the western scientific mode of thinking, but also 

that such they should be regarded as rational because criteria of rationality are to some extent relative to 

context. His solution is a division of rational criteria into two kinds; rationality (1) embodying global 

requirements such as fundamental logical principles and rationality (2) including culture-specific criteria. 

The function of this division is to separate the understanding of a belief system from the believer's point of 

view from the wider comparison or criticism of beliefs: 

"[O]nly by the application of rational (1) criteria is it possible to see how beliefs which 

fail to satisfy them can come to be rationally criticised, or fail to be. On the other hand, it is 

usually only by the application of rational (2) criteria that the point and significance that beliefs 

have for those that hold them can be grasped. " 

Rationality (2) seems to be what I am calling relative rationality, since it is relativised to the 

epistemic standards of the group being studied, whereas rationality (1), the normative standard for use in 

criticism, seems to be absolute rationality. 

In summary, we can distinguish two components of ideal (or nearly-ideal) absolute rationality: the 

epistemically motivated attitude (or the analogous attitude for other kinds of inquiry) and the possession of 

reliable methods. Here are some brief thoughts on consequences of this distinction. 

" There are two things you have to do to educate someone to a high standard of rationality. You have to 

show them which methods are reliable, using direct experience or argument, and you need to 

encourage them to value reliable methods rather than methods that give the most pleasing answer or 

the answer that the social circumstances seem to demand. Arguably, it would be helpful to encourage 

people to distance themselves from their opinions, i. e. to feel a lack of personal involvement or 

identification with them, so that attacks on those opinions do not activate the processes that protect a 

positive self-image (I am thinking here of the cognitive dissonance processes well studied in social and 

cognitive psychology, of which more in Part 5). 

" There are two kinds of relativist attack on science. One is to say that scientific methods do not, as a 

matter of fact, yield truth more reliably than other popular methods for finding out the truth. The other 

is to say that the cognitive goals of science are not worth pursuing; to argue, for example, that truth 

should not be given any value. One way to argue this latter point is to argue that there is no such thing 

as truth in the traditional sense, denying the existence of objective facts. 

" There are two ways to defend science from the above attacks. One is to provide evidence for science's 

reliability; citing the accurate predictions and the technological successes that have resulted from it. 

The other is to persuade people that it is good to be curious and to put aside psychological biases such 

as fear of the unknown. In contrast to the former point, for which evidence is all around us, it is 

difficult to see how the latter point could be argued or investigated. No statistical test or controlled 
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experiment answers the broad question of whether ignorance is bliss. Some people judge that life has 

taught them that it is always better to seek out the truth than to rest content with a comforting opinion. 

Others would say that their experience tells them the opposite. 

In the rest of this thesis, "epistemic" and "non-epistemic" will be meant in the absolute sense. 

The Delayed Value of Truth principle 

While we are thinking about the competition between the value of truth and other values, it is 

worth stating a principle that, despite being very vague, will have some use in subsequent arguments. I call 
it the Delayed Value of Truth: 

The benefits of valuing truth are (usually) long-term, higher-order benefits whereas the 

benefits of a bias to one particular opinion are (usually) short-term, lower order benef its. 

Here, "higher-order" means, "resulting from effects of effects" while, "lower-order" means, 

"resulting from immediate, or nearly-immediate, effects. " The lower-order effect of keeping to a contract 

or a recurring arrangement is that you avoid the gain that could be made by cheating on the other party. 

The higher-order effect is the establishment of trust and a reputation which enables future exchanges. 

Because the costs are short-term and the benefits are long-term, such co-operation is worthwhile or not 

depending on how you value future gains in comparison to present gains. If you think the world is about to 

end, and you are motivated only by selfish interests, then it is rational to cheat. 

This reasoning underlies the fact that high rates of crime in the poorest sectors of society can be 

linked to the especially high uncertainty about the future in those sectors (Daly and Wilson (1994)). It is by 

extending this form of reasoning to the choice of opinions that we obtain the delayed value of truth 

principle. Just as there is a viable form of social explanation from uncertainty about the future to crime, it is 

likely that part of an explanation of the opinions people accept involves their uncertainty about the future. 

I am definitely not claiming this to be true in every case, but it can be defended by taking 

plausible examples. One advantage of valuing true opinion is gaining a reputation for reliability, and hence 

having potentially greater influence over other people. Another advantage is that your statements are 

reliable guides to your present underlying beliefs, and hence that your memories of what you said will be 

useful to you for decision-making in the future, when you have forgotten your present knowledge. Imagine 

two old men, one looking back on a life of impeccable honesty and the other looking back on a life of 

deceit and doubletalk, both lacking the memory of the thoughts and motivations that underlay individual 

utterances. The first has an epistemic advantage in that he can in effect consult a reliable source, namely his 

younger self. These effects of epistemic motivation are clearly high-order effects, unlike the psychological 

comfort from holding on to an opinion, which is immediate. 
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Summary 

0 Another kind of non-epistemic motivation occurs when the probabilities of states are act- 

dependent, and significant utilities attach to the states themselves. 

Apart from via the above-mentioned act dependence, there is no necessary connection between a 

state H being aversive and the assertion (or contemplation) of H being aversive. 

The simple decision theoretic model introduced in Part 2 can be extended by adding a series of 

additional cognitive acts, involving increasingly specific levels of commitment or non- 

commitment. It is relatively straightforward to identify ideally epistemically motivated attitudes 

for the resulting decision tables, but to give a pattern of preference that is recognisably scientific, 

it is necessary to introduce a new cognitive utility: the utility of informative assertion. 

" Someone who is motivated to match their opinions to a locally available indicator of truth may or 

may not be absolutely epistemically motivated, depending on whether that indicator is reliable. To 

form a judgement of whether someone is rational in this absolute sense, we have to supply our 

own estimation of that reliability. 

" Since epistemic rewards can be expected to be less immediate than non-epistemic ones, cases of 

insufficient epistemic motivation can be thought of as analogous to other cases where people go 

for immediate rather than deferred gratification. A consequence of this is that we should expect 

the balance between an individual's epistemic and non-epistemic motivations to be affected by 

uncertainty about the future. 
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Part 4: Rationality and Science 

The concept of epistemic value was introduced as an attempt to capture the distinctive ideals of 

genuine scientific inquiry. The theme of this section is how well the particular concept of epistemic value 

defined earlier achieves this aim, and how much needs to be added to make it a full theory of epistemic 

value. 
Firstly I will define a concept of scientific rationality in the context of this system, and distinguish 

it from other types of rationality in a way that follows a familiar distinction from the literature on 

rationality. I will then consider the differences we should expect between epistemic and non-epistemic 

motivation, and use this as an argument that science and pseudo-science should be demarcated at the level 

of values (rather than in terms of obeying particular methodological rules, for example). Lastly I will 

consider whether there are more epistemic utilities than those we have looked at so far: truth and 

informativeness. In particular, I will argue that picture of theory choice derived by assuming these basic 

goals is surprisingly rich, and that at least some other putative epistemic values can be reduced to the value 

of informative true opinion. 

Concepts of Rationality 

If epistemic values can be given a secure definition, then they can in turn be used to define other 

concepts. The aim of this section is to apply the theory developed so far to the problem of the analysis of 

"rationality". There are a family of concepts attached to rationality ("rational agent, " "rational decision, " 

"instrumental rationality" and so on), and there are a great many questions about their precise meaning and 

about the relations between them. Is the concept of a rational belief derivative of the concept of a rational 

person or vice versa? Are both of these concepts derivatives of the concept of a rational thinking process? 

Is there a minimum amount of rationality that an agent must be ascribed? Is the criterion of rationality the 

same as the criterion that distinguishes science from pseudo-science? 

There are a wide variety of meanings that could be given to the word "rational. " "Rational" 

means, in some sense, "conforming to reason", but "reason" can be understood in different ways, and a 

person does not conform to reason in the same way that an argument does. What I will do here is to 

stipulate some different concepts whose meanings can be cashed out very precisely using the framework 

developed so far. The purpose is not to capture the ordinary-language use of the word, or to capture 

everything that might be meant by it, but to create some consistent and usable concepts which mark out 

important differences. 

Basic Rationality 
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The first level is that of basic rationality. Basic rationality is had by anything which is an 

intentional system. In other words, it must make sense to take Dennett's intentional stance towards it. 

Bricks lack basic rationality, because there is something wrong with saying that they stay still because they 

want to or because they believe they are in the best place. A squirrel has some degree of basic rationality, 

because it makes sense to say, for example, that it is climbing the tree because it wants to jump onto the 

bird feeder. 

Basic rationality admits a kind of degree, because different organisms represent different aspects 

of the world, and have different ways of instantiating those representations, and so have different amounts 

of content of their belief and desire. In decision theory terms, the decision table for a complex organism 

has more columns (a greater variety of representations of the world) and more rows (more potential acts) 

than a simple organism. (This decision table is of course a sort of grammatical fiction. As was stated in the 

Introduction, the decision theorist does not seriously assert that we all have a grid of numbers written out in 

their heads, or that there are exact numbers corresponding to our degrees of belief or desire. ) It is not part 

of the present investigation to answer how we determine that an object has beliefs or desires, or how we 

determine their content. 

Instrumental Rationality 

The second level is instrumental rationality. To assess this, we compare an entity's behaviour 

with its goals. If the behaviour is the best available way to achieve those goals, the subject is rational. If the 

behaviour is not, the subject has some degree of irrationality. 

This obviously raises the question of what counts as a goal. If the subject is capable of linguistic 

acts, they can simply tell us their goals, by stating them or publishing them24. If a council includes cost 

efficiency among its most important published aims, and yet acquires a hugely expensive warehousing 

system when it could easily have arranged to buy items as they are needed, it is exhibiting instrumental 

irrationality. 

Alternatively, goals can be "interpreted on" to a subject. We might infer plausible goals for an 

agent from what we know about the kind of entity that they are. If I see someone handing over money in a 

city side-street to someone who is threatening them with a knife, I can safely infer that their goal is to 

escape the interaction without harm, while the mugger's intention is to get money or valuables and get 

24 The question of what counts as a sincere statement of a goal is not answered by the Bayesian 

framework itself, so it has to be answered by a separate philosophical theory. Whatever philosophical 

theory of language we use to provide these starting points for the Bayesian analysis, it will have to involve 

considerations of social context. For instance, when deciding whether a statement by a minister represents 

the government's position on a particular issue, one has to know whether he was speaking in his capacity 

as a minister or just voicing a personal opinion. This satisfies one of the demands for a sensible concept of 

rationality: that whether an act counts as rational should depend to some extent on the social context. 
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away without being caught. This inference does not require me to have had any prior interaction with either 

of the two people. 

Although animals do not have the linguistic capability to commit themselves to goals, we can 

apply the concept of instrumental rationality to them thanks to Darwinian biology. This allows us to ascribe 

an over-arching goal to the animal's existence (to ensure the survival of their genes) and to derive various 

sub-goals from this (to collect food, find a mate, avoid being eaten, to protect related creatures and so on). 
Thus we might say that the way a squirrel goes about finding nuts is instrumentally rational. 

Scientific Rationality 

The third concept of rationality is scientific rationality. As a starting point, here is a general 
definition of scientific rationality: 

An attitude is scientifically rational in so far as it is dominated by the appropriate 

epistemic utilities. 

Here "dominated by" means that the epistemic utilities have to be greater than the biasing non- 

epistemic utilities. The definition includes an "in so far as" (rather than "if and only if') to reflect the fact 

that is possible to be ideally scientifically rational (i. e. purely epistemically motivated), only just 

scientifically rational, or anywhere between. 

This general definition of scientific rationality will take differing specific forms depending on the 

logical character of the issue being considered. The focus of this thesis is on attitudes to non-vague binary 

propositions and we have precisely specified exactly what is meant by epistemic and non-epistemic utility 
in these contexts. A scientifically rational attitude in this case is just an epistemically motivated attitude 
(one in which c> jai in the terms of the utility analysis). We saw that a single attitude might be influenced 

by both epistemic and non-epistemic values, but so long as the epistemic motivation is greater, the opinions 

still reflect the underlying belief in the appropriate way and hence the opinion still has some epistemic 

significance. Hence this definition of scientific rationality does not require total immunity from non- 

epistemic influences. 

In Part 2 we also briefly considered estimates of continuous variables. Maher (1993) identified 

verisimilitude and informativeness as the two minimal epistemic utilities for that kind of inquiry, so our 
definition says that scientifically rational attitudes are those dominated by these or by similar utilities. 
When there is more than one epistemic utility, there is not necessarily a single ideally rational attitude. 

Scientific rationality and its converse, scientific irrationality, presume basic rationality: since these 

concepts are defined in terms of motivations, belief-desire explanation has to legitimately apply. To assess 

whether someone is being rational in the scientific sense, one has to examine their utilities and the way 

they conceptually divide up the world, and this is clearly impossible unless that agent is regarded as having 

concepts. It should also be clear that only a language user could have scientific rationality. When someone 

adopts the aim of having a true opinion about a particular issue, their attitude to that issue has scientific 

rationality if and only if it has instrumental rationality. 
The split between basic and scientific rationality answers a concern raised by Davidson (1985): 
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"To explain irrationality we must find a way to keep what is essential to the character of 

the mental - which requires preserving a background of rationality - while allowing forms of 

causality that depart from the norms of rationality. What is needed to explain irrationality is a 

mental cause of an attitude, but where the cause is not a reason for the attitude it explains. " (p. 

347, my emphasis) 

Non-epistemic motivations are the kinds of cause that Davidson is looking for. They can underlie 

an individual's assertion that the world is flat without being a reason (to anybody) why the world might be 

flat. 

Note that although some people would equate scientific rationality with the use of argument, logic 

or experiment, the present definition does not quite correspond with this. It says that scientifically rational 

agents find information useful in so far as it is genuinely reliable, so being scientifically rational requires 

the use of genuine tests of opinion, but it does not commit to any particular evidential or methodological 

norms. It also excludes the use of reasoning to defend an immovable dogma, as for example in Soviet 

biology in the Lysenkoist era (Gardner (1952)), or which can happen in any scientific or philosophical 

project when political or egotistical values come to dominate. 

If someone decides on a conclusion and then uses argument, or interpretations of experiments, 

purely to justify that conclusion, then they are not being rational in a scientific sense. Scientific inquiry 

requires that one use argument and experiment to determine whether something is the case, not to argue 

that it is the case. This is not to say that people are unscientific if they have strong convictions about how 

an experiment will turn out. That would be absurd, because in almost all scientific experiments, the 

scientist has a belief, based on judgement or theory, about what will happen. Likewise, a mathematician 

looking at a complex theorem may be quite confident that it is provable, without having gone through the 

details of trying to prove it. These are not violations of our definition of scientific rationality: one only 

becomes unscientific if those convictions are unshaken by an unfavourable outcome. 

Returning to the question of how we define other concepts of rationality such as rational person, 

we saw in Part 2 that once we have defined epistemic and non-epistemic values, we can derive a definition 

of a epistemically motivated attitude. From this we can obtain concepts of epistemically motivated person, 

utterance, situation and so on. Methods or principles of investigation can then be evaluated as rational or 

not in so far as they reliably attain the goals which are identified as epistemic. Hence scientific rationality 

is here defined fundamentally in terms of attitudes to an inquiry rather than in terms of particular social 

processes or in terms of methods and practices. 

Earlier I asked whether the concept of a rational belief is derivative of the concept of a rational 

person or vice versa. It may seem obvious that the former is true. People are rational when they are willing 

to debate rationally, act in a reasonable way according to their stated goals, or because they offer 

justifications for their claims or actions that conform to standards of reason. Brown (1988) argues that this 

is the wrong way round; that the standards of reason are ultimately derivative of our identification of 

rational individuals. Contra traditional epistemology which tries to capturing rationality in a set of rules, he 
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defines rational claims as those which pass examination by rational individuals, i. e. experts who by 

familiarity with the topic have become acquired a refined judgement. 

This is surely a very good extensional account of knowledge: it tells you a procedure that, for 

most human situations, is the best way to ascertain the truth about an issue, but I want to dispute it as a 

conceptual theory of rationality. It is not clear whether an epistemology based on judgement avoids the 

problems of other theories. For instance, there appears to be a circularity involved when we try to decide 

who to accept as an authority. What kinds of experience must an individual have had in order to become an 

expert? Brown is prevented by his own project from answering this in terms of methods, principles or rules 

and he frustratingly leaves open for further research the crucial question of how we are to distinguish 

legitimate from illegitimate authorities. 

Evans (1993) makes a distinction between rationality-1 (rationality "of purpose") and rationality-2 
("rationality of process"). The former is the exhibition of "goal-seeking" and "adaptive behaviour" while 
the latter is the conformity to normative standards of deductive and inductive reasoning. This seems to map 

onto the present distinction between basic rationality and scientific rationality. Rationality-1 seems to mean 

goal-directedness in general, not directedness towards any specific, named goal, and this is why I interpret 

it as basic rationality rather than instrumental rationality. Evans argues, contra a stream in the 

psychological exploration of human irrationality, that rationality-2 is not necessary for rationality-1. In 

other words, a subject need not exhibit satisfactory logical reasoning in order to be thought of as rational in 

the sense of goal-directed (or, in the terminology of this thesis, intentional). The mistake Evans points out 

can be understood as a failure to distinguish opinions from beliefs, and a consequent inference that for 

rational (in the basic sense) belief/desire explanation to legitimately apply to someone, they must have 

opinions which are coherent. 

It may seem unfair to equate "non-epistemically motivated about H" with "scientifically irrational 

about N', because there are conceivable situations in which one's own attitude to a proposition might 

count as evidence. Using one's own attitude as evidence for or against a proposition is what I would call 

reflexive reasoning. Reflexive reasoning does not have to involve decision theory: it could be based on 
introspected feelings of certainty or emotional attachment. Someone who says "I have a strong gut feeling 

that H is true, but on a lot of previous occasions when I have had similar feelings, the belief in question has 

turned out to be false, so I should moderate my claims about H, " is engaging in one kind of reflexive 

reasoning. Another example is, "I like to think that H (but not that -, H). Situations that I like to believe in 

are generally brought about, but things that I do not like to believe in are not. Therefore H is probably 

true. " That second premise would be plausible to someone who, for example, believes in a benevolent, 

omnipotent God, or it could arise from certain ideas about human preferences between ideas; for example, 

that we have evolved to prefer thoughts that are more likely to be true. 

Should the above attitude count as scientifically irrational? Here, our definition of scientific 

rationality prompts a fine distinction: if someone adjusts their probability by reflexive reasoning, and also 
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gives up their attachment to the truth of H, then a utility bias has been replaced by a belief bias25, and this 

should count as rational. If the probability changes, and the utility bias remains in place, then that is still a 

scientifically irrational attitude. In summary, although it may be particularly hard to tell whether an attitude 

is scientifically rational when beliefs such as the belief in a benevolent God are involved, there is still a fact 

of the matter. 

The labelling of a person or situation as scientific or non-scientific is something which should not 

be taken lightly. This act of labelling is potentially an oppressive instrument of power. The reason is that 

the inquiry into whether someone is scientifically rational is itself an inquiry that may or may not be 

epistemically motivated, and for which there are influences which can give the biasing utility a significant 

value (such as wanting one's own opinions to be trusted, and other people's opinions to be dismissed). 

In the analytic tradition of the philosophy of science, we might say that the way around this is to 
be diligently rational in our application of criteria for separating science from non-science. In a 

sociological tradition, we might say that the answer is to dilute power relations and social pressures which 

bear on the act of labelling. The epistemic utility framework says that these are practically equivalent, 

because to remove social and psychological commitments from an inquiry is to make it epistemically 

motivated and hence rational. 

Making the Distinction in Practice 

This thesis provides comparisons of epistemically and non-epistemically motivated agents in 

many different respects. In this section I summarise some differences by which we might make the 

distinction empirically and argue that each is a difference between a recognisably scientific attitude and a 

counter- or pseudo-scientific attitude. The aggregate of these considerations is an argument that scientific 

rationality as defined above really is the appropriate concept for demarcating science from non- or pseudo- 

science. 

Choice of information source 

In part 5 the dynamic properties of epistemically and non-epistemically motivated agents are 

examined. Specifically, I will argue that epistemically motivated agents desire information, and desire 

reliable information, just as a scientist should, whereas non-epistemically motivated agents are committed 

25 "Bias" has different connotations in these two contexts. A utility bias is an attachment to a 

particular opinion irrespective of its epistemic virtues, and hence not the sort of thing we would want a 

scientist to have. A probability bias, on the other hand, is something that is essential to almost any kind of 

inquiry. For example, if a certain disease is extraordinarily rare, a doctor should have a probability bias 

against the belief that any particular person has it. 
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to a particular conclusion, and choose cognitive strategies that maintain that commitment, in a way that 

would be called unscientific (or "psychologically non-falsifiable, " whose meaning is explored below). 

Choice of rhetoric 

An epistemically motivated inquiry into H is an inquiry into whether or not H, whereas a non- 

epistemically motivated attitude seeks to defend an attachment to H, and, in so far as it undertakes inquiry, 

it is an inquiry driven towards a pre-set conclusion; an attempt to prove that H. This conceivably might 

show itself in the way that practitioners describe what they are doing. 

This will not be a very reliable indicator. Someone with a fully scientific attitude might say that 

they hope or intend to prove a particular hypothesis, meaning that they hope both that the hypothesis is true 

and that their investigation is good enough to provide substantial evidence for its truth. Conversely, 

someone who has no intention of subjecting their opinions to genuine test, but who still wants to appear as 

if their opinions are well-founded, might adopt a rhetoric that makes them appear to be taking a properly 

scientific attitude. Another reason this is less than fully reliable as an indicator is that people have less than 

perfect self-knowledge, to say the least. If we were to ask people whether they are good drivers, it would 

be naive to expect bad drivers to identify themselves as such, because of cognitive and value biases in self- 

perception (Hoorens (1993)). Similarly it would be naive to expect people to offer correct judgements of 

their own intellectual honesty and integrity. 

This does not show that there is no evidential value whatsoever in the choice of rhetoric: some 

attitudes may wear their non-epistemic bias on their face. A particularly clear example of a statement of a 

non-epistemic attitude in the context of an ostensibly scientific inquiry is found in this quote from a video 

which promotes young-earth creationism (Copeland and Baugh (1996)), in which a preacher explains the 

attitude that the creation scientist must take: 

"If our science and the Word doesn't [sic] fit, we go back and begin to study our 

science until we discover what God has already said is true. We won't be satisfied with our 

science until it satisfies every word of God and every meaning of every word. " 

An even more frank admission of non-epistemic aims would be along the lines of, "I choose my 

opinions on the basis of psychological appeal and it is irrelevant to me whether they are true, " but we 

should not expect someone to say that outright, because it would involve a sort of Moore paradox: we 

would not take such a person's statements as serious expressions of opinion. 

Another difference of rhetoric is whether the opinion is argued for (or against) on its epistemic 

virtues (or failings) or its aesthetic or comforting (or repellent) aspects. 

Psychological acceptability 

In asking if an opinion is epistemically motivated, it may be helpful to ask if the assertion of His 

particularly pleasant (or unpleasant) to contemplate, compared to the denial of H. This might be the case if 
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H is "Human existence continues beyond bodily death, " or, "Technology will soon create a social utopia. " 

If the subject made commitments with which H will clash (such as publicly denying H), then this may 

attach a non-epistemic motivation not to go back on the commitment (this point is explored further under 

"motivated inference" in Part 5). In Part 5 we will look at the psychological phenomenon of cognitive 

dissonance, in which subjects change opinions, behaviours or attitudes so as to diminish an aversive state 

created by tension between them. Depending on which variation of the theory one takes, cognitive 

dissonance is to be predicted when someone is made aware of information which conflicts with positive 

self-assessments or when it conflicts with their self-image (whether positive or negative). If we interpret 

cognitive dissonance theory as revealing the strongest non-epistemic motivations, then this gives us an 

indicator of these topics on which we should generally expect to find that motivation. 

Social reward structure 

It was discussed in Part 2 that non-epistemic motivation might derive from someone's personality 

or from the wider environment. Hence it is sensible in determining whether someone is epistemically 

motivated to look at the way the social environment rewards or punishes (or, more strictly, forms 

expectations of reward or punishment for) opinions. The submission of opinions to test by experiment or 

by experts whose opinions one does not know in advance can both be thought of as strategies for 

introducing epistemic motivation, because the opinion is rewarded for conforming to (some indicator of) 

the truth about the issue, rather than for having some specific content. 

We might also look at the economic support for research and its conditions. For example, where 

an investigation of the health risks of tobacco is funded and published by a cigarette manufacturer, the 

researcher might expect publication and further funding to be conditional on a favourable conclusion. On 

the other hand, the funding of research by a pharmaceutical company to determine which chemical 

component of a plant gives it medicinal properties is epistemically motivating with respect to that issue, 

because the interest is presumably in producing a drug that works, not in defending a particular opinion 

about which is the active molecule. This is not a distinction between academic interests and corporate 

interests, but between epistemic motivations to discover and exploit useful facts and non-epistemic 

motivations such as public relations, politics and marketing. 

Response to criticism 
Perhaps the key difference between the two kinds of attitude is in the response when opinions are 

criticised or challenged. To an epistemically motivated agent, an informed critic or an anomalous 

observation is potentially useful, since it is to the subjective benefit to such an agent to give up an opinion 

which is erroneous. Hence it is to their advantage to adopt opinions that are understandable to other people, 

to draw out the deductive or inductive consequences of their opinions and to explain why they think their 

opinions justified: this is an extension of the above point about the value of information. 
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To a non-epistemically motivated agent, the giving up of the opinion to which they are attached 

has a cost, even if by doing so they adopt a new opinion that is true. A criticism or challenge to that 

opinion is therefore a threat. As discussed under "Motivated Inference" in Part 5, it is in the interests of 

such an agent to avoid the criticism or to say whatever is necessary to discourage it or show it to be 

unproductive. It is also in their interests to prevent criticism or the discovery of error, for example by 

obfuscation and by reluctance to draw out consequences of opinions. 

In Part 3 we saw that non-epistemic motivation could affect the way the subject interprets others' 

utterances. This provides us with suggestions for defensive strategies that could be used to preserve a non- 

epistemically motivated opinion in the face of a challenge. One could interpret the challenge as trivial, 

misinformed or absurd and in this way diminish the force of the challenge (this might be easier to get away 

with when confronting a written challenge rather than debating a physically present critic). 

In all of these cases, one has to be careful to distinguish genuine utility bias from mistaken beliefs 

about the reliability of different methodologies, or a healthy distrust of authority. That distinction is the 

topic of "Absolute and Relative Rationality" in Part 3. 

Constrained Assertion and the Character of Science 

In Part 2 we considered two systems of theory choice, both of which posit a trade-off between the 

likelihood of a theory and another feature, where the balance between the two factors is a non-rational 

feature of the choice, on which ideal scientific agents can legitimately differ. These were Maher's system 

involving probability and verisimilitude and Good's definition of strong explanatory power, which 

balances post-test probability and support for new evidence. Many similar trade-offs can be produced in 

the present system. By considering some examples, I will derive some surprising consequences about 

theory choice which will have implications for the goals of science. 

In the earlier definition of cognitive acts, one cognitive act (one row in our decision table) stands 

for a cluster of declarative linguistic acts which can be regarded as fulfilling equivalent linguistic purposes; 

for example, the act of saying "The tortoise's shell is green" and that of answering "green" when asked 

"What colour is the tortoise's shell? " One way to express this connection is that the first sentence, if taken 

as a sincere expression of opinion, renders it unnecessary to ask the question. These clusters are not 

determined by logical equivalence, because people are not logically omniscient. If sentence A has exactly 

the same declarative content as sentence B, under the appropriate interpretation, it does not follow that an 

utterance of A will be regarded as serving the same declarative purpose as an utterance of B, because there 

is no necessity that the logical connection will be recognised as such. 

A similar relation can hold between assertions of different propositions. Consider the simple 

conjunction "The tortoise's shell is green and Achilles is swift. " This can be assumed to answer the 

questions "What colour is the tortoise's shell? " and "Is Achilles swift? " Someone who heard the 

conjunction, and interpreted it as a sincere expression of opinion, would be making a basic 
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misunderstanding if they then found it necessary to ask the speaker the colour of the tortoise's shell. 

However we could not extend this principle to take the above sentence as asserting an enormously complex 

logical tautology, even though such a tautology could in principle be shown to follow deductively from the 

content of that sentence. 

This example illustrates a relation between utterances which I will call implicit assertion. "The 

tortoise's shell is green and Achilles is swift, " implicitly asserts that Achilles is swift. We have seen that 

this is not a logical relation holding between propositions: instead, it is a feature of the way language is 

interpreted by a community, and is dependent on that community. In one community, it might be broadly 

accepted that G follows directly from H, so someone who wants to assert them both can just assert H, 

whereas another community which uses the same utterances to talk about the same things might fail to 

collectively recognise the logical or evidential connection, so someone who wants to convey both H and G 

has to assert them separately. 

Not only is logical entailment not sufficient for implicit assertion, it is not necessary. One reason 
for this is that a community might collectively make an error of reasoning, and take G to be implicitly 

asserted by an assertion that H when in fact G does not follow from H; even when H is evidence against G. 

An example would be the mistaken Aristotelian logical principle that "Some A's are B" follows from "All 

A's are B". Another reason is that the intended relation between H and G might not be deductive. H might 

simply be taken by the community to be strong inductive support for G, making G so certain given H that 

its assertion is generally unnecessary given the assertion of H. We may be able to model this by 

introducing the gradations of assertion that were discussed in Part 3. In other words, we could say that the 

assertion that H is certainly true implicitly asserts that G is almost certainly true. 

The implicit assertion of G by H is not a matter of G having a high probability given H, or of H 

being good evidence for G. A probability function is relative to a specific individual, so if P(GH) is high 

for the speaker, or for the audience, that is no guarantee that G will be communicated by the mere assertion 

of H. Without going into the details of a theory of communication, we can see that what is required is 

something like the following: G is probable given H for the audience, the speaker knows this and can assert 

H with the intention that the audience will infer G and can reliably expect to have this intention recognised 

(Grice (1957)). 

Different assertions will have different fields of additional implicit assertions. In part, this will be 

due to the logical nature of the asserted statement, for example whether it is an exception-less 

generalisation. It will also be affected by the logical resources available to the community, for example 

whether theories are expressed in mathematical form to a numerate community. It will also depend to some 

extent on the state of mutual knowledge and trust within the community, because in order to implicitly 

assert something you need to know what deductive procedures your audience will use and that they will 

recognise your communicative intention. 

The relevance of this to our model is as follows. So far we have considered inquiries as being 

isolated from each other. We have imagined the choice of whether or not to accept H as independent of the 

choice of whether or not to accept G. However, we now see that they are not necessarily independent, 
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because the decision to assert Hmay have as a consequence the implicit assertion of G, or vice versa. 

Hence in calculating the expected utility of A(H), we need to consider the utilities associated not only with 

the inquiry of whether or not H, but those associated with the implicit assertions consequent on A(H). 

Strictly we should say that under these conditions the act A(H) as we have defined it is not available, and 

what we are calling A(H) is actually A(HAEAF), where E and F are the content of the implicit assertions. 

Background assumptions 

Imagine that acceptance of theory H brings an implicit acceptance of E, F and G but there are no 

other relations of implicit acceptance. This would happen, for example, if H is a statement of a universal 
law and E, F and G are instances of that law. An ideally epistemically motivated agent has an opportunity 

to express opinions about these propositions but has to choose one assertion to convey H, E, F, G, a 

negation of one of these, or a null assertion which refuses to commit to any opinion. This is a strong 

assumption but crucial to the argument in the rest of this section, and it is legitimate to ask why this is a 

model for real practice. One answer is to do with the limits of communication: one only has a certain 

amount of time, memory and patience with which to absorb information from other people, and it is natural 

to want to use this efficiently; to extract the most useful and reliable information in the minimum time26. 

When we consider that a real universal law will have many, many more than three instances, the 

reasonableness of this constraint is more apparent. Instead of saying "All atomic nuclei are positively 

charged, " one could spell out that "All hydrogen nuclei are positively charged, " "All helium nuclei are 

positively charged" and so on, perhaps qualified with individual levels of confidence, but that would be a 

massively inefficient way to convey a difference which for almost anyone is insignificant. There could also 

be a more purely cognitive reason for the constraint. For any reasonably complicated problem, we will be 

unable to hold the entire domain of observations and hypotheses in our minds all at once. 

Let us construct expressions for the expected utility of each available act, using subscripts to 

distinguish the utilities associated with each inquiry. Firstly, since we are imagining an ideally 

epistemically motivated agent, the bias utilities a are all zero. We are also assuming for simplicity that d, 

the utility mentioned in Part 3, is zero. The baseline utilities b and the utilities of the states s are 

components of the utility function whatever opinion is taken (assuming that the probabilities are act- 

independent), so they do not affect the choice between opinions. Hence all we need to consider in order to 

compare the utilities of different opinions are the values of truth and the indices of caution. The index of 

caution, symbolised in Part 3 as (c - i), is a utility which attaches to null assertions as opposed to specific 

26 It was mentioned in Part I that the reason for the ubiquity of the intentional stance, as Dennett 

sees it, is its informational efficiency. The trade-off I mention here explains what I mean by "informational 

efficiency". Using intentional terms, one can convey quickly enough information to explain an agent's 

behaviour, even though taking the time to spell out all one's knowledge about that agent in some non- 

intentional language might in principle enable more accurate predictions. 
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ones (such as A(H) or A(-H)). We will write it here as "caution". The null assertion mentioned above 

remains uncommitted on all four propositions, so its expected utility is just the four indices of caution: 

U(A(0)) = caution,, + caution + cautionF + caution 

The assertion of E, F, G, or any negation does not involve the implicit assertion of any other 

proposition, so we will regard the choice of asserting those as involving a null assertion for the other three 

propositions 

U(A(E)) = caution� + P(E)cE + caution + cautions 
U(A(-'E)) = cautions + P(-E)CE + caution, + cautionG 

And similarly for F, G, , F, ,G and , H,. Finally, the assertion of H involves implicit assertion of 
the other three propositions, so this gives us the remaining equation: 

U(A(H)) = P(H)cy + P(E)CE + P(F)CF + P(G)CG 

This system of equations allows us to pose some simple scenarios which will reveal some 

properties of ideally epistemically motivated agents. 

Example 1: Acceptance of a hypothesis not intended to be true 

Firstly, imagine that all the propositions are reasonably probable, in that P(X)cx is more than 

caution, for each proposition. Unsurprisingly, A(H) is the preferred act. This can still be true even when 

the probability of H is lower than that of the other propositions, as it will be if H is a conjunction of the 

others. However this, like all the hypothetical conclusions below, depends on the relative sizes of the 

utilities of true opinion cX. Nothing we have seen so far constrains how these epistemic utilities compare to 

each other. Our definition of scientific rationality only requires that they outweigh the non-epistemic 

biasing utilities. Hence we can regard the relative sizes of the cX as a non-rational input into the process of 

theory choice, just like Maher's balance between verisimilitude and probability. 

Imagine that H is itself strictly meaningless, but that the assertion of H still involves the implicit 

assertion of the other propositions. Perhaps it is a scientific law which refers to entities known not to exist 

(such as ideal gases and incompressible rods) or is otherwise uncheckable in principle, but there are 

established rules for deriving from it definite empirical predictions that E, that F and that G. We can model 

this by removing the terms P(H)c� and caution1 from the equations. The result is that A(H) is still the act 

with highest utility: in other words, although the pseudo-proposition H does not have the epistemic virtue 

of truth, it does have the epistemic virtue of communicating a lot of (believed-to-be-true) information. 

This example bears on a very active strand of recent philosophy of science; the debate between 

the various forms of realism and of anti-realism. This debate actually links three questions: 
How is scientific language (especially about "unobservables") to be read? Should statements 

about unobservables be taken literally? 

Are successful scientific theories (especially about unobservables) supposed to be true in 

every respect, when read in the appropriate way? 

107 



What are the goals of science? To deliver truth in all respects? To save the phenomena? To 

enable successful prediction? Or is there no overarching goal (Fine (1986))? 

We have seen that by aiming to deliver informative factual truth, we can end up introducing 

theories that are not meant to be true but are just convenient ways of deriving further truths. This carves the 

question about the goals of science away from the question about whether theories are meant to be true. 

Ideal scientific agents of the kind we are considering can rationally accept a theory which is not 

meant to be true itself, but which is purely a way of deriving predictions that are in accordance with 

checkable observational reality. This would seem to recall van Fraassen's (1980) constructive empiricism, 

which claims that all scientists aim for is empirical adequacy, not truth about unobservables. However, our 

example is not a vindication of van Fraassen's theory, because that theory is meant to be a necessary truth 

about science, incompatible with realism, whereas we have shown that a desire for empirical adequacy 

alone is just one possible outcome of a realist, truth-seeking approach to theory choice. What it illustrates 

instead is a way in which arguments for or against constructive empiricism could be framed. 

The question of the interpretation of scientific language, including its ontological commitments, is 

outside the scope of the present analysis, because we are not taking a position on what it is for a particular 

utterance to assert a proposition H. Then again, this is the sort of problem for which there is least likely to 

be an answer that applies across all scientific disciplines. The other two questions, on the other hand, can 

be investigated with hypothetical situations like the one we have just considered. For instance, if models 

based on a desire for true opinion successfully account for a wide range of realistic patterns of theory 

choice, then we have a counter to Fine's claim that we need posit no overarching goal for science. 

Example 2: Acceptance of a false hypothesis 

Even the falsity of H can still result in A(H) being the preferred assertion. Here is where non- 

rational differences among agents can make a substantial difference. Imagine that P(H) is zero, but that the 

probabilities of the other propositions are all high. For someone whose cx are all roughly the same, AH is 

the preferred act. 
From the starting point, where H, E, F and G are all meaningful and probable, we can make 

another kind of adjustment. Imagine that it is discovered that exactly one of the consequences E, F or G is 

false. It is not known which and it could equally be any of them, so the probability of each is two thirds, 

and the probability of H is zero. These are the utility expressions for the two acts which have the highest 

utility: 

U(A(H)) =0+ 2/3 (cE + cF + cc) 
U(A(-R)) = CH + caution + caution + cautionG 

So long as the levels of caution are not too high and the utilities of truth cx are roughly equal, 

A(H) is still the preferred act, even though H is known to have a false consequence. 
Now imagine that the specific false consequence is identified as E, so that the probability of E 

drops to zero and those of F and G rise to 1. This gives us a new set of equations. 

U(A(H))=0+O+CF+cG 
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U(A(-'H)) = CH + cautionE + cautionF + caution 

U(A(-'E)) = caution + CE + cautionF + caution 

Here the relative sizes of the values of truth c, are crucial for determining the chosen act. For a 

scientist especially interested in having true opinion about E, A(, E) is the preferred act, but for another 

who is more interested in true opinions about F and about G, A(H) is preferred. It would be nice to be able 

to assert "H, but not E, " but this may be disallowed by the linguistic constraints. To spell out the 

exceptions of a real scientific theory may take a lot of time, explanation and specialist terminology, so it 

may only be in very specific linguistic contexts that such an assertion is possible or desirable. 

This example shows an advantage of a decision theory analysis over purely logical or probabilistic 

accounts. Lakatos' (1970) point that theories are "born falsified" is well accepted in modern philosophy of 

science, because counterexamples are easy to find if all the possible consequences of a complex theory are 

spelled out. If theories are adopted on grounds of pure deductive logic (whether or not they have been 

falsified) or on the grounds of their own probability, then all reasonably fecund and successful theories 

share the same status as discredited theories; a probability of zero. 

The present analysis shows how we can rationally choose between theories all of which are 

strictly false. Saving the phenomena counts strongly in a theory's favour. Anomalies count against a 

theory, and ceteris paribus an ideal scientifically rational agent would prefer a theory without them. 

However, given a range of theories for which there are anomalies, we see that the number of anomalies, 

their probabilities, and the subjective interest in the true prediction of the anomalous observation are all 

factors in a rational choice. 

Example 3: Choice between inconsistent theories 

Now let us imagine that we are only interested in hypotheses for their empirical adequacy, so that 

we can ignore the utilities attaching directly to them. We have already stipulated that A(H) implicitly 

asserts E, F and G and that E is known to be false, so -, E is an anomaly for that hypothesis. Now let us add 

a competitor hypothesis J, which is a different universal generalisation. H and J might be conjunctions of 

the same core theory with different auxiliary assumptions. The assertion of J implicitly asserts -, E, -, F and 

G. Hence the truth of F is an anomaly for J. G can be thought of as a core set of phenomena that are 

"saved" by both hypotheses. 

A(H) implicitly asserts E (which is false), F (true), G (true). 

A(J) implicitly asserts ... E (which is true), -, F (false), G (true). 

Again, the scientist has a choice of asserting any single proposition or its negation. H and J are 

both theories which have falsifying instances, yet of the available acts they are likely to have the highest 

utilities, since there is no theory available which has no anomalies. Ignoring once again any utilities which 

attach to the states E, F and G themselves, 

U(A(H)) = CF + CG , and 

U(A(J)) = CE + Cc 

109 



The choice between these two acts is determined by the difference of utility CF - CE. This is not 

constrained by any principle that we have considered. One scientist might take E to be a crucial anomaly, 

about which a true prediction is very important, and prefer to assert J rather than H. Another might give 

greater weight to F, and so prefer to assert H. 

In summary: 

H and J are logically inconsistent with each other, but both save a core of observed 

phenomena, which we can imagine to be as large as we like. 

It can be rational for one scientist to accept H and another J, when each is ideally rational in 

the sense of desiring only informative true opinion, and when each gives exactly the same 

probability to each hypothesis and all their consequences. 

Again we see that the balance between the different epistemic utilities is a non-rational input into 

the choice of theory. A Kuhnian is welcome to highlight its independence from purely probabilistic 

algorithms and its similarity to other matters of personal preference. However, that fact that theory choice 

depends on such factors in no way undermines its directedness towards truth. 

Example 4: The appeal of logic 

Imagine that we make a new discovery which is not a new observation but a new system of 

inference; perhaps a logical system that enables us to derive new predictions and explanations from our 

theories. It might be a unification of theories about disparate topics, or an absorption of one theory into 

another. It might also be the introduction of a deductive method such as mathematics into an area of 

science where it has been lacking. Imagine that this discovery is shared among the community, so that it 

extends the field of implicit assertions that are made when we assert H. If the additional implicit assertions 

are believed true, then this greatly increases the expected utility of asserting H. If on the other hand those 

additional propositions are believed false, then this in effect adds a cost to the assertion of H. The new 

system of inference will have similar effects on H's rival assertions, and might thereby change the 

preferred act. From these considerations, we can see in terms of expected utility why it is beneficial for 

epistemically motivated agents to develop the ability to make logical inferences and to use language which 

makes logical and evidential relations clear, and also to encourage others to do these things (to extend the 

field of implicit assertions). 

Conclusions 

Summarising what we have seen so far, from the assumption that an agent is purely interested in 

forming true opinions, along with the assumptions of constrained communication and implicit assertion, we 

can derive an account of theory choice with surprising results. Such agents can assert statements which are 

strictly meaningless, known to have false consequences or even known to be false, so long as the balance 

of epistemic failings and epistemic virtues of the implicitly asserted propositions results in a total utility 

greater than that of competing assertions. 
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In this method we have an fresh avenue for attack on two problems where the existing Bayesian 

analysis is unconvincing. The first is the problem of how a scientist reacts to anomalies. We know from 

Quine and Duhem that it is a whole body or even a totality of belief that is impugned by a falsifying 

instance and that there is a nontrivial problem of how to divide the blame for false predictions between a 

hypothesis, its auxiliary assumptions and the wider context of background information. A standard 

Bayesian response to this problem (see Howson and Urbach (1993), Dorling (1996)) is purely probabilistic 

and involves showing that when a conjunction is falsified, the less probable conjuncts receive more 

disconfirmation. In a sense one could only say that the problem of dividing blame is only intractable in the 

absence of an inductive logic, so the existence of a viable inductive logic in the form of Bayesian 

probability is an answer to the problem at the most abstract level. 

This solution has come under attack from Laudan (1997) for lack of scientific realism. Scientists 

faced with an anomaly actively search for a way to accommodate it using changes to their preferred theory, 

and only change to a new theory if that new theory saves a crucial core of phenomena that were explained 

by the old theory. The picture of theory choice developed in this section may serve as an analysis of the 

behaviour Laudan is talking about. 

This also gives an approach to the problem of old evidence; the problem of how to account for the 

way in which accommodation of already-discovered evidence can increase the scientific appeal of a theory. 

As Glymour (1980) points out, the discovery of an explanatory connection between a theory and already- 

known evidence can make or break a theory (such as in the confirmation of special relativity by the 

perihelion advance of Mercury), although Bayesians lack a probability updating rule that would allow them 

to account for this. A response defended repeatedly by Howson is that probability assessments are often 

meant to be counterfactual, so that when scientists evaluate the significance of a piece of evidence they are 

using probabilities that they would have had if they had already known about the new explanation. This 

response has at least a grain of truth, but it makes Bayesianism almost entirely vacuous, because even 

given a scientist's complete present probability function, there is no definite way to fix the value of 

counterfactual probabilities. We could estimate a scientist's probability of a theory at any value by finding 

the appropriate counterfactual. 

According to the present perspective, we do not have to account for the effect of a new 

explanatory connection purely in terms of probabilities. In fact, the theory's probability of being true may 

be zero both before and after the discovery of the connection. We might say that the discovery of the 

connection expands the range of implicit assertion about the field of interest (such as planetary motion) 

which is captured in the theory and thereby makes the theory more acceptable. 

Imagine that H is a falsity or a pseudo-proposition, which is accepted because it carries an implicit 

assertion of a series of checkable consequences, most of which are known to be true, but some of which are 

known to be false. Imagine that we develop a new linguistic framework; a new way of framing theories 

and deriving predictions from them. When we pose the nearest equivalent to H in this system, we find that 

it has a field of implicit assertions which is not quite the same, perhaps containing fewer known 
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falsehoods. This may well lead to the new theory having a higher expected utility of assertion than H, but 

the difference depends on the particular values of truth attached to the different inquiries. 

If this is a good model of actual scientific theory choice then we can agree with Kuhn that theory 

choice is not necessarily a matter of one theory getting sufficient evidential confirmation to objectively 

trump another. We can also agree that acceptance can involve the acceptance of a linguistic framework and 

community -a way of looking at and talking about the problem - in addition to acceptance of a 

proposition. Then again, to say that no algorithm describes this choice would be a step too far, because the 

choice is determined by subjective expected utility and furthermore assumes a tight constraint on the utility 

function: that it contains no non-epistemic utilities. 

Other Demarcation Criteria 

I now want to consider two popular approaches to the demarcation problem, and how they 

compare to the present demarcation criterion. 
Firstly, I want to consider Popper's falsifiability criterion (Popper (1963)). To say that a theory 

"can be falsified" is not in this case to say that it is false. In Popper's sense, a theory is falsifiable if it is 

epistemically possible (as opposed to metaphysically possible) that it will encounter an observation with 

which it is incompatible. There are two kinds of non-falsifiability. One of these is logical; the adoption of 

hypotheses which by their nature are not falsifiable. Freudian psychotherapy was Popper's example of this 

because of its use of vacuous pseudo-explanations which could "explain" any behaviour and thus could not 

be disconfirmed. The other is psychological; the defence of logically falsifiable hypotheses by a strategy of 

reinterpretation or of addition of ad hoc premises. The adaptation of the Marxist theory of political history 

in the light of a series of failed predictions is used as an example of this. 

A main line of criticism of Popper's theory is against its focus on decisive deductive falsification 

(e. g. Lakatos (1970)). This is an unrealistic aspect of the theory because scientific theories are not given up 

at the sign of an anomaly. It also oversimplifies the logic of scientific inference by ignoring the problem of 

dividing blame between a theory and its auxiliary assumptions27. Still, Popper's position is at least based 

on some sound logical points, such as that counterexamples to a universal hypothesis are decisive in a way 

that confirmed instances are not, and that any theory which "explains" every possible observation does not 

truly explain any of them. 

Being Bayesian, the present scheme avoids the main criticism because it is not committed to the 

existence of decisive falsifications, although tests can be more or less informative about a proposition, so in 

this sense it does make a distinction between genuine tests of a hypothesis and pseudo-tests. Bayesian 

probability theory recognises the asymmetry between falsification and verification, in that an observation 

27 This problem is widely associated with both Quine and Duhem, although whereas Quine's is a 

general logical point, Duhem's argument is more specific, centring on a circularity peculiar to tests of 

physical theory using physical equipment and experiments (Gillies (1993)). 

112 



ruled out by a hypothesis collapses the probability of that hypothesis to zero, but an observation entailed by 

a hypothesis does not necessarily confirm it to any significant degree. When Good (1966) examined 

explanatory power (discussed in "Analytical Approaches" in Part 2), he gave the following expression as a 

measure of weak explanatory power ("weak" here means that the explanatory relation between hypothesis 

H and evidence Eis considered independently of the plausibility of H): 

log 
I H) 

g P(E) 

By this definition, then if H has positive explanatory power for E, then it must have negative 

explanatory power for -, E, therefore no hypothesis can have positive explanatory power for all possible 

data. So, in these respects at least, the Bayesian accepts the logical insights underlying falsificationism 

without accepting the more dubious conclusion. 

If the present criterion of scientific rationality is correct, then a rival criterion must either be the 

same criterion in disguise, or there must be cases of scientific rationality or irrationality which are correctly 

labelled by the present criterion but mislabelled by the rival criterion. To some extent, both these outcomes 

are true with falsifiability. 

The adoption of logically non-falsifiable opinions or auxiliary hypotheses might also be taken as a 

sign of non-epistemic motivation, as a strategy for defending another opinion or practice (see the section 

on motivated inference in Part 5). For instance, if I have a desire for the social role of a prophet or seer, 

then it is to my advantage to make my predictions non-falsifiable (for instance by refusing to identify a 

date by which they will have occurred) so that my role is not threatened with the inconvenience of 

disconfirmation. In short, the present perspective makes use of the logical falsifiability criterion as a sign of 

scientific rationality, but not as a definition of it. 

Psychological non-falsifiability could be interpreted in two ways. We could interpret it as a state 

of acceptance of a theory which one would maintain if one encountered a decisive disconfirmation, in the 

form of evidence with which it was incompatible. In this case, it captures an unambiguously unscientific 

attitude. It also corresponds to what we are calling an attitude of non-epistemic motivation, since it is a 

consequence of the definition of a non-epistemic attitude that the opinion would be maintained if its 

probability were 0. 

Alternatively, psychological non-falsifiability could be interpreted as a state of acceptance which 

would be maintained in the face of a strong, non-decisive disconfirmation; in the face of evidence which is 

hard to reconcile with the theory. This does not correspond to the present definition of scientific 

irrationality, but then that is a virtue of the definition. Historically, scientists do hold on to theories in the 

face of strongly anomalous evidence if there is no better theory available (examples are given in Kuhn 

(1970)). Acceptance in the light of disconfirmation can also be scientifically rational in the Bayesian sense, 

in that a hypothesis may be disconfirmed by one piece of evidence but still be the most probable overall. 

For the above reasons, I claim that the definition of scientific rationality in terms of epistemic 

utility is broadly in the spirit of Popper's approach, and captures what is useful in the criterion of 

falsifiability. 
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The other demarcation criterion I will consider here is Lakatos' distinction between progressive 

and regressive research programmes (Lakatos (1970)). In the former, theory races ahead of the facts, 

meaning that the theory produces surprising predictions which are found to be true, and development of the 

theory produces more and more of these successful predictions. In a regressive research programme, theory 

lags behind facts, in that the development of the theory consists of adding ad hoc assumptions to 

accommodate disconfirming facts. Falsification is not a decisive criterion for choosing between research 

programmes because all theories exist in a sea of anomalies (i. e. hard-to-reconcile or falsifying evidence). 

Some of Lakatos' picture of scientific theory choice seems to be replicated in the account given in 

the previous section, in that theories are not accepted purely for their virtues as informative truths but as 

statements from which many informative truths can be derived. We saw that even a strictly false theory 

may, in the right context, be the optimal choice for someone wanting to convey true information. We also 

saw that competition among these theories comes from the utility derived from implicit assertions. This can 

be increased by experimental confirmation of a theory's consequences, by the addition or removal of 

implicit assertions (for example, by unification with a theory from a different field) or non-rationally by a 

change of the values of truth attached to issues on which the theory makes implicit assertions. 

Lakatos is not concerned to demarcate science from non-science in the hard and fast way 

recommended by Popper; instead his terminology distinguishes on-the-whole scientific progress from on- 

the-whole regress. In this he is taking a strategy that is entirely sensible in light of the present perspective. 

In our model, there are different ideally scientifically rational attitudes to a field of propositions, 

corresponding to variations in the utility of truth across that field. Therefore there is some subjective, non- 

rational factor in whether a theory is ahead of the facts or lagging behind the facts. If a scientist adopts a 

research programme that the community views as regressive, this is not necessarily scientifically irrational 

by Lakatos' lights: the programme might become progressive with further development. Nor is it 

scientifically irrational by our lights: the scientist may simply be especially epistemically motivated on 

issues where the programme is successful. 

While the present approach agrees with the spirit of Lakatos' effort, it says that there is another 

layer of description underlying progress or regress of research programmes; namely, the motivations, 

choices and social contexts of individual scientists. At this level, the concept of rationality can be 

employed meaningfully and, as we saw above, it makes an important distinction. 

Feyerabend (1975) famously reduced the essential methodological principles of science to 

"anything goes". Other philosophers of science have set out detailed lists of conditions that an inquiry must 

meet in order to count as science (Bunge (1983)). The present position has some sympathy and some 

disagreement with both views. Contra methodological anarchy, it says that science as an institution and a 

practice is different in kind from other institutions and practices which develop and defend systems of 

opinion, such as religions. There are such things as epistemic goals, which are certainly not common to all 

such institutions and practices, and there are facts of the matter about what methods do and do not achieve 
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epistemic goals. However, "anything goes" in that no method of inquiry is ruled out a priori by the 

definition of scientific rationality, and any general methodological rule might be better broken than obeyed 

in a particular case. 
We can also accept the usefulness of projects such as Burge's; of identifying the characteristic 

features of scientific practice and explanation. However, these features are not axioms of science but 

contingent features that (we hope) have emerged from, or can be justified in terms of, epistemic goals. 

Hence by presenting these as features that science must have, we risk obscuring the rational nature of 

science, as well as binding our philosophy of science to present methodological norms, which might 

eventually be superseded. 

How Many Utilities? 

In Part 2 we considered only one epistemic utility; the utility of true as opposed to false assertion. 

In Part 3 we introduced a utility of informative as opposed to uninformative assertion. It seems sensible to 

ask how many more epistemic utilities are involved in the very complex theory choices made by real 

scientists. 
It may seem that there are at several epistemic utilities, or even an indefinite number. We have 

already seen Kuhn's list of five candidates (accuracy, consistency, broadness of scope, simplicity and 

fruitfulness), which Kuhn acknowledged were not independent or exhaustive, and more have been 

suggested. Explanatory power and inter-theoretic unification are sometimes suggested as important, 

additional virtues for a theory. On the other hand, Levi speculates in a footnote to Levi (1967) that two 

epistemic utilities may be sufficient to capture all scientifically rational attitudes. 

My purpose now is not to give a final answer to how many epistemic values there must be. Instead 

I will demonstrate that the question is not to be resolved by arbitrarily stipulating a list of utilities, or even 

by empirically studying scientists' criteria of theory choice. Questions of whether epistemic values are 

distinct can be investigated using the same structural approach with which we identified true opinion as an 

epistemic goal. I will outline two different methods by which one putative epistemic value might be 

explained in terms of another. First, I will mention an approach hinted at in an aside by De Sousa (1971): 

"I suspect that these additional values might all be traceable to our desire for sets of 

exclusively true sentences, coupled with the mental limitations that make it essential for us to 

organize these sets in handy ways. " 

"Mental limitations" recalls the constrained assertion that was the focus of an earlier section, 

although we have seen that our ideal scientists are not necessarily concerned with exclusively true 

sentences. We have seen that the wider the field of confirmed implicit assertions a theory has, the more 

desirable it is to assert when assertion is constrained. In this way it may be that we can account for the 

value of inter-theoretic unification, broadness of scope and fruitfulness in terms of the value of true 

opinion. 
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The other method for analysing a putative epistemic value in terms of the value of true opinion is 

to argue that it is in fact a confirmatory virtue; one that increases the probability of a theory and hence 

makes it more appealing to someone who wants true opinion. Some results from modern inductive logic 

claim to demonstrate that allegedly independent virtues of a theory are in fact confirmational virtues. Some 

examples will be briefly considered here to show how this approach works. 

1: Explanatory Power 

Good (1960,1968) distinguishes two useful scientific senses of "explanatory power", calling them 

"weak" and "strong". Weak explanatory power is a relation between hypothesis and evidence where the 

likelihood of the hypothesis is irrelevant. Strong explanatory power takes into account the likelihood of the 

hypothesis. If a phenomenon is explained fully both by in terms of known entities and processes and also 

by implausibly postulated entities and processes, then the explanations will have the same power in the 

weak sense but not in the strong sense. As described in Part 2 under "Analytical Approaches", Good 

expressed desiderata on these qualities (taken from Popper) as constraints on a mathematical function. 

Combining these desiderata with considerations of consistency, he derived functions which explicate those 

qualities, this being the same procedure by which Cox derived Bayesian probability. Weak explanatory 

power, which we will focus on here, is explicated by the expression 

log 
I H) 

g P(E) 

where H is a hypothesis and Eis the observation being explained. Notice that a hypothesis which 

is initially highly probable cannot be "explained" to any great degree, and that a hypothesis which makes E 

very likely has greater explanatory power than another which makes E less likely. Strong explanatory 

power is explicated by a weighted sum of this and the logarithm of H's probability given E. Since this 

function makes explicit reference to the likelihood of the hypothesis, it will be a confirmational virtue if 

weak explanatory power is also. Hence we will concentrate on weak explanatory power from now on. 

If we accept that Good's measure captures a useful sense of explanatory power, then it follows 

that when two hypotheses are confirmed by an observation H, the one with greater explanatory power will 

be confirmed more than the other. 

Firstly, take two hypotheses, H and G, such that H has greater explanatory power (for E) than G. 

P(E I H) 
> 

P(E I G) log 
P(E) 

log 
P(E) 

P(E I H) P(E I G) 
P(E) P(E) 

P(EIH)>1 
P(E ý G) 
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The quantity on the left hand side in this inequality is the likelihood ratio, widely used in 

Bayesianism as an indicator of the evidential significance of E. To see the significance of this, note 

that Bayes' Theorem tells us that: 

P(H (E) P(E I H) P(H) 
P(G E) P(E G) P(G) 

Combining this with the inequality above, we get: 

P(H I E) P(H) 
P(G I E) P(G) 

In other words, from the assumption that H has greater explanatory power (for E) than G, it 

follows that the observation that E confirms H relative to G. 

The approach mentioned so far interprets explanatory power at the level of belief; claiming that an 

explanation of E is information in light of which Eis plausible enough not to require explanation. We 

might alternatively interpret explanatory power at the level of opinions; in other words, in the terms of the 

production of implicit assertions. We might interpret a highly explanatory theory as one which, on its own 

or in conjunction with uncontroversial additional premises, produces a field of implicit assertions of 

propositions which are believed to be true. If we interpret explanatory power as fecundity in producing 

implicit assertions of known evidence, the argument in the previous section shows why we should expect 

the assertions which have the most appeal to scientific agents to be highly explanatory. Whether we 

interpret explanatory power at the level of belief or opinion, there is no reason to treat it as an epistemic 

virtue distinct from the value of truth. 

2: Simplicity 

I will consider three approaches to the definition of simplicity and show how they can be 

interpreted as confirmational virtues. The first of these uses the well established formal theory of 

complexity, the second uses deductive logic and the third is distinctively Bayesian, explicating complexity 

in terms of a theory's adaptability to fit diverse observations. 
The standard theory of the complexity of an abstract object is that given by Kolmogorov, 

according to which complexity is measured by the shortest description of the object in some language. 

Chater (1996) combines Bayesian inductive logic with Kolmogorov complexity theory to argue that the 

task of determining which hypothesis is most strongly supported by a set of evidence is equivalent to the 

task of determining which is the simplest explanation of that evidence. 

Another approach to the measurement of simplicity comes from Sober (1975). For Sober, the 

simplicity of a hypothesis is relative to a question or field of questions. Specifically, it is a measure of how 

much information has to be added to the hypothesis to yield an answer to that question. For example, a law 

which says that variable w is a function of two quantities x and y is less simple than one which says that it 

is just a function of a single quantity z, because the question "What is the current value of w? " is answered 

by two pieces of information in the first case and one in the second. 
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Because it is put in terms of answering questions, it seems appropriate to read Sober's theory at 

the level of opinion rather than of belief. We saw above that the answer to one question (of whether or not 

H) can result in implicit assertions which answer other questions (such as whether or not E). This field of 

implicit assertions may be increased by a conjoining one assertion with others. The more implicit assertions 

(which are believed true) are generated, the more of one's state of belief can be captured in a single 

assertion and therefore the more utility that assertion has for an epistemically motivated agent. If we 
interpret Sober this way, then it is understandable that the theories we most prefer to accept are simple 

ones. Hence we can adopt Sober's system, or something like it, without requiring any new epistemic values 

to be introduced. 

Rosenkrantz (1983) use inductive logic to provide an account which makes simplicity on the 

whole a confirmational virtue. A theory is understood as complex if it has a lot of exception clauses or if its 

mathematical expression involves a great many variables. As a consequence of this interpretation, the more 

complex a theory is, the greater the range of possible observations that it can accommodate. Rosenkrantz 

expresses this by saying that theories which are more complex have a greater sample coverage. Jeffreys 

and Berger (1992) provide a Bayesian analysis of simplicity along similar lines and give a case study of its 

application in explanation of the orbit of Mercury. Both these sources argue that simplicity is good reason 

to expect a theory to be probable. 

To explain their argument, let us imagine an experimental set-up which might produce any one of 

a large set of possible results. We use this set-up to test two theories, H and G, such that H is less complex 

than G in the sense of having less sample coverage. H is consistent with a subset of the possible 

observations while G is consistent with another larger subset. It may be that one possible experiment 
involves the measurement of a quantity, and that H is compatible with a small range of observed values, 

while G is compatible with a wider range. Both sets contain E, and there may be other common elements as 

well. 
Since the different possible outcomes of the experiment, or series of experiments, are mutually 

exclusive, the sum of the probabilities of the possible outcomes has to be 1. Since the former set is smaller, 

the average of the P(observationIH) is greater than the average of the P(observationIG). 

Now we imagine that the actual result of the experiment is E, which is compatible with both 

hypotheses. We should expect that in general, the simpler hypothesis H will be confirmed, because on 

average: 

P(EIH)>1 
P(E I G) 

which, as was shown above, means that H is better confirmed than G. 

3: Diverse Observations 

The confirmational value of diverse observations (also known as the Confirmational Significance 

of Evidential Diversity (CSED)) has been accounted for in different ways by Horwich (1982), Howson and 
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Urbach (1993) and Earman (1992). The version that I present here is simpler and more basic, but less 

general, than these. Imagine that we take two observations, E and F. Bayes' theorem tells us that: 

P(H IEn F) = 
P(H)P(E nF1 H) 

P(E n F) 
Assuming that the hypothesis H, along with appropriate auxiliary hypotheses which are left out 

for clarity, entails the observations E and F, we get: 

P(H IEA F) = 
P(H) 

P(E)P(F I E) 

If the two observations are now E and G, and G is also entailed by H and its associated auxiliary 
hypotheses, we have: 

P(H IEA G) = 
P(H) 

P(E)P(G I E) 

Now let us assume that F and G have the same unconditional probability. One way in which F and 

G could differ is that E and F are a more diverse pair of observations than E and G. One implication of this 

is that P(GIE) is less than P(FlE). For example, if E is positive evidence for F, but irrelevant to G, then 

P(19E) > P(F) and P(GIE) = P(G), hence P(FIE) > P(GIE). 

If P(F9E) > P(GIE), then the equations above show that P(HjEAF) < P(NjEAG), in other words, 

greater diversity of confirming observations, other things being equal, results in greater posterior 

probability (and hence stronger confirmation). 

As an example of this, imagine that H is a theory that all mammals produce a certain protein, and 

E is the fact that mice produce that protein. If we want to test this theory and we already have evidence E, 

it is usually better to examine chimps for the protein than to examine rats. A test of mice and of chimps 

counts as more diverse than a test of mice and of rats. The reason for this is in the network of conditional 

probabilities that the biologist brings to bear, in which (usually) the probability that rats make the protein 

¢iveo n that mice make it, is quite high and the probability that chimps make it, given that mice make it, is 

relatively low. 

It might be objected that this is an insufficient explanation of CSED, because I have shown that 

one hypothesis is confirmed more by diverse evidence than by similar evidence, but there is an alternative 

phrasing of CSED. This says that, of two hypotheses, the one which makes E and F more diverse is 

confirmed more strongly by the observation of E and F. However, this latter proof can be found in the 

following form of Bayes' Theorem: 

P(H IEn F) 
_ 

P(E I H)P(F IEA H) 
P(H) P(E n F) 

It seems plausible that Bayes' Theorem could be used to generate similar explanations of other 

confirmational virtues. If so, this is very good news for the present conception of epistemic utility as an 
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account of science. The more attributes of scientific thinking can be reduced to specifically epistemic 

motivation, the more useful the concept of epistemic motivation. 

Attacks on the Value Neutrality Thesis 

The idea that scientific progress can be defined in terms of a set of motivations is an extreme 

manifestation of the idea that science ought to be free of non-epistemic motivation. This latter principle, 
known as the value neutrality thesis (VNT), has come into disrepute for some philosophers because of 

arguments that it is the social process of mutual criticism rather than any individual attitude that it essential 

to science. It is now time to examine some of these arguments. 

One challenge comes from Longino (1990), who claims that science unavoidably involves 

contextual values (her term for non-epistemic values) but argues that scientific knowledge can still claim 

objectivity, in that it is the product of an ongoing process of social criticism which minimises the effect of 

individual biases. Allchin (1998) makes a similar argument; that since, historically, the biased motivations 

of different groups of scientists have cancelled out (such as male and female scientists considering the 

significance of male and female brain capacity), it is desirable that scientists have at least some non- 

epistemic biases. Morton (1987) argues that non-epistemic commitment motivates productive experiments 

that would not otherwise be conducted. His challenge to VNT points out that if a scientific discovery is 

genuinely revolutionary, then its prior probability before it is discovered is extremely low, hence there is 

no strong rationale to perform the experiment unless one is non-epistemically motivated to accept that the 

experiment will have the surprising, revolutionary outcome. 

Any theory of science must admit that it is historically true that scientific knowledge emerges 

from the mutual criticism between advocates of different theories. This does not necessarily conflict with 

the value neutrality thesis unless we specify that the various advocates must be non-epistemically 

motivated towards their respective theories. However, there are other ways in which scientists may favour 

a theory. They may have different background information, in that they may have had different informal 

experiences which have shaped their beliefs or they may have studied different subsets of the existing 

evidence. They might accept a theory which has the surprising consequence as an implicit assertion. We 

saw earlier that research priorities among different subjects (which I interpret as the relative sizes of the 

values of truth c for different inquiries) are not rationally constrained. This is another way in which 

scientists can differ, and which could lead to one performing an experiment which to others was not 

worthwhile. 

To say that there ought to be non-epistemic values influencing scientists away from the dominant 

paradigm is compatible with VNT if we recognise that there may already be non-epistemic influences 

towards the dominant paradigm, in the form of social pressure, or the conditions for professional 

advancement. Non-epistemic biases for and against a particular opinion cancel out within the context of an 

inquiry, so if we accept that there are existing biases towards the dominant paradigm, then a plea for non- 
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epistemic motivations against that paradigm is in effect a plea for inquiry to be purely epistemically 

motivated. 
The fact that science has historically been a social product of mutual criticism does not constrain 

us to adopt a definition of science which makes this necessary. Doing so would conflate the historical 

practice of science with its epistemic significance, ruling out the possibility that science might be done 

differently from the way in which it is usually done by scientists, yet still have the epistemic significance 

that its real-world practice aims for. Hence arguments such as Longino's and Allchin's can co-exist with 

VNT if they are interpreted as contingent features of science holding in virtue of human psychology, 

whereas VNT is interpreted as a logical ideal. 

In Part 5 we will compare epistemically and non-epistemically motivated attitudes to inquiry, and 

also compare epistemically and non-epistemically motivated approaches to debate and to the defence of 

one's opinions. Non-epistemic attachments decrease the subjective value of new information and give a 

disincentive to subject one's opinions to criticism. In light of this, arguments such as Longino's and 

Morton's can be interpreted as arguments for the value-neutrality thesis, because they posit a genuinely 

investigative attitude and receptiveness to criticism as essential to science. 

MacCoun (1998) contrasts inquisitorial and adversarial procedures of inquiry. The norms 

conventionally associated with science are that it should be inquisitorial, i. e. the objective assessment of a 

range of evidence by a disinterested inquirer. However, on questions with a political significance, for 

example with a bearing on racial and gender differences, the environment or the origins of sexual 

orientation, what actually happens is an adversarial process, in which groups of researchers committed to 

different sides of the debate comb each other's data and arguments for errors. MacCoun warns that this 

latter state of affairs potentially makes for thorough scientific investigation only if certain other conditions 

are met, which are not usually met by science as it is practiced. These conditions are drawn from analogy 

with the adversarial legal system. Firstly, dedicated advocates of a particular point of view should be 

identifiable as such (e. g. they should say in which capacity and from which stance they are giving a 

particular opinion), rather than mistaken for objective inquirers. Secondly, there should be a plurality of 

such advocates for different perspectives. Thirdly, the debate should take place in a context where the 

standard of proof is clear and where a recognised authority (a judge or jury) decides which if any party has 

reached that standard. Fourthly, all the different possible answers to a question should be available for the 

final decision. 

In the context of the present thesis, the problem posed by adversarial science is how to arrange the 

non-epistemically motivated parties into a system which itself counts as an epistemically motivated 

decision maker. MacCoun's warnings can be read as suggestions for how this might happen, working from 

the plausible assumption that the legal system usually achieves this. The system developed in this Part also 

warns us that when trying to identify "dedicated advocates" we should make a distinction between 1) 

inquirers who are non-epistemically motivated to accept H and 2) those who are epistemically motivated 

and have a high probability of H. However, this distinction will be especially difficult to make in practice, 

so it may be useless in creating a practical system of adversarial inquiry. 
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MacCoun's fourth suggestion (that all possible answers to a question should be available when the 

conclusion of the inquiry is being decided) could be interpreted as providing an argument that science 

should be inquisitorial rather than adversarial (and hence that individual researchers should be 

epistemically motivated) which depends on the fact that the true answer to a question is not necessarily 

represented in the available positions. If there are competing advocates of hypotheses A and B, one of 

whom has to "win", then the resulting conclusion must be A or B even if the true answer is C. An 

inquisitorial, ideally epistemically motivated scientist does not have to accept one of the available answers; 

they would be content with the null assertion when there is insufficient certainty. 

Intemann (2000) claims to have a counter-example to the VNT. Consider the inquiry of whether 

or not a particular person has depression (or a similar a mental illness). This involves some judgement 

about whether their proper functioning or their ability to flourish as an individual are impaired. This in turn 

requires some judgements about what the proper functioning of a person is, or about what constitutes 

human flourishing. Consider the judgement of whether somebody is sleeping "too much, " which might be 

part of a diagnosis of depression. An individual's judgement about what constitutes "too much" sleep 

might show a lot of variation, with consequent variation in what counts as depression. Therefore this is a 

legitimate scientific inquiry that is inevitably affected by values in the widest sense, not just epistemic 

values. So, the argument goes, value neutrality is undermined: claims about what ought to be the case can 

legitimately affect claims about what is the case. This counter-example requires that the diagnostic 

category be defined in vague terms of a cluster of symptoms rather than a specific organic problem. The 

argument does not work if the diagnosis at issue is one of fractured fibula or of Parkinson's disease. 

This challenge does not identify an inquiry in the sense of a specific proposition H for which a 

scientific inquirer must be motivated by non-epistemic values. Rather, there is a term, "depression", which 

is so vaguely defined, that it can be interpreted in widely different ways, with the result that different 

therapists claiming that a given person has depression are in effect making different claims. The individual 

inquirer's values may affect which proposition they choose to investigate, and unavoidably so if there is no 

agreement on what specifically constitutes depression, but this does not mean that those individual values 

act as non-epistemic influences on the conduct of the inquiry itself. Within the context of any one specific 

inquiry, it is still true that ideal scientific inquirers should not be biased to one conclusion or the other by 

their own judgements of what makes a good or full life. 

If this vagueness in the key term is taken to the extreme - consider the task of deciding whether 

somebody is a "bad person" - then the inquiry is no longer what would be called scientific. Hence the very 
feature of the concept of depression that makes it useful in Intemann's argument undermines it as a 

scientific concept. VNT is only meant to apply to scientific inquiry, so in so far as the concept of 
depression fails to be scientific, it is irrelevant to VNT. 
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Summary 

"A putative concept of scientific rationality can be defined in terms of the distinction between 

epistemic and non-epistemic motivation. The scientific rationality invoked here is not the same as 

the basic rationality assumed in intentional explanation. It is also a separate concept from that of 

instrumental rationality, although as defined here scientific rationality is just instrumental 

rationality with respect to epistemic goals. 

As an argument that science should be so defined, we can consider the distinguishing properties 

that epistemically motivated agents would have, as opposed to the properties of non-epistemically 

motivated agents. We see that the resulting distinction roughly follows existing informal and 

philosophical distinctions between science and non- or pseudo-science. 

" From a premise of implicit assertion (that the assertion of a proposition can involve the assertion 

of what is collectively seen to be a consequence) and a premise that assertion is constrained (i. e. 

that some combinations of assertions are not possible) it follows that a purely epistemically 

motivated agent can prefer to accept meaningless or even falsified statements. Therefore the fact 

that scientists accept general laws, purely theoretical statements and theories with known 

falsifying instances is not an argument against, and could even be an argument for, the claim that 

scientists are interested purely in informative truth. 

Some putative epistemic values can be reduced to the value of informative truth using arguments 

from inductive logic. However, these arguments depend on analysing that property of theories in 

terms of probability. This is a non-trivial task and one may well disagree with a particular 

probabilistic analysis. 

It has been argued that science is not necessarily improved by being freed of non-epistemic 

motivations. However, the features that these arguments present as necessary for science, namely 

diversity of opinion and diversity of actively pursued inquiries, could be present without there 

being any non-epistemic motivations. 
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Part 5: Dynamics of Opinion 

So far we have dealt almost entirely with a subject's attitude at a particular instant. In this part, I 

want to address two main questions, both of which apply the epistemic/non-epistemic distinction to a 

change of attitude over time. 

The first question is of how the epistemic/non-epistemic distinction can be made in the context of 

changes of opinion, rather than static attitudes. I will use the term "persuasion" for changes of attitude, 

although these changes are not necessarily done by another person. We will see that the distinction 

between epistemic and non-epistemic motivations maps onto a distinction between two forms of 

persuasion. I shall argue that, in parallel to normal changes of belief in response to evidence or argument, 

we should expect real reasoning agents to have a separate ongoing process of self-persuasion which works 

by attaching non-epistemic values to assertions that are consistent with previous expressed opinions and 

actions. I will refer to this process as "motivated inference". 

The second question is that of how we can practically distinguish epistemically-motivated from 

non-epistemically motivated attitudes. This is important because someone who holds an opinion non- 

epistemically is in effect acting in the role of someone who holds it epistemically. Since people might be 

very good actors, there appears to be no simple behavioural criterion to tell if an opinion is held 

epistemically or not. 

Fortunately, we can extract a salient and reliable difference between the two kinds of subject; the 

way they respond to an information source; an information source being some event or test whose outcome 

is subjectively expected to yield information about the given issue. To someone who is epistemically 

motivated about issue H, information about H has a positive value. Non-epistemic motivations diminish 

this value of information. To someone who is scientifically irrational about H as defined in Part 4 (i. e. their 

value of truth for H is exceeded by non-epistemic motivations) information about H is useless and might 

even be aversive. 

I will look at how information is measured, using the classic work of Claude Shannon. I will then 

show that the value of an information source depends on the value of truth as well as the (subjectively- 

estimated) reliability of that information source. I will consider an oft-repeated theorem of decision theory 

which shows that information cannot have a negative value. This result is useful in illustrating the 

properties of epistemically-motivated agents, but it may also seem to threaten Descriptive Bayesianism. 

Specifically, although people can in real life be averse to information, this theorem says a Bayesian agent 

cannot, so a problem arises of how this piece of behaviour can be understood in Descriptive Bayesianism. 

This challenge will be answered using the concept of motivated inference. The understanding of the non- 

epistemic treatment of information sources will give a philosophical bonus in the form of an analysis of 

self-deception which shows a link between a self-deceptive attitude and self-deceptive behaviour. 
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Persuasion 

In this section, my concern is to extend the system of definitions introduced in Part Two to cover 

changes of epistemic status, drawing out some distinct meanings of the common term "persuasion". This is 

relevant to an important issue in social explanation, since some changes of opinion seem to be intrinsically 

objectionable, such as those induced by advertising or propaganda, and there is a question of how in 

principle these objectionable forms can be distinguished from a non-objectionable form. 

As a first step, I take it as uncontroversial that the underlying meaning of "persuading S that H" is 

"inducing S to come to the opinion H, where S previously had an opposing opinion or no opinion about 

H. "28 "Persuasion" is meant here in its broadest sense: persuasion might be done by another agent but 

people can also persuade themselves or be persuaded by facts that they observe or consider. I will be 

avoiding the distinction between intentional and non-intentional persuasion, i. e. between persuasive 

communications, other persuasive actions and persuasive events. Given this definition, we can use the 

utility analysis framework to specify some importantly different forms of persuasion, and to spell out their 

preconditions. 

Persuasion by coherent change of belief 

"Coherent" here means "in accordance with the norms of diachronic rationality", i. e. the rules 

which say how belief-states should change over time. This definition does not assume any particular norms 

of diachronic rationality. Such norms consist of rules for what to do when someone with a particular 

probability function receives a particular piece of new information. New information can, in principle, take 

an unlimited variety of forms. For example, it may be a change in the probability of a particular 

observation statement, a change in a conditional probability (such as the discovery of a relation between a 

hypothesis and possible observations) or a discovery that a particular set of hypotheses is exhaustive. 

In the approach to probability that we saw in Part 1, which derives probability from considerations 

of consistency, the diachronic norms emerge as a straightforward consequence of the synchronic norms 

(Jaynes (1996)). One of the interpretations of consistency is the requirement that the epistemic status of a 

proposition should be determined by the background information against which it is assessed. A 

consequence of this is that the information content of the probability function (in the Shannonian sense 

which will be explained fully later) should be only that which is required by the background information, 

28Inducing S to come to a high degree of belief that H is a less philosophically interesting task: it 

involves either the presentation of subjective evidence that H, increasing the degree of belief by 

conditionalisation (this is how subjective evidence is defined in the current theory) or by rearranging 

someone's probability function, classic philosophical examples for this being a powerful drug or a brain 

injury. Since belief can be a factor in choice of opinion, these kinds of persuasion will be included among 

the ways of changing opinion that I set out. 
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and no more. This is the so-called maximum entropy principle. If one's probabilities obey this requirement 

before and after the receipt of a new datum, then the change in information content from the new old 

probability function to the new must be exactly the amount of information in that datum. This approach can 

be used to derive an updating rule for a particular kind of new information. 

This form of persuasion corresponds most closely to what we normally think of as persuasion, i. e. 

the presentation of argument or evidence. Since it is subjective probabilities that are being revised, 
"argument" and "evidence" should be understood in the subjective sense. If you offer someone information 

or an argument that proves H in an objective sense, without convincing that person that it does prove H, 

then this is an attempt at persuasion but ought not to count as persuasion itself. 

For this form of persuasion to work, the subject has to have at least some open-mindedness; this 

means that the subject must either be epistemically motivated or (a rather bizarre alternative) value false 

opinion, in which case you would present subjective evidence against H in order to bring them to the 

opinion that H. 

Persuasion by incoherent change of belief 

This is change of belief in ways that violate the diachronic coherence of subject's probability 

function (and hence violating the subject's basic rationality). In philosophers' thought experiments, this 

occurs by means of drugs or brain trauma, the point being that intentional-stance explanations of these 

changes are inappropriate and that the best explanation of them takes place at a physical level. 

Like the above form of persuasion, this method presumes some open-mindedness, i. e. that opinion 

is responsive to degree of belief. 

Persuasion by violation of act-independence 

This form of persuasion need not involve any argument or evidence for Hper se. It involves 

convincing the subject that the state H depends on their opinion that H; changing their subjective 

conditional probabilities. This persuasion would only work if the state H is something that matters to the 

subject, in other words if the utility s is sizeable. If s is positive, then persuasion would involve making the 

subject believe that their own opinion is positive evidence (or a positive causal factor) for 11. If s is 

negative, in other words if the state H is something that the subject wants to avoid, one would want the 

subject to believe that their own opinion somehow prevents H from being the case, or is evidence against 

it. A common real-life example of this form of persuasion would be a faith-healer telling someone that the 

success of their healing depends on their faith that they will be healed. 

Persuasion by decreasing epistemic motivation 
Imagine someone who is imperfectly rational about the issue H, i. e. she has a non-epistemic 

motivation to accept H, but this is small compared to an epistemic motivation. Imagine also that her degree 
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of belief in H is very low, hence her opinion is that H is false. If her epistemic motivation can be decreased, 

then she will eventually come to the opinion that H. 

To look at how this could be done, we have to look at why truth is valued, to which there is no 

single answer. Here we can apply again the Delayed Value of Truth principle (mentioned in Part 3), which 

implies that uncertainty about the future will (usually) have a greater impact on epistemic motivations than 

on non-epistemic motivations. True opinion is valuable at least partly because of its instrumental value in 

achieving other goals, so by persuading the subject that the present situation is some sort of crisis point 

where the future consequences of his present acts are radically uncertain, you decrease the value of true 

opinion. Another reason for true opinion is that by voicing your opinions and being often correct, you earn 

trust and perhaps status among other people. Hence another method which might decrease someone's value 

of truth is to prevent them communicating with other people, or remove them from democratic processes. 

Persuasion by increasing bias 

This is another form of persuasion which need not involve argument or evidence at all. It simply 

increases the non-epistemic motivation to accept H (the utility a in our utility analysis). A look at the 

examples of non-epistemic motivation at the start of Part 2 gives some suggestions of how this could be 

done. 
One way to increase bias would be to reward the non-epistemic motivation by inductive learning, 

by rewarding their assertion of H. A subtle way to do this would be to attach a social value to the act of 

assertion, for instance letting the subject observe people who agree with H and are rewarded, while others 

who do not agree with H are unrewarded. 

This form of persuasion has no preconditions, in that if the non-epistemic motivation becomes 

strong enough then the subject must eventually come to the opinion that If, no matter what the initial 

probability of H, and no matter what values the other utilities take. 

Persuasion by decreasing caution 

Imagine someone who has a strong belief in H but withholds opinion because he is cautious. If he 

were to become less cautious, his opinion would change (to A(H) if he is epistemically motivated). In the 

utility analysis, this means an increase in the value of i. This could be done by means of social pressure or 

psychological learning, just as with persuasion by increasing bias. When someone develops new opinions 

purely because they have moved into a social circle in which it is unpopular not to have an opinion on 

certain issues, this counts as persuasion by decreasing caution. Persuasion by decreasing caution can only 

occur when someone initially withholds opinion. 
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Combined methods 

Each of the above methods of persuasion involves changing one of the properties of the decision- 

theoretic model, holding the rest constant. Obviously there is no necessity that real persuasion should 

involve only one of these methods at a time. A rousing political speech might contain genuine arguments 

for a particular view, but also associate positive feelings (such as the feeling of belonging, or of 

righteousness) with the acceptance of that view. 

Methods could also be applied in a sequence. For example, I might persuade someone (by change 

of belief) that desirable consequences will follow if state H is brought about, increasing s in the terms of 

the utility analysis, and then use persuasion by violation of act-independence to get her to accept H. 

Using this taxonomy, we can recognise that a change of opinion does not necessarily reflect a 

change of belief. When we see that people are persuaded by an advertising campaign which contains 

nothing like an argument for the point it is getting across, we do not have to conclude that most people are 

grossly irrational in the way they make inferences from evidence. It may be that their beliefs, rather than 

their opinions, are obeying strict canons of rationality, and that the persuasion is happening in some other 

way. 

The Question of Rationality 

Having set out these different forms of persuasion, an obvious question to ask is which forms 

count as rational persuasion. In Part 4 we looked at three different broad senses of rationality; basic, 

instrumental and scientific, so the question has to be answered for each of these in turn. 

All forms of persuasion in our list, except persuasion by incoherent change of belief, presume 

basic rationality, in that they presume that the subject's behaviour is explainable in terms of their beliefs 

and values. From the perspective of someone wanting to use these forms of persuasion on someone else, 

any of them could be instrumentally rational: in other words, it could be sensible to adopt any of them if 

your main objective is to change someone's opinion. Here I am concerned with a different sense of 

rationality. 

In defining "rational persuasion", I am concerned to pick out forms of persuasion that have some 

epistemic significance. Imagine that I know someone who forms beliefs in the same way that I do. I hear 

that this he has adopted the opinion that H. From my point of view, it matters how this change of opinion 

occurred. If he was persuaded by evidence, then I should take that as an indicator that there is evidence for 

H, and perhaps should change my own opinion to H. If, on the other hand, the opinion change is the result 

of non-epistemic influences or of some non-intentional process, then this news is irrelevant to my own 

opinion about H. 

This distinction is parallel to the previously defined distinction between scientific rationality and 

irrationality, as applied to a static attitude. We can gloss the definition given earlier as "an attitude is 
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scientifically rational if and only if its epistemic motivations outweigh the non-epistemic motivations". The 

following definition of scientifically rational persuasion seems intuitively appropriate and has a 

straightforward connection with the definition of a scientifically rational attitude. 

A method of persuading S of the truth of H is scientifically rational if and only if it does not succeed 

by decreasing29 the scientific rationality of S's attitude to H. 

By this definition, persuasion by decreasing epistemic motivation or by increasing bias are 

scientifically irrational, and so are combined methods which involve these. As one would expect, 

persuasion by coherent change of belief is scientifically rational. The case for persuasion by decreasing 

caution is more complex, because scientific rationality as presented in Part 4 does not constrain how 

cautious one should be. Unless we add a normative standard which constrains this value, a change of 

opinion by decreasing caution is of undefined rationality. Also of undefined rationality is persuasion by 

violation of act-independence, because scientific rationality is not defined for attitudes which are not act- 

independent. 

For much of the rest of this thesis, I will focus on just two general forms of persuasion: coherent 

change of belief and increasing bias. The former is what we think of as rational persuasion - the 

presentation of, or attention to, evidential or logical considerations - and is scientifically rational by the 

above definition. The latter is scientifically irrational but, unlike re-wiring someone's brain, it preserves 

that person's basic rationality, having its effect in virtue of that person's prior beliefs and values. 
We can see the difference between these two forms of persuasion by imagining processes that 

might be going on in education. Imagine that a teacher asks a pupil to name the longest river in Africa. 

When the pupil says "the Orinoco, " the teacher says that it is wrong, and supplies the correct answer; "the 

Nile". From then on, the pupil answers that question correctly. There is more than one hypothesis which 

might explain why his response has changed. One is that he trusts the authority of the teacher, and now has 

the belief that the Nile is the longest river in Africa, which is reflected in the answers given. Another 

hypothesis is that the pupil has learnt that giving "the Orinoco" as the answer will have several undesirable 

consequences: the question will be asked again, the teacher may react less favourably to him in future and 

the likelihood of the reward of being "top of the class" would be decreased. On this latter hypothesis, it is 

not assumed that the pupil's beliefs about rivers have changed, or even that he understood the question. 

29It is better to have "does not succeed by decreasing" rather than "does not decrease": Imagine 

that I persuade S of H by changing his degree of belief that H, but at the same time prompt him to reassess 

his utilities so that there is now a slightly larger non-epistemic motivation. In this case, I decreased the 

scientific rationality of S's attitude to H, but I have not persuaded S of H by decreasing his scientific 

rationality. This should still count as rational persuasion. 
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Both these hypotheses could be true at the same time: the teacher's correction could revise the pupil's 

probability and utility functions. The extent of each process might be revealed by further assessment. 

In the strict sense of the word, learning has occurred in both these situations. However, to any 

educationalist, the difference is of extreme importance. If the only thing to change is the utility of giving a 

particular answer in a particular context, then there is no reason to expect that the pupil's actual behaviour 

will reflect the new knowledge. Education which proceeds mainly by connecting certain answers to 

undesirable consequences will make the pupil less open-minded: once the utility bias is established, mere 

reasoning with the pupil will have no further effect on the opinion. In some educational contexts, for 

example where the over-riding value is to create or fortify a particular social order, this is a virtue, but to an 

educator concerned with creating or maintaining open-mindedness this is severely undesirable. 

For a more subtle example of this difference, consider Smullyan's drinking principle (Smullyan 

(1978)). The statement, "There exists a person, such that, if he (or she) drinks, then everyone else in the 

world drinks, " seems to be blatantly false, but with enough coaxing, people can see that it is true (because 

there are people who do not drink, and they fit the description). When someone learns the "correct" answer 

- that the statement is true - have they truly learnt a conceptual or logical skill? I am sceptical because the 

statement has two interpretations. A logician's understanding of "if' and "then" is purely truth-functional 

and makes the statement true, whereas the everyday understanding of "if' and "then" has a causal 

connotation which could be phrased as, "There is a person who, by drinking, makes everyone else in the 

world drink. " Hence it is plausible that what happens when someone does when they learn the "correct" 

answer is to change their interpretation of the statement. Since interpretation is another kind of decision 

(albeit unconsciously taken, for the most part), we have an alternative analysis of what is going on when 

someone accepts the truth of the drinking principle. It is not that they are improving performance on a task 

but are changing to the performance of a different task. 

An extreme illustration of scientifically irrational persuasion, connected to a current social 

controversy, is found in Ceci and Bruck's (1995) review of research on children's testimony in cases where 

children, under questioning by therapists, produce stories, and apparently form pseudo-memories, of abuse. 

Two of their conclusions are as follows: 

In situations where an interviewer suspects that abuse has taken place but a child 

denies it, the interviewer often fails to take the denial seriously, and repeats the question. 

Children pick up on this signal that denial is the "wrong" answer and switch to the implicitly 

demanded affirmative response. In our system, this would count as increasing bias, in that a 

utility is being attached to one answer as opposed to another. 
If interviewers pay attention to and reward accusations of abuse, but not denials, 

children usually respond by embellishing their accusations. This would count as decreasing 

caution, because the reward attaches to detailed as opposed to general accusations. 

Some coherent change of belief may be involved as well, in that the adult's pressure towards a 

particular answer may be taken by the child as evidence that that answer is factually correct. Where the 
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question is on a matter of general knowledge, then this is very plausible, but on the other hand it must be 

highly implausible in cases where the question is about something the child felt or experienced, or about 

events where the child but not the adult was present. 

We should expect children to be in general less epistemically motivated than adults because of the 

Delayed Value of Truth principle: the beneficial effects of telling the truth, such as earning a reputation for 

honesty and reliability, follow rather indirectly from the act of assertion itself, and hence require a lot of 

experience to learn. If adults were aware of this process, then they could correct for it in their evaluation of 

children's testimony. However, it is implausible that adults in general are aware of it. So we have reason to 

expect that adults will overestimate the degree to which children are epistemically motivated and hence 

underestimate their susceptibility to non-epistemic motivations such as fear of an authority figure. 

The process of motivating someone to give a particular answer to a question has certain definite 

advantages over persuasion by evidence or reasoning. These are only advantages from the narrow point of 

view of wanting someone to adopt a particular opinion: they might be tremendously objectionable from a 

wider moral viewpoint. 

One of these advantages is that by increasing bias you can persuade someone to take an opinion 

on an issue where there is no fact of the matter. This has a relevance to some tests of general intelligence, 

which involve tasks such as completion of a number series or completion of a geometric shape. As any 

student of inductive logic knows, tests which involve completion of a number series or of a pattern have no 

fight answer, in the sense that there is a right answer to, "What is the longest river in Africa? " Given a 

series of numbers and asked to provide the "next in the series, " you can know that any answer is justifiable 

as belonging to some series, so your answer can be dependent on whether you prefer to create simple or 

complicated series. A similar point applies to pattern completion: if you value symmetry, you may 

complete a pattern one way, while if you like diagrams to look chaotic, you may prefer to fill it out another 

way. Such tests are intended to measure a general problem-solving ability, or a degree of conceptual 

sophistication, but they could also be viewed as testing how far the values of the subject conform to the 

values of the tester. 

"Odd-one out" questions are also in this category: given a small number of different items, there is 

a practically limitless set of categories that can be applied, and used to justify a particular answer. For 

example, which is the odd one out of "John", "Neville", "Margaret" and "Frederick"? The obvious answer 

is "Margaret", because the others are all male names. However, if a subject gives another answer, it would 

be a severe mistake to infer that they had not noticed this fact. It may just be that he or she prefers a 

different kind of categorisation. Depending on the categorisation that appealed to you, you could answer 

"Frederick" (the others are names of British Prime Ministers), "Neville" (its last letter precedes its first in 

the alphabet) or "John" (the only one in which no letters occur twice). 

This potential confusion between test of intelligence and tests of value is a particular danger when 

the tests are particularly abstract, so it appears that there may be a trade-off between making tests abstract 

enough to minimise cultural effects while making them concrete enough for there to be a correct answer. 
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Taking this idea further, we can recognise another feature of persuasion by increasing bias, which 

from an appropriate perspective is an advantage. If you were trying to "teach" someone a set of nonsense 

pseudo-facts (i. e. sentences that are ostensibly declarative statements but which fail to express a 

proposition), you would have to do it by revising their utilities, because there would be no belief for you to 

revise. Since belief is a propositional attitude, there is no such thing as a belief in a meaningless utterance, 
but opinions are attitudes to clusters of linguistic acts, so one could have an opinion which is strictly 
meaningless. In a social group where members are required to repeat statements without question, the 

meaninglessness of opinions need not be a disadvantage. It may even be advantageous to a totalitarian 

group to have meaningless doctrine, as learning it would constitute a test of dedication; of non-epistemic 

motivation to accept the group's authority. 

Motivated Inference 

I now want to consider a special case of self-persuasion by increasing bias which can plausibly be 

expected to be at work in real subjects. The operation of this process is something parallel to, but crucially 

different from, the normal procedure of inference which I have called persuasion by coherent change of 

belief. The difference between the two kinds of inference is parallel to the distinction between the two 

doxastic attitudes of belief and opinion. Here, in summary form and then spelled out at length, is the 

argument for the existence of what I will call motivated inference: 

P) There is a social cost attached to having opinions that appear inconsistent with each other or 

with one's actions. 
C) Therefore, the existence of a prior expression of opinion gives a motivation for one's 

subsequent opinions and actions to be consistent with that opinion. This motivation is non-epistemic, 

because the cost attaches to a particular opinion whether or not that opinion is true. If this motivation is 

enough to change an opinion from what it otherwise would have been, then what has happened is self- 

persuasion by increasing bias. 

There is no necessity that beliefs and opinions have the same content, nor is there any necessity 

that opinions are coherent. Hence there is no necessity that opinions lead to each other by patterns of 

inference in response to new information. However, for someone interacting and communicating over time 

with other reasoning agents there is a motivation to avoid appearing incoherent. Coherence here includes 

logical consistency but also other standards of agreement between opinions, or between opinions and 

actions. It also includes a modest sort of closure, since someone who had, and acknowledged, 

overwhelmingly good reasons to accept H but refused to take an opinion on whether or not H might come 

across as incoherent. 
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The motivation to avoid appearing incoherent derives from the fact that subjects have repeated 

interaction with others, including linguistic interaction, and that lowered trust can lower the benefits of 

these interactions. Perceived irrationality can lead to a difficulty in persuading other people of one's 

opinions and a difficulty in entering into transactions which require reliability and trust. What we require in 

order to trust someone is not that their opinions are constant, but that they change in a predictable way and 

are formed appropriately in response to (what we would take as) evidence. We also require that that 

person's verbal behaviour will reflect their actual behaviour; for example, that they will carry out their 

promises, or that they will make a decision that reflects what they claim to prefer. 

If I tell someone about my car, describing it as roadworthy, but also state that its engine has 

exploded and it is burnt out, my audience may infer that I am not talking seriously, that I am using words in 

unfamiliar ways or that I am forming opinions in some epistemically meritless way which makes them 

essentially random. Assuming that these conclusions are taken inductively to be something of an indicator 

about the future, any of them can be reasons to distrust my future statements or promises. They are also 

reasons not to take my expressed opinions as reasonable predictors of my actions. Hence, in as far as I am 

interested in others taking my utterances seriously, being persuaded by them or acting on them, a perceived 

incoherence is costly to me. 

This cost can be decreased if I present explanations or evidence which satisfy my audience that 

the change of opinion was reasonable. Imagine that the car I am telling my friend about is actually present 

for us both to see, and appears to be intact. If I say that it is roadworthy, but then we both see the engine 

explode, then I will appear incoherent if I do not acknowledge that my previous assessment was wrong. 

Similarly, if I can show or explain the basis of my change of opinion, then the coherence demanded is 

between my current opinion and that basis, instead of between current and past opinions. 
Even if my explanation is perfectly satisfactory in showing a justificatory basis for my new 

opinion, it may not be enough to totally remove the social cost resulting from lack of trust, because the fact 

remains that my opinion changed: the better the justification I have for my present opinion, the more cause 

my audience have for distrusting me for having formed the prior contrary opinion. 

Imagine that I adopt the opinion that H for purely epistemic reasons, then have a motivation to 

accept G because G logically follows from H and I want my opinions to be coherent. It might seem that I 

can call that an epistemic motivation, but here is where we have to make a crucial distinction. Though the 

acceptance of G comes from a desire for coherent opinions, that does not itself settle the issue of whether it 

is epistemically motivated. Coherence per se is not a non-epistemic value (and it might even be described 

as an epistemic value) but coherence with a particular proposition is non-epistemic. 

In Part 2 we saw that wanting to have a true opinion about whether or not H is essentially 

different from wanting to have the opinion that H, which you happen to believe is true. Similarly, wanting 

whichever opinion about issue G is demanded by one's opinion about issue H (whatever the answer to 

these issues turns out to be) is different from wanting to have a particular opinion about G, which happens 

to be demanded by an opinion one has about H. The first is an epistemically motivated attitude and the 
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latter counts as non-epistemically motivated. It is when you utter, or otherwise make a commitment to, 

your opinion about H that the drive for coherence becomes non-epistemic, because it is only conflict 

between expressed opinions, not unexpressed ones, which risks appearing incoherent. 

Whereas normal inference is from beliefs to other beliefs, motivated inference can be from action 

to opinion or vice versa, as well as from opinion to opinion. If I do something then apparent coherence 

requires that I afterwards acknowledge (i. e. adopt the opinion) that I did it. If I say that my car is 

roadworthy and that I am prepared to drive someone on a long journey, then apparent coherence requires 

that I do not buy coach tickets. If the pressure to appear coherent results in my giving an opinion that I 

would not otherwise have given, then what has happened is what I am calling motivated inference. Taking 

the broad meaning of "persuasion" that was introduced earlier, it counts as self-persuasion by increasing 

bias, because it succeeds by adding a non-epistemic value to the adoption of one opinion. 

When I mention the cost of being perceived as incoherent by one's audience, I do not necessarily 

mean an audience of other people. Each speaker cannot help but be aware of their own behaviour and the 

internal deliberations, affirmations and imaginings that underlie that behaviour. People can also be 

assumed to have or aspire to positive perceptions of themselves; as being trustworthy, intelligent and 

epistemically successful. If these self-perceptions are rewarding to the subject, then something that 

threatens them, such as a manifest incoherence or hypocrisy, is a source of disutility. 

Imagine that I have a non-epistemic commitment to a particular opinion, for example an opinion 

that the world was created recently. This might be non-epistemically motivated in the social sense of 

allowing membership of a supportive social group, or internally in the sense of being a pleasant idea to 

frame to oneself because it makes humanity's position in the universe more significant. Reported evidence 

against this opinion is a source of disutility, because if I give up the opinion, I lose the non-epistemic 

benefits, but if I acknowledge that evidence and yet keep the motivated opinion, I suffer the cost of 

apparent inconsistency. 

There are strategies I can take to maintain the motivated opinion and diminish the perceived 

inconsistency. Some of these strategies involve adopting a new opinion, which I will call a face-saving 

opinion. For example, I could say that the alleged evidence must be misinterpreted, a fluke or fraudulent. If 

I adopt this sort of strategy then I face a dilemma. If I know and acknowledge the specific nature of the 

evidence, for example that annual geological processes can be traced back tens of millions of years, then 

my claim that the evidence is in some way faulty brings its own problems of incoherence, unless I have an 

additional rhetorical strategy which defuses this conflict. If on the other hand I do not know the specific 

nature of the evidence, then I am making a claim that purported evidence is mistaken (in this case, that the 

community of geologists is wrong on a basic fact) without having specific criticisms with which to defend 

this claim. Thus both these strategies potentially result in further perceived incoherence. If the cost of 

perceived incoherence resulting from the adoption of a face-saving opinion is less than that resulting from 

accepting the evidence against my non-epistemically motivated opinion, then it is instrumentally rational to 

adopt it. 
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In such situations, the existence of the young-Earth opinion provides a non-epistemic motivation 

to also adopt another opinion, which would not have been adopted if it were not for that non-epistemic 

motivation. This fits the above definition of motivated inference. It is vaguely similar to rational inference, 

in that one opinion produces another in accordance with some norms of reasoning, but it is not the same 

and the differences will be considered later on. 

Since the cost of incoherence derives from being perceived to be incoherent by your audience, this 

suggests another set of strategies for reducing the disutility of threats to your opinions. You can choose 

what other people you interact with; where to live, which groups to be a member of, who to communicate 

with, who to interact with professionally or economically and so on, selecting those who will be least 

bothered by your apparent inconsistency (or who will not perceive it as an inconsistency). This might mean 

selecting people who share your non-epistemically motivated opinion and have no motive to question it, or 

it might mean selecting an audience who are not good at deriving logical consequences of opinions. 

These considerations show that a strategy which minimises the disutility of the threatening 

information would be a combination of two elements that depend on each other, perhaps with other 

elements. Firstly, a rhetorical strategy which saves face, or in other words minimises one's incoherence in 

the eyes of one's social environment, and secondly, a social strategy that restricts one's social environment 

to people who respond most favourably to that rhetorical strategy. 

This sort of inference mimics, but is not the same as, normal inference. If you give a very high 

probability to a theory, and revise probabilities in accordance with the standard rules of conditionalisation, 

then when encountering an alleged falsification, an entirely reasonable response is to give a high 

probability to the proposition that this evidence is misinterpreted, a fluke or fraudulent. This is how a 

reasonable person would react, for example, to a claim that the Earth is flat. As well as questioning the 

reliability of the report, you might question the way the alleged evidence was produced or even the 

principle of reasoning that connects this alleged evidence to your theory. This is rational in every sense so 

long as you have the information to justify the initial high probability attached to the theory. This move is 

not irreversible: if we assess in detail the evidence for the new claim and compare it to the evidence for the 

entrenched belief which it threatens, then so long as the probability is revisable, it is possible that the new 

claim may end up more probable (see "Open and closed-mindedness" in Part 2). 

This gives us two hypotheses that can be applied to a situation where someone has offered 

statement G as a reason for their opinion H. It could be that she genuinely takes G to be a reason for H 

being likely30, and that her stated opinions are epistemically-motivated, properly reflecting her underlying 

30 It is tempting to say that in these circumstances the justification E offered is what convinces the 

subject that H, but this is not necessarily the case. For example, she might have originally come to the 

opinion that H by having background knowledge K and receiving evidence E. Let us say that you now 

have a different set of background knowledge L, and the subject knows this. When asked to defend her 

claim that H, the subject does not necessarily have to give E, even though E is what she might describe as 
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beliefs. Alternatively, it could be that she has no strong belief in G or H, but she recognises that G is 

enough to convince you of H, and so brings Yinto the conversation to prevent H, an opinion to which she 

is strongly attached, from being questioned further. The more intelligent, informed and educated someone 

is, the more ability they will have to produce a statement G which will satisfy questioners, for example by 

producing a claim which cannot be checked by the audience but which could plausibly be assumed to be 

verified by the speaker. The conclusion from this may seem paradoxical: sophisticated argument skills and 

the drive for consistency may each appear to be intellectual virtues, but we have seen that they can actually 

impede progress towards epistemic goals. 

There are empirical differences between these two possible situations, simply in virtue of the fact 

that there are differences between epistemically and non-epistemically motivated attitudes, considered at 

length in Parts 4 and 6 of this thesis. Another way of identifying empirical differences between the two 

situations relies on the difference between the two functions of the inferred opinion G. In the first case, its 

function is to expose information or reasoning that the subject has, in light of which the claim His 

warranted, whereas in the latter case the purpose of G is to discourage further questioning of H. To serve 

this latter purpose, G need not be declaratively meaningful, or have content which is semantically related to 

H. 

Consider for example hostile strategies such as ad hominem attack against a questioner, or a shift 

of subject onto the questioner's own opinions ("tu quoque"). This might discourage further questioning by 

showing it to be unproductive, diminish the importance of the speaker's apparent incoherence (because 

supposedly people with contrary opinions are untrustworthy as well) or diminish the perceived importance 

of attacks on the speaker by portraying them as non-epistemically motivated. In these ways, hostile 

strategies serve the purpose of defending non-epistemically motivated opinions but not the epistemic 

purpose. Many kinds of fallacy or biased reasoning can be expected to occur as honest mistakes in sincere 

attempts to defend or explain the holding of an opinion, hence the use of hostile debating tactics is not a 

perfect indicator of motivated inference. However, some debating strategies, such as these, are difficult to 

explain as honest mistakes. To someone whose opinions are epistemically motivated, an informed 

questioner is potentially a valuable ally in the context of a debate, in that they might correct false reasoning 

or information and thus help achieve epistemic goals. So a hostile debating strategy may well be better 

explained by motivated inference, as opposed to epistemically-motivated-but-mistaken inference, and 

hence may count as supporting evidence for it. 

Another debating tactic that may be an indicator of motivated inference is obfuscation. If the 

subject does not actually have grounds for H but wants to defend it because of a non-epistemic attachment, 

then it is advantageous to credibly portray the justification for H as being accessible to the speaker but not 

the piece of information that persuaded her that H. It might be more productive for her to offer another 

piece of information (perhaps a piece of the original background knowledge K) which, in the light or your 

background knowledge L, persuades you of H and thus makes her acceptance of H seem justified and fully 

rational. 
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accessible to the questioner. One way is to express a justification for H in a way which cannot be 

understood by the audience but can plausibly be assumed to be understood by the speaker. It is subjectively 

disadvantageous to set out the face-saving justification for H in a very clear way, because this risks 

exposing any incoherence in it. As with hostile strategies, obfuscatory strategies cannot be a perfect 

indicator of motivated inference, because there are other reasons why the language used to express or 

defend an idea may be difficult to understand. Still, in certain situations motivated inference might be a 

particularly good explanation of someone's behaviour, and might thereby be empirically supported by it. 

There is perhaps a further avenue of philosophical research in the distinction of epistemic and 

non-epistemic strategies in debate, using the above method of drawing out the consequences of 

hypothetical situations. 

Cognitive Dissonance 

Motivated inference may seem to overlap with a very influential and much tested theory in social 

psychology, known as cognitive dissonance. A survey of cognitive dissonance theories, and the 

experimental paradigms used to research them, is given in Harmon-Jones and Mills (1999). Some of the 

explanations given in discussions of cognitive dissonance are dubious, and part of the reason for looking at 

the theory now is to attempt to relate it to the system of explanation developed in this thesis. 

Cognitive dissonance is an effect in which the subject finds a conflict between cognitions, or 

between cognitions and behaviour. Cognitions can include perceptions, memories, or attitudes to factual or 

moral issues. This conflict creates an unpleasant state of arousal, and the subject works to remove this by 

resolving the conflict. This resolution involves changing whichever cognition or behaviour is least 

entrenched. If the conflict is between a past action and a current attitude, then the current attitude has to 

change. 
A classic example from the theory's progenitor Festinger (1957) is of the smoker who hears that 

smoking is bad for health. The tension between this knowledge and the acknowledgement that he does 

smoke constitutes dissonance. This illustrates that dissonance is not necessarily inconsistency: there is no 

inconsistency between, "I am a smoker, " and, "Smoking is bad for health". One response to the new 

information might be to cut down on smoking, but that is not the only thing that can change. An alternative 

is to maintain the behaviour but to diminish the discomfort caused by the cognitions. The smoker might 

diminish the importance of the new information by adopting a position of distrust towards it, by entering a 

state of denial or self-deception about how often he smokes ("I'm not a heavy smoker"), or by focusing on 

more significant health risks ("Everything is bad for health"). By focusing on the pleasure or relaxation he 

gets from smoking, he can justify saying that the health risk is acceptable. 

Festinger and colleagues also did a study of groups who make definite falsifiable predictions 

which are falsified. As part of this study, they infiltrated a group who supposedly received messages from 

aliens via a medium (Festinger et al. (1959)). The medium made a decisive prediction to the effect that at a 

particular time North America would be subject to a mighty flood, from which the group members would 
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be saved by aliens in flying saucers. The most dedicated followers committed to this opinion both by 

proclaiming it in the context of the group, and more severely by giving up jobs or possessions in 

preparation for the journey. When the allotted time passed, they were faced with a decisive falsification. 

One coherent way to resolve this would be to accept that the medium's claims were unreliable and to leave 

the group. This was the route taken by those who had not made a strong commitment to the prediction. 

Another coherent way to resolve the tension, and the one that all but the least committed members actually 

used, is to introduce a new, face-saving opinion; in this case, that they had prevented the flood by their 

own faith, or that the medium's reports had been accurate in warning of great danger but merely wrong 

about the date. 

Since cognitive dissonance is resolved in a way responsive to concerns such as the level of social 

investment that one has made in an opinion, it should be regarded as non-epistemic. Festinger et al. also 

noted that the group became more keen to proselytise to others after the disconfirmation, as had other 

similar groups historically. This suggests that they were following one of the strategies mentioned earlier 

for coping with perceived incoherence; expanding the audience who would consider their opinions 

reasonable rather than absurd. 

The instances of cognitive dissonance we have considered so far follow straightforwardly the 

pattern of motivated inference described above, but another cognitive dissonance phenomenon fits less 

straightforwardly; the negative incentive effect. The classical demonstration, of this effect is the Festinger 

and Carlsmith (1959) experiment which involved subjects in an extremely dull and monotonous task. After 

this session, the experimenter asked each subject to describe the task in positive terms (as exciting and 

rewarding) to another group of subjects. As with so many classic experiments in social psychology, a 

deception was involved: the subject was made to think that he or she is helping the experimenter with 

research into the effects of prior information on perception of the task. The subjects were either offered a 

small amount of money (one dollar) or a large amount of money (twenty dollars) to give this false 

testimony. The result of the experiment comes from a follow-up in which subjects are asked their opinions 

of the task. Those who were given a small amount of money to testify positively (the one dollar group), 

evaluated the task much more positively than the other group. Their attitude towards the task changed in 

the direction of the false testimony they had given. The classical interpretation of the Festinger and 

Carlsmith experiment identifies "The task was dull" and "For only a dollar, I described the task as 

enjoyable, " as the conflicting cognitions. By changing the former opinion, the subject could reduce the 

dissonance. 

This result is the opposite of what we would predict from a very coarse behaviourism. The activity 

that was weakly rewarded was internalised and repeated in the absence of the reward, but the same activity 

with a stronger reward (the twenty dollars) was not repeated, hence the term "negative incentive effect". 
Cognitive dissonance phenomena have been very successfully replicated in a great many 

situations, with different types of task and reward. It has some significant corollaries which have been 

independently demonstrated. Here are some examples. 
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Membership in a group is valued more when initiation into that group involves hardship 

(Aronson and Mills (1959)). The cognitive dissonance explanation posits dissonant 

cognitions that might be "I have invested a great deal in membership of this group" and "This 

group gives me no benefit", or perhaps these two plus "I never invest my effort in futile 

things. " 

Subjects benefit from therapy more when that therapy requires effort. In fact a therapy which 

involves effort without any psychotherapeutic theory or procedure (e. g. a programme of 

physical exercise) can have results that are as good as the orthodox therapy (Axsom and 

Cooper (1980)). There are also greater benefits when subjects are highly aware that 

participation in the therapy is their own choice. This would be explained in terms of a 

cognition such as "I never make stupid choices", if we equate entrenched cognitions with 

those of which one is highly aware. 

People's evaluations of a good they have acquired can be influenced by hardship they have 

gone through to get it. Many people in a consumer society can identify a time when they 

bought something at a significantly great expense, or after spending a great deal of effort, and 

refused to acknowledge the disappointing quality of the item until sober hindsight eventually 

prevailed. Here again, the dissonant cognitions are assumed to be "I bought this for a lot of 

money", "This is poor quality" and "I do not make stupid purchases. " 

This very well-replicated phenomenon bears on the issues of non-epistemic motivation and 

motivated inference, although there are some differences. My purpose here is to examine how closely they 

relate. What I am calling motivated inference does not necessarily involve arousal, as cognitive dissonance 

does. The concept of motivated inference makes reference to the subject's motivations but is agnostic 

about whether these are experienced as emotions. What is called a "cognition" in cognitive dissonance 

theory seems to correspond to what is here called an opinion, but whereas it is crucial to the definition of 

an opinion that it is expressed linguistically, this is not explicitly specified in discussion of cognitions. 

However, a viable way to understand cognitions is as the subject's self-presentations of aspects of reality. 

Festinger's example of the smoker is described not as involving dissonance between the act of smoking 

and the claim that smoking is unhealthy, but between acceptance of the fact that he smokes and acceptance 

of the claim that smoking is unhealthy. Festinger and Carlsmith's explanation of their results contrasts two 

statements that the subject can be assumed to potentially entertain to themselves, and much other research 

in cognitive dissonance examines conflicts between the subject's acknowledgement of their own behaviour 

and moral or factual principles, stated in language, that they are prepared to accept. For these reasons, I 

submit that "cognitions" should be taken as roughly the same as "opinions, " or perhaps a broader category. 

There are various theories which give differing accounts of the exact conditions under which 

cognitive dissonance should be expected to occur and of the origin of the aversive state. These include the 

Impression-Management theory which states that dissonance is resolved so that other people will form 

favourable impressions of the subject and the Self-Affirmation theory which states that dissonance is a 

threat to self-worth. This latter interpretation might be regarded as a variation of impression management 
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theory, in that subjects are serving as their own critical audience, pre-emptively weeding out apparent 

conflicts. In other words, impression management might be the historical root of cognitive dissonance 

without being its proximate psychological cause. 

The developments of cognitive dissonance theory since Festinger could be said to be largely 

focused on the role of the self-image, these developments including the self-affirmation interpretation and 

Aronson's self-consistency interpretation (which says that dissonant cognitions are those which conflict 

with the self-image, whether positive or negative). Although these versions of the theory define dissonance 

as a conflict between a cognition and one's (usually positive) self-image, one could update Festinger's 

interpretation of dissonance as a drive towards (perceived) consistency per se, with the additional 

assumption that certain cognitions about the self are especially well entrenched, such that threats to them 

produce particularly high arousal. 

The cognitive dissonance findings support the idea that motivated inference does actually occur. 

From the present perspective, all we need to assume is that: 

0 Perceived conflict between opinions, or between opinions and facts, or between opinions and 
behaviour, bears a social cost. 

" Individuals take strategies to reduce conflict (or at least perceived conflict) in order to avoid 

this cost. 

The strategy taken is specifically a utility-maximising strategy. 

Individuals are non-epistemically attached to certain opinions or to behaviour, especially 

opinions that constitute the self image. 

From these assumptions we can derive the prediction that when some new fact, individuals will 

make changes of behaviour or opinion, so long as the disutility of that change is justified by the utility of 

the defended opinion, and that this would be independent of the epistemic merits of the threatened opinion 

or of the face-saving opinion. The arousal-reduction process seen in cognitive dissonance experiments is 

merely the mechanism by which the utility-maximising face-saving strategy is chosen. 
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Summary 

In the context of the decision-theoretic model, there are many different kinds of change in attitude 

that could cause a change of opinion. Each of these can be thought of as a process by which 

someone might be persuaded of a particular opinion, although there is no reason to think that real- 

world processes divide up in exactly the way suggested by the model. 

" Among these processes, there is one that is clearly rational in the scientific sense and there are 

others which are clearly scientifically irrational. The clearest example of the latter is that of 

persuading someone that H by increasing the non-epistemic value that they attach to the opinion 

that H until it overrides whatever other values are operative in that choice of opinion. 

" For agents cooperating with others in a social environment, there can be expected to be a pressure 

to have opinions which are coherent over time and which are coherent with one's actions. This 

pressure counts as non-epistemic because once a commitment has been made to an opinion, the 

motivation attaches to subsequent opinions purely in virtue of their content's coherence or 

incoherence with that original opinion, not in virtue of their epistemic merits. 

These considerations point to two processes of inference acting in parallel. One of these works at 

the level of belief. This would include, for example, belief change that is directly due to 

perception. The other works at the level of value and action, and works by motivating opinions or 

actions as a defensive strategy, to make other opinions and actions seem reasonable. 

. Cognitive dissonance, a much-studied process in which opinions and behaviours change to gain 

greater coherence, could be viewed as a form of motivated inference. 
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Part 6: Information-Gathering Behaviour 

Value of Information as a Scientific and Philosophical Problem 

That information is sometimes useful to people, in a way that admits of degree, is something that 

we tacitly acknowledge in many ways. When we tell someone a rumour or a news story we are making 

some judgement about both the person and the information to the effect that the particular information we 

are giving is valuable to that person (perhaps subjectively, in that it is something that they are interested in 

hearing, or objectively, in that it will prove useful to them whether they are presently interested or not). A 

newspaper editor has to make particularly fine judgements about the subjective value of many pieces of 

information, not only in choosing which stories to include but also in prioritising those stories and giving 

them a headline. 

The value of information is not just a theoretical construction but can be felt as a deep and intense 

desire. One example is the desire to find out what has happened to a friend or relative from whom one has 

not heard for a long time. Entertainment that has a narrative form, including films or novels, builds up in its 

audience a desire for information: we dearly want to know if the murderer will be identified or the lovers 

reunited. Schelling's (1988) paper, "The mind as a consuming organ, " surveys a number of situations like 

the above in which people attach great value to pieces of information and argues that a large portion of the 

economy is driven by such desire. 

From the point of view of a folklorist or sociologist there are interesting questions about the 

source of such desire. For example, why do certain stories spread through a community like wildfire when 

others of more practical significance do not? It often happens that a rumour spreads through a group of 

people but does not spread through another group when it is introduced. What differences between the two 

groups could account for this? 

Underlying these problems are philosophical questions of what it is that makes information 

valuable and of what has to be known in order to say whether a given source of information will be 

valuable to a given person. A philosophical understanding of the choice of information source thus has a 

normative application in exposing the structure of (ideal) scientific inquiry and a descriptive application in 

understanding the social distribution of opinions or stories. 

As an example of the relevance of the philosophical task to the sociological task, I offer a possible 

explanation for why rumours and myths spread so readily. Such stories serve a social role, such as 

providing excitement or enforcing a cautionary lesson; roles that they would fill whether or not they are 

true. Yet if they were recognised as mere myths which only exist for this purpose, then there would be no 

motivation for passing them on as reportedly true stories. One hypothesis worth exploring is that we 

frequently over-estimate the degree to which each others' utterances are epistemically motivated. In other 

words, we are simultaneously in the habit of telling stories purely for amusement, with little regard for their 

truth, and expecting other people to tell stories only because they are true. 
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There is within 20th Century philosophy of science a tradition which tries to quantify information 

and/or explain both why scientists should collect information and why they should make use of all 

available information. Corresponding to each question is a principle which philosophers seek to justify: the 

Scientific Value of Evidence Thesis (SVET- this term comes from Maher (1990)) says that information has 

a positive (or at least non-negative) value for scientists and the Principle of Total Evidence (this term being 

due to Camap) says that they should use all available information when making inferences. This tradition 

starts with the fact that there are people or organisations that perform experiments, at enormous cost in 

many cases, and tries to construct a framework within which this is rational. As with the literature on 

epistemic values in general, the focus has been purely on defining an ideal. The question of why and how 

someone would differ from this ideal is not explored. 

The nontrivial nature of SVET is illustrated by Maher (1990), who shows that neither Popper's 

nor Kuhn's philosophies give reasons why scientists should gather evidence. To a Popperian, one seeks 

evidence so as to eliminate false hypotheses, but as Maher points out, new evidence can, and often does, 

lead scientists to reject true hypotheses. A similar point tells against Kuhn: he has no argument that 

evidence-gathering serves the goals of science, and thus no explanation of why evidence-gathering is 

rational. 

My interpretation of what we can learn from this strand in philosophy of science is that a decision- 

theoretic approach provides an answer where other philosophies have failed, and that the value of 

information is connected to the value of truth. This gives us an answer to the question raised by Ayer 

(1957): 
"[W]hy have we to take as evidence the total evidence available to us, whatever that 

may mean? What sort of principle is this? It can hardly be a moral principle. So far as 

morality goes, we might equally well choose to rely on the evidence which yielded the 

highest degree of confirmation for the hypothesis in which we were interested. " (p. 14) 

The answer from the present system is not a moral principle but a pair of conditionals. If your 

attitude to a particular inquiry is a non-epistemic attachment to a particular opinion, then it is sensible to 

consider only the evidence which confirms that opinion. If, on the other hand, your interest is in true 

opinion then it is sensible to acquire whatever evidence comes reasonably cheaply. 

Two Attempts 

Before looking at the most prominent results on information and its value, I will consider two 

papers which seek to explain how information is valuable to scientifically ideal agents. Since these projects 

involve defining ideal scientific attitudes, it is worth considering those ideals to see if they fit the 

requirements of Part Three. 

The standard account of the value of evidence, as we shall see later, reduces the value of 

information to the value of other actions. A result which explains the value of collecting information in 
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terms of the utilities of other acts may seem to reduce cognitive considerations to practical considerations. 

It may seem to explain the utility of research in applied science but not in pure science. Norwich (1982) 

takes this view, rejecting the decision-theoretic solution because a satisfactory answer should explain, 

"why we should think that further evidence would be desirable even when our purpose is purely scientific- 

when our concern is solely with the truth and we give no thought to the [... ] practical actions that we ought 

to perform. " As Maher (1993) points out, the inclusion of cognitive acts in a decision table gets around 

this, allowing us to explain the value of information without reducing it to practical value. 

Having criticised the decision-theoretic account, Horwich constructs a purely probabilistic rival. 

He defines the error of H if H is true to be 1-P(H). He goes on to show that determining the truth of E and 

then assessing the value of P(H), as opposed to assessing P(H) on just the present evidence, decreases the 

expected error. E has to be a proposition about which the subject is initially uncertain and which is relevant 

to H (i. e. P(HIE) # P(HA, E) ). 

This result in itself does not resolve the problem of the value of information. One has to assume 

that the goal of a scientist is to minimise the expected error, and while this is not an outrageous assumption, 

it certainly looks ad-hoc. In addition to these problems, this account is unsatisfactory due to being purely 

probabilistic. Horwich's reasoner does not perform acts, so it is not going to help with the question of why 

the act of collecting information should be worthwhile. 

Maher (1993) interprets the Horwich approach as a covert appeal to cognitive utilities. Maher's 

criticisms of Horwich are also different from mine. He criticises the argument on the grounds that 

Horwich's idealised subject could increase their expected utility merely by making an arbitrary change in 

the probability of H. 

If valid, this criticism is fatal to the present system as well as to Horwich's, so I will explain why I 

do not think it is valid. Even when decision theory is used descriptively, "Martin will do A" does not 

follow from "A maximises Martin's expected utility. " A Bayesian agent chooses the act with the highest 

expected utility of the acts which are available. Hence, for Maher's criticism to work, an arbitrary change 

of probability must be an act that is available to the subject. In other words, there must be a row in the 

decision table corresponding to a change of subjective probability to a particular value. 

Are we capable of such acts? Here is an example. I unwrap my Christmas present, to find that it is 

a big woolly jumper. My probability that my Christmas present is a woolly jumper is now very close to 1. 

Can I now make an arbitrary change in my degrees of belief, so that this probability drops to zero and the 

probability that I have been given a flash new computer rises to one? This sort of consideration is part of 

the motivation for the belief-opinion distinction: only opinion, not belief, is under direct voluntary control. 

If we notice that some feature or disposition of a subject is prone to arbitrary, voluntary change, 

independently of evidence about H, then we have reason not to treat it as that subject's degree of belief in 

H. 
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Weintraub (2001) has an argument that beliefs themselves cannot be chosen by considerations of 

utility, which depends on producing an infinite regress. This regress starts when we recognise that the 

expectation that one belief will result in a higher utility than another is itself a belief. If beliefs themselves 

can be legitimately chosen by their utility, it makes sense to ask if this has higher utility than a converse 

expectation. If it does, then this constitutes a higher-level expectation. The only way to avoid the regress is 

to deny that beliefs themselves are chosen by maximising their expected utility; in other words to stick to 

an orthodox decision-theory framework as used in this thesis. 

Horwich seems not to have read Hintikka and Pietarinen (1966), which is a pity as they not only 

anticipated the formal aspect of his system but also explicitly ascribed a utility function to their 

hypothetical reasoner. Hintikka and Pietarinen present a decision table for a binary choice between 

accepting H and accepting H. For them the utility of accepting a true hypothesis H is equal to the content 

of that hypothesis, where content is 1-P(H), and the utility of denying a true hypothesis is the negative of 

its content, i. e. - (1-P(H)). P(H) in this context means the prior probability. For someone with such a 

decision table, the hypothesis with the greatest utility is the one which is most strongly supported. This 

could be called a decision-theoretic reconstruction of part of Popper's philosophy of science: the ideal 

scientist envisaged by this decision-theoretic chooses theories that were initially improbable but have been 

corroborated by testing, rather than those with the highest probability. 

This approach is vulnerable to similar criticisms to those which apply to Horwich: Hintikka and 

Pietarinen give sufficient conditions for the valuing of information, but not necessary conditions. Must 

everyone with a scientific attitude have these utilities, and if not, how far away can one get and still be 

scientific? 

Applying utility analysis developed in Part Two shows that the idealised reasoners of Horwich 

and Hintikka and Pietarinen all exhibit scientific rationality, when dealing with a hypothesis for which 

1>p(H)>O. The Ilintikka and Pietarinen reasoner has the following decision table: 

H -'H 
AH 1-P(H) I P(II) 

A-'H P(H) -1 = P(H) 

To repeat the rationale for this table, the utility of accepting a true hypothesis H is equal to the 

content of that hypothesis, where content is I- P(H), and the utility of denying a true hypothesis is the 

negative of its content. 

Applying the utility analysis developed in Part Two, we find that a=I- 2P(H), s=0 and c=1. It 

turns out that the Hintikka and Pietarinen's reasoner has scientific rationality according to our definition, so 

long as 0<P(H)<I (this is the condition under which jaj<jcI). Two odd features of their decision table are 

145 



worth pointing out. Firstly, s, the value of the state itself, is always zero. No one who reasons about 

whether an astreroid is about to hit the Earth will have utilities that fit this scheme. We also find that when 

P(H) is exactly 0 or 1, the agent is indifferent between accepting H or -H. To be indifferent between the 

assertion and denial of something of which one is certain would be a very unusual attitude to say the least, 

and definitely not a scientific ideal. 

Horwich's scientific attitude can not strictly be given a utility analysis, because his reasoner does 

not perform "acts" as such. We can do something similar to a utility analysis if we take the rows of the 

table to represent "Give Ha probability of 1" and "Give Ha probability of 0". These are not cognitive acts, 

any more than beliefs are opinions, so the b, a, s, c analysis does not give a complete description of the 

attitude as it does with the other examples. 

H 

P(H) =1 
.... P(H)=0 

0 -1 
..... _.. ___. _.. _...... ý...... _.. _. _ . _.......... _...... 

-1 0 

To repeat the rationale for this table, the error of probability function P(. ) is zero when P(H)=1 

and H is true, and one when P(H)=0 and H is true (and the same applies to , H). Error is an undesirable 

thing, so it is given a negative sign. 

The values obtained are b=1, a=0, s=0 and c=1. Hence Norwich's reasoner is an ideally rational 

reasoner, in as far as this particular analysis is applicable, but there are uncountably many attitudes which 

are ideally rational but which are not compatible with Horwich's scheme. (A very similar criticism was 

levelled at Hesse in Part Two). 

Measuring Information 

Having examined two less orthodox accounts of how information is valuable to ideal scientists, I 

come to the mainstream account of information and its value. This account does not seem to involve a 

scientific ideal, but turns out to be connected to the question of scientific ideals via the distinction between 

epistemic and non-epistemic values. Firstly we will look at how information can be quantified, then at the 

standard result on its value. 
The issue of how to quantify information has come up frequently in the literature on inductive 

logic (e. g. Hempel & Oppenheim (1948), Carnap and Bar-Hillel (1952)). What is agreed is that 

information content is a quantity attaching to propositions. When you receive the message "Supper's 

ready", we say that strictly the information content attaches not to that utterance but to the proposition that 

you have received that utterance. As such, information content can be represented as a mathematical 

function over sentences of a logical language, much like probability or utility functions. The common 
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theme between different proposed measures is the principle, found in Popper and in Wittgenstein, that a 

proposition is informative according to how many possible situations it excludes. Popper and others have 

insisted that the information content of H is measured by 1-P(H) where P(H) is the logical probability of 

H31. This means that the information content is just the ratio of possibilities excluded by H to all logical 

possibilities. This measure meets a basic requirement of a measure of information. Namely that, if B is a 

proposition which has a non-negligible probability given -A, then A, B is more informative than A, 

because it is true in fewer situations. AvB, on the other hand, has less content. 

However, the question of how to measure information has been decisively solved by Shannon 

(Shannon and Weaver (1949)) in a paper that is crucial to what is now called information technology. To 

show what is at stake, I will explain how Shannon derived his measure and then show why Popper's 

measure is unacceptable. 

Shannon based his measure of information on requirements of logical consistency. Indeed his 

work is very similar to the Cox proof of normative Bayesianism that we considered in Part 1. Like Cox, 

Shannon set out consistency requirements on a type of formal system as mathematical constraints on a 

function, then showed that the functions satisfying these constraints differ only trivially from each other, 

and hence that there is really only one consistent measure. 

To illustrate what is meant by a consistency constraint in this context, imagine that you receive 

two successive messages through the same channel each consisting of one letter of the alphabet. Imagine 

separately that you receive a single message consisting of two letters of the alphabet. It should be clear that 

these are different descriptions of the same situation, hence any truly propositional measure should give 

them the same value. Put another way, measures of information content should give the same value to 

"You receive 'A' followed by 'B'" as to "You receive 'AB'. " 

At the moment, we are concerned with measuring the information content of the message 'AB', 

not in the sense of how much is tells us about a particular issue, but in the sense of how much information 

would be required to unambiguously transmit the message down a hypothetical communication channel. 

This intrinsic complexity or information content is referred to in the theory as its self-information, whereas 

the extent to which a message is informative about whether or not H is called its cross-information on H. 

With Popper, let us take I-P(H) to measure information content, where each letter is taken as 

equally probable. In the first situation, the information content of the first message, whichever letter it turns 

out to be, is 25/26. Since there are two individual messages, the total information received is 50/26. In the 

second situation, the total number of possible messages (two-letter sequences) is 676. Whatever message 

you receive will logically exclude 675 of these messages, so the total information received is 675/676. 

Thus we have reached two entirely different values depending on how a particular message was described, 

and this serves to illustrate the problem with using a non-Shannonian measure. 

31The logical interpretation of probability holds that probability statements express degrees of 

entailment between propositions. This is different from the Bayesian subjectivist interpretation, interpreting 

probabilities as degrees of belief, used by the present thesis. 
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Shannon's measure itself uses logarithms. The information content of a particular message A, 

called its surprisal, is -logP(A). It does not matter which base we use for the logarithm so long as we are 

consistent: this is the sense in which there are different mathematically allowable measures, but they differ 

so trivially that we can consider them to be one measure. When base two is used, the resulting unit of 
information is called a `bit' (short for "binary digit"), a bit being the maximum amount of information that 

can be conveyed by the answer to a yes/no question. 

In the above example, each one-letter message has a surprisal of -log21/26 = 4.7 bits, and a two- 

letter message has a surprisal Of-10921/676 = 9.4 bits. 32 Hence we see that the additivity requirement (that 

the content of two one-letter messages is that same as that of the one two-letter message) is satisfied. 
Like probability and utility, information content is a propositional measure which obeys the 

expectation principle. If we do not know what a particular message is, but that it is the answer to a question 

whose possible answers are A1, A2, A3,..., A. then the information content is the expectation of the 

information content over all possible messages, in other words the sum of -P(A, )logP(A; ). An information 

source or communications channel can be thought of as a question with one of a (possibly very large) set of 

possible answers. 

This defines a crucial term in information theory: entropy. Calculating the expected information 

content for the set of possible answers to an inquiry gives us the entropy for that inquiry, which can 
informally be regarded as a measure of uncertainty attached to it. If a subject is irrevocably certain about an 

issue, in that one answer is given probability one while all others have probability zero, then the entropy is 

zero. When we have a finite set of mutually exclusive hypotheses with no information to discriminate 

between them, then entropy is at its maximum when all are given the same probability. 

Since information content measures are simply descriptions of probability functions, it may seem 

that we do not gain anything by talking of information content that can not be expressed in terms of 

probability. However, information theory gives us a perspective on inferential tasks that we can miss if we 

talk entirely in terms of probability. To illustrate this I will consider a standard example. In a particular 

city, it rains three days out of four. The local weatherman makes a forecast for rain half the time, no rain 

the rest of the time. His predictions are such that he correctly predicts rain half the time, correctly predicts 

no rain a quarter of the time and incorrectly predicts no rain the remaining quarter of the time. This can be 

expressed in the following table of probabilities (not to be confused with a decision table). 

Rain No Rain 

Rain forecast 
....................... _..... .. _...................... No Rain forecast 

50% 0 
_.. _.. _....... _................ _... _.. _.... _..... ........... 25% 1 25% 

32 This incidentally illustrates another advantage of Shannon's information measure over 

Popper's. For any reasonably unexpected proposition, the Popperian information content is always just 

under 1, whereas Shannonian content has no upper bound. 
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Here is the problem. Someone who predicts rain for every day will be right 75% of the time. 

Someone who accepts the weatherman's forecast also has a probability of 75% of being right on any given 

day. So why is the weatherman any use? The answer is that we do not simply have to accept the 

weatherman's forecast but use it as an information source. In other words, rather than taking the "No Rain" 

forecast uncritically, we can conditionalise on it to get a new probability of rain (in this case 50%). 

We can evaluate how informative the forecaster is about the weather by measuring the reduction 

in entropy: a perfectly reliable forecaster would reduce the entropy to zero. The entropy resulting from 

consulting the weather forecaster is zero if the forecast is for rain and one bit if the forecast is no rain. 

Since these are equally likely, the overall entropy is half a bit. Given just the 75% chance of rain on any 

one day, the entropy is . 811, so the benefit of this forecaster is a . 311 bit reduction in entropy. By 

measuring the information content of the predictions in this way, we have a basis for comparison of 

weather forecasters (or other predictors) which is more meaningful than merely taking the probability of 

them being correct. 

In Part 3,1 argued that the ideal epistemically motivated agent is one with the Bernardo utility 

function. One of the consequences of having a Bernardo utility function for the inquiry into whether or not 

H, and one of the arguments for it being a scientific ideal, is that experiments are valued in so far as they 

provide Shannonian information about H. 

I will now introduce a graphical representation of the value of information, which I call an 

investigation curve, a plot of the utility of reliable information against (pre-test) probability for an issue. 

For the Bernardo agent, the utility of information is proportional to information content, so the 

investigation curve for the proposition His the expected information content of a reliable message about H, 

which is what is called the entropy of H (Figure 3). 

Utility of reliable test about H 
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Figure 3: Investigation curve for a Bernardo agent 

This curve fits common-sense ideas of the value of information: 

At P(H)= 1, the utility is zero: there is nothing to be gained from testing something that you 
know to be true. 
At P(H)=O, the utility is zero: the agent is certain that the experiment will not prove H, so 
does not expect any change of probability function. 

Between these, there is a mode corresponding to the enquiries which are most worth 
investigating. 

Tennant (1995) considers a hypothetical choice of whether to invest in the search for extra- 
terrestrial intelligence. He assumes that the search would be done out of pure curiosity; that there would be 

no practical benefits of finding out one way or another. He arrives at an equation for the expected 

epistemic utility which gives a parabolic curve; not exactly the same shape as the graph of information 

content, but with the same properties described above. The conclusion he draws from this is called the 

paradox ofjuggled probabilities: in order to persuade sceptical congressmen to fund a search for extra- 

terrestrial life, one should use a rhetoric which is persuasive but not too persuasive. Imagine a congressman 

who initially has a probability very close to zero that the project will discover a radio signal from an alien 

civilization. If he is persuaded strongly that the project will succeed, so that his probability of success 
becomes 0.5, then he will regard the investigation as worthwhile. If he is persuaded even more strongly 

that there are alien civilizations, then he will attach a smaller utility to the investigation, to the point where 

he is absolutely convinced and sees the project as a test for something which is already obvious. 33 Despite 

the name, this is not a paradox; merely a counter-intuitive principle of decision theory. 

The Bernardo agent, we now see, is ideal in the sense of wanting information precisely in so far as 

it is informative, as well as in the sense of always giving truthful reports of subjective probabilities. It is 

now appropriate to ask when and how information is valuable for other kinds of agent, in particular those 

that have a finite choice of acts, such as we considered in Part 2. 

33 Tennant interprets this to mean that a sufficiently persuaded congressman will not approve 
funding for the search for alien signals, but this is not necessarily true because someone with no 

uncertainty about the existence of alien life may still be maximally uncertain on the interesting questions of 

where and how close it is, what form it takes, and so on. 
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The Standard Account of the Value of Evidence 

The mainstream literature on the value of obtaining information reduces it to the value of other 

acts. This fits the common-sense notion of why information is valuable: for example, if your car runs out of 

petrol on a highway, you want to know where the nearest garage is so that you can decide in which 

direction to walk. The budget speech merits a great deal of media coverage and analysis because the 

soundness of purchasing and investment decisions depends on the changes that are proposed. If this is how 

information has value, then the above-mentioned sociological task of explaining why sectors of the 

population differ in their demand for information looks in principle solvable. 

Savage (1950), Good (1966), Raiffa and Schlaifer (1961), Lindley (1965) and Adams and 

Rosencrantz (1980) have all produced similar formal results showing that performing an experiment and 

conditionalising on the outcome does not decrease the maximum expected utility, so long as the 

probabilities of the states are act-independent and the utilities of the states are act-dependent. In other 

words, the maximum expected utility is increased when the choice of act makes a difference to the utilities 

of different states, but not to their probabilities. It follows that an experiment should be performed if this 

gain in utility outweighs the various costs of performing it. According to Skyrms (1990), the first 

occurrence of this insight is in a manuscript by Ramsey dating from the 1920s. 

The result can be understood if we take the following decision table as an example. The acts A, B 

and C can be any kind of cognitive or practical act. 

X ! Y Z 

A 2 4 6 
5 7 

..... ._ 
3 

............. ......... _. C 8 1 4 

We are going to add a new row to this table; one that corresponds to "Collect reliable information 

about the state of the world, and then choose between A, B and C. " How should we fill in the three boxes 

corresponding to the utility given the states of the world X, Y and Z? 

" First of all, if the state of the world is X, then I will come to believe that the state of the world is X 

(because ex hypothesi I will be using a very reliable source of information). I will thus take act C, and 

so I should expect a utility of 8. Hence I should write a "8" in the first box of the new row. 

" Similarly, I should expect that if the state of the world is Y, I will choose act B and get a utility of 7. 

"I should also expect that, if the state of the world is Z, I will choose act A and get a utility of 6. This 

completes the new decision table: 
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X; Y Z 

A 
.................... ....... . ......... 

2! 
......... _... _...... _............... _. 

4 
............... _............. _..... ........ 

6 
. _.. _. __ .. . . B 5 7 3 

C 8 
i 

1 
........... ............. .................. i 

3 
................. .. .......................................... 

Collect 
............................................ 

8 
. .. . 

7 
.« ....... «............... 

6 
Information 

It should be clear that if I am certain about whether X, Y or Z is true, then collecting information is 

no better than any individual act, but if there is any uncertainty, then the act of collecting information is the 

one with the highest utility. For instance, if I give a probability of one third to each state, then the expected 

utilities work out as: A: 4, B: 5, C: 4 and Collect information: 7. 

It should be clear that, given the way the new table was constructed, that the act of collecting 

information could not have a lower expected utility than any of the others. This is the truth captured in the 

aforementioned formal results. 

A consequence of the value of information is that someone who has the above decision table 

might never get to choose between A, B and C. He or she could spend eternity collecting information, 

because there will never be an act which has a higher expected utility. This may seem an absurd 

recommendation from a supposedly rational theory, but the example (and the results that it illustrates) 

assume that the evidence has absolutely no cost. In the real world this assumption is false: information 

always has some cost, even if that cost is the delay in making other decisions. In the above example, we 

can see that so long as the cost of the information is less than two utility points, the act of collecting 

information is still to be preferred. 

Let us consider again the simple agents of Part 3, who are only capable of the cognitive acts of 

accepting H, denying H or withholding opinion. According to the standard result, information has zero 

value relative to a set of acts if and only if one of the available acts dominates the others. Applied to our 

agents, it says that information is valuable if their value of truth is greater than their non-epistemic values, 

assuming that they are not so cautious that they cannot take a specific opinion on whether or not H. The 

same is true whether or not this value is positive or negative: information is still valuable if your aim is to 

have a false opinion. The converse conditional, that someone who is strongly non-epistemically motivated 

with respect to H does not value information about H, does not hold. It might be that while information 

about H has no value arising from cognitive acts, there are choices between practical acts which make the 

information valuable. In other words, information about an uncertain proposition is valuable to someone if 

and only if their attitude to that proposition is scientifically rational in the sense defined in Part Four. 

The utility of testing H with a perfectly reliable method, and then choosing between the other 

acts, is simply the probability of H times the utility of correctly accepting H plus the probability of -, H 
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times the utility of correctly denying H. This allows us to define the investigation curve for one of our 

agents. 

U(test H) - U(assert H without testing) = (c - a)P(-, H) 

U(test H) - U(deny H without testing) = (c + a)P(H) 
U(test H) - U(maintain no opinion about H without testing) =i+c+ aP(H) 

These three straight-line equations together give the investigation curve of this simple agent 

(Figure 4). Other things being equal for an agent with no non-epistemic motivation, the value of 

information about H increases with the value of true opinion about H, which I have labelled c. If we hold 

the epistemic motivation c constant, then increasing the bias a flattens the investigation curve until it 

becomes completely flat. 

Utility of reliable test about H 

Ideally epistemically motivated agent (a = 0) 

Imperfectly epistemically 
motivated agent (0 <a< c) 

01 P(H) 
Figure 4: Investigation curves for hypothetical epistemically motivated agents. 

The investigation curve for our simple agent consists of three straight lines because of the three 

cognitive acts. As was considered in Part 3, we can extend the model by adding a variety of acts which 

differ in their tentativity. For an epistemically-motivated agent, the gradient of the line associated with 

weak acceptance should be intermediate in gradient between that associated with strong acceptance and the 

withholding of opinion. As the number of different cognitive acts increases, the investigation curve of an 

ideally epistemically motivated agent would come to closely resemble the curve for the Bernardo agent in 

Figure 3. 

We saw in Part 2 that, when the probabilities are act-independent, the choice between the 

cognitive acts does not depend on the utility of the state H, which I called s. We see here that the value of 

information is also independent of this utility. This undermines the following inference. When someone 

does not greatly value information about a topic, it is tempting to infer that that topic does not matter to 

them. For instance, it might be inferred that because many people are more willing to read about celebrity 

trivia than about political situations in other parts of the world, those people do not care whether or not 

153 



there is turmoil or war in other countries. This inference is shown to be invalid because the subjective 

value of the state being one way as opposed to its alternative does not have a role in the value of 

information. 

Information Aversion 

We have just seen that it has been proven that information cannot have a negative value, but it can 

easily have a zero value. When one act dominates the others, such as when there is an overriding non- 

epistemic motivation, information cannot change the chosen act and therefore cannot make a difference to 

expected utility. However, this is difficult to reconcile with everyday, historical and first-person 

perspectives on the value of information. In particular, it seems to be commonplace for people to be averse 

to information; not merely failing to acquire it because it is costly, but actively avoiding it when it comes 

cheaply. On a personal level, the act of opening an envelope which looks like it might contain bad news 

(say an envelope from a bank when one is in debt) can be difficult. On a broader social scale, anti- 

intellectualism or opposition to new communications technologies may stem in part from information 

aversion on the part of subcultures. 

It will not do as an explanation to say that someone is averse to an information source because 

they expect that it will yield information that will disconfirm their beliefs. The expectation of one's 

probability for a proposition after testing is necessarily the same as one's present probability. If someone 

believes that a perfectly reliable indicator, which they are about to consult, has a 75% chance of showing H 

to be true, then, by the definition of "perfectly reliable indicator", their present probability of H is 
. 
75 . 

It is 

possible for someone to expect that new information will be contrary to their opinions, but this is not in 

itself an explanation of why they would be averse to that information. 

Here is an example of the sort of situation that is problematic for the model developed so far. In a 
New Scientist (1996) report on alternative medicine, a professor of Complementary Health Studies is 

interviewed. He claims that it is very difficult to carry out tests of the effectiveness of fringe medical 

practices: 

"On a dozen occasions we have set up trials with the cooperation of complementary 

practitioners, only for them to withdraw when they realise there is a real chance of the trial 

returning a negative result. " 

The alternative medicine practitioners can be assumed to have financial and personal investments 

in the effectiveness of their methods, whereas the independent researcher is funded simply to perform 

experiments and is not funded to produce a particular result. So at least financially, there is a large non- 

epistemic motivation for the practitioners but an epistemic motivation for the investigator. Financial 

rewards make up only one element in a person's motivations: depending on personality and intellectual 

conscience, someone's values could be financially epistemic but psychologically non-epistemic or vice 

versa. We can probably expect the psychological factors to exacerbate the differences between the two 

parties because the practitioners' sense of use to others may depend on their practices being effective, but 
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even if we assume psychological similarity, we still have a case in which the concern of one party is to find 

out whether or not a hypothesis is true, while the other party to some extent wants the experiment to 

legitimise their acceptance of its truth. To the professor, information from the test is still valuable, but to 

the practitioners it is not, so it is plausible that their investigation curves for this issue differ like the two 

investigation curves in Figure 4. Depending on the exact circumstances of the testing, the practitioners 

could arguably be regarded as information-averse, i. e. actively avoiding testing, as opposed to giving up on 

a test which has no value. 

This example illustrates how non-epistemic motivation for an opinion differs from strong belief. 

That the practitioners strongly believe that their methods are effective is not an explanation of their 

reluctance to be tested. In fact, the reluctance to be tested should be greater the lower their belief in the 

effectiveness of their treatments. If they are absolutely certain that the experiment will vindicate them, then 

there is no cost for them in the experiment being performed and they should have no objection. The more 

chance the experiment has of producing a negative result, the more it may be taken as a threat to the 

practitioners' livelihood, social standing and self-image. 

In the rest of this section, it is not my intention to prove that information aversion exists, or to 

identify its empirical circumstances. I will simply take it as axiomatic that it exists and try to explain how it 

can be given a rational reconstruction. In other words, I will argue that information aversion can be 

understood as instrumentally rational, in pursuit of non-epistemic goals. 

The traditional result appears to be decisive: information cannot be bad for you. However, it is a 
limited, special-case result in that it only considers the immediate effects of the information on one 

decision in which utilities are constant. To unpack what this means, I want to consider two related points: 

It is a simple fact of decision theory that if the probability function is revised by 

conditionalisation, the utility function must also be revised by the same conditionalisation. If 

we were calculating U(A) and have now received information 1, we should now be 

calculating U(AII). The premise of the standard result is that this conditionalisation has no 

effect on the values of the utilities, in other words that for all acts A and states H, U(AIHM 

U(AIH). 

To collect information, one has to perform some sort of act, such as reading a book, talking to 

an informed person or conducting an experiment. This might have other immediate 

consequences in addition to the acquisition of information. For one thing, it might be seen by 

other people and recognised as an act of information-gathering. The inquirer may gain social 

benefits or costs from being known as having inquired into a particular topic. 

I want to recall now the concept of motivated inference mentioned in Part 5. Motivated inference 

is inference between acts, not beliefs. It is a non-epistemic motivation to accept whatever is coherent, by 

the standards of one's audience, with one's previous assertions and other acts. The process of motivated 
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inference should be expected to occur when the subject has an interest in appearing rational, reliable and 

coherent. 
In particular, I am now interested in the motivated inference from collecting information that 

shows that H to acceptance of the opinion that H (recall that there can be motivated inferences from an 

action to an opinion as well as between opinions). Assume that I perform some test whose outcome shows 

clearly to everybody that H is the case. Assume also that this test is not entirely private, so that people in 

my social environment know that the new information is available to me. Whatever my underlying belief, 

there is a motivation for me to subsequently accept H. 

If I am ideally epistemically motivated, this motivation to accept H causes no problem because H 

(which we have hypothesised to have been clearly demonstrated) is the opinion I am drawn to anyway. If I 

have an overriding non-epistemic motivation towards the disconfirmed opinion , H, then I will keep that 

opinion, but have to bear the costs of appearing incoherent. As explored in Part 5, there may well be 

strategies available to me which allow me to keep the rewarding opinion that ,H while minimising the 

costs of apparent incoherence. For example, the social costs can be deflated if I provide an explanation for 

my holding on to the discredited opinion. To have its effect, this explanation has to be acceptable to my 

audience: it does not have to actually be convincing to me nor to reflect my underlying beliefs. 

If one is strongly non-epistemically committed to the disconfirmed opinion , H, so that a heavy 

cost attaches to the relinquishing of that opinion, then the process of getting information brings this cost in 

addition to whatever cost attaches to the information itself. This gives us a sense in which information that 

comes "for free" can be undesirable, and hence counts as an explanation of information aversion. The 

information aversion should be greater the greater the separation between the opinion and the belief. 

Assume that I have a non-epistemic commitment to the opinion that ,H and access to a reasonably reliable 

test of whether or not H. The stronger my belief in H, the stronger should be my expectation that the result 

of the test will favour H. Hence, the stronger the expectation that the outcome of the test will cause me a 

disutility, either by requiring me to give up the opinion to which I am attached, or by requiring me to 

incoherently acknowledge the outcome of the test while keeping the opinion that -H. 

This explanation of information aversion does not challenge the traditional result on the value of 

information. That result tells us that truly costless information cannot be aversive, but the reasoning 

presented here argues that under certain conditions (non-epistemic motivation coupled with a drive for 

coherence) information cannot be costless. 

The above reasoning has an application to the analysis of self-deception. I take it that self- 

deception can mean fundamentally two things: a state (of having an opinion in the face of evidence which 

subjectively weighs against that opinion, i. e. in the face of a small subjective probability of that opinion) 

and a process (of avoidance of evidence against one's opinion, including avoidance of informed criticism 

and avoidance of genuine tests of that opinion). In the context of the present model, self-deception is a 

conceptual possibility because there are two fundamental doxastic attitudes; belief and opinion. Being in a 
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state of self-deception about an issue necessarily requires a strong non-epistemic motivation, because if 

one's motivations are purely epistemic, then one's opinions will not diverge from the underlying beliefs. 

We saw above that information aversion is an expected result of having a strong non-epistemic 

motivation towards an opinion which is contrary to an underlying belief, assuming there is a significant 

pressure to appear coherent (and therefore to make motivated inferences). The process of self-deception - 

of avoiding genuine tests of one's opinion in favour of whatever maintains the current opinion - is what I 

mean by information-aversion (strictly, someone who has an information-averse attitude is someone who 

makes self-deceiving choices, or who would if such choices were presented to them). Putting all this 

together, we have a conditional statement of the following form: given a significant pressure to appear 

coherent, the state of self-deception should be expected to result in the process of self-deception. 
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Summary 

" Shannon's proof uses consistency requirements to identify a mathematical measure of the 
information content of a proposition, just as the Cox proof mentioned in Part 1 leads from 

considerations of consistency to probability. 

" Bernardo showed that the ideally epistemically motivated Bernardo agent values tests of a 

proposition H exactly to the extent that they provide Shannonian information about H. Our ideally 

epistemically motivated agent with a finite number of cognitive acts provides a rough 

approximation to this utility function. One distinction between scientifically rational and 

scientifically irrational attitudes (about whether or not H) is that information about H has value for 

the former but not for the latter. 

0 According to a well-established theorem of decision theory, information cannot have negative 
utility when the probabilities are act-independent. 

" In light of this theorem, the question arises of whether the human propensity to be averse to some 
information is explainable within descriptive Bayesianism (or indeed any intentional framework). 

" One possible way to include information aversion within descriptive Bayesianism is to invoke 

motivated inference; in particular, the motivated inference from receiving disconfirmatory 

information about H to the giving up of one's opinion that H. If the opinion that H is motivated by 

a strong non-epistemic attachment, then the disconfirmatory information is aversive, in that the 

subject would greatly prefer not to receive it. 

" This provides a further distinction between scientifically rational and scientifically irrational 

attitudes: the latter is a necessary condition for information aversion, whereas a scientifically 

rational agent cannot be averse to information. 
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Conclusion 

Connections between Value and Belief 

Part 1 considered what is meant by "belief' in the context of the intentional stance. It showed a 

number of reasons why we should treat that everyday term as covering at least two different things; belief 

and opinion. Hence the question of the relation between value and belief separates into two separate 

questions. Belief, almost by definition, is not directly dependent on value, and the topic of this thesis has 

been almost entirely the interaction of value and opinion. 

In Part 2, we saw that there is a fact of the matter about whether a motivation is epistemic, non- 

epistemic or if it does not affect the decision. We saw that this can be decided structurally, by using the 

decision table to examine the circumstances to which the motivation is attached. We have seen that a 

succession of other distinctions attach to this basic distinction, and we can explore these by comparing a 

hypothetical agent who is always epistemically motivated with another who is always non-epistemically 

motivated. The balance of epistemic and non-epistemic utilities operating on a subject's choice of opinion 

on a given issue will potentially affect their choice of rhetoric or of debating strategy, their choice of 

information source and their interpretation of others' utterances. These provide mechanisms by which 

value can have an indirect effect on belief rather than opinion. 

Part 3 deduced additional aspects of the epistemic/ non-epistemic distinction, for example that act- 

dependent probabilities can be another source of non-epistemic value (such as in the faith-healing example) 

and that unreliable methods for discerning the truth diminish, in effect, the epistemic motivation towards 

true opinion. 
The concepts of epistemic and non-epistemic value have been shown to work well for McMullin's 

intended purpose of separating distinctively scientific goals from competing goals. The notion of non- 

epistemic motivation captures what we think of as values that impede or counter the goals of science, 

including social and personal pressures to preserve an existing doctrine. 

The utility analysis in Parts 2 and 3 has been presented as a "ground floor" on which more 

sophisticated analyses might be built, perhaps bringing in more sophisticated concepts of truth and 

verisimilitude rather than blunt correspondence. However, it is surprising how much sophistication we can 

get just from this ground floor, in that the desire for informative true opinion seems to account for other 

epistemic values such as fecundity and unification, and for the desirability of logical innovations that 

expand the field of implicit assertions that can easily be deduced from a theory. 

Connections between Epistemology and Virtue 

Epistemically motivated agents give opinions about H that reflect their underlying belief in H. 

They value information about H and find it valuable to construct tests which are informative about 11, so 

long as the cost of performing these tests is not too great. It is to the subjective advantage of this agent to 

be in an environment in which new information and argument is easily accessible, and where consequences 
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of opinions are drawn out so that conflicts are identified and efficient use is made of information. Their 

adoption of an opinion can be epistemically significant to others, because it reflects that agent's subjective 

epistemic status. These agents cannot self-deceive, either in the sense of having a strong opinion that H 

while having a strong belief that H, or in the sense of avoiding evidence against their opinions. 

On the other hand, the opinions of non-epistemically motivated agents do not reflect beliefs and 

so their opinions about H are less epistemically significant about H. The formation of opinions and the 

choice of behaviour are directed so as to defend existing opinions. This defence can include the production 

of new opinions, the adaptation of behaviour, an avoidance of certain sources of information and the 

seeking of a non-challenging audience for one's opinions. It is to the subjective advantage of this agent to 

be in a social environment where opinions are not questioned, and where conflicts between opinions, or 

between opinions and behaviour, are not drawn out and identified. 

It would be tempting to draw a moral conclusion -a "thou shalt" - from this comparison, but the 

axioms of decision theory on their own would not justify a conclusion such as, "One should always be 

epistemically motivated, " or, "One should never offer sincere declarative opinions on matters on which one 

has overriding non-epistemic motivation. " However, we can retreat from this to a more secure conclusion, 

of conditional form: if you want to argue that non-epistemic motivation in some circumstances is a good 

thing (perhaps that it can have benefits outweighing its disadvantages), then you should be prepared to 

argue that its likely consequences (such as the decreased value of information or resistance to 

disconfirmatory evidence) are worth having. 

The philosophical trend that this relates to is virtue epistemology, the focus on individual virtue in 

the answering of questions about knowledge and justification. Epistemic motivations can be thought of as 

virtues and non-epistemic motivations as vices. Life provides many of the latter motivations, in the form of 

personal and social influences to commit to opinions independently of their epistemic virtues, and the 

effect of these influences on an individual's behaviour and opinion-formation will be decreased by strength 

of the individual's dedication to epistemic goals (what might colloquially be called their intellectual 

conscience or intellectual integrity). 

Battal's introduction to virtue epistemology (Battal (2000)) supplies a terminology to distinguish 

ways in which virtues can be the focus of epistemology. One way it is to take the virtues of an individual as 

merely indicative of epistemological properties such as justification. The considerations of this thesis 

support this approach by identifying virtues at the individual level which are crucial to the epistemic 

significance of opinions. On the other hand, the present work counts against the conceptual or ontological 

focus on the virtues; the approaches that take virtues as more fundamental analytically or ontologically 

than knowledge or justification. We reached conclusions that gave an important role to virtues without 

taking virtues as a fundamental starting point: our starting point was just that reasoning agents can perform 

acts that have linguistic content under the appropriate interpretation from their audience, and that the 

propositional content so conveyed can succeed or fail in corresponding to the state of the world. By doing 

the opposite and taking virtues as fundamental, one loses the layer of analysis which allowed us to identify 

which motivations count as virtues and which as vices from an epistemic perspective. 
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Objectivity in Science 

Both Kuhnian socio-historical views of science and the analytical decision-theory approach focus 

on choices made by individual scientists. Since there is relatively little mention of evidence and much 

mention of subjective belief and value in such an analysis, it may appear that such an approach undermines 

or explains away the claimed objectivity of scientific inquiry. As an extreme version of this view, it might 

be said that if theory acceptance is a matter of choice, then the scientist's acceptance of a particular theory 

reflects only her upbringing in a particular culture, and that she may as well have chosen any other theory 

or myth. On the contrary, though, the decision-theory approach shows us a number of lessons which 

reinforce the idea that there is a distinctive kind of inquiry which is objective and epistemically reliable. 

"Truth-seeking" is not a vacuous adjective. Anyone can claim to be seeking the truth, even the 

most closed-minded defender of ancient dogma. Anyone could defend their epistemic practices as truth- 

seeking using the argument, "I defend whatever is written in [whatever venerated book] and I know the 

content of that book to be true [for whatever reason]. " The structural definition of epistemic value 

undermines these arguments. It shows an essential difference between wanting true opinion (whatever the 

truth turns out to be) and wanting some other particular kind of opinion. It is not enough to be promoting 

or defending something which, you claim, happens to be true. The structural definition also shows us that 

even though we have a lot of lee-way in what we count as scientific attitude, we are not at liberty to call 

anything we like an epistemic value. 

The criteria for theory choice do not have to be arbitrary or ad hoc. The more values, such as 
fecundity, explanatory power or inter-theoretic unification, that we add to a philosophical understanding of 

science, the more realistic our picture of scientific practice. On the other hand, the longer our list of 

characteristically scientific values, the more arbitrary and culture-bound it looks. In Part 4 we saw that 

epistemic values could be explained in terms of other epistemic values, perhaps even reducing them to the 

goal of informative truth. In this way we can explore the hidden order behind diverse criteria of theory 

choice. The chain of justification does not have to end with the blunt acceptance that a particular criterion 

of theory choice is scientific, because the normative significance of a supposed epistemic value can itself 

be investigated. 

Some scientific disagreements are not epistemically significant. It was already shown in 

Maher's and Good's analyses (considered under "Analytical Approaches" in Part 2) that there is a 

spectrum of ideal scientific attitudes to an inquiry. Consider two scientists, one who accepts Has true and 

another who says there is not enough evidence to decide between H and its alternatives. It might be that 

they disagree on the fair odds for H given the evidence, but another possibility is that they give different 

weightings to informative versus cautious assertion. The exact nature of the disagreement would be 

revealed if the scientists more precisely spell out their attitudes. This thesis has given further examples of 

how differences in value can lead to different patterns of theory acceptance. Two scientists may rationally 

accept incompatible theories even when they are motivated purely towards truth and they evaluate the 

probabilities of propositions in the same way but are interested in the truth on different matters. 
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The fact that scientists working on the same problem in the same culture still disagree after a long 

period of collecting and sharing evidence might be used as an argument against the objective nature of 

science. Similarly, the fact that scientists in a particular discipline all agree might be used as an argument 

that science leads eventually to an objective consensus. Both these arguments are undermined by 

considerations of value, because disagreement might not reflect different evaluations of evidential strength 

and agreement might reflect non-epistemic attachment to a "party line". 

Bias at the individual level need not translate into bias at the group level. In deciding how 

much trust we should give to a piece of testimony, we need to consider (amongst other things) the 

incentives operating on individual opinions. Somebody might be (relatively) epistemically motivated about 

H, but might form opinions about H in a totally misguided way. Someone else might be knowledgeable and 

epistemically motivated about H, but their opinions might be reported to us by someone with a non- 

epistemic bias. A consequence of this is that if we arrange it so that people's opinions come to us via the 

right kind of filters and channels, then their individual value biases will not matter so much. Academic peer 

review is one such filter. A court of law is another. A society in which advocates of one opinion do not 

have the power to silence contrary opinion is another. 

Personal Mental Hygiene 

A welcome side-effect of a philosophical analysis of virtue and vice is that it might give the reader 

criteria to apply reflectively to their own behaviour, and so help them become more virtuous. In the same 

vein, an analysis of the distinction between epistemic and non-epistemic values could potentially act as a 

tool for focusing attention on the question of whether the reader is epistemically motivated. At least it 

might prompt readers to think about how they can appear to be epistemically motivated. 
The Delayed Value of Truth principle (from the end of Part 3) teaches us that the tension between 

epistemic and non-epistemic motivations is like many other tensions with a moral significance, in that an 

opportunity for relatively proximate reward (of accepting an opinion with a non-epistemic appeal) is 

contrasted with a opportunity for an delayed reward (in the form of credibility). It seems that all human 

beings experience temptations to stretch the truth when talking to others, to avoid considering painful 

questions and to fix attention on comforting thoughts (or sources of comforting thoughts) rather than pay 

attention to a more reasonable alternative. Perhaps if people are shown in detail the likely eventual 

consequences of moments of epistemic weakness, the process of motivated self-deception will be at least 

marginally harder for them. 
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