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1. Introduction  
 

The perceived potential of artificial intelligence (AI) systems, broadly characterised, has seen a 
massive surge of investment in research and development, and their penetration into many 
decision-making processes of commercial, political and public organisations.1 The driver behind 
this surge and the improvements in AI technologies in recent years, especially in the field of 
machine learning, has been the development of vast digital data sets.2  These data sets can be 
harnessed as training data to improve the AI system’s ability to identify potentially significant 
correlations, which in turn can provide highly insightful intelligence on animate activity (e.g. 
human behaviour) or inanimate processes (e.g. weather patterns). Of course, large data sets (and 
actuarial assessments) existed long before the advent of digitisation, notably central and local 
government datasets (e.g. taxes, welfare), policing datasets (e.g. criminal records, fingerprints, 
photos), medical datasets (e.g. patient records, clinical trial data, surveys), and corporate credit 
datasets. Yet, what is new is their deep penetration into most spheres of private and public life. 
From shopping, entertainment, policing and fraud detection, to political campaigning, credit 
scoring, insurance quotes, social networking and news consumption, AI systems ubiquitously 
work behind the scenes to infuse decision-making processes with intelligence extracted from big 
data. In many of these contexts, this intelligence is used to develop highly personalised 
predictions or targeted services.  

These automated decision-making processes have attracted public and regulatory attention, 
partly because of their sheer pervasiveness, and partly because the steady exposure to machine 
generated outcomes has also made abundantly clear that the processes are no more neutral or 
objective than human judgements, but have values embedded within them. This in turn suggests 
that these systems ought to be subjected – in the name of transparency and accountability - to 
some regulatory oversight,3 much like their analogue counterparts. Those employing AI ought 
not to be able to hide behind the machine and avoid being answerable for unlawful biases, 
damaging errors of assessment, or ‘redlining’ and discrimination against individuals and 
communities. Although such negative effects are usually the result of a failure in AI system design 
or flawed training datasets, some observers have suggested that certain AI-supported processes 
in government decision-making may have been quite deliberately designed to have exclusionary 
effects.4 

At the same time, it has also become apparent that, even accepting that the  personalisation 
phenomenon can provide notable efficiencies and economic gains in delivering services (e.g. 
precision medicine), or allocating scares state resources  (e.g. predictive policing), it is also often 
accompanied by unintended negative effects,5 that should attract public debate. For example, 
highly personalised insurance or credit score systems apply a heightened user-pay logic to the 
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provision of their services, which is beneficial to privileged customers, but also liable to amplify 
existing social disadvantages, and implicitly undermine notions of distributive justice and 
communal solidarity. Equally, personalised news and entertainment consumption and attendant 
‘filter bubble’ effect cannot but undermine social cohesion.6 Whilst media and academic 
accounts have focussed on the potential negative impacts on individuals or categories of 
individuals, there has been much less consideration of broader consequences or ripple effects of 
incorporating AI into existing social systems.7 For example, although systems such as automated 
facial recognition technology or predictive policing promise more accurate and efficient policing 
(although this is far from empirically proven), they also have unintended negative side effects.  
They divert limited public resources away from existing operational methods, such as community 
policing, that are demonstrably effective at achieving policing objectives, but which are human 
resource intensive, and difficult to subject to audit and metric oversight.  While greater recourse 
to such systems may generate revenue and data for the private sector, and produce auditable 
metrics for government, this will inevitably further isolate police officers and staff from direct 
engagement with the broader communities they serve, and whose co-operation they need. 

This chapter explores these consequences and ripple effects through an ‘AI ethics’ perspective, 
which has become the dominant overarching discourse concerned with ‘regulating’ AI for the 
good of society. Yet, as the phrase suggests, ‘AI ethics’ is far removed from ‘AI law’ and broadly 
captures the idea of self-policing by private corporate actors in their use of AI systems, as 
sanctioned by government. The discussion here critiques that self-policing, first, by locating AI 
ethics within long-standing traditions of corporate social responsibility and institutional ethical 
frameworks with all their in-built shortcomings, that frequently translate into a systemic inability 
to be truly Other-regarding. Second, this chapter shows, with reference to the recent EU AI ethics 
initiative, that even well-intentioned initiatives may shoot past their target by simply assuming 
the desirability of AI applications, regardless of their wider impacts. Such an approach restricts 
itself to tinkering with system details whose consequences are relatively minor in comparison to 
the much broader impacts of AI within social systems, as captured by the idea of ‘algorithmic 
assemblage’. Only a holistic analysis that goes beyond a focus on individual and group rights 
would be able to even engage with these broader impacts, but this is hardly likely to occur if AI 
ethics is constructed - as is currently the case - as an essentially corporate concern. For 
corporations, these wider effects of AI on society are frequently the direct and intended result of 
pursuing the bottom line.  

2. A New Ethical Dawn or the Art of ‘Ethics-washing’  
2.1 A Burgeoning Ethic Industry  
This public disquiet has not gone unnoticed by government, commercial entities and researchers 
seeking to develop or implement AI-supported personalisation. The European Commission 
explicitly included in its strategy for AI development ‘ensuring an appropriate ethical and legal 
framework based on the Union's values and in line with the Charter of Fundamental Rights of the 
EU.’8  Likewise, the UK Government’s Office for Artificial Intelligence states, in its policy paper, 
The AI Sector Deal (2018), as a policy objective of its AI strategy ‘leading the world in the safe and 
ethical use of data through a new Centre for Data Ethics and Innovation…’,9 Google created, and 
then disbanded, an AI ethics council,10 Microsoft has launched an AI ethics framework, and a 
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range of companies including Facebook, Amazon, IBM, and Salesforce are hiring ethicists to work 
on their AI strategies or funding AI initiatives.11  

However, the developing interest in AI ethics in government and business, while on its face a 
positive reaction to public criticisms and fears, brings problems and concerns of its own.  The 
establishment of ethics boards, ethics oversight committees and codes of practice for AI by 
corporate entities follows a familiar regulatory pattern, well established in the technology 
sphere, whereby industries seek to head off formal governmental regulatory intervention by 
providing putatively self-regulatory mechanisms to address the problematic impacts of their 
services or corporate activities.  These are usually premised on subsidiarity arguments, and there 
is some evidence that they can be an effective means of achieving positive regulatory outcomes 
in specific circumstances.12 However, self-regulatory regimes are often criticized in regulatory 
literature for failing to adequately protect public interests when these conflict with commercial 
imperatives, for a lack of transparency and meaningful accountability, and for failing to engage 
in effective dialogue with civil society (a lack of tripartism).13 

Of course, corporate embrace of ethical frameworks for AI is not necessarily a cynical attempt to 
avoid regulation by means of ‘ethics-washing.’  It may reflect genuine attempts to transfer values 
that contemporary public discourse (e.g. in the media) suggests are held or are likely to be 
considered desirable by primary stakeholders into a frame which corporations can more easily 
internalise. For example, transformation of those values into mechanisms for legitimatising 
particular technology practices or business opportunities and thereby stabilising them. 
Personalised marketing would appear to be a prime example. This may open up a range of 
opportunities, from reconsideration of outdated corporate routine, to development of formal 
internal or industry codes of conduct, establishment of industry networks, and wider stakeholder 
engagement. That said, those outcomes will not necessarily result in positive or effective 
approaches to resolution of social problems caused by AI. Much depends upon whether this 
approach to public values is truly institutionally assimilative or just deflective.14  

2.2. CSR Reinvented?  
Analysis of corporate moves to establish internal or industry-wide external AI ethics frameworks 
thus inevitably suggests parallels from the wider debate over the development and effectiveness 
of Corporate Social Responsibility (CSR).  While CSR, in the broad sense of ‘clearly articulated and 
communicated policies and practices of corporations that reflect business responsibility for some 
of the wider societal good,’15 has become a globally recognised concept, its roots lie firmly in the 
US. Commentators have noted distinct differences between US and European approaches to CSR 
suggesting that US CSR reflects a clearer explicit role for corporations in taking independent 
responsibility for societal interests, whilst European CSR implicitly envisages a ‘partnership of 
representative social and economic actors led by government.’16 

Given that corporate AI powerhouses are primarily of US origin, it is unsurprising that the initial 
response to concerns about the ethical implications of AI was premised on corporations 
developing solutions either through internal debate and procedures, or via trusted ‘outsiders.’  
This meant that the AI ethics debate was ‘Americanised’ at an early stage, and a US corporate 
responsibility approach to AI ethics strongly underpins national and supranational policy 
developments. Thus, when the EU High-Level Expert Group on Artificial Intelligence was 
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established by the European Commission in 2018, to make recommendations on ethical, legal 
and societal issues related to AI, the ethical discourse that it would engage in had already largely 
been framed. That framing embedded a corporate-centric perspective of potential ethical risks 
and the means to ameliorate them as the central focus of the dialogue. 

Criticisms of the effectiveness of CSR in achieving long term societal goods are long standing.17 A 
key concern is that even where CSR practices are, or purport to be, beneficial for primary 
stakeholders, they fail to address issues of wider social importance – in other words that, in 
practice, most CSR initiatives are in fact ‘direct influence tactics.’18 An example of this in the AI 
domain can be seen in Google’s recent attempts to address its employees’ concerns about the 
direction of its AI R&D, and in particular its relationship with the US military.19 Google made a 
point of publicly distancing itself from controversial contracts, creating a set of AI Principles and 
establishing an AI ethics committee, which was disbanded after further employee protests about 
its proposed membership. These actions clearly sought to address the ethical concerns of a 
primary stakeholder group (its employees) relating to its corporate practices.  However, Google 
continues to provide financial, technological, and engineering support to a range of start-ups that 
provide AI technology to military and law enforcement through a venture capital arm.20 Thus the 
impact of the apparently ‘responsible’ actions is diminished, and the ethical considerations 
avoided rather than addressed. Indeed, placing ethically problematic R&D at one or more 
removes from Google, in a range of smaller, ostensibly independent, start up companies is likely 
to make it harder to ensure that commercial practices that might breach, or come into conflict 
with, socially desirable ethical principles can be identified, subjected to critical scrutiny and 
appropriately regulated. 

2.3. Structural Weaknesses of Corporate Self-Regulation  
The problematics inherent in establishing when it is appropriate for government to permit 
corporate self-regulation combined with the criticisms of US CSR approaches (not least the 
difficulties in establishing the extent to which those approaches can plausibly expected to 
identify, select and prioritise solutions that address wider social problems over those affecting 
primary stakeholders ) also raises questions about the consultation process upon which guidance 
for national and supranational policymakers rests. 

A critical assessment of the governmental/corporate approach to developing ethical AI should 
thus consider the extent to which bodies writing AI ethics guidelines on behalf of government, or 
ethics boards established by corporations to advise on policy, are truly independent and 
transparent.21 For example, in the case of EU High-Level Expert Group on Artificial Intelligence, 
what percentage of its 52 members were employed by corporate entities or interest groups, or 
been funded by them?  The Expert Group’s report Ethics Guidelines for Trustworthy AI (2019) 
(Ethics Guidelines)22 is silent on potential conflicts of interest amongst its members – an obvious 
ethical oversight. Similar problems can be found with corporate AI ethics boards: companies may 
refuse to divulge membership, identify who participates in meetings and discussions, reveal how 
rules and policies have been determined, and what action has been taken, if any, as a result of 
ethics board suggestions.23  

This also implicates issues of accountability. If companies get to self-determine the parameters 
of the ethical landscape via their own ethical boards and through undeclared influence on the 
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outcome of ‘independent’ governmental evaluations, key questions may simply never be 
adequately debated.  Discussion can be framed in ways that fail to raise, or which marginalise, 
issues that are not readily amenable to the solutions that are acceptable to corporations, that is 
solutions that place minimal regulatory constraints on their activities, or are of particular 
importance to their primary stakeholders.. Reducing ethical investigation to checklists, or limiting 
consideration of the social impact of AI-supported personalisation to questions about whether 
individual rights, or the rights of particular groups, are disproportionately impacted ignores issues 
that may not be readily addressed by checklists and that are of wider societal concern, and may 
range beyond the activities of an individual company or industry. 

The self-regulatory approach that the use of ethics boards offers is one of weak accountability 
even for those issues that are addressed. Simply establishing an ethics board provides no 
guarantee of ethical behaviour without a clearly defined and transparent framework that sets 
out how the ethics board will operate, who its members are, how its recommendations should 
be acted upon by the company, and who is accountable, and how, if they are not.  Similarly, a 
code of practice is of limited value without any publicly accessible evidence of what 
consequences of breaches there will be. Without these types of accountability mechanisms, 
ethics boards are likely to be simply a regulatory ‘Potemkin Village’ designed to deflect public 
concern and state regulation, but with little meaningful impact on corporate practices. 

There is also an issue of the degree to which small groups of ethicists and experts drawn from a 
narrow range of disciplines or interest groups can adequately represent the broad concerns of 
wider civil society. Where the same individuals are also members of more than one ethics board 
or expert group – there is also an increased risk of ‘groupthink’24 that may lead to failure to access 
and exchange context-specific information, unwillingness to explore viewpoints or courses of 
action suggested by others outside the group, and as a result, the adoption of inadequate, 
incomplete or inflexible outputs.25 A notable feature of much of the corporate-sponsored and 
governmental ethical debate about AI-supported personalisation has been its distance from both 
the general public and civil society groups.   The High-Level Expert Group on Artificial Intelligence 
notes that ‘Over the past months, the 52 of us met, discussed and interacted…’; yet a survey of 
its members listed suggests a very narrow range of discussants, dominated by corporate 
representatives and AI researchers from a select number of academic disciplines, notably 
computer science, law, philosophy and ethics.26  A review of the literature cited in the Ethics 
Guidelines includes theoretical ethical material developed by members of the Group, and links to 
EU projects using or seeking to develop AI-based solutions to a range of social issues, but contains 
no citations to empirical work on the social impacts of AI, or to wider civil society critiques of 
impacts of new technologies.  The document identifies that a key nontechnical method to secure 
and maintain Trustworthy AI is ‘open discussion and the involvement of social partners and 
stakeholders, including the general public’ and notes that ‘[m]any organisations already rely on 
stakeholder panels to discuss the use of AI systems and data analytics ... includ[ing] various 
members, such as legal experts, technical experts, ethicists, consumer representatives and 
workers.’27 Yet the Group’s pilot Assessment List appears to have been compiled without 
significant direct or indirect public input.28 

The above concerns should not be taken as a criticism of specific individuals but should cause us 
to reflect upon the conscious or unconscious biases, preferences or concurrence seeking that 
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drafting ethical guidelines under those conditions may encourage. A perceived problem of 
personalisation on the internet is the filter bubble, that is ‘an environment … in which people are 
exposed only to opinions and information that conform to their existing beliefs.’29 In practice, 
filter bubbles of one sort or another have always existed, indeed, there are clear similarities with 
the concept of ’groupthink’ mentioned above. Expert groups are no less prone to this problem 
than internet users.  Indeed,  as anyone who has been involved in drafting ethical frameworks, 
codes of practice or standards can attest, it is often relatively unproblematic to devise these in 
committee, particularly when the members of the committee share a common objective and 
similar backgrounds, but quite another to persuade others to apply them in practice in 
circumstances where there are  divergent social, cultural or business attitudes.30 Rules that look 
good to the committee on paper may not be assimilated without resistance into practices or 
applied to end-use cases.  As the following section suggests, even with some degree of regulatory 
compulsion they may not lead to effective transparency, oversight, audit and accountability. 

2.4. Ethics Institutionalised  
As Chair of an academic Research Ethics Review Committee, one obtains an interesting 
perspective into the way in which researchers in UK Higher Education interact with both the 
ethical guidelines pertaining to their discipline, and the procedural requirements created to give 
effect to those guidelines.  There is often a perceptible disjoint between the ‘understood’ ethical 
principles and guidelines, and the actual willingness of researchers to act, or refrain from acting, 
in ways that ensure that those principles and guidelines are respected, and seen to be respected, 
in practice.   

Researchers chafe at the ‘red-tape’, the ‘administrative burden’, the ‘restriction on academic 
freedom’ and the ‘methodological constraints’ of ethical oversight.31 They cut and paste past 
responses to ethics review questions without considering the particular variables and risks of 
their proposed research, provide minimalist responses to questions about risks to research 
subjects and their data, and leave ethics review applications until the last moment before grant 
applications are to be submitted, or time sensitive fieldwork begun.  Their information for 
research subjects is written in impenetrable technical jargon, their consent forms are vague and 
confusing, and their risk assessments cursory. Then, when the research begins, how many of 
those gestures to ethical practice promised in ethics applications fall by the wayside when time 
is short?  What ethical corners are cut when a ‘research opportunity’ is too good to miss?  What 
are the perceived and actual consequences for individual or institution, if any, of breaches of 
ethical guidelines? 

Equally, academic ethical review processes often leave something to be desired. Criticisms of 
ethical review encompass box-ticking exercises, institutional back-covering, excessive formality, 
lack of reflexivity, and imposition of inappropriate discipline-specific requirements.32 Often a 
primary institutional motivation for incorporating processes of ethical review of research across 
all academic disciplines is not a concern for the fair treatment of research subjects, as individuals 
or a group; for the welfare of researchers; or for the avoidance of possible negative impacts on 
wider society. Rather it is concerned with ensuring continued access to grants and avoiding 
embarrassing legal action or poor publicity,33 or put another way, the need to pay attention to 
primary stakeholders. From that perspective, there are greater similarities between the 
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objectives of such institutional research ethics policies and CSR policies in the wider commercial 
sector than might be anticipated. This ‘institutional protection’ may also perhaps be reflected in 
the nature of ethical oversight in academia – there is usually significant front-end oversight by 
committees responsible for ethical review (although the nature and scope of that review may 
vary significantly between disciplines) at various levels of the institution.  For some types of 
research, notably biomedical research, there may be formal oversight by external bodies,34 but 
outside specific discipline domains, formal audit is unlikely except in cases of egregious breaches 
of guidelines.  There are numerous, often interlinked, reasons for this - lack of resource, lack of 
authority, lack of access and lack of will.   Reliance is often placed on self-reporting of ethical 
breaches, reporting by those managing the researcher, or reporting by third parties, including 
research subjects, to ensure ongoing oversight. 

It is suggested that the production of academic ethical standards and processes have, in 
conjunction with general legal requirements such as data protection law, produced a research 
environment where academics who deal with human research subjects are broadly cognizant of 
the general ethical principles applied to their research, even if they are sometimes rather hazy 
on the detail.  However, in practice, those principles are often, consciously or sub-consciously, 
viewed as ‘ethics for others’, as researchers perceive that their own practices are somehow 
innately ethical, that any deviation by them from those principles is likely to be minor and 
excusable in the circumstances, and that it is other researchers that are more likely to 
significantly deviate from those principles and are thus more deserving of scrutiny than them.  It 
is this perception that underlies at least some of the ‘chafing’ about the imposition of formal 
oversight. 

A key question is then whether ethics guidelines and ethical review processes have resulted in 
better ethical practices in academic research, or simply led to the development of a carefully 
cultivated façade of ethical practice that suggests the existence of an effective and reflexive 
process of consideration and mitigation of individual, group and social risks that it cannot 
meaningfully deliver? Consideration of the outcome of that microcosmic assessment might 
provide a starting point from which to begin to understand the nature of the difficulties likely to 
arise when seeking to apply a general ethical framework to a phenomenon as potentially 
ubiquitous as the use of artificial intelligence in decision-making processes. If it is difficult to 
inculcate and embed effective ethical practice in a community of researchers which has produced 
numerous codes of ethical practice for research,35 which supports several journals dedicated 
specifically to research ethics;36 and which is subject to formal institutional, funder and 
increasingly, publisher, ethical review requirements; then one would have to seriously question 
the likely effectiveness of ethical guidelines alone in contexts with significant countervailing 
forces, such as governance and commerce.  

3. AI Ethics Guidelines Deconstructed  
3.1. Limited Tool Box:  Those who cannot remember the past are condemned to repeat it 
It has often been said of army commanders that they tend to spend peace time studying how to 
fight the last war rather than strategizing for the next one. Yet reacting to new problems by 
resorting to methods one used to address previous problems, even if the outcomes of those 
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methods are less than optimal, is hardly confined to the realm of the military.  One of the critical 
concerns relating to AI-supported personalisation is that of privacy, whether related to 
governmental surveillance and predictive profiling, or corporate profiling and manipulation of 
individuals and groups. Privacy and data protection have been key issues in the relationships 
between citizen vis-à-vis State and consumer vis-à-vis the private sector for over 60 years. It 
seems fair to suggest that, to date, existing regulatory strategies to protect privacy and personal 
data have struggled to prevent their erosion by technology even in those States which have 
constitutionally protected privacy rights and comprehensive data privacy laws.  Equally, 
suggestions that technology (e.g. privacy enhancing technologies) might be harnessed to either 
support or replace non-technological methods have not gained widespread traction in the private 
sector - to adapt a popular saying, it appears that the best way to make a small fortune investing 
in privacy enhancing technologies is to start off with a large fortune. 

With this in mind, it is instructive to look at the Ethics Guidelines. The technical measures it 
promotes are: 37 setting up processes for embedding ethical rules within AI system architecture 
(ethics by design), and secondary systems to monitor how compliant the primary systems apply 
those  rules (Trustworthy AI); establishing methods that explain system behaviour to assess their 
reliability and to inform ‘users’ (explicability of output); testing and validating an AI system across 
its life cycle (oversight); and developing quality of service indicators to ensure a baseline that an 
AI system has been tested and developed with security and safety considerations in mind. These 
are laudable objectives and have been suggested in some form or another, from a privacy-
enhancing perspective, for many of the same AI systems. Indeed, the ethics-by-design suggestion 
is directly drawn from the GDPR and the data privacy research and practice upon which it rests. 
However, the real-world implementation of such technical measures in the privacy arena 
suggests at best a weak level of adoption and, even where adopted, the practical results often 
appear significantly attenuated from those suggested by regulators and theorists. 

These technical measures are then followed by recommendations of non-technical measures 
including: regulation with references made to product safety legislation and liability frameworks; 
soft law and co-regulatory approaches with organisations signing up to the Guidelines, Codes of 
conduct, ‘accreditation systems, professional codes of ethics or standards for fundamental rights 
compliant design’ or certification regimes run by trusted intermediaries; internal governance 
frameworks, for example, by setting up ethics boards;38 fostering education and awareness in all 
stakeholders including the general public, for example, by using stakeholder panels and engaging 
in social dialogue; as well as ensuring diversity and inclusivity amongst AI makers and users, i.e. 
amongst those who ‘design, develop, test and maintain, deploy and procure these systems.’ 39 

The idea that ethical AI can be promoted with the backing of product safety legislation and 
liability frameworks is interesting from a UK perspective, if only because of the limited application 
of both those regimes to computer software, and the degree of effort the software industry has, 
over the years, put into ensuring that this remains so.40 Beyond this, most of these measures 
have also been mooted or utilised as part of the data privacy regulatory toolkit. With the arguable 
exception of data privacy legislation, most of these measures, while laudable in principle, have 
been of limited effectiveness in the data privacy sphere, and it is unclear why the Guidelines 
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assume that they will be any more effective in creating ‘Trustworthy AI’ rather than simply 
producing (as we see with contemporary data privacy) a secondary industry ecosystem of 
consultants, certification bodies, e-training specialists and administrators, of varying quality, 
reliability and longevity.   

Diversity and inclusivity from design to procurement and deployment is also, in principle, 
desirable, particularly considering that the technology industry has traditionally scored poorly on 
both counts, whether in terms of technology workers or organizational leadership. Yet, even if 
diversity and inclusivity can be increased, it is worth noting that the design side of the technology 
is often at a significant remove from the procurement and deployment of systems.  A key element 
missing from the list is the ‘selling’ - what are the features upon which AI marketing rests, do 
purchasers understand the ethical implications of its use in particular contexts, and do the 
vendors themselves understand, and seek to communicate the purchasers, the ethical issues that 
might arise from the use of their products? One can have an inclusive and diverse design, 
developer, testing and maintenance team which produces an ethical AI system, but still have it 
marketed, implemented and directed in ways that are problematic. The ‘diversity and inclusivity’ 
concerns are well illustrated by various manifestations of data-driven personalisation which, as 
shown in this collection, tends to reinforce existing socio-economic inequalities and 
vulnerabilities, few of which AI makers or their governmental or corporate users share or are 
particularly preoccupied with. Indeed, their personal or institutional interests are often directly 
benefited by ethically questionable personalised applications, that come in the form of cheaper 
prices or credit (price or credit discrimination), greater public safety (predictive policing or 
sentencing) or smaller public health budgets (precision medicine) – regardless of its crippling 
consequences for the already disadvantaged, as discussed in a number of chapters of this book.  

3.2. Limited Perspectives on Affected Interests: An Atomistic Approach  
Much of the language of the Ethics Guidelines is couched in terms of fundamental rights and 
freedoms that are directed towards the individual or to particular groups of individuals who are 
perceived to be at risk because of particular characteristics or vulnerabilities. AI-facilitated 
personalisation will undoubtedly impact individual and group rights, and the Ethics Guidelines 
provide a lengthy, if sometimes mechanistic, Assessment List to aid consideration of the issues. 
Yet it pays little attention to the structural/societal impact of AI-facilitated personalisation.  While 
the report makes gestures towards wider social issues,41 only one of the 131 questions in the 
Assessment List is addressed to ‘Society and Democracy’ by alerting to the possibility of affected 
stakeholder interests over and beyond the end user.42 This largely atomistic approach ignores 
the potential impacts of AI and personalisation on the wider community, preferring instead to 
concentrate on a series of discrete individual or group rights that can be neatly categorised, risk 
assessed and check boxed.   

Several problems with this line of approach are identified by Hoffman.43 The emphasis on 
avoiding breaches of legally protected individual or group rights tends to direct attention to the 
perceived need to avoid ‘bad actors’, that is, seeking to ensure that individuals or organisations 
do not deliberately or inadvertently embed discriminatory or damaging biases into AI.  
Alternatively, given the ‘black box’ nature of many AI systems, there is a growing tendency to 
shift the blame for unexpected or unpredictable outcomes from ‘bad actors’ to ‘bad algorithms’, 
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that is their model or training data. Solutions to these issues might typically be sought in 
enhancing diversity and inclusivity in human teams across the AI lifecycle, or by ‘technical 
‘patches’.  However, such fixes for individual or system behaviour inevitably displace more 
systematic attempts to explore and address the wider social and cultural processes and practices 
underlying the particular forms of discrimination that made them necessary in the first place.44 

There tends also to be a focus on overcoming specific disadvantages faced by (legally) pre-
categorised and often artificially homogenised groups without a clear understanding of how 
institutional or social contexts may affect the impact of a particular instance of AI decision making 
on sub-groupings within and across those groups. Viewing AI decision-making solely from the 
perspective of avoiding building in specific types of disadvantage may result in a ‘fair AI’ in terms 
of avoiding obvious disparity between treatment of different groups by the AI.  However, this 
approach is unlikely to call into question the discriminatory effect of any systemic advantages 
enjoyed by particular groups, whether these advantages are internal or external to the AI system.  
For example, an AI decision may have real world consequences, the outcomes of which are 
entirely contingent upon external factors, such as wealth or social capital.45 As Eubanks puts it: 

‘We all inhabit this new regime of digital data, but we don’t all experience it in the same way.  
What made my family’s experience [dealing with a negative AI decision] endurable was the 
access to information, discretionary time and self-determination that professional middle-
class people take for granted.’46 

Neglecting to take a holistic view of potential structural inequalities, such as these, means that 
the unfairness of the AI outcomes tends to go unchallenged and unaddressed. 

The legal and political debates around fair treatment and anti-discrimination also tend to home 
in on the distribution of rights, opportunities and resources. Hoffman argues that this is 
problematic on two grounds.47  First, that distribution of rights, opportunities, and resources is 
in itself demonstrably insufficient to afford human dignity if such distribution is not 
simultaneously supported by changes in social structures and attitudes which prevent harms that 
do not lend themselves to effective remedy by distributive means. Second, making the central 
issue one of distribution of rights, opportunities and resources is to suggest that AI can be isolated 
from the wider social systems within which they are incorporated when in fact they are intrinsic 
to the ongoing production of social and cultural meaning within those systems (see below). 

The ‘atomistic’ approach thus reveals a core difficulty for authors of the Ethics Guidelines.   On 
the one hand they are tasked with considering the ethical issues arising from AI; on the other 
they aim to provide the Assessment List to aid organisations to incorporate ethical thinking into 
their processes and procedures. The former objective might reasonably be assumed to include a 
holistic assessment of the types of broad social issues and risks arising from AI beyond individual 
and groups rights.  It might raise questions about whether use of AI-facilitated personalisation 
might drive undesirable social developments.  For example, the potential for the concentration 
of power in the hands of those designing or controlling the design of the technology (we can 
already see how control of the use of personalisation has begun to affect the distribution of 
wealth [see Chapter by Nick]; the dismantling of systems based on communal solidarity or 
distributive justice, such as insurance; the further obstruction of social mobility, already in 
decline; or the erosion of social cohesion, driven by the expansion of ‘filter bubbles’ across all 
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forms of technology-mediated communication. In contrast, the second objective demands an 
approach that eschews macro-policy considerations in favour of micro-risk assessment focusing 
narrowly on rights of individuals or groups of individuals. The risk with the latter approach is that 
it suggests that the broader social questions are outwith the responsibility, concern or capacity 
of individual organisations or industries.   

If that is the case, then it is even more problematic if governments, encouraged by the prime 
corporate movers, leave the legal and ethical regulation of AI to self-regulatory processes. In 
those circumstances the debate is likely to become one of how to implement business friendly, 
individual rights-focused, risk assessment-based regulation, and not one that actually engages 
with civil society representatives to develop an understanding of the limits of the social, 
economic and political trade-offs citizens might be willing to accept in return for the potential 
advantages that AI and personalisation might bring.48 Major societal trade-offs obscured in a 
narrow debate premised on the desirability of personalised consumption from access to credit 
to medical services [see Keith’s Chapter] are the values of communal solidarity or a recognition 
of structural disadvantages that makes this intensified ‘user-pay’ approach fundamentally 
problematic and at odds with concerns of redistributive justice. Equally, if one starts from an 
acceptance of personalised news consumption, the societal values of democratic debates across 
classes, cultures, generations are inevitably marginalised. Finally, in law, starting from an 
assumption of the legitimacy of predictive sentencing on the basis of its public safety benefits, 
obscures how those benefits can only come on the back of compromised fundamental values 
such as the presumption of innocence or just dessert [see David’s Chapter] 

3.3. Limited Problematisation of ‘Algorithmic Assemblages’ 
Finally, a striking omission from the Ethics Guidelines is any sustained attempt at reconsidering 
or challenging the predominant framing of the potential ethical risks and the strategies to address 
them.  Recent literature in the Science and Technology Studies field argues that the majority of 
the discussion in this area to date has focused on relatively narrow and technical understandings 
of the effects and impacts of algorithms, and that it will be necessary to attempt a more holistic 
approach to framing if meaningful intervention to achieve broad social objectives such as 
fairness, justice, and due process is to be achieved.49 

Key to this argument is understanding that AI algorithms are not inherently free of values but 
have sociological and normative features which in their interactions with humans ‘makes some 
associations, similarities, and actions more likely than others.’50 They  become useful or reliable 
only by virtue of their interaction with data, end users or other systems, and in interacting are 
engaging in both technological and social functions ‘structuring how information is produced, 
surfaced, made sense of, seen as legitimate, and ascribed public significance.’51 The difficulty in 
creating guidelines for the ethical use of algorithms thus lies partly in the fact that such guidelines 
are not applying ethical values to a blank slate, but attempting to change values already 
embedded within particular algorithmic instances, and partly in the fact that ethical guidelines 
directed at affecting the behaviour of an organisation, or even an industry, are unlikely to be 
helpful when the need is to address the effect of ‘algorithmic assemblages’ that may span broad 
socio-technical networks: 
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The efficacy of an algorithmic assemblage consists not only in its ability to process and identify 
patterns in vast amounts of data but also in its ability to manipulate adjacent computational 
routines, material infrastructures, and human beings. Depending on its domain of application, 
assembling a functioning algorithm requires the integration not only of hardware and digital 
flows but also of the organizational structures, analog infrastructure, and socioeconomic 
processes from which it draws its problems and on which it operates.52 

The dominant framing of the AI ethics debate to date has adopted a US corporate-centric 
perspective of the potential ethical risks and the means to be taken to ameliorate them.  This 
reflects a limited CSR-style approach to developing ethical guidelines, which focuses on the 
concerns of primary stakeholders, and takes an instrumental approach heavily premised on 
existing legally defined and narrow commitments to the protection of individual and group rights.  
This narrow framing of the ethics debate is unlikely to provide an effective basis for future ethical 
approaches to AI generally, and ‘algorithmic assemblages’ in particular. What is required is a clear 
understanding of how AI become incorporated into social processes, and the effect they have, 
and could have, on broader social developments.  It is difficult to see how a pathway to such an 
understanding can be created if one begins from a starting point premised upon the social, 
political and economic presumptions and preconceptions baked into the CSR approach. 

A fundamental rethink of the way that policymakers approach the problematic of AI and 
‘algorithmic assemblages’ is needed.  Recourse to ethical frameworks and regulatory models that 
do not attempt from the start to engage with the actual and potential structural inequalities that 
AI and ‘algorithmic assemblages’ retain, reinforce and reify is inevitably going to be a case of 
tackling symptoms and not causes.  Consider, for example, Amazon’s market dominance based 
on its first mover position on personalised recommender system is now deeply embedded within 
and enhanced by an intricate assemblage of algorithms extending far beyond analysing shopping 
habits to the analysing and optimising workers, suppliers and competitors: 

‘The logistical algorithms at the core of an Amazon shipping center not only make predictions 
based on the analysis of past transactions, shipping events, and worker performance but also  
use  those  predictions  to  actively  manage  product  inventories,  control  the position and 
performance of human workers, govern the flow of packages through the physical space of 
the warehouse, and interact with external organizations such as FedEx or the postal service.’53 

This assemblage would already stretch the effective applicability of the Ethics Guidelines’ 
Assessment List, and it is only a fragment of a far wider Amazon-centred social and economic 
‘ecosystem’.  That ecosystem extends far beyond the boundaries of what Amazon.com, Inc. 
owns, or can exercise some degree of control over, even should it wish to, and is continually 
evolving.   Developing an ethical framework that is capable of ‘explicitly dismantling [those] 
structural inequalities’ which Eubanks54 fears may be inherent in such vast assemblages, is thus 
unlikely to come from a corporate ethics committee, even one which attempts to include all its 
key stakeholders, nor from an expert committee which focuses on producing outputs such as 
checklists and questionnaires for private and public sector organisations. 
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4. Towards a More Holistic AI Ethics Framing 
The contemporary corporate and governmental focus on developing ethics frameworks for AI is 
primarily concerned with the shaping of the future direction of the regulation of AI usage, 
including personalisation. Development of ethics frameworks, whether by the EU, nation states 
or corporate actors, alongside the creation of expert groups and institutional ethics boards, are 
a key element in making a case for self-regulation as capable of addressing the diverse range of 
risks and problems that may arise. As a corollary, it can be argued governmental regulation - 
whether through legislation, creation of regulatory agencies or other regulatory means - will 
thereby be rendered unnecessary.    

This approach appears flawed in several critical respects. First, it is predisposed to assess the 
problematics of AI and ‘algorithmic assemblages’ via a limited CSR-influenced framing of the 
ethical risks and resort to a restricted range of ‘established’ regulatory techniques with which 
organisations are already familiar and can readily incorporate into established business practices.  
While this may have the advantage that it is easier to persuade organisations to adopt these 
techniques, it leaves open the question of whether those techniques are actually suited to the AI 
context and the particular issues it raises, and makes it more difficult to  examine and, if 
appropriate, promote alternative techniques, whether technical or non-technical.  This reliance 
on pre-existing regulatory theory and practices also fails to take advantage of a burgeoning 
contemporary science-and-technology-studies literature. That literature emphasises the 
importance of paying attention to the risks and biases inherent in the sociological and normative 
features of socio-technical networks created, or given new impetus, by AI, and counsels the 
wisdom of adopting as holistic an approach as possible to any framing of the discussion.  It also 
opens up hitherto underexplored regulatory questions.  For example, what is the extent to which 
a narrow concentration on avoiding specific categories of discrimination or disadvantage 
obscures the need to tackle less obvious, but potentially equally problematic, social and cultural 
issues, such as those derived from the unacknowledged leveraging of social and cultural 
advantages [see Chapter X Noelia]?  

Second, those advocating ethical frameworks and oversight to prevent harms from AI systems 
underestimate the difficulty of making them work effectively against organisational constraints. 
Thus, for example, in contrast to the principles and objectives outlined in frameworks, such as 
the Ethics Guidelines, the real world practice of ethical review and oversight within organisations 
designing, developing and deploying AI to date, suggests a lack of transparency and limited 
understandings and practice of accountability.   

Third, where national governments, or supranational actors, such as the EU, do not take a leading 
role in evaluating the ethical risks of AI, this inevitably cedes the regulatory initiative to the very 
entities who are the likely target of regulation - by leaving key issues, such as the choice of 
experts, advisors and stakeholders consulted, and the scope of the questions that are deemed 
necessary to address, in their hands.  Those potential regulatory subjects are likely to give 
(indeed, in the case of corporations and their shareholders, may be effectively mandated to give) 
prominence to the opinions and positions of their key stakeholders, which may not capture 
critical issues of wider social importance. Even where policy guidance is sought from expert 
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groups, if those groups are dominated by representatives of corporations producing or utilising 
AI, and individuals or organisations that have significant existing interactions or financial 
relationships with such corporations, this may call into question both a group’s independence, 
and its ability or willingness to explore issues or courses of action that do not marry up to 
conventional CSR discourses. In the EU, the High-Level Expert Group on AI’s Ethics Guidelines 
suggests that currently ethical policy guidance is being  provided to the EU Commission and the 
Member States by a relatively small group of experts, by reference to a relatively narrow 
theoretical and disciplinary base, and on the basis of limited empirical evidence.  There is little 
direct or indirect input from the public or civil society groups that might ground more nuanced 
understandings of existing and potential structural inequalities, and unexpected social and 
cultural impacts. Thus, by focusing upon business friendly, individual rights-focused, risk 
assessment-based regulation, the current ethics discussion cannot take a holistic view of the 
social impacts of AI and personalisation.    

It is encouraging that, as was the case with Corporate Social Responsibility, there has been a 
growing critical response to the various iterations and aspects of ‘ethical AI’, from analysis of the 
‘abstraction traps’ of fair machine learning methodologies,55 to dissection of the failings of anti-
discrimination law and practices when faced with complex socio-technical systems that require 
an intersectional-aware response.56 The social sciences and humanities are already generating a 
wealth of evidence and analysis that are capable of grounding and supporting more sophisticated 
political and legal interventions into ‘algorithmic assemblages’ than have been envisaged to date.  
If that is the case, it is likely that the Ethics Guidelines will simply provide an early marker in the 
development of an evolving and reflexive field of regulatory practice. 
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