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Abstract 

 
Shared parameter joint models provide a framework under which a longitudinal response and a time-

to-event can be modelled simultaneously. A common assumption in shared parameter joint models 

has been to assume the longitudinal response is normally distributed. In this paper we instead propose 

a joint model which incorporates a two-part “hurdle” model for the longitudinal response, motivated 

in part by longitudinal response data which is subject to a detection limit. The first part of the hurdle 

model estimates the probability that the longitudinal response is observed above the detection limit, 

whilst the second part of the hurdle model estimates the mean of the response conditional on having 

exceeded the detection limit. The time-to-event outcome is modelled using a parametric proportional 

hazards model, assuming a Weibull baseline hazard. We propose a novel association structure 

whereby the current hazard of the event is assumed to be associated with the current combined 

(expected) outcome from the two parts of the hurdle model. We estimate our joint model under a 

Bayesian framework and provide code for fitting the model using the Bayesian software Stan. We use 

our model to estimate the association between HIV RNA viral load, which is subject to a lower 

detection limit, and the hazard of stopping or modifying treatment in HIV patients initiating 

antiretroviral therapy. 
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1. Introduction 

In epidemiological or clinical studies it is common for both a longitudinal response and a time-to-event 

to be outcomes of interest. An emerging class of “shared parameter joint models” provide a 

framework under which these two outcome types can be modelled simultaneously [1]. A common 

assumption in shared parameter joint models has been to assume the longitudinal response is 

normally distributed [2-6]. However in many studies this assumption may not be valid, for example, 

with longitudinal binary or count data. In other studies the longitudinal response may be a continuous 

measure but have distributional characteristics such as left- or right-censoring, truncation or extreme 

skew which make any assumption of normality unreasonable.  

In HIV and AIDS research the use of joint models has been particularly prevalent [6-9]. However HIV 

RNA “viral load”, when measured in HIV positive patients undergoing antiretroviral therapy (ART), is 

a clinical biomarker which characteristically exhibits non-normality. Viral load is a measure of the 

number of copies of the HIV virus in a patient’s blood, often quantified as the number of copies per 

millilitre (copies/ml). As an indicator of clinical efficacy viral load is measured repeatedly over time in 

patients undergoing ART. However, the assay used to measure viral load generally has a lower 

detection limit of 40 or 50 copies/ml (depending on the sensitivity of the assay) which results in left-

censoring of the observed data. Furthermore the distribution of viral load is usually positively skewed 

with some patients having extremely high measurements, generally prior to and during the earliest 

phase of treatment.  

In this paper we propose a shared parameter joint model which we use to estimate the association 

between viral load and the hazard of stopping or modifying treatment in patients on their first ART 

regimen. To accommodate the distributional characteristics of the viral load data, our joint model 

incorporates a “hurdle” model for the longitudinal response. Hurdle models consist of two parts and 

can be used as a method for modelling a single outcome measure as the product of two separate 

processes [10]. The first part of a hurdle model estimates the probability that an observation is 



 

observed above or below a specified threshold, whilst the second part of the model estimates the 

mean of observations conditional on them having exceeded the threshold. Traditionally hurdle models 

have been used for count data with excess zeros (where the threshold distinguishes zero and positive 

non-zero counts) [10], however they can be equally well applied to continuous data [11, 12]. The first 

part of our hurdle model consists of a mixed effects logistic regression model and estimates the 

probability that viral load is “detectable” which we define as >1.7 log10 copies/ml (equivalent to >50 

copies/ml). We refer to the threshold of 1.7 log10 copies/ml as the “detection limit”. The second part 

of our hurdle model consists of a mixed effects gamma regression model and estimates – for those 

observations which are detectable – the mean amount by which they exceed the detection limit. A 

distinguishing feature of hurdle models is that the second part of the model generally excludes the 

threshold value from its support; this being in contrast to zero-inflated models. 

In the context of joint modelling of longitudinal and time-to-event data there have been very few 

papers incorporating hurdle models or longitudinal models with two-part processes. Hatfield et al. 

[13] proposed a joint model which incorporated a zero-augmented beta model for the longitudinal 

response. Their zero-augmented beta model can be described as a two-part hurdle model in which 

the first and second parts, respectively, consist of a logistic and a beta mixed effects regression model. 

They observed longitudinal patient reported outcomes (PROs) on a continuous scale from 0 to 100 

from which they derived two measures. Presence was defined as a binary outcome indicating whether 

the observed PRO was zero or non-zero. Severity was defined as the observed PRO measurement 

conditional on it being non-zero (rescaled to be between 0 and 1 to ensure it could be accommodated 

by the support of the beta distribution). They related the presence and severity of PROs to patient 

survival using a shared parameter joint model. The joint model association structure was based on 

random intercepts from each part of their zero-augmented beta model. Liu [14] proposed a joint 

model which consisted of a longitudinal hurdle model for hospital costs and a time-to-event model for 

deaths. The hurdle model included a logistic mixed effects regression model for the probability of 

observing a non-zero cost and a linear mixed effects regression model for modelling the non-zero log 



 

costs. Similar to Hatfield et al. [13] the joint model association structure in Liu [14] was based on 

separate random effects from the two parts of the hurdle model, rather than the combined expected 

outcome from the hurdle model. Rizopoulos et al. [15] described a joint model which incorporated a 

two-part model for longitudinal binary data with excess zeros. The first part of their model used a 

standard logistic regression model to estimate the probability that a patient had all longitudinal 

measurements equal to zero, whilst the second part used a logistic mixed effects regression model to 

estimate the probability of a non-zero longitudinal measurement given that the patient had at least 

one. A common aspect of these previous approaches has been that the association structure in the 

joint model was based exclusively on subject-specific random effects. Although this potentially 

provides a computational advantage (since the association structure is not time-dependent) such an 

association structure may not be meaningful in all contexts. For example, the inclusion of random 

cubic spline terms may significantly increase the flexibility for modelling subject-specific longitudinal 

trajectories, but it would render an association structure based purely on random effects somewhat 

less interpretable. 

The joint model presented in this paper differs in several ways to these previous approaches. First, 

our hurdle model uses restricted cubic splines to flexibly model non-linear changes in the marker over 

time. This helps to ensure the longitudinal trajectories are appropriately captured, thereby avoiding 

potential bias in the estimated association parameter [16]. Second, our hurdle model assumes a log 

link function and gamma error distribution for observations which exceed the detection limit. In our 

application this has the benefit of allowing for positively skewed viral load data. Third, our joint model 

uses an association structure based on the combined outcome from the two parts of the hurdle model 

and to our knowledge this is the first joint model which has been based on this type of association 

structure. Although the association structure we propose is time-dependent and therefore potentially 

increases computational complexity, the main motivation for its use is interpretability. Fourth, we 

estimate our model using the recently developed Bayesian statistical software Stan [17]. In the 



 

supplementary material we discuss some of the benefits of using Stan, as well as providing the code 

for fitting our joint model. 

The remainder of the paper will proceed as follows. In Section 2 we define the joint longitudinal hurdle 

and time-to-event model. In Section 3 we describe our Bayesian approach to model estimation. In 

Section 4 we describe the application of our joint model to estimating the association between viral 

load and the hazard of stopping or modifying a patient’s first ART regimen. Section 5 will contain a 

discussion. 

2. Definition of the joint longitudinal hurdle and time-to-event model 

The joint longitudinal hurdle and time-to-event models is defined as follows. For the 𝑖th patient, 𝑖 =

1, … , 𝑁, we observe 𝑦𝑖𝑗 = 𝑦𝑖(𝑡𝑖𝑗) as the longitudinal marker measurements taken at some time points 

𝑡𝑖𝑗, 𝑗 = 1, … , 𝑛𝑖. We denote 𝑇𝑖 = min(𝑇𝑖
∗, 𝐶𝑖) as the observed event time for the 𝑖th patient, being 

the minimum of the true event time 𝑇𝑖
∗  and the censoring time 𝐶𝑖 . We define 𝑑𝑖  as an indicator 

variable taking the value 1 if 𝑇𝑖
∗ ≤ 𝐶𝑖 and 0 otherwise. 

2.1 Hurdle component model 

The hurdle component model is used for modelling the longitudinal marker measurements. We 

assume a threshold value of zero for the hurdle model and define 𝑤𝑖𝑗 = 𝐼(𝑦𝑖𝑗 > 0) where 𝐼(. ) is the 

indicator function, such that 𝑤𝑖𝑗  serves as a binary indicator of whether the longitudinal marker 

measurement for the 𝑖th patient at time point 𝑡𝑖𝑗  is above this threshold.  

In our application in Section 4 we follow the common approach of analysing log10 viral load rather than 

using viral load measurements on the original scale. Since the observed log10 viral load measurements 

were left-censored at either 1.6 or 1.7 log10 copies/ml (equivalent to 40 or 50 copies/ml) depending 

on the sensitivity of the assay, but the hurdle model was to be defined for a threshold value of zero 

(to align with the support of the gamma distribution) we analysed 𝑦𝑖𝑗 = max{𝑣𝑖𝑗 − 1.7, 0} where 𝑣𝑖𝑗  



 

is the observed log10 viral load measurement for the 𝑖th patient at the 𝑗th time point. The longitudinal 

response 𝑦𝑖𝑗  therefore represents the amount by which the log10 viral load measurement exceeds the 

clinically meaningful threshold of 1.7 log10 copies/ml which we use to define a “detectable” viral load.  

The hurdle model can then be defined in two parts, referred to here as the Bernoulli and gamma parts. 

Bernoulli part: 

 

𝑤𝑖𝑗  ~ 𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖(𝜇1𝑖(𝑡𝑖𝑗)) 

𝜂1𝑖(𝑡𝑖𝑗) = logit (𝜇1𝑖(𝑡𝑖𝑗)) = 𝒙𝟏𝒊
′ (𝑡𝑖𝑗)𝜷𝟏 + 𝒛𝟏𝒊

′ (𝑡𝑖𝑗)𝒃𝟏𝒊 + 𝒖𝟏𝒊
′ 𝜹𝟏 

(2.1) 

Gamma part: 

 

(𝑦𝑖𝑗  | 𝑤𝑖𝑗 = 1 ) ~ 𝐺𝑎𝑚𝑚𝑎(𝜑𝑖(𝑡𝑖𝑗), 𝜔) 

𝜇2𝑖(𝑡𝑖𝑗) =
𝜑𝑖(𝑡𝑖𝑗)

𝜔
 

𝜂2𝑖(𝑡𝑖𝑗) = log (𝜇2𝑖(𝑡𝑖𝑗)) = 𝒙𝟐𝒊
′ (𝑡𝑖𝑗)𝜷𝟐 + 𝒛𝟐𝒊

′ (𝑡𝑖𝑗)𝒃𝟐𝒊 + 𝒖𝟐𝒊
′ 𝜹𝟐 

(2.2) 

where 𝒙𝟏𝒊(𝑡𝑖𝑗) , 𝒙𝟐𝒊(𝑡𝑖𝑗) , 𝒛𝟏𝒊(𝑡𝑖𝑗)  and 𝒛𝟐𝒊(𝑡𝑖𝑗)  are vectors of time-dependent covariates with 

associated vectors of either fixed (𝜷𝟏 ,𝜷𝟐 ) or random (𝒃𝟏𝒊, 𝒃𝟐𝒊 ) coefficients and 𝒖𝟏𝒊  and 𝒖𝟐𝒊  are 

vectors of time-independent baseline covariates with associated vectors of fixed coefficients 𝜹𝟏 and 

𝜹𝟐. It is worth noting that the covariates chosen for the Bernoulli and gamma parts (whether time-

dependent or time-independent) do not necessarily need to be the same. In fact in many cases they 

will not be. For example, since the data structure ensures there will be less data available for 

estimating the distribution of 𝐸(𝑌𝑖𝑗  | 𝑤𝑖𝑗 = 1 )  than 𝐸(𝑊𝑖𝑗) one may wish to use a simpler approach 

to modelling changes over time in the gamma part of the model, but we maintain generality in our 

notation. Flexibility can be incorporated using combinations of splines and/or fractional polynomials 

in 𝒙𝟏𝒊(𝑡𝑖𝑗), 𝒙𝟐𝒊(𝑡𝑖𝑗), 𝒛𝟏𝒊(𝑡𝑖𝑗) and 𝒛𝟐𝒊(𝑡𝑖𝑗). 

The random effects from the hurdle model are assumed to be multivariate normally distributed such 

that 



 

 𝒃𝒊 ~ 𝑀𝑉𝑁(0, 𝚺) (2.3) 

where 𝒃𝒊 = {𝒃𝟏𝒊, 𝒃𝟐𝒊} is the combined vector of random effects (from both parts of the hurdle model) 

for the 𝑖 th patient and 𝚺  is the variance-covariance matrix for the random effects. The joint 

distribution for the random effects is assumed to capture the dependence between the Bernoulli and 

gamma parts of the hurdle model. This has the potential to alleviate bias in the estimated regression 

coefficients which might otherwise be induced by assuming the two parts of the hurdle model were 

independent [18]. Since the two parts of the hurdle model are assumed to be independent conditional 

on the random effects we can calculate the expected value for the longitudinal marker for patient 𝑖 at 

time 𝑡, given their vector of random effects 𝒃𝒊, as 

 𝜇𝑖(𝑡)  = 𝐸(𝑌𝑖(𝑡) | 𝒃𝒊) = 𝜇1𝑖(𝑡) × 𝜇2𝑖(𝑡) (2.4) 

and this is the quantity used to form the association structure in the joint model. This is discussed in 

more detail in the next subsection. It is worth noting here, however, that the quantity in (2.4) is the 

subject-specific mean and not the marginal mean for the hurdle model. 

2.2 Time-to-event component model 

The time-to-event outcome is modelled using a proportional hazards model of the form 

 ℎ𝑖(𝑡) = ℎ0(𝑡) × exp(𝒘𝒊
′𝜸 + α 𝜇𝑖(𝑡)) (2.5) 

where ℎ𝑖(𝑡) is the estimated hazard rate for the event of interest for the 𝑖th patient at time 𝑡, 𝒘𝒊 is a 

vector of time-independent baseline covariates with associated vector of fixed effects 𝜸 and ℎ0(𝑡) is 

the baseline hazard evaluated at time 𝑡.  

We assume the baseline hazard ℎ0(𝑡) is modelled parametrically. For the application in this paper we 

use a simple Weibull distribution for the baseline hazard, which appears adequate, however 



 

extensions to more complex shapes for the baseline hazard could be considered (in our discussion 

section we refer to several alternative choices for the baseline hazard). The regression coefficients 𝜸 

can be considered as representing the so-called direct association between the baseline covariates 𝒘𝒊 

and the log hazard, having adjusted for the underlying level of the longitudinal marker. That is, given 

that some elements of the baseline covariate vector 𝒘𝒊 may also be present in 𝒙𝟏𝒊(𝑡𝑖𝑗) and 𝒙𝟐𝒊(𝑡𝑖𝑗), 

these covariates may also have an indirect effect on the log hazard through their association with the 

estimated value of the longitudinal marker. 

The parameter 𝛼 is referred to as the association parameter, measuring the strength of association 

between the hurdle and time-to-event components of the joint model. It can be interpreted as the log 

hazard ratio associated with a one unit increase in the expected value of the longitudinal marker for 

a given patient. A key advantage of the approach is that the hazard at time 𝑡 is able to depend on the 

expected longitudinal response at time 𝑡 which itself is not directly observable but likely to be clinically 

meaningful. It is also worth noting that the form in (2.5) is equivalent to a current value association 

structure under a setting with just a single continuous longitudinal marker (rather than two outcomes 

as specified under the hurdle model).  

3. Model estimation 

3.1 A Bayesian approach 

We adopt a Bayesian approach to estimating the joint longitudinal hurdle and time-to-event model as 

it offers several advantages. Specifying the model is straightforward, particularly when using Bayesian 

statistical software such as Stan [17]. The use of Markov chain Monte Carlo (MCMC) avoids any need 

to explicitly integrate over the random effects, potentially providing computational benefits for 

models with high-dimensional random effects. Derived parameters can also be easily estimated as 

part of the MCMC sampling. For example, we can easily obtain MCMC estimates for the combined 

expected outcome from the hurdle model (𝜇𝑖(𝑡)) and therefore calculate the uncertainty associated 



 

with its posterior distribution, for example the standard deviation of its posterior distribution or a 95% 

credible interval. This avoids the need to use, say, bootstrapping to obtain a variance estimate for this 

parameter. 

3.2 Model likelihood and posterior distribution 

If 𝒚𝒊 = {𝑦𝑖1, … , 𝑦𝑖𝑛𝑖
}  represents the combined vector of all observed longitudinal marker 

measurements for the 𝑖th patient then the probability distribution function (up to a proportionality 

constant) for the full posterior distribution of the joint model can be specified as  

 𝑝(𝒃𝒊, 𝜽𝒚, 𝜽𝑻, 𝚺|𝒚𝒊, 𝑇𝑖 , 𝑑𝑖) ∝ ∏ (∏ 𝑝(𝑦𝑖𝑗|𝒃𝒊, 𝜽𝒚)

𝑛𝑖

𝑗=1

)  𝑝(𝑇𝑖 , 𝑑𝑖|𝒃𝒊, 𝜽𝑻) 𝑝(𝒃𝒊|𝚺) 𝑝(𝜽𝒚, 𝜽𝑻, 𝚺)

𝑁

𝑖=1

 (3.1) 

where 𝜽𝒚 = {𝜷𝟏, 𝜷𝟐, 𝜹𝟏, 𝜹𝟐, 𝜔} and 𝜽𝑻 = {𝜸, α} are the combined vectors of fixed effects parameters 

for the marker and time-to-event components of the joint model respectively. The contribution to the 

likelihood from the hurdle component of the joint model can be written as 

 𝑝(𝑦𝑖𝑗|𝒃𝒊, 𝜽𝒚) = {1 − 𝜇1𝑖(𝑡𝑖𝑗)}
1−𝑤𝑖𝑗{𝜇1𝑖(𝑡𝑖𝑗) 𝑝(𝑦𝑖𝑗|𝑤𝑖𝑗 = 1; 𝒃𝒊, 𝜽𝒚)}

𝑤𝑖𝑗  (3.2) 

 𝑝(𝑦𝑖𝑗|𝑤𝑖𝑗 = 1; 𝒃𝒊, 𝜽𝒚) =
𝜔𝜑𝑖(𝑡𝑖𝑗)𝑦𝑖𝑗

(𝜑𝑖(𝑡𝑖𝑗)−1)𝑒−𝜔𝑦𝑖𝑗

Γ (𝜑𝑖(𝑡𝑖𝑗))
 (3.3) 

where 𝑝(𝑦𝑖𝑗|𝑤𝑖𝑗 = 1; 𝒃𝒊, 𝜽𝒚) corresponds to the gamma probability distribution function for marker 

measurements which exceed the threshold. Therefore, the use of a different distribution for modelling 

observations above the threshold would only require changing this element of the full joint model 

likelihood. The contribution to the likelihood from the time-to-event component of the joint model is

 
𝑝(𝑇𝑖 , 𝑑𝑖|𝒃𝒊, 𝜽𝑻) = (ℎ𝑖(𝑇𝑖|𝒃𝒊, 𝜽𝑻))𝑑𝑖  exp (− ∫ ℎ𝑖(𝑢|𝒃𝒊, 𝜽𝑻)

𝑇𝑖

0

d𝑢) 
(3.4) 

One added complexity of estimating the joint model described here is that the association structure 

in (2.5) is time-dependent. This means that the resulting likelihood for the time-to-event component 



 

is also time-dependent and therefore the integral in (3.4) has no closed form solution. Therefore we 

used a Gauss-Kronrod quadrature rule [19] with 15 nodes to numerically evaluate the integral. 

4. Application 

4.1 Objectives  

Major factors potentially impacting on the durability of a first drug regimen in the treatment of HIV 

include virological treatment failure and intolerance or toxicity. In this study we focus on the former. 

Virological treatment failure has been defined as “failure to achieve a viral load <50 copies/ml 6 

months after commencing ART or following viral suppression to <50 copies/mL a viral load rebound 

to >400 copies/ml” [20]. However there is also evidence to suggest sustained viral load measurements 

in the range of 51 to 500 copies/ml are associated with an increased risk of virological treatment 

failure [21]. The extent by which a patient’s viral load measurements exceed 50 copies/ml is therefore 

likely to have an influence on the decision to alter their treatment regimen. Using the joint longitudinal 

hurdle and time-to-event model described in Section 2 we estimate the association between 

detectable viral load and the hazard of stopping or modifying treatment in patients on their first ART 

regimen. 

4.2 Data description 

A total of 780 patients at the North Bristol NHS Trust HIV/AIDS Service started ART between 1st January 

2000 and 31st December 2012. Our analyses, of fully anonymised data, included the 550 (71%) patients 

who had at least two viral load measurements taken during the follow up period. Table 1 shows 

demographic characteristics of those 550 patients.  

A patient’s ART start date was the day on which they were prescribed their first antiretroviral agent. 

Their first regimen was defined as the combination of drugs they were prescribed within 31 days of 

the ART start date. A patient’s treatment was considered to have been “stopped or modified” on the 



 

day they were no longer being prescribed at least one of the drugs in their first regimen. Alternatively, 

a patient’s data was censored once five years follow up had been collected or at the study end date 

of 31st December 2012. There were 387 (70%) patients who switched off their first regimen during a 

total follow up period of 1,007 person-years. For patients who switched the mean (SD) time-to-switch 

was 1.49 (1.26) years, whilst for patients who were censored the mean (SD) follow up was 3.25 (1.79) 

years. 

Viral load was measured at approximately 3 monthly intervals during the follow up period (mean = 83 

days). During follow up a total of 4,411 viral load measurements were observed with a mean (SD) 

[range] number of viral load measurements per patient of 8.0 (5.7) [2-29]. There were 1,181 (27%) 

measurements above the limit of detection (> 1.7 log10 copies/ml) which contributed to estimating 

the gamma part of the hurdle model; these measurements were observed on 450 patients with a 

mean (SD) [range] number of measurements per patient of 2.6 (1.8) [1-16]. Figure 1 shows the 

distribution of log10 viral load measurements which were observed in the detectable range. The 

distribution is strongly positively skewed. 

Additional measured covariates included each patient’s age at the date on which they started ART, 

gender, and the calendar period in which they started ART (referred to as start period). Age was 

categorised as: 18-29; 30-39; 40-49; and 50+ years. The start period was categorised as: 2000-03; 

2004-06; 2007-09; or 2010-12 reflecting changes in availability of ART drugs and recommendations on 

the threshold below which ART should be started.    

4.3 Model specification 

The hurdle component model was specified as follows. We used restricted cubic splines to flexibly 

model changes over time in each patient’s log odds of having a detectable viral load. The linear 

predictor for the Bernoulli part of the hurdle model took the form 



 

 𝜂1𝑖(𝑡𝑖𝑗) = logit (𝜇1𝑖(𝑡𝑖𝑗)) = 𝛽10 + ∑ 𝛽1𝑚

3

𝑚=1

𝑠𝑖𝑚(𝑡𝑖𝑗) + 𝑏1𝑖0 + 𝑏1𝑖1𝑡𝑖𝑗 + 𝒖𝟏𝒊
′ 𝜹𝟏 (4.1) 

where 𝑠𝑖1, … , 𝑠𝑖3 are the restricted cubic spline basis functions [22] for knots placed at 0, 3, 12 and 60 

months. In other words the model included a fixed intercept and fixed splines with 3 degrees of 

freedom but only included a random intercept and random linear slope term. We limited the number 

of individual-level random effects to avoid over-parameterising the model. In the supplementary 

material we present the results from sensitivity analyses in which we assess the chosen number of 

degrees of freedom for the spline terms (both fixed and random) as well as the knot locations. The 

baseline covariates (𝒖𝟏𝒊) included age, gender and start period.  

For the gamma part of the model we specified a constant only model with a random intercept 

 𝜂2𝑖(𝑡𝑖𝑗) = log (𝜇2𝑖(𝑡𝑖𝑗)) = 𝛽20 + 𝑏2𝑖0 (4.2) 

Since the linear predictor in (4.2) contains only a fixed and random intercept and does not account for 

any trends over time, it estimated the subject-specific mean amount by which a patient’s log10 viral 

load measurements exceeded the threshold. We used a simple specification for the gamma part of 

the hurdle model since there were generally very few observations per patient for estimating this part 

of the model. However this could be extended to incorporate time trends, both fixed and random. 

For the time-to-event component model we assumed a Weibull distribution for the baseline hazard 

ℎ0(𝑡). We used the same baseline covariates (𝒘𝒊) in the time-to-event component model as in the 

Bernoulli part of the hurdle model, namely age, gender and start period. Details of the model 

implementation (including specification of the prior distributions and our use of the software Stan 

[17]) are provided in the supplementary material. 



 

4.4 Results 

Table 2 shows the fixed effect parameter estimates from the joint model. The estimated association 

parameter from the model is 0.44 (95% CrI: 0.06 to 0.78). It is worth noting that a doubling in viral 

load is equivalent to a 0.3 unit increase in log10 viral load (since log10 2 = 0.3). Therefore our joint 

model suggests a doubling in the expected detectable viral load for a given individual is associated 

with an instantaneous hazard of stopping or modifying treatment which is 1.14 (95% CrI: 1.02 to 1.26) 

times as large (calculated as exp(0.3 × 0.44)) at time 𝑡. The parameter estimates from the time-to-

event component of the joint model also suggest demographics may be associated with the hazard. 

The hazard of stopping or modifying treatment appeared to be highest for patients in the youngest 

(18-29 years) and oldest (50+ years) age groups, females and those who started ART more recently. 

The observed outcome data and estimated marker trajectories for 8 selected patients are shown in 

the supplementary material. 

Table 3 shows the standard deviation and correlation parameter estimates for the subject-specific 

random effects. The estimated correlation between the subject-specific random intercepts in the 

Bernoulli and Gamma parts of the hurdle model was 0.41 (95% CrI: 0.17 to 0.63), indicating that those 

patients with a higher probability of having detectable viral load at baseline generally had higher 

expected mean viral load measurements when they were detectable. 

4.5 Comparison with alternative association structures 

We also compared our model to three alternative models. The first model assumed a null association 

structure, in other words, we set the association parameter 𝛼  equal to zero. Algebraically this is 

equivalent to fitting the longitudinal hurdle model and the time-to-event model entirely separately. 

The second model assumed an association structure based on the linear predictor from the Bernoulli 

part only, in other words, a time-to-event component model of the following form 



 

 ℎ𝑖(𝑡) = ℎ0(𝑡) × exp(𝒘𝒊
′𝜸 + α 𝜂1𝑖(𝑡)) (4.3) 

such that the association structure is equivalent to a joint model based only on binary marker data. 

The third model assumed a quadratic association structure based on the expected outcome from the 

hurdle model, namely 

 ℎ𝑖(𝑡) = ℎ0(𝑡) × exp (𝒘𝒊
′𝜸 + α1 𝜇𝑖(𝑡) + α2 (𝜇𝑖(𝑡))

2
) (4.4) 

For the alternative models we still estimated all components of the joint hurdle model in Stan 

(Bernoulli part, gamma part, time-to-event part) but altered only the association structure. Therefore 

the form for the joint posterior distribution in (3.1) is common to all four models. 

We compared our joint hurdle model to these alternative models using the Watanabe-Akaike 

information criterion (WAIC) [23]. The WAIC provides an indication of model fit (in terms of the 

expected predictive accuracy of the model) but includes a penalty for model complexity (in terms of 

the estimated effective number of parameters). As with other information criteria the WAIC can be 

used to compare models which are non-nested and smaller values indicate a better fitting model. A 

benefit of the WAIC is that it averages over the posterior distribution for the model parameters and 

therefore incorporates uncertainty associated with the model parameters [24]. Conversely the widely 

used deviance information criterion (DIC) [25] is based on a point estimate of the model parameters, 

namely the posterior means. In Stan we obtain each individual’s (𝑖 = 1, … , 𝑁) contribution to the total 

log-likelihood for the model (as defined in Section 3) at each iteration of the MCMC sampling and – 

following the guidance of Vehtari and Gelman [26] – we use these log-likelihood contributions to 

calculate the WAIC. 

The fixed effect parameter estimates from the model with the quadratic association structure are 

shown in the supplementary material. The point estimate for α2 (-0.23) was negative, suggesting that 

the magnitude of the association between the expected viral load and the hazard of stopping or 



 

modifying treatment diminishes with increasing viral load. However the estimate for α2 had a wide 

95% credible interval (-0.91 to 0.28) incorporating zero, suggesting any evidence of non-linearity was 

weak. Furthermore, the WAIC values for all four models were in fact very similar. For models with the 

null, Bernoulli-based, hurdle-based (linear) and hurdle-based (quadratic) association structures the 

estimated WAICs were 6530.1, 6526.8, 6520.2 and 6525.0 respectively. Therefore, in the context of 

this application there appeared to be little benefit to allowing for an association between the 

longitudinal and time-to-event outcomes.    

5. Discussion 

In this paper we have presented the framework for a joint longitudinal and time-to-event model which 

incorporates a “hurdle” model for the longitudinal response. A key advantage of the model is it 

accommodates a skewed and left-censored distribution for the longitudinal response, thereby utilising 

the full information available in the observed data. Our joint model also demonstrates the use of a 

novel association structure, based on the combined expected outcome from the longitudinal hurdle 

model. 

In the application we estimated the association between the amount by which log10 viral load exceeds 

a clinically meaningful detection limit and the hazard of stopping or modifying treatment in patients 

on their first ART regimen. The association structure we used is meaningful in the context of our 

application, however for other applications a different parameterisation for the joint model 

association structure may be necessary. For example, Hatfield et al. [13] used a joint model where the 

random intercepts from the two parts of the hurdle model were used to form the association structure 

with the time-to-event model. In the application we found little difference in model fit (based on 

WAIC) between our model and one which incorporated no association between the longitudinal and 

time-to-event outcomes. This finding is likely due to the fact that the estimated association parameter 

𝛼 in our model was close to zero (a hazard ratio close to 1) suggesting there is only weak evidence of 



 

an association between the longitudinal marker (log10 viral load) and the event (stopping or modifying 

treatment) in any case. A similar finding was reported by Thiebaut et al. [9] who used a bivariate joint 

model for two longitudinal markers (CD4 count and left-censored log10 viral load) and an event 

(stopping or modifying a first ART regimen). Although the parameterisation of their model was quite 

different to the model we have presented here, the authors reported that time to treatment 

modification was more strongly associated with changes in CD4 count and less strongly associated 

with changes in viral load. We focussed on the association of viral load with switching treatment, 

although it would be possible to extend the model by including a further longitudinal marker model 

for CD4 count. 

5.1 Limitations of the data 

A significant limitation in the application presented here is that the dataset allowed little flexibility for 

modelling longitudinal trends in the gamma part of the hurdle model. This was due to the fact there 

were generally few viral load measurements per patient observed above the detection limit.   If more 

data had been available then more complex longitudinal trajectories could have been considered for 

both the Bernoulli and gamma parts of the hurdle model, which potentially was necessary to realise 

the underlying association structure with the hazard of modifying or stopping treatment. Nonetheless, 

with improvements in technology the viral load assays used in clinical practice are becoming 

increasingly sensitive and, therefore, we would expect the proportion of viral load measurements 

below the detection limit to be smaller in future studies. Furthermore, in other applications (for 

example inpatient costs) or other settings (for example viral load measurements taken prior to ART) 

the censoring rate for the longitudinal measurements may be significantly less. 

Another important consideration is that HIV treatment regimens are often relatively complex, 

generally consisting of three or more drugs at any one time. Treatment modification may be related 

to just one or more of those drugs, with various potential reasons for switching or stopping each drug. 

We limited our analysis to each patient’s first regimen since this provided some consistency in the 



 

viral load trajectory one might expect. However it is likely that many of the events in our dataset are 

related to background reasons for switching, unrelated to viral load, thereby making any association 

between viral load and treatment modification difficult to detect. A study on durability of first ART 

regimen found that less than 8% of treatment modifications were attributed to virological failure [27]. 

Other common reasons for modifying treatment include adverse reactions such as intolerance of side-

effects, elevated kidney or liver biomarkers, drug-drug interactions in patients developing co-

morbidities, patients wanting to change to a newer drug or a single tablet regimen, pregnancy-related 

issues, and lack of adherence. Furthermore we did not have information on patient deaths, although 

the total number of deaths was likely to be relatively small in this cohort. 

5.2 Model assumptions 

Our joint model also depends on several parametric assumptions. We assumed a Weibull distribution 

for the baseline hazard in the time-to-event model, chosen partly for its simplicity but also because it 

appeared adequate in exploratory analyses. Extensions to other baseline hazard functions are of 

course possible, for example the use of other standard distributions such as the log-normal or gamma 

which can be easily implemented in Stan. A piecewise constant baseline hazard was used by 

Rizopoulos and Ghosh [28] who provided WinBUGS code for fitting their multivariate joint model. 

Alternatively restricted cubic splines have been used to estimate flexible non-linear baseline hazard 

functions in joint models [2, 16].  

We have shown our results were slightly sensitive to the number and location of knot points for the 

restricted cubic splines in the Bernoulli part of the model. In some regard the sensitivity to the number 

of spline terms is to be expected since the model assumed for the longitudinal marker trajectory will 

have a direct impact on the association parameter [16]. The sensitivity of the estimated association 

parameter in our application may also be attributable to a weak “true” underlying association 

between the marker and event. The knot locations chosen for our final model were guided in part by 

model fit.  



 

In future work we plan to assess the performance of our model in simulation studies, including a 

comparison of our model with alternative joint models for censored longitudinal data. For example, 

the Tobit model has been previously proposed for modelling censored longitudinal data in a joint 

modelling framework [29]. We also plan to further investigate the role and potential benefits of using 

Stan for fitting joint models. 
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Figure 1. Distribution of log10 viral load measurements which were observed above the detection limit, 

defined as >1.7 log10 copies/ml (equivalent to >50 copies/ml). In total 73% of viral load measurements 

were below the detection limit and are not shown in the distribution below. 

 
 



 

Table 1. Demographic characteristics for the HIV patients used in the analysis 

Characteristic N (%) 

Total patients 550 (100%) 

Female 192 (34.9%) 

Age at start of ART  

     18-29 years 101 (18.4%) 

     30-39 years 239 (43.5%) 

     40-49 years 140 (25.5%) 

     50+ years 70 (12.7%) 

Ethnicity†  

     White background 300 (54.5%) 

     Black background 209 (38.0%) 

     Mixed or other background 28 (5.1%) 

Route of transmission  

     Heterosexual 306 (55.6%) 

     Male-male sex 202 (36.7%) 

     Injection drug use 14 (2.5%) 

     Other 28 (5.1%) 

Calendar period for starting ART  

     2000-03 97 (17.6%) 

     2004-06 117 (21.3%) 

     2007-09 198 (36.0%) 

     2010-12 138 (25.1%) 

Most common ART first regimens  

     EFV/TRU 116 (21.1%) 

     COM/EFV 70 (12.7%) 

     ATR 49 (8.9%) 

     ATV/RTV/TRU 49 (8.9%) 

     DRV/RTV/TRU 45 (8.2%) 

     COM/NVP 45 (8.2%) 

     COM/LPV 27 (4.9%) 

Notes. †There were 13 (2.4%) individuals with missing ethnicity data. 
Abbreviations. ART: antiretroviral therapy. EFV: Efavirenz. TRU: Truvada. COM: Combivir. ATR: Atripla. 
ATV:Atazanavir. RTV: Ritonavir. DRV:Darunavir. NVP:Nevirapine. LPV:Lopinavir.   



 

Table 2. Fixed effects parameter estimates from the joint longitudinal hurdle and time-to-event model. 

The Bernoulli part uses a logit link function and the gamma part uses a log link function. The time-to-event 

model is a proportional hazards model estimated on the log hazard scale. 

  

Estimated   

coefficient (95% CrI) 

Odds ratio or  

hazard ratio (95% CrI) 

Marker model: Bernoulli part   

Constant 4.58 (3.77 to 5.44)  

Gender (ref: male)   

        Female -1.09 (-1.60 to -0.59) 0.34 (0.20 to 0.56) 
Age (ref: 18-29 years)   
        30-39 years 0.15 (-0.46 to 0.76) 1.16 (0.63 to 2.13) 
        40-49 years 0.08 (-0.60 to 0.77) 1.09 (0.55 to 2.16) 
        50+ years 0.20 (-0.62 to 1.02) 1.22 (0.54 to 2.77) 
Start period (ref: 2010-12)   
        2000-03 0.02 (-0.67 to 0.72) 1.02 (0.51 to 2.06) 
        2004-06 -0.78 (-1.45 to -0.13) 0.46 (0.23 to 0.88) 
        2007-09 -0.63 (-1.24 to -0.03) 0.53 (0.29 to 0.97) 
RCS terms   

        RCS1 -19.56 (-21.74 to -17.50)  

        RCS2 -36.45 (-41.30 to -31.84)  

        RCS3 9.31 (8.08 to 10.59)  

   

Marker model: gamma part   

Constant 0.00 (-0.07 to 0.07)  

Gamma rate parameter 1.18 (1.06 to 1.30)  

   

Time-to-event model   

Constant -0.87 (-1.25 to -0.52)  
Gender (ref: male)   
        Female 0.31 (0.09 to 0.52) 1.36 (1.10 to 1.68) 
Age (ref: 18-29 years)   
        30-39 years -0.30 (-0.57 to -0.04) 0.74 (0.57 to 0.96) 
        40-49 years -0.29 (-0.59 to 0.00) 0.75 (0.55 to 1.00) 
        50+ years 0.02 (-0.35 to 0.38) 1.02 (0.70 to 1.46) 
Start period (ref: 2010-12)   
        2000-03 -1.13 (-1.51 to -0.75) 0.32 (0.22 to 0.47) 
        2004-06 -0.32 (-0.64 to 0.00) 0.73 (0.53 to 1.00) 
        2007-09 0.04 (-0.26 to 0.34) 1.04 (0.77 to 1.40) 
Association parameter 0.44 (0.06 to 0.78) 1.55 (1.06 to 2.19) 
Weibull shape parameter 1.14 (1.02 to 1.25)  

Abbreviations. CrI: Bayesian credible interval. ref: reference category. RCS: restricted cubic spline.  



 

Table 3. Standard deviation and correlation parameter estimates for the subject-specific random effects 
from the joint longitudinal hurdle and time-to-event model.  

  

Estimated   

coefficient (95% CrI) 

Standard deviations  

        Random intercept (Bernoulli part), 𝑏1𝑖0 2.30 (1.93 to 2.70) 
        Random linear slope (Bernoulli part), 𝑏1𝑖1 0.88 (0.52 to 1.32) 
        Random intercept (Gamma part), 𝑏2𝑖0 0.32 (0.26 to 0.38) 
  
Correlation parameters  
        𝜌𝑏1𝑖0,𝑏1𝑖1

 -0.33 (-0.65 to 0.08) 
        𝜌𝑏1𝑖0,𝑏2𝑖0

 0.41 (0.17 to 0.63) 
        𝜌𝑏1𝑖1,𝑏2𝑖0

 -0.09 (-0.48 to 0.28) 
 
 
 

 


