
Publisher's PDF, also known as Version of record

License (if available):
CC BY

Link to published version (if available):
10.1002/jrsm.1539

Link to publication record in Explore Bristol Research

PDF-document

This is the final published version of the article (version of record). It first appeared online via Wiley at 10.1002/jrsm.1539. Please refer to any applicable terms of use of the publisher.

University of Bristol - Explore Bristol Research

General rights

This document is made available in accordance with publisher policies. Please cite only the published version using the reference above. Full terms of use are available: http://www.bristol.ac.uk/red/research-policy/pure/user-guides/ebr-terms/
A non-parametric approach for jointly combining evidence on progression free and overall survival time in network meta-analysis

Caitlin H. Daly | Ross Maconachie | A. E. Ades | Nicky J. Welton

Abstract
Randomised controlled trials of cancer treatments typically report progression free survival (PFS) and overall survival (OS) outcomes. Existing methods to synthesise evidence on PFS and OS either rely on the proportional hazards assumption or make parametric assumptions which may not capture the diverse survival curve shapes across studies and treatments. Furthermore, PFS and OS are not independent; OS is the sum of PFS and post-progression survival (PPS). Our aim was to develop a non-parametric approach for jointly synthesising evidence from published Kaplan–Meier survival curves of PFS and OS without assuming proportional hazards. Restricted mean survival times (RMST) are estimated by the area under the survival curves (AUCs) up to a restricted follow-up time. The correlation between AUCs due to the constraint that OS > PFS is estimated using bootstrap re-sampling. Network meta-analysis models are given for RMST for PFS and PPS and ensure that OS = PFS + PPS. Both additive and multiplicative network meta-analysis models are presented to obtain relative treatment effects as either differences or ratios of RMST. The methods are illustrated with a network meta-analysis of treatments for stage IIIA-N2 non-small cell lung cancer. The approach has implications for health economic models of cancer treatments, which require estimates of the mean time spent in the PFS and PPS health-states. The methods can be applied to a single time-to-event outcome, and so have wide applicability in any field where time-to-event outcomes are reported, the proportional hazards assumption is in doubt, and survival curve shapes differ across studies and interventions.

KEYWORDS
network meta-analysis, oncology, restricted mean survival time, survival analysis, time-to-event outcomes

Highlights
What is already known
Network meta-analyses of cancer therapies typically pool hazard ratios or parameters of parametric survival distributions for progression-free survival...
(PFS) and overall survival (OS) separately. These methods either assume proportional hazards or that survival curves come from the same family across studies and treatments, and do not account for the structural relationship between PFS and OS.

What is new
We have presented a network meta-analysis model to estimate differences or ratios of the restricted mean survival time for PFS and post progression survival (PPS) based on joint estimates of areas under the curve for PFS and OS. The approach does not assume proportional hazards or any parametric form for the survival curves.

Potential impact for research synthesis methods readers outside authors field
The methods can be applied to a single time-to-event outcome, so have wide applicability in any field where time-to-event outcomes are reported, the proportional hazards assumption is violated or questionable, and survival curve shapes differ across studies or treatments.

1 | INTRODUCTION
Evidence synthesis within a decision-making framework aims to pool and compare all relevant evidence on the efficacy of treatments within a decision set. If there are more than two treatments under consideration, then network meta-analysis (NMA) can be used to synthesise results whilst preserving the randomisation in the included randomised controlled trials (RCTs). In the context of decision-making for cancer therapies, the objective is to identify well-tolerated treatments that extend the time until disease progresses (worsens) and to extend life. RCTs of cancer therapies therefore typically report results for progression free survival (PFS) and overall survival (OS), available as published Kaplan–Meier survival curves and/or hazard ratios (HRs). However, decision models comparing cost-effectiveness of different treatments rely on estimates of the difference in expected (or mean) survival times often obtained by extrapolating parametric survival curves.

The most common approach to the synthesis of survival outcomes is to pool HRs and to analyse PFS and OS separately. Whilst pooling HRs obtained from proportional hazards models has the advantage that it does not make any assumptions about the parametric form of the survival curves in the studies, it does make the strong assumption that the HR is constant over time within each study and treatment comparison (the proportional hazards assumption). If proportional hazards do not hold across all studies and treatment comparisons, then pooling HRs can lead to misleading results, and can be particularly problematic when the results of the synthesis are used in extrapolations to predict long-term survival. Furthermore, if HRs are not constant over time, then they will be confounded with study follow-up time, which will introduce heterogeneity in pairwise meta-analysis and may introduce inconsistency in network meta-analysis.

The proportional hazards assumption can be assessed using log-cumulative hazard plots, visual inspection of the survival curves, or by comparing model fit with a model that does not assume proportional hazards. If proportional hazards are not supported for some studies or treatment comparisons, then alternative methods are required. If a particular parametric survival model is appropriate across all studies and treatments, then one or more of the parameters from that model can be pooled. This approach includes accelerated failure time models where it is assumed that the effect of treatment is to accelerate or decelerate time to event by a proportional constant (the acceleration factor [AF]), and synthesis of AFs have been proposed for pairwise meta-analysis. Further flexibility can be captured by modelling more than one parameter of a survival distribution. For example, a bivariate meta-analysis model can be put on the shape and scale parameters of a Weibull model, where shape and scale may depend on treatment and study. This approach can be generalised to other parametric distributions and piecewise exponential models, where exponential distributions with different rates are assumed for different segments of the curves. More flexible parametric models can also be used such as fractional polynomial models, which include many of the standard parametric models as a special case, and restricted cubic spline models.

A drawback of fitting parametric curves is that it constrains the survival curves to have the same shape across studies and arms, characterised by a single parametric
model. Although it is considered good practice to assume the same parametric curve across arms within a single study,\textsuperscript{4} finding a single parametric model that fits all the data well becomes less likely as more treatments (that may have differing mechanisms of action) and studies are included in the NMA. Whilst parametric models could potentially incorporate different shapes across studies, and more flexible models can be fitted (e.g. fractional polynomial and spline models), these models are complex to fit and in practice there is usually insufficient data to fit them. Furthermore, model selection criteria (such as the AIC and BIC) give more weight to the fit of the early part of the curves, and less weight to the tails of the curves.\textsuperscript{11} This means that selected models may not characterise well the shape of the later part of the curves, which can have a substantial impact on predicted long-term survival.\textsuperscript{10} Increasingly oncology products are targeted at subgroups of patients that may have a long-lasting response to treatment, meaning that these treatments may have a very different shaped survival curve tails than previous treatment options.\textsuperscript{19}

To overcome these limitations, the restricted mean survival time (RMST), calculated as the area under the Kaplan–Meier curve up to a specified follow-up time period, has been proposed as a non-parametric summary from RCTs reporting survival outcomes,\textsuperscript{20,21} and Wei et al.\textsuperscript{22} have proposed its use for pairwise meta-analysis with a single survival outcome.\textsuperscript{22} The RMST is an attractive summary for the synthesis of survival outcomes because it provides a single intuitive summary measure. Differences in life expectancy over a period of time are easily interpreted and meaningful for patients, and directly correspond to the parameters used in health economic models to assess cost-effectiveness of cancer therapies.\textsuperscript{23} The clinical validity of treatment effects acting on differences in mean time to event over a fixed period is a priori no less reasonable than assuming treatments act on the shape and scale parameters of parametric distributions and may be easier for clinical experts to interpret and assess.

Analysing OS and PFS separately is problematic because these outcomes are not independent; OS is the sum of PFS and post progression survival (PPS),\textsuperscript{23} and at the very least must conform to the natural constraint that OS is greater than PFS. It should also be noted that making separate parametric assumptions for PFS and OS implies a parametric assumption for PPS due to the constraint that OS = PFS + PPS, and the implied parametric form for PPS may not be clinically plausible if the OS and PFS models are fitted independently. Bivariate methods have been proposed to jointly synthesise PFS and OS,\textsuperscript{24} however, these do not take into consideration the structural relationship between the outcomes, and rely on either individual patient data being available or for correlations between the summary measures of interest (e.g. HRs or parameters of parametric models) to be available, which is unusual in practice. We propose instead putting the synthesis model on PFS and PPS which are not structurally related (although may still be correlated).

Our objective is to extend the RMST approach of Wei et al.\textsuperscript{22} to jointly synthesise relative treatment effects from PFS and OS Kaplan–Meier curves in a network meta-analysis, providing a method that does not assume proportional hazards nor make parametric assumptions, and conforms to the constraint that OS = PFS + PPS. We motivate and illustrate the approach using a NMA from the National Institute for Health and Care Excellence (NICE) guideline on non-small cell lung cancer (NSCLC).\textsuperscript{25} We begin by describing the NSCLC example and show how to obtain the area under the curve (AUC) summaries from published Kaplan–Meier curves, accounting for constraints between the OS and PFS outcomes. We then describe the evidence synthesis model to obtain estimates of treatment differences or ratios of RMST for PFS and PPS. We present the results from the NSCLC example, and end with a discussion of further adaptions and evidence sources that can be used to extrapolate RMST beyond the restricted follow-up time.

## 2 MOTIVATING EXAMPLE: NON-SMALL CELL LUNG CANCER

The methods proposed in this paper were motivated by a network of six trials evaluating three treatments for stage IIIA-N2 non-small cell lung cancer (Figure 1).\textsuperscript{25} All trials provided Kaplan–Meier curves for PFS and overall survival (OS). Visual inspection of the Kaplan–Meier curves revealed that the proportional hazards assumption did not appear to hold, as the survival curves crossed at least once in every study (Appendix A.1). Consequently, traditional pooling of hazards ratios was not considered appropriate. In addition, the shapes of the survival curves were different across studies, suggesting that it was not

![Network Diagram](image.png)
appropriate to synthesise the evidence under an assumption of a single parametric model. A non-parametric approach to evidence synthesis was therefore required.

2.1 Data extraction

Data were extracted from the Kaplan–Meier curves using a validated algorithm that makes use of the digitised curves as well as data on the numbers at risk and total number of events. For each treatment group within each study, this produces a set of pseudo individual patient data (survival times and censor times) that produce Kaplan–Meier curves similar to those published. This was done for both the PFS and OS curves for each study. Generally, the reconstructed data provided similar hazard ratios and median survival times to those reported in the methods.27–29

2.2 Calculating area under the Kaplan–Meier curves

Kaplan–Meier curves were fitted to the extracted data using the survfit function from the survival package in R (v. 3.4.2). This package calculates the area under the Kaplan–Meier curves from randomisation \( t_0 = 0 \) to a specified truncated follow up time \( t_T \) as a Reimann sum:

\[
AUC_{KM}(t_T) = \sum_{i=1}^{N} (t_i - t_{i-1}) \hat{S}_{KM}(t_{i-1}),
\]

where

\[
N = \begin{cases} 
\text{(number of distinct event times between } t_0 \text{ and } t_T \text{)} & \text{if an event occurs at } t_T \\
\text{(number of distinct event times between } t_0 \text{ and } t_T + 1 \text{)} & \text{otherwise,}
\end{cases}
\]

\( t_i \) are the ordered event times, and \( \hat{S}_{KM}(t_{i-1}) \) is the Kaplan–Meier estimate of the probability of survival at time \( t_{i-1} \). The variance of the AUC is estimated as:

\[
\hat{\text{V}}(\text{AUC}_{KM}(t_T)) = \sum_{i=1}^{N-1} \frac{d_{(i)}}{n_{(i)}(n_{(i)} - d_{(i)})} \left( \sum_{j=i}^{N-1} (t_{j+1} - t_j) \hat{S}_{KM}(t_{j+1}) \right)^2.
\]

where \( d_{(i)} \) is the number of patients who experienced an event at time \( t_i \) and \( n_{(i)} \) is the number of people at risk at time \( t_i \).

For the lung-cancer example, we considered a truncated follow-up time of \( t_T = 5 \) years as being sufficiently long enough to capture the important differences between treatments on PFS and OS, while allowing the inclusion of most of the studies (five of the six included trials reported Kaplan–Meier curves up until at least this period). This also coincided with an assumption made by the NICE guideline committee, that patients who are alive and progression-free at 5 years will remain progression-free until death. The extracted areas under the Kaplan–Meier curves up to 5 years for each of the five trials with 5-year follow-up are presented in Table 1. We outline how the methods could be extended to include the study with less than 5 yea follow-up in the discussion section.

2.3 Calculating the structurally-induced correlations between the area under the survival curves of progression-free survival and overall survival

The area under the survival curves (AUCs) for PFS and OS must meet the constraint that OS is greater than PFS at each time-point, which induces correlations between the AUC for PFS and the AUC for OS. We estimated this correlation using non-parametric bootstrapping, where 5000 pairs of PFS and OS datasets were resampled with replacement from the reconstructed data (R code given in Appendix A3). If there were any pairs of PFS and OS datasets where the OS Kaplan–Meier curve fell below the PFS Kaplan–Meier curve, then the paired sample was discarded, and the bootstrapping process continued until 5000 bootstrap samples were obtained. For each sampled PFS and OS dataset, the AUCs were computed and the correlation between the bootstrapped PFS and OS AUCs are provided in Table 1.

3 METHODS

3.1 Joint network meta-analysis model for restricted mean survival time for progression-free survival and overall survival

Let \( y_{ik}^{\text{PFS}} \) and \( y_{ik}^{\text{OS}} \) be the estimated AUCs up to \( t_T \) years for study \( i \), arm \( k \) for PFS and OS respectively, with covariance matrix \( V_{ik} \) for the PFS and OS AUC outcomes at \( t_T \). We assume the AUCs follows a bivariate normal likelihood:
For OS, the RMST is defined as the sum of the RMST between study standard deviation in treatment differences in RMST.

Similarly, the additive NMA model for PPS is given by:

\[
\delta_{ik}^{PPS} = \mu_i^{PPS} + \delta_{ik}^{PPS},
\]

and

\[
\delta_{jk}^{PPS} \sim N\left(\delta_{ik}^{PPS} - \delta_{ij}^{PPS}, \sigma_{PPS}^2\right)
\]

fixed effects model

random effects model.

For the multiplicative model, the NMA models are specified on the log-scale for PFS and PPS, so Equations (2) and (4) are replaced by:

\[
\log(\theta_{ik}^{PPS}) = \mu_i^{PPS} + \delta_{ik}^{PPS},
\]

and

\[
\log(\theta_{jk}^{PPS}) = \mu_j^{PPS} + \delta_{jk}^{PPS},
\]

where \(\mu_i^{PPS}\) and \(\mu_j^{PPS}\) are the baseline log-RMSTs for study \(i\) and \(j\) respectively, and \(\delta_{ik}^{PPS}\) and \(\delta_{jk}^{PPS}\) are the log-ratio of RMSTs for treatment in arm \(k\) relative to the treatment in arm 1 in study \(i\) for PFS and PPS respectively. Equations (1), (3), and (5) are unchanged, but the interpretation changes so that \(\delta_{ik}^{PPS}\) is the log-ratio of RMST for treatment \(k\) relative to treatment 1 \((d_1^{PPS} = 0)\), and \(\sigma_{PPS}\) is the between-study standard deviation in treatment differences in RMST.
standard deviation in log-ratio of RMST, and similarly for PPS.

4 | MODEL IMPLEMENTATION AND CRITIQUE

4.1 | Model implementation and priors

We took a Bayesian approach to model estimation. All analyses were run in WinBUGS version 1.4.3.36 Normal (0,100^2) prior distributions are given to the trial-specific baselines \( \mu_{PFS}^i, \mu_{PPS}^i \) and for the treatment effects on AUC, \( d_{PFS}^k, d_{PPS}^k \). These priors were chosen to be very uninformative, so that the posteriors are driven by the data rather than the priors. Note that for the additive model the trial-specific baselines must be positive (which was the case in our results), however an alternative prior specification to ensure this is to use a flat truncated normal prior.

In the case of random effects models, the between study standard deviations \( \sigma_{PFS}, \sigma_{PPS} \) for the treatment effects on AUC for PFS and PPS, respectively, were assigned Uniform(0,5) priors. In all the models run, convergence was assessed using the Brooks-Gelman-Rubin diagnostic and was satisfactory by 20,000 simulations for all outcomes. All results presented are based on a further sample of 40,000 iterations on two chains. All WinBUGS code and data is available in Appendices A4–A7.

4.2 | Assessing model fit

The posterior mean of the residual deviance, which measures the magnitude of the differences between the observed data and the model predictions of the data, was used to assess the goodness of fit of each model.37 Smaller values are preferred, and in a well-fitting model the posterior mean residual deviance should be close to the number of data points in the network (each study arm contributes one data point).37 The deviance information criterion (DIC) was used to compare models. The DIC is equal to the sum of the posterior mean deviance and the effective number of parameters, \( p_D \), and thus penalises model fit with model complexity.37 Lower values are preferred and differences of at least five points were considered meaningful.37

4.3 | Assessing heterogeneity and inconsistency

Heterogeneity concerns the differences in treatment effects between trials within each treatment contrast, while consistency concerns the differences between the direct and indirect evidence informing the treatment contrasts.38,39 Heterogeneity was assessed by comparing the fit of fixed and random effects NMA models. The estimated between-study standard deviation in treatment effects was also inspected to assess heterogeneity. Inconsistency was assessed by comparing the fit of the chosen consistency model (fixed or random effects) to an “inconsistency”, or unrelated mean effects, model.38,39 The latter is equivalent to having separate, unrelated, meta-analyses for every pairwise contrast, with a common between-study variance parameter assumed in the case of random effects models. Scatter plots of the deviance values for each data point predicted by the consistency vs. inconsistency models were also inspected, where points notably below the line of equality may suggest evidence of inconsistency.2

5 | RESULTS FOR THE NON-SMALL CELL LUNG CANCER SYNTHESIS

For both the additive and multiplicative effect models, there were no meaningful differences between the fixed and random effects models in terms of the posterior mean residual deviance and DIC (Table 2). This is perhaps not surprising as there were at most two studies per comparison with which to estimate the between studies standard deviation in the random effects models. Results are therefore presented for the fixed effect models. To test whether there was any evidence of inconsistency we compared the fit of the NMA (consistency) model with the fit of the unrelated mean effects (inconsistency) model. For both the additive and multiplicative models there was no improvement in the posterior mean deviance when the consistency assumption was relaxed, and the NMA (consistency) model was preferred based on the DIC (Table 2). Figure 2 shows the contribution of each study arm to the posterior mean residual deviance under the inconsistency model vs the consistency (NMA) model for (a) the additive model and (b) the multiplicative model. There are no points below the line of equality, indicating no evidence of inconsistency for either the additive or multiplicative model. There is however one data-point (van Meerbeeck 2007) which has a very high deviance under the inconsistency model for the multiplicative model. This is the only study directly comparing CS versus CR, which gives a highly uncertain estimate of PPS (effectively equal to the prior), which leads to the high deviance for this study. In the NMA (consistency) model the CS versus CR estimate is identifiable due to borrowing strength from the evidence network under the...
The additive model gives a slightly better fit (posterior mean deviance 15.85, DIC 29.87) than the multiplicative model (posterior mean deviance 17.35, DIC 31.90), but the difference is not meaningful (Table 2) and we present results from both models.

**TABLE 2** Model fit statistics based on 5-year follow-up data

<table>
<thead>
<tr>
<th>Model</th>
<th>Posterior median between-study SD (95% CrI)</th>
<th>Posterior mean residual deviancea</th>
<th>Effective number of data-points, pD</th>
<th>DIC</th>
</tr>
</thead>
<tbody>
<tr>
<td>Additive</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Fixed effect, consistency</td>
<td>–</td>
<td>15.85</td>
<td>14.02</td>
<td>29.87</td>
</tr>
<tr>
<td>Random effects, consistency</td>
<td>PFS: 0.16 (0.01, 1.20) PPS: 0.20 (0.01, 1.51)</td>
<td>17.24</td>
<td>16.35</td>
<td>33.59</td>
</tr>
<tr>
<td>Fixed effect, inconsistency</td>
<td>–</td>
<td>17.63</td>
<td>16.07</td>
<td>33.70</td>
</tr>
<tr>
<td>Multiplicative</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Fixed effect, consistency</td>
<td>–</td>
<td>17.35</td>
<td>14.55</td>
<td>31.90</td>
</tr>
<tr>
<td>Random effects, consistency</td>
<td>PFS: 0.09 (0.00, 0.71) PPS: 0.33 (0.01, 2.84)</td>
<td>20.53</td>
<td>18.47</td>
<td>39.00</td>
</tr>
<tr>
<td>Fixed effect, inconsistency</td>
<td>–</td>
<td>25.06</td>
<td>19.41</td>
<td>44.47</td>
</tr>
</tbody>
</table>

*aCompared to 20 total data points.

**FIGURE 2** Deviance contributions from the fixed effect consistency and inconsistency models for area under the Kaplan–Meier curves pooled by (a) the additive model and (b) the multiplicative model. Points are plotted for each study and treatment arm. Points where the deviance contribution is much lower under the inconsistency model than the consistency model (i.e. points below the line of equality) indicate potential inconsistency.

Figure 3a shows the estimated treatment differences in RMST from the additive model. Differences in RMST can be interpreted as the additional expected time (in years) spent in a survival state (PFS or PPS) over a 5-year period. There are no differences in either PFS or PPS for CS relative to CR. There is evidence of an
increase in PFS for CSR relative to CR of 0.32 years with 95% CrI (0.05, 0.58). This may to some extent associated with a shorter time spent in PPS of 0.22 years with 95% CrI (0.57, 0.12), although note that this interval crosses 0 (no effect). Quality of life is typically higher prior to disease progression in oncology, so CRS is likely to improve quality of life compared with CR or CS. Figure 3b shows the estimated ratios of RMST from the multiplicative model. Ratios of RMST can be interpreted as the proportional increase in time spent in a survival state (PFS or PPS) over a 5-year period. As for the additive model, the multiplicative model finds that there is evidence of an improvement in PFS for CRS relative to CR with an estimated ratio of RMST of 1.17 times longer spent in PFS over a 5-year period, with 95% CrI (1.02, 1.34). The 95% credible intervals (CrI) corresponding to the estimated ratios of PPS are notably wider than those for PFS (Figure 3b).

NMA estimates can be summarised in terms of treatment rankings. This is achieved in a Bayesian analysis by ranking the treatment estimates at each iteration of the Markov chain Monte Carlo simulation, and then forming the posterior summaries for the treatment ranks. Table 3 shows the posterior median rank and 95% credible intervals for the rank for each treatment, outcome (PFS and PPS) for the additive and multiplicative models. Under both models CRS is ranked first for PFS (median rank 1, 95% CrI [1,1]), and there is a high degree of uncertainty around the rankings for PPS.

### 6 | DISCUSSION

We have presented a non-parametric approach for jointly pooling individual patient data reconstructed from Kaplan–Meier curves for progression-free and overall survival. This simple approach allows one to estimate treatment effects on the restricted mean progression-free and post-progression survival times without assuming proportional hazards, allows for different shapes of survival curves, and respects the natural constraint that OS should be equal to or greater than PFS.

The appropriateness of assuming that the treatment effects are additive or multiplicative depends on both statistical and clinical judgement. In our example we found no meaningful differences in model fit, and qualitative conclusions were similar, supporting the use of the more easily interpreted additive model in the NICE guideline. Modelling treatment effects as ratios may be warranted if the data is skewed, which is generally the case for survival outcomes. We observed this was the case for some of the distributions of AUC for PFS and OS created by...
non-parametric bootstrapping ($-0.08 < \text{skewness} < 0.15$), and so multiplicative treatment effects may be appropriate, although in this example results were robust to choice of model. Modelling multiplicative treatment effects also has the advantage that when used to generate absolute RMST the predictions are always positive. However, the additive model has the advantage that the difference in RMST for OS between two treatments may be computed by simply adding the difference in RMST for PFS and the difference in RMST for PPS; whereas in the multiplicative model, the ratio of RMST for OS between two treatments cannot be similarly derived.

We chose to estimate rRMST as the area under the Kaplan–Meier curves estimated by a Reimann sum. There are other estimators for RMST, and in a meta-analysis context, the Reimann sum has been compared with a pseudo-values estimator based on non-parametric jack-knife samples, as well as the area under a flexible parametric survival curve, through a simulation study. Wei et al. observed similar bias and mean squared error (MSE) for the Reimann sum and pseudo-values estimators, while lower MSE was observed for the flexible parametric survival method when the survival time followed a Weibull distribution. Given our proposed approach is motivated by situations where parametric models are not suitable, and the Reimann sum is readily available in standard software (e.g. survival package in R), we suggest using this estimator.

Jointly modelling the AUCs for PFS and OS requires an estimate of the correlation between the two. We chose to estimate this correlation though non-parametric bootstrapping, but note this only captures the correlation that is induced through the requirement that the AUC for OS is greater than the AUC for PFS. Any further correlation resulting from PPS depending on time to progression cannot be captured without the joint IPD for both outcomes which is rarely available. It may be possible to estimate this correlation from external information. For example, there is considerable literature in the oncology field investigating the association between PFS and OS, although we note that correlation estimates might not be available for the restricted time considered in the NMA. Sensitivity analyses may be conducted to assess the impact of assumed correlation estimates. We previously ran the analysis using stronger, positive correlation estimates, and found the overall results were robust to this. In general, we observed that as correlation decreased, but remained positive, the uncertainty in the estimated relative effects increased.

A limitation of our method is that only studies reporting results at the restricted follow-up time (5 years in the NSCLC example) can be included. If there are studies with shorter follow-up there are several options. Studies with shorter follow-up could simply be excluded, which may be a reasonable approach if follow-up is so short that those studies contain very little information, and most studies have sufficient follow-up to be included. An alternative approach is to choose the restricted follow-up time to be short enough for all studies to be included. This has the advantage that all studies can be included but loses information in the later part of the survival curves from the studies with longer follow-up. Another approach is to regress AUC at the restricted follow-up time against AUC at earlier follow-up times, based on studies that allow both to be derived, and use the regression equation to predict AUC at the restricted follow-up time in those studies where it is missing. Finally parametric models could be fitted to studies with shorter follow-up so that the AUC up to the restricted follow-up time can be obtained by extrapolation. This does however lose the non-parametric advantages of the method for those studies where extrapolation is necessary. For the NSCLC example we ran a sensitivity analysis using a 4-year restricted follow-up time so that the Girard study could be included. We found that the conclusions were very similar, but the Girard study (which was based on small patient numbers) was identified as a potential outlier. For this reason, and because we prefer longer follow-up if possible, the 5-year restricted follow-up time omitting the Girard study is presented here.

In our example, all trials reported Kaplan–Meier curves for both PFS and OS. Whilst it is standard to report both in oncology trials, it may be the case that some included trials may only report the Kaplan–Meier curve for either PFS or OS, creating a missing data problem. Modelling strategies to jointly synthesis PFS and OS with missing outcomes have been proposed assuming proportional hazards, and extending those methods to the non-parametric approach described here is worth future investigation.

It is challenging to model the data from the NSCLC example with standard methods due to violation of proportional hazards and different shaped survival curves (Appendix A1). Appendix A8 shows that the conclusions drawn from fitting a proportional hazards (PH) model are similar to those from the AUC method, although the conclusion that CRS is more effective than CR is stronger from the AUC model (Figure A8.1). The relative effects from fitting an accelerated failure time (AFT) model however give different conclusions from the AUC model, showing some evidence that CR is more effective than CS for both PFS and OS, although the credible intervals do cross the line of no effect (Figure A8.1). Only the AUC approach gives estimates for PPS. To obtain estimates of RMST from standard methods assumptions regarding the survival curve for the reference treatment are required, which is not necessary for the AUC method. Fitting
parametric curves to the CR arms of the studies which included CR indicates that the generalised gamma distribution is an appropriate fit based on AIC for most studies and outcomes (Table A8.1). The generalised gamma distribution has the AFT property for modelling treatment effects, and so relative effects (log time-ratios) from the AFT model can be applied to a reference generalised gamma distribution, and the RMST difference then calculated. It is not straightforward to apply a log-hazard ratio to a generalised gamma distribution. Appendix A8 shows that the RMST differences from an AFT model AFT approach gives different estimates of RMST difference than those obtained from the non-parametric AUC approach, which makes fewer assumptions. The results from the AFT approach shows CS is less effective than CR for both PFS and OS, whereas the AUC approach shows no effect (Figure A8.2). In addition, the AUC approach shows a benefit of CRS compared with CS, whereas results from the AFT approach shows no effect (Figure A8.2). We consider the results from the AUC approach to be more robust than the AFT results since it makes less assumptions.

To further illustrate the difficulties in applying standard methods Appendix A9 provides a synthesis of simulated data for three studies with two treatments and a single survival outcome where proportional hazards is violated and survival curve shapes differ between studies and treatments (Figure A9.1). The treatment effect estimates clearly show a benefit whether based on RMST difference, log hazard ratio, or log time-ratio (Figure A9.2), however very different estimates are obtained for RMST difference using the different methods (Figure A9.3). The PH method gives different results depending on the study used to estimate survival on treatment 1, and the AFT method overestimates the RMST difference compared with the AUC method which makes less assumptions and gives the closest estimate to the true-pooled RMST difference from which the study data were simulated.

To fully explore the performance of the different methods for the synthesis of survival outcomes would require a comprehensive simulation study following the ADEMP procedure.44 This would be a substantial piece of work which explores the performance of a range of parametric, non-parametric, and flexible models for the joint synthesis of PFS and OS outcomes in a network meta-analysis to estimate restricted mean differences. Simulation scenarios should include factors such as the degree to which proportional hazards (or proportional time ratios) do or do not hold, varying survival curve shapes across studies and treatments in the network, the restriction time, follow-up times in the studies, degree of censoring in the studies, choice of distribution and data-source for the survival curve for the reference treatment used to obtain RMST difference, and so on.

Reimbursement decisions for new cancer therapies consider both cost-effectiveness and effectiveness. Cost-effectiveness is assessed using economic models that typically model movements between three states (progression free, post-progression and death), usually taking a partitioned survival analysis approach.23 These models require estimates of the mean time spent in the PFS state and the mean time spent in the PPS state over a time-horizon chosen to capture the period where there may be differential effects, often over a patient’s lifetime. To obtain absolute RMST estimates for each treatment, the relative treatment effects (differences or ratios of RMSTs) may be applied to a baseline RMST on the reference treatment. The evidence source used for the baseline RMST should be considered representative of the population of interest, which could be the most recent relative RCT in the absence of other information. Note the restricted follow-up time for the RMSTs used by our method is likely to be less than the time horizon required in an economic model because it is limited by the follow-up periods of the included RCTs. Predicting lifetime mean survival time beyond the restricted follow-up time, \( t_{RF} \), requires information on long-term survival conditional on survival status at \( t_{RF} \) using data from an external source.10 For treatments that have been in use for some time, this information may be available from registries, cohorts, and other routine data sources, and we can combine the RMST estimates with an estimate of life-expectancy conditional on surviving the first 5 years from registry data (e.g. Surveillance, Epidemiology, and End Results (SEER) Program\(^4\)) in a population matched to the characteristics of the RCT populations. However, registry data rarely collects information on disease progression, and will not have long-term evidence on newer treatments. It is likely therefore that assumptions will need to be made to extrapolate beyond the restricted follow-up time, \( t_{RF} \). For the NSCLC guideline it was assumed that patients who are alive and progression-free at 5 years would remain progression-free until death,25 and survival conditional on being alive at 5 years was independent of initial treatment and taken from SEER.45

The methods presented can also be applied to the case where there is a single time-to-event outcome. A univariate Normal likelihood would be given for the AUC estimate

\[ y_{i,k} \sim N(\theta_{i,k}, \sigma_{i,k}^2) \]

and the NMA model put on the RMST parameters \( \theta_{i,k} \) as in Equations (2) and (3) for the additive model and Equations (3) and (6) for the multiplicative model. The approach therefore has applicability outside of oncology,
in situations where there is a time-to-event outcome and the proportional hazards assumption is in question.

In summary, we have presented a non-parametric approach to jointly synthesise relative treatment effects from PFS and OS Kaplan–Meier curves, which does not assume proportional hazards, conforms to the constraints on PFS and OS, and provides inputs required for a partitioned survival cost-effectiveness model. The estimates can be combined with external sources on long-term survival to obtain estimates of mean time progression-free and post-progression.

ACKNOWLEDGEMENTS

CHD, AEA, and NJW were supported by the National Institute of Health and Care Excellence (NICE) Guidelines Technical Support Unit at the University of Bristol, with funding from the NICE Centre for Guidelines, and RM was employed by NICE for the period when this work was conducted. NJW and AEA were also partly funded by the UK Medical Research Council grant MR/R025223/1.

CONFLICT OF INTEREST

The views expressed in this publication are those of the authors and not necessarily those of NICE. The authors declare no conflict of interest.

AUTHOR CONTRIBUTION

CHD conducted statistical analyses, drafted and reviewed the manuscript. RM provided the data, context, and interpretation of the results, and reviewed and commented on the manuscript. AEA conceived the methodology, advised on the statistical analyses, and reviewed and commented on the manuscript. NJW conducted and advised on the statistical analyses, and drafted, revised, and reviewed the manuscript.

DATA AVAILABILITY STATEMENT

All data is available in the supplementary materials (the summary measures for each study) or by request from the authors (the reconstructed individual patient data for each study).

ORCID

Caitlin H. Daly https://orcid.org/0000-0002-8272-797X
A. E. Ades https://orcid.org/0000-0001-7822-3552
Nicky J. Welton https://orcid.org/0000-0003-2198-3205

REFERENCES

22. Wei Y, Royston P, Tierney JF, Parmar MKB. Meta-analysis of time-to-event outcomes from randomized trials using restricted


SUPPORTING INFORMATION
Additional supporting information may be found in the online version of the article at the publisher’s website.