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Abstract
In this thesis, we introduce the problem of action completion with the
focus on assessing whether the goal of an action is achieved, e.g. a ball is
successfully caught. We step beyond the existing research on action analysis
by proposing novel approaches which assess completion of actions at both
frame-level and sequence-level.
Using state-of-the-art models, designed primarily for action recognition, an
incomplete sequence may still be classified as its complete counterpart due
to the overlap in evidence. To investigate such goal completion, we introduce
completion recognition as a sequence-level classification between complete
and incomplete actions. We show that while features can perform comparably
for action recognition, they may vary in their ability to recognise completion.
We then propose a method which evaluates the performance of different types
of features and selects the best for recognising completion. For a thorough
and unbiased evaluation, we also introduce the RGB-D Action Completion
(RGBD-AC) dataset which includes a balanced number of complete and incomplete sequences.
We then consider a finer-grained analysis of completion on the temporal dimension. We introduce completion detection as the problem of modelling
the action’s progression towards localising the moment of completion - when
the action’s goal is confidently considered achieved. To detect completion,
we propose a supervised approach to predict frame-level labels for pre and
post-completion stages. We evaluate the performance of two temporal models, namely Hidden Markov Model and Long-Short Term Memory, along with
fine-tuned CNN features. As the presence of complete sequences suffices to
detect completion, we extend our evaluation of completion detection to selected actions from two public action recognition datasets, i.e. HMDB and
UCF101, in addition to RGBD-AC.
We then propose an approach for sequence-level completion detection using a
joint classification-regression recurrent model that predicts completion from
a given frame. This model is composed of frame-level recurrent voting nodes
that predict the frame’s relative position of the completion moment by either
classification or regression. We integrate these frame-level contributions to
detect a sequence-level completion moment and show that the highest performance is achieved when contributions from all frames in the sequence,
whether prior or post completion, are combined.
We finally present an approach for detecting completion with weak supervision. Given sequences with weak video-level complete and incomplete labels,
we learn temporal attention, along with completion prediction from all frames
in the sequence. The completion moment is detected by accumulating this
attention-weighted evidence. We also demonstrate how the approach can
be used when completion moment supervision is available and show that
temporal attention improves detection in both weakly-supervised and fullysupervised settings.
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Introduction
In the past few decades, with increasing ubiquity and accessibility of videos, a significant
part of research in computer vision has been devoted to analysing human behaviour
from visual data. It has remained an active area of research, due to its vast range of
applications, such as health-care, surveillance, video retrieval, entertainment, robotics
and human-computer interaction. Among its immense body of literature, a considerable
proportion has focused on analysing human actions in videos. Such works define an
action, such as sit, jump or pick, as a sequence of limb-level body movements which are
performed by a human subject in a video sequence, where the subject may also interact
with objects or other human subjects. They consider actions as the first meaningful
element in the hierarchical build-up of human behaviour [14, 17, 55, 100, 151].
Existing works on human action analysis have studied the problem from different points
of view, covering topics such as action recognition, action localisation and action prediction [1, 55, 66, 69, 100, 151]. Action recognition assigns predefined action class labels to
video sequences which are manually trimmed to contain one (or multiple simultaneous)
action(s). Action localisation detects actions in untrimmed videos which can include
background frames and several actions. It also localises each action’s spatial and/or
temporal spans. Action prediction, on the other hand, attempts to detect actions using
partially observed data. It predicts the label of the current partially observed, or the
next unobserved action, based on the evidence seen so far. While action recognition and
localisation have been studied for decades and attracted a lot of attention for research,
action prediction is a newer area, capturing increasing interest in the vision community.
Figure 1.1 illustrates sample sequences for action recognition, localisation and prediction.
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high jump
(a)
playing guitar

soccer penalty

diving
(b)
clean and jerk

pole vault

archery
(c)
bowling

brushing teeth
Figure 1.1: (a): In action recognition, actions from trimmed video sequences are classified. (b): In action localisation, actions and their temporal boundaries are detected
within untrimmed video sequences. (c): Action prediction detects actions based on
partial observation of the sequence. The actions detected are shown in coloured boxes
with the action labels beneath them. The sequences are chosen from the public action
recognition and localisation datasets UCF101 [122] and THUMOS15 [62].
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The research in human action analysis topics, mentioned above, has evolved from traditional methods, applying hand-crafted features along with classifiers [73, 74, 140, 145],
to deep learning based approaches [12, 42, 67, 103, 115, 118] and achieved remarkable
results. However, recent works have mostly focused on proposing different network architectures to deal with the spatio-temporal input. Such spatio-temporal modelling of
actions, which aims to categorise sequences based on the differences in the appearance
or the performed motion between various action classes, overlooks the semantics of the
actions, and consequently fails to examine if the performed motion results in its desired goal. It also fails to closely monitor the evolution of the action towards such goal.
There are only a few seminal works which have deviated by introducing novel representations from actions. They have adopted approaches that take the actions’ semantics
into consideration, for example, by modelling the effect of an action on the surrounding
environment [148], or modelling the action’s evolution towards its conclusion [36, 56].
Inspired by the inadequacy of research in the vision community to analyse actions with
an insight to their semantics, as explained above, we explore the problem from a novel
perspective by focussing on a different perception of an action. We consider an action as
an evolutionary process, i.e. a gradual spatio-temporal progression from its start towards
its conclusion, that is performed to achieve an aim, rather than defining it as some
sequential body movements which might or might not fulfil a goal. Such representation,
which focuses on the goal of an action, presents a novel foundation to analyse and model
actions by considering their semantics.
In this thesis, we step beyond the existing research in action analysis by introducing the
problem of action completion and focus on investigating whether the aim of an action
is achieved. We formulate the action completion problem and propose models to address
it. In the rest of this introduction, we explain the key concepts and ideas related to
action completion, as follows: first, in Sections 1.1 and 1.2, we define the problem and
discuss its potential applications, respectively; next, in Sections 1.3 and 1.4, we introduce
two topics related to action completion, namely completion recognition and completion
detection and briefly discuss our approaches for modelling them; we then summarise our
contributions in Section 1.5 and finally, present the outline of this thesis in Section 1.7.
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What is Action Completion?

An action, based on the Oxford Dictionary, is the fact or process of doing something,
typically to achieve an aim. In the context of computer vision though, it is defined
as sequential body movements which are performed by a human subject in a video
sequence. Each action is considered to have a special meaning implying the category
to which it belongs [14, 17, 55, 100, 151]. Although by such definition, the vision
community considers actions to be meaningful elements, it basically overlooks the notion
of achieving an aim. The related works in human action analysis have traditionally
focused on the observed body motions. They have neglected to assess whether the
action’s goal is actually achieved, rather than merely attempted and, consequently, have
failed to explore incomplete or fake action instances, where for example, the subject only
pretends to complete the action. Specifically, previous works on action recognition, such
as [12, 115, 140, 146, 148], are likely to label sequences, even if the actions have not
been fully completed, because the motion observed is similar enough to their training
set. Similarly, action localisation works, such as [15, 22, 112, 158, 165], predict the
temporal start and end of an action’s attempt, without assessing whether the aim has
been achieved either. Action prediction works, such as [3, 78, 83, 84], also anticipate
the labels of the unobserved future, regardless if the action’s aim is going be met or not.
However, detecting the completion of actions or lack thereof is crucial in contexts such
as surveillance and health-care applications. As an example, consider an incomplete
pick, where the subject only pretends to pick an object up. Standard action detection
methods would identify this as a pick action, because of its similar motion to successfully
completed pick s. Likewise, a patient picking up a medicine tablet, but not swallowing it,
would also be incorrectly recognised as take medicine action, posing risks to automatic
monitoring of their health.
In this research, we introduce the term action completion, as a step towards a finergrained analysis of human behaviour. Despite being closely related to existing works in
human action analysis, we look at the problem from a conceptually different perspective.
Instead of recognising the performed motion and assigning the action class labels to video
sequences, we focus on the notion of the action’s aim. We confirm whether the person
has completed a known action by assessing if the action’s aim is successfully achieved.
However, we must mention that action completion in some contexts, such as the take
medicine example explained above, remains very related to other action analysis areas,
such as fine-grained action recognition or human-object interaction.

1.1 What is Action Completion?

5

In addition to complete actions, we investigate incomplete actions which are attempted
but their goals, whether intentionally or accidentally, remain incomplete. In fact, while
completion is the result of performing the action properly to achieve its aim, incompletion
could result from negligence or forgetfulness, e.g. an elderly who forgets to switch the
light off. It could be deliberate too, as one only pretends or avoids to complete an
action. Incompletion could also be a result of difficulties in performing the action despite
a genuine attempt, e.g. hitting the golf ball into the hole.
In assessing such completion or incompletion of an action, we first need to present a
definition for the action’s aim. For example, the aim of action pick-up would be defined
as removing an object from a surface. Or, the aim of action walk would be considered
as travelling from one point to another. Once we observe that these aims are achieved,
we can confirm the actions are completed. In general, the definition of an action’s aim
is directly implied by the context. However, in some cases, it could be ambiguous and
consequently, subjective, i.e. it could vary based on the application. For example, while
one would regard completion for action pour as the subject tilts the container and starts
pouring, another would detect completion once the subject finishes pouring and tilts the
container back. Similarly, for action eat, one might consider it completed either when
the subject has eaten a mouthful of the food or when they have finished the whole dish.
However, in such cases, where an action’s aim can be defined in multiple ways, action
completion adopts one, based on the application. Regardless of what this definition is,
it must remain consistent when completion is modelled. For example, if one decides
to assume that an action pour is completed when the former aim definition mentioned
above is achieved, i.e. when the container is tilted and pouring is started, then through
the whole completion modelling, including training and testing, this assumption must
remain the same to guarantee consistency. The completion modelling is independent of
this aim definition per se.
Another point to be mentioned is that, in the representation of action completion, there
are actions that we exclude. These are actions for which defining an aim seems to be
impractical or infeasible. For example, consider actions, such as walk, laugh and smile,
which present cyclic patterns. The aim of such actions may be supposed to be achieved
at the end of the sequence. However, defining such aim and confirming its fulfilment
does not seem to add to what other action analysis works perform. Similarly, actions
such as playing guitar does not have an intuitive aim definition. Defining its aim could
be highly dependent on a specific context in which it is applied. For instance, a specific
application could require its aim to be defined when a special chord is played. In our
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research, we avoid to explore completion for such specificity of aim definition. Instead,
we focus on actions where a reasonable definition of their aim can be justified by common
sense.
Having defined the action’s aim, we assess whether it is successfully achieved. Then,
we are able to either confirm completion or detect the action as an incomplete attempt.
To confirm the action’s aim is resolved, one way or another, we need to observe discriminative evidence for completion. For example, a discriminative evidence to confirm
completion of an action pick, would be observing the object removed from the surface
or the pose of the subject after holding the object by hand. Similarly, to identify a successful blowing candles, the flames of the candles should be observed to be extinguished.
After we observe such evidence for completion, we are able to distinguish the complete
sequences from their incomplete counterparts. In Figure 1.2, two example sequences
from actions pick and blowing candles are shown. The visual evidence, which could
be used by a human observer to confirm completion of these actions, is shown in pink
circles.

pick

blowing candles
Figure 1.2: Action completion: We confirm completion of an action, once we observe
evidence (in pink circles) that shows the aim of the action has been achieved.

Note, the notion of completion also differs per action class. For example, consider two
actions drink and fill. For drinking, the action is completed when one actually consumes a
beverage from a cup. Alternatively, for filling, the action is completed when the container
becomes full. Since the completion notion and consequently, the discriminative evidence
to confirm it, are different per action, we consider assessing completion for each action,
separately. This understanding from action completion leads us to our proposed methods
for modelling completion per action. We will briefly discuss these methods in the rest
of this introduction in Sections 1.3 and 1.4. Before that, in Section 1.2, we discuss the
different contexts in which action completion could be applied.

1.2 Potential Applications

1.2
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Potential Applications

Action completion could be applied whenever the machine needs to react to a human,
completing the goal of an action or conversely, failing to complete it. Considering the
mentioned causes of incompletion, i.e. negligence, forgetfulness or deliberateness of the
subjects as well as the hardship in performing the actions, the applications for action
completion would span healthcare and assisted-living, surveillance, entertainment and
human-robot interaction amongst others. As an example, consider a smart house in
which action completion could help determine whether an elderly person with dementia
has actually taken their medicine or have closed the tap. Similarly, approaches for
detecting completion (or incompletion) could be applied in a smart house to provide
guidance for a daily-routine activity such as ‘making food ’, based on the steps in the
food recipe. Entertainments and sports could apply action completion too, for instance,
where they need to count the successful passes or penalties in a soccer match, or the
successful shots in a basketball game. Robotics and automatic training could also apply
action completion. For example, a robot could be trained to react to completion or
incompletion of an action performed by a human subject, e.g. offer a towel once they
finish washing their hands or remind them to turn off the light after exiting a room.
Alternatively, a robot could be trained to perform an action correctly, by focusing on
the successful completion of actions’ goal. Using such an approach would simplify the
infinite ways of performing the actions into learning to differentiate between the two
categories of complete and incomplete attempts.
Having mentioned some potential applications, we must again emphasize that action
completion may not apply to all actions. As mentioned before, defining an aim for
some actions is not intuitive. For example, defining and evaluating completion for some
actions with cyclic patterns, e.g. laugh, wave or mix, does not seem to be conceivable
or applicable in any context. In addition, for some actions, such as talk, read and write,
it is either infeasible or too dependent on the viewing angle to verify completion using
a visual sensor. However, in many actions, including the examples above, an observer
would be able to make the distinction between complete and incomplete by noticing their
subtle visual differences.
In this research, we focus on modelling completion for various actions which could be
applied in contexts such as daily life or sports. To present a foundation for formulating
and modelling completion of such actions, we introduce two problems, namely completion recognition and completion detection. Completion recognition, on the one hand,
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aims to recognise whether an action sequence is performed successfully or conversely,
is attempted but not completed. On the other hand, completion detection presents a
finer-grained analysis of the problem by monitoring actions on their temporal dimension and modelling their progression towards achieving their aims. Addressing these two
problems forms the basis of action completion analysis presented in this thesis. In the
following, we first discuss the completion recognition problem in Section 1.3 and then
explain the completion detection problem in Section 1.4.

1.3

Completion Recognition

Robust spatio-temporal representations for action recognition have achieved remarkable
performance in both controlled and ‘in-the-wild’ scenarios [12, 26, 42, 44, 115, 130, 140].
As mentioned before, such representations are primarily assessed for their ability to label
a sequence according to predefined action classes. Although increasingly accurate, these
classifiers are likely to classify both complete and incomplete sequences in the same action
class due to their similar motions and regardless of the action’s goal being achieved. As
an example, consider the case where one attempts to drink but realises the beverage is
too hot. A drink vs all classifier might label this action as drink regardless.
As opposed to action recognition, we introduce completion recognition, the aim of
which is to separate complete and incomplete actions by predicting a completion label,
i.e. complete or incomplete, per sequence. In particular, we address completion recognition in a supervised approach using these sequence-level complete and incomplete labels.
Such supervised classification follows a similar baseline to other action recognition works,
however, with different (complete and incomplete) labels. Note that we adopt this approach as the first step in the build-up of the concepts and methods presented in this
thesis. We will direct our focus towards a finer-grained analysis of completion afterwards.
As the notion of completion differs per action, we use sequences associated with the
same action class to model completion recognition and perform a binary classification
between the complete and incomplete sequences, per action. Figure 1.3 illustrates our
drink example, classified by action recognition as well as our supervised approach for
completion recognition. On top, it shows two sequences of action drink. The first
sequence, bordered in green, is a complete drink, where the subject successfully drinks
the beverage. The second sequence, bordered in blue, is an incomplete drink where the
subject is not able to drink from the hot beverage. As shown in the bottom figures, when
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a drink vs plug classifier is used, both complete and incomplete sequences are classified
in the same class. However, they are separated using a complete drink vs incomplete
drink classifier.

(a)

(b) drink vs plug

(c) complete vs incomplete (of drink )

Figure 1.3: For a complete drink (green) and an incomplete drink (blue) sequences
(a), both are classified as drink when using drink vs plug classifier (b). The proposed
supervised action completion model (c) identifies the incomplete sequence.

Having defined the problem of completion recognition, we propose a method for modelling it. We first extract various types of features per frame and encode their temporal
dynamics within a pyramid structure. We then propose a general model which receives
the collection of features and selects the best one(s) for assessing completion recognition
per action.
For a clear exposition and evaluation of action completion, we present a publicly-available
RGB-D dataset, i.e. the RGBD-Action Completion (RGBD-AC) dataset [51], which was
designed and created during this research. This dataset includes 6 object interactions,
i.e. actions in which a person interacts with one or more objects in their environment,
e.g. open (a jar), pick (a box), pull (a drawer). Also, each action is represented by a
balanced number of both complete and incomplete sequences, which provides a balanced
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bias for training completion recognition. Note that the completion recognition argument
could be applied to other datasets, e.g. RGB datasets as well as other actions in RGB-D,
as long as they contain sufficient samples from both complete and incomplete classes.
In our results, we use the actions in RGBD-AC and investigate the ability of state-of-theart RGB-D features, initially designed for action recognition, to recognise completion.
We show that the performance of these features varies per action completion. For example, a feature encoding the pose of the subjects is better able to separate complete and
incomplete sequences of action pick, compared to a feature encapsulating the speed of
the subjects when performing the action. Using our proposed general model, however,
we choose the feature(s) with the best performance per action and recognise completion with an accuracy of 95.7% on sequence-level predictions. Our proposed method for
completion recognition as well as the results will be discussed in details in Chapter 4.

1.4

Completion Detection

Completion recognition, as explained above, considers the sequence as a whole and classifies it as either complete or incomplete. As a result, it does not present any fine-grained
analysis from the action’s temporal progression towards its conclusion. There are some
related works [3, 7, 33] that measure the action’s progress under a linear assumption,
or predict the time till the next action. However, they do not consider assessing the
completeness of the actions in their methods.
After our sequence-level evaluation of completion, i.e. complete vs incomplete recognition, we now introduce the problem of completion detection to closely examine the
temporal evolution of an action towards its completion. Completion detection goes beyond completion recognition by looking through the sequence and attempting to localise
when the action’s aim is achieved. Note that we monitor the actions on the temporal dimension and model their progression from start to end. However, we then use the global
evidence collected through modelling the progression of the action to locally detect when
completion occurs.
To model the temporal progression of an action resulting in completion, the action could
be considered as a sequence of sub-actions. Consequently, incompletion would be traced
by locating the missing sub-action(s). As an example, Soran et. al. [123] have applied
a similar approach at activity level to detect missing sub-activities from a sequence
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representing making latte. However, such approaches would require prior knowledge of
semantically sensible sub-actions/activities, and are sensitive to their number and correct
labelling. Moreover, they would not be able to detect incompletion when the action is
attempted but not completed, e.g. an unsuccessful basketball shot.
Alternatively, an action’s temporal progression could be assumed evolving, until at some
point in time, it reaches its completion. As an example, Hoai and De la Torre [56]
detect actions by learning a score function which models such evolution of the actions
in time. In this case, completion is considered to be instantaneous, where there is a
single moment after which the action’s goal can be indeed considered achieved. As we
particularly focus on detecting completion by assessing an action’s goal, we opt to focus
on such momentary completion.
In particular, we define the problem of completion moment detection as detecting (or
locating) the moment in time that separates pre-completion from post-completion per
sequence, when present. In other words, if the attempt to perform an action is successful,
i.e. the action is complete, the moment after which the aim of the action is believed to
be achieved is detected as the completion moment and the sequence state changes from
pre-completion to post-completion. Otherwise, the sequence remains in pre-completion
identifying the action as incomplete. Note that our assumption of an action to be
evolving through time is similar to [56]. However, their localisation approach is oblivious
to completion, as their score function peaks when the action reaches its end. We, on the
other hand, monitor the temporal progression towards momentary completion in action
sequences.
Figure 1.4 illustrates the completion moment dividing the sequences to pre and postcompletion states. The three pairs of sample sequences shown are from actions pick,
blowing candles and switch, respectively. They are all selected from the datasets that
we annotate and use for completion detection. In these figures, pre and post-completion
frames are bordered in orange and purple respectively, and the completion moment
corresponds to the first post-completion frame. The definitions of the completion moment
we have used to annotate these actions, are listed as follows:

• For action ‘pick ’ from HMDB [71] dataset, the completion moment is when the
object is lifted off the surface.
• For action ‘blowing candles’ from UCF101 [122] dataset, the completion moment
is when the flames of all candles go out.
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complete - pick

complete - blowing candles

complete and incomplete - switch light
Figure 1.4: completion moment divides the sequence to pre and post-completion states.
Two examples are shown per action. Pre and post-completion frames are bordered in
orange and purple, respectively.
• For action ‘switch light’ from RGBD-AC [51] dataset, the completion moment is
when the room’s illumination changes.

The first five samples in Figure 1.4 are all complete sequences. They begin in precompletion state which lasts until the completion moment. Post-completion frames follow
afterwards. The last sequence though, shows an incomplete switch. As no completion
happens in this sequence, all the frames remain in pre-completion. As can be seen in the
last two samples from action switch, both complete and incomplete sequences are similar
up to the completion moment, so that, an observer would not be able to confidently say
if the action is going to be completed or not. The sequences differ after completion takes
place. Completing action switch makes changes in the scene which can be used as visual
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evidence for detecting completion. In our approach, we rely on observing such evidence
to detect the completion moment. As soon as the evidence for completion is observed,
completion is detected and the sequence state is changed to post-completion. We must
mention that the representation of completion detection in this research is based on the
definition of the action’s aim presented to an annotator. However, a more challenging
approach would gather visual evidence and confirm completion automatically, without
the need for a prior knowledge of how the aim of an action is defined.
Such temporal localisation of the completion moment could have applications in various contexts. It could be applied in an online approach to detect completion once the
action’s goal is achieved and prompt reminders or guidance for the next action. Moreover, completion moment detection could be looked at as a general problem for moment
detection. In other words, the completion moment could be generalised to any other
moment within the sequence. This moment only needs to be presented by a consistent
definition per action and divide the sequences to visually distinguishable pre and poststates in respect to itself.
The subtle nature of the completion moment requires a framework that is capable of
robust moment detection. In the following, we briefly discuss our approaches to address completion moment detection. First, we propose methods with full supervision,
where the annotations for the completion moment are available. Then, we propose to
apply temporal attention learning for detecting the completion moment in both fully and
weakly supervised approaches. In our weakly supervised approach, only sequence-level
complete and incomplete labels are used during training.
Completion detection with full supervision: We first take a supervised approach
to address the completion moment detection problem, where for training sequences,
the completion moment is labelled when present. As for completion recognition, the
sequences are trimmed and the action attempted is known a priori. However, in contrast
to completion recognition, which requires the presence of both complete and incomplete
sequences per action, supervised completion moment detection could be trained using
only complete sequences. Such complete sequences include both pre and post-completion
frames needed to train the completion moment detection model. Thus, in detecting
completion with full supervision, datasets originally recorded for action recognition could
also be used without the need for the presence of any incomplete sequences. However,
all complete sequences must be annotated with the completion moment to provide pre
and post-completion labels.
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To showcase the generality of our approach in detecting the completion moment, we use
three public datasets, namely HMDB [71], UCF101 [122] and RGBD-AC [51], where
the first two are well-known action recognition datasets. We annotate 16 actions from
these three datasets, including sports-based (e.g. basketball, pole vault) as well as daily
(e.g. drink, pour ) actions. We then apply them in the following approaches for completion
moment detection.
First, we propose an approach for completion moment detection in which the visual
signatures of completion are learned per action using Convolutional Neural Network
(CNN) features along with temporal models to encode the action’s evolution in time. We
apply Hidden Markov Models (HMM) and Long Short-Term Memory (LSTM) networks
as two temporal models, suitable for dealing with sequential input data and capable of
handling frame by frame analysis of an action sequence. These temporal models output
frame-level pre and post-completion predictions representing the detected completion
moment. In our results, we show that, while our LSTM model outperforms the HMM
model in total, it can fluctuate between the two pre and post-completion labels, which
decreases its accuracy of detecting completion. In total, our best results by LSTM
achieves 85% accuracy on frame-level predictions. Our proposed method and results will
be discussed in details in Chapter 5.
Then, to overcome the fluctuations in the frame-level predictions by our LSTM model, we
propose a method which detects a sequence-level completion moment, using frame-level
contributions. This is based on the belief that all frames in a sequence can contribute to
the completion moment detection. Our proposed method uses a Convolutional-Recurrent
Neural Network (C-RNN) to first output frame-level classification and regression predictions. The classification predictions present pre and post-completion labels and the
regression predictions estimate the frames’ relative distances to the completion moment.
Each frame then uses these two predictions to vote for the presence and relative position of the completion moment via classification-based and regression-based voting approaches, respectively. Finally, the frames’ votes are accumulated to predict a sequencelevel completion moment as the frame which gains the highest vote. In our results, we
show that both pre-completion and post-completion frames assist in completion moment
detection for the variety of tested actions. We also show that the prediction made by accumulating all the frames’ contributions outperforms the prediction made by individual
frames. In total, our proposed method for predicting sequence-level completion moment
increases the detection accuracy by more than 3%. Our proposed method and results
will be discussed in details in Chapter 6.

1.5 Contributions Summary
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Temporal attention for completion detection with weak and full supervision:
Frame-level annotations are not only expensive to collect, but importantly, highly subjective and often noisy [87, 114]. Thus, we offer the first attempt to completion moment
detection with weak supervision, i.e. using only sequence-level complete and incomplete
labels. Given weak labels, we show that completion moment detection could be achieved,
by utilizing learnt temporal attention. Our proposed method uses convolutional and recurrent cells to learn temporal attention, while collecting evidence for completion. The
learnt attention locates the temporal regions with the most discriminative evidence for
recognising completion using the weak complete and incomplete labels. During inference, we accumulate the evidence for completion from all frames along the sequence,
where the evidence is weighted according to the frame’s importance to the completion
moment prediction. In addition, we show the ability of our temporal attention learning
to capture discriminative features for completion in our fully supervised approach. Note
that in our previous supervised approach, we assumed all frames in a sequence equally
contribute to the completion moment detection.
In our results, we show that our proposed method with temporal attention learning,
outperforms the uniform weighting approach when fully supervised, but importantly is
also able to detect completion, using weak video-level supervision. We also show that
learning temporal attention decreases the completion detection error, i.e. the relative
distance between the predicted and ground truth completion moment, by 15% of the
sequence length with weak supervision and by 3% when fully supervised. Our proposed
method and results will be discussed in details in Chapter 7.

1.5

Contributions Summary

We now summarise our contributions in this research as:
• Action Completion: While neglected by the vision community, we argue that
action recognition, localisation or prediction methods traditionally label action
sequences regardless the subtle clues which show whether the action has achieved
its actual goal. We thus introduce the action completion problem to focus on
assessing the action’s goal, rather than the performed motion.
• Action Completion Recognition: We introduce the completion recognition
problem as the task of assigning sequence-level completion labels, i.e. complete and
incomplete, to action sequences. We then discuss different types of features could
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perform variably per action completion recognition and finally, propose a general
method which models completion by selecting the best feature(s) per action. Also,
to present a basis for evaluating our approach, we release the first dataset for
action completion, namely RGBD-AC dataset, which contains both complete and
incomplete sequences from 6 object interactions.
• Completion Detection with Full supervision: We introduce the problem of
action completion detection as temporal localisation of the moment beyond which
a human observer would confidently consider the action as successfully completed.
We propose to detect completion via CNN feature extraction along with HMM
and LSTM temporal modelling. We also present metrics for evaluating completion
detection. In addition to frame-level accuracy and sequence-level relative distance,
we introduce a cumulative metric for measuring the positive and negative time
shift between the predicted and the ground-truth completion moments. We also
propose a supervised approach for a sequence-level prediction of the completion
moment. We first discuss predicting frame-level contributions for classifying pre vs
post-completion as well as regressing each frame’s position against the completion
moment. We then introduce voting approaches based on the frame-level contributions, i.e. classification-based and regression-based voting. We finally propose
methods for accumulating frames’ votes and labelling the frame with maximum
number of votes as the completion moment.
• Completion Detection with Weak supervision: We propose the first weakly
supervised approach for detecting the completion moment, where only sequencelevel complete and incomplete labels are used to train our completion model. To
achieve this, we propose to integrate the completion model with temporal attention
learning which weights the frame-level predictions according to the contribution
they make to the completion moment detection. We then propose a method which
accumulates the weighted evidence for completion and predicts a sequence-level
completion moment as the frame for which the weighted evidence reaches its maximum. We also propose a method for incorporating a similar temporal attention
mechanism in our fully-supervised completion detection.

1.6

Thesis Outline

This thesis is presented in 8 main chapters. Following this introduction,
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• In Chapter 2, we present the background information for our research on the action
completion problem. We first briefly discuss the general trends in modelling actions
and review some of the seminal works in this area. We then present the works
which are directly related to our completion modelling at both sequence-level and
frame-level. We finally discuss the background information for weak supervision
and temporal attention learning.
• In Chapter 3, we explain the specifications of the datasets used in this thesis. We
first introduce and discuss the RGBD-AC dataset in details. This dataset, collected
during our research, has been used to evaluate both completion recognition and
detection. We then explain our selected actions from the two action recognition
datasets, namely HMDB and UCF101, used to evaluate the completion detection
problem. For each of our three datasets, we show sample sequences and present
the number and time specifications of the actions.
• In Chapter 4, we discuss action completion recognition in detail. We first introduce
our hand-crafted RGB-D features. We then explain our method for modelling the
temporal dynamics of the actions encapsulated by the RGB-D features. Finally, we
present our general model for selecting the best features for recognising completion.
In our results, we discuss incomplete action recognition in which the performance
of an action recognition model to identify incomplete actions is assessed. We
then present results on complete vs incomplete action recognition and assess the
performance of our features in recognising completion, and finally, evaluate our
general model in which the most discriminative features for completion recognition
are selected.
• In Chapter 5, we discuss our proposed method for frame-level completion detection
with full supervision in detail. We first explain our approach for feature extraction
and temporal modelling, using HMM and LSTM. We then present our metrics
to evaluate completion detection. In our results, we compare the performance of
a variety of features to detect the completion moment. Then, we compare the
performance of our two temporal models. We finally discuss how the presence of
the incomplete actions affects our completion detection model.
• In Chapter 6, we discuss our proposed method for sequence-level completion detection with full supervision in detail. We first present our network architecture
to predict frame-level classification and regression outputs and then discuss how
we achieve their corresponding frame-level votes. We then explain our approaches
to accumulate these votes. In the result section, we present the performance of
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our voting approaches, as well as comparing them with our frame-level completion
detection method.
• In Chapter 7, we discuss our proposed method for sequence-level completion detection with weak supervision in detail. We first discuss our approach to train
the network with weak labels and predict frame-level scores for completion and
attention. We then explain how we use the attention scores to weight the completion evidence and accumulate them to detect completion. We also present our
proposed method to apply temporal attention learning in our fully-supervised completion detection. In our result section, we compare the performance of our temporal attention against completion detection by uniform weighting of the frames’
predictions.
• Finally, in Chapter 8, we conclude the research presented in this thesis. We first
present a summary of the contents of our chapters and then, list our main contributions in this research. We finally discuss some potential approaches for addressing
action completion in future work.

1.7 Released Dataset and Annotations

1.7
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Released Dataset and Annotations

• RGBD-Action Completion Dataset: We have published the RGBD-AC dataset,
specially designed for evaluating action completion. This dataset contains 414 complete and incomplete sequences of 6 actions. The data, recorded using a Microsoft
RGB-D sensor, known as Kinect V2, includes RGB, depth and skeletal joints of 8
subjects (5 males and 3 females).
http://doi.org/ckf2
• HMDB, UCF101 and RGBD-AC Completion Moment Annotations: We
have also published the completion moment annotations for all actions in the
RGBD-AC dataset, as well as 10 actions from two other action recognition datasets
HMDB and UCF101.
https://github.com/FarnooshHeidari/CompletionDetection
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Background
In this chapter, we present the background information for this thesis. To achieve an
overall view of the existing research on action analysis, we first discuss the dominant
trends in the area by briefly reviewing some of the most seminal approaches for modelling actions, in Section 2.1. Then, to cover the background notions and methods
related to action completion, we divide the rest of this chapter into three sections. In
Section 2.2, we review some works which are directly related to our action completion
problem. These are works that either assess the completeness of their actions or present
approaches which could be potentially used to address action completion. In Section 2.3,
we discuss different approaches which model actions with fine-grained analysis of their
temporal progression. This is especially related to our temporal models proposed for the
completion detection problem. Finally, in Section 2.4, we present the background for our
weakly-supervised completion detection. This includes approaches that propose various
weakly-supervised methods, attempt learning temporal attention or combine these two
to recognise or detect actions.

2.1

Action analysis

In the recent few decades, research on action analysis has attracted much attention in
the vision community [1, 55, 66, 100, 137]. Many application areas, such as healthcare,
surveillance, human-computer interaction and robotics, entertainment, sports, and webvideo search and retrieval, have driven action analysis to be a dynamic field for research.
21
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The substantial body of literature in such areas, which has been formed over many years,
includes a vast range of methods for modelling actions. The trends, however, have followed a clear direction; they have developed from early methods which were based on
hand-crafted features and traditional classifiers, to the state-of-the-art approaches which
explore deep learning for spatial and temporal modelling of actions. In this section, we
discuss these trends by briefly explaining methods which have highly influenced their
subsequent research on action analysis, as follows: in Section 2.1.1, we first present some
traditional approaches; then, in Section 2.1.2, we explain works which have proposed
seminal convolutional neural network architectures for modelling actions; finally, in Section 2.1.3, we review some works which have applied recurrent networks for temporal
modelling of the actions.

2.1.1

Early Methods

Early action analysis methods [40, 73, 74, 85, 93, 95, 106, 141, 142, 170] are mainly
based on extracting hand-crafted features and then using classifiers to label the action
sequences. In a seminal work, Laptev [73] extends Harris detectors to extract interest
points from spatio-temporal domain. These points capture local features of the image in
space as well as the motion in time. The neighbourhood of the interest points is clustered
using their encoded descriptors based on spatio-temporal derivatives. This approach is
then applied to evaluate event classification. Laptev et al. [74] extend on the method
in [73] to detect space-time interest points from movies. They compute histograms of
the extracted features in the neighbourhood of the interest points. Then, they apply
a bag of words (BoW) and non-linear Support Vector Machines (SVM) [21] to classify
these descriptors. They finally evaluate their method for action recognition.
Wang et al. [141] also propose another influential approach for action recognition. Their
method first samples points densely from images and then uses optical flow to track these
points in consecutive frames. These trajectories encode the motion information of the
actions. Multiple features are then extracted from the trajectories. Finally, a BoW on
the extracted features, along with a linear SVM are applied to classify actions. Then,
in [140], Wang et al. build on this method to improve the performance of the dense
trajectories by removing the trajectories made by the camera motion which significantly
improves their results. In addition to BoW, Fisher Vectors (FV) are also applied to
encapsulate the improved trajectory descriptors.
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Other works also take approaches with similar baselines. They mainly extract features
from dense trajectories [65, 85, 142] or interest points [25, 93, 152], and encode them by
BoW or FVs. Then, they apply traditional classifiers, such as SVMs or Random Forests,
to classify the sequences.
Although these methods achieve remarkable results on relatively non-complex datasets,
they are less effective when high complexities exist in their input. On one hand, their
hand-crafted features encode special characteristics of the images. On the other hand,
they are ignorant of the long-term temporal dynamics of the video sequences. The succeeding approaches based on deep convolutional or recurrent neural networks, however,
are capable of forming global representations of the images as well as modelling the
actions’ temporal dynamics in both short and long-term durations.

2.1.2

CNN Architectures for Modelling Actions

After the traditional methods, recent action analysis works have mainly inclined towards proposing deep neural networks, with many focussing especially on utilising CNNs.
CNNs, which have been widely used in many areas, such as image and video classification, segmentation and detection [12, 20, 31, 43, 70, 107, 115, 116, 128, 156], are able to
encode high degrees of non-linearity for modelling complex 2D and 3D objects.
Specifically, inspired by CNN advances in still image classification [70], the works in
[64, 67, 115] pioneered applying end-to-end CNNs for modelling human actions in videos.
Among them, Ji et al. [64] were the first to propose a CNN architecture for action recognition. In their method, they first use detectors to extract bounding boxes around human
heads and then apply 3D convolutions on the spatial and temporal dimensions of the
bounding boxes. Although inspiring, this work did not significantly contribute to action
recognition performance. After [64], Karpathy et al. [67] propose another influential
method which evaluates several network architectures for fusing RGB information temporally at different layers. This includes early, late and slow fusion methods. While
early fusion applies convolutions on multiple adjacent frames in the first layer, late fusion trains two networks with shared parameters on two temporally apart frames and
fuse them at the last layers. Slow fusion combines early and late methods by performing fusion at different layers. In the same year as [67], another seminal architecture
was proposed by Simonyan and Zisserman [115], in which RGB as well as pre-computed
optical flow fields are applied in order to encode both spatial and motion information
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separately. Using one RGB frame and a stack of optical flow fields, two networks on the
two streams are trained. The actions are classified by a late fusion over the two streams’
outputs via either averaging or training SVM classifiers. Figure 2.1 depicts the two latter
networks [67, 115] as the most inspiring CNN architectures for modelling actions.

(a)

(b)
Figure 2.1: (a): Network architecture from [67], evaluating late, early and slow fusions
of RGB frames. (b): Network architecture from [115], using two streams on RGB and
optical flow to encode both spatial and motion information. These works have inspired
many later architectures. Images are taken from the original papers.
Many subsequent works [12, 34, 42, 118, 119, 131, 133, 146] build on the above mentioned
architectures and achieve significant improvements in modelling the spatio-temporal
structure of the action sequences. For example, Tran et al. [131] take a 3D convolution approach applied on spatial and temporal dimensions of full video volumes. This
convolutional 3D (C3D) network is then used to extract features on top of which SVM
classifiers are applied to recognise actions. In another influential work, Carreira and
Zisserman [12] propose a network, namely Inflated 3D (I3D) ConvNet, for action recognition using a large action dataset called Kinetics [68]. This network takes advantage
of the architecture as well as the learnt parameters of pre-trained networks, however
expands their 2D structure to the temporal dimension by applying 3D convolution and
pooling layers. It also implements a two-stream architecture for encoding RGB and motion information. For the final action classification, the outputs of the two streams are
averaged.
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Temporal Modelling of Actions

While the works explained in Section 2.1.2 propose various architectures for action recognition with increasingly accurate classification results, their temporal modelling is mainly
based on encoding the motion information from RGB or optical flow fields. Recently,
some works have been proposed which model the temporal dynamics of longer durations
within their CNN architectures. For example, Wang et al. [146] apply a two-stream
architecture on snippets sparsely sampled along the whole sequence for a better encoding of the long-term temporal dynamics. The predictions across the snippets and the
streams are uniform and weighted averaged, respectively. In another work, Feichtenhofer
et al. [35] propose a network with two branches which separately focus on the spatial and
temporal encoding of the video, by applying low and high sampling rates on the temporal
dimension, respectively. Zhou et al. [172] also propose an approach which models the
temporal relations between individual frames by sampling them at different levels and
fusing them with linear functions.
The works, explained above, model the temporal information in longer periods by different sampling strategies across the sequence. Many other works, however, present such
long-term modelling of the actions’ temporal dynamics using recurrent models [26, 38, 79,
83, 117, 125, 153, 165, 166, 169], or less frequently, HMM models [75, 123, 129, 150]. In
contrast to HMMs which are relatively simple structures, limited to the Markov assumption, various types of recurrent networks have been designed to handle more complex
data sequences. Such networks have been widely used in different areas such as, machine
translation [6, 18, 127], text and caption generation [26, 94, 126, 136, 160], handwriting
recognition [46, 47] and speech recognition [45, 48, 135].
In particular, LSTMs [57] are a type of recurrent network which are not only able to
present frame-level predictions for a fine-grained analysis of a sequence’s evolution in
time, but also can encode the temporal information of long periods via their internal
memory cells. These capabilities make LSTMs especially suitable for modelling action
sequences, where they are either applied on top of traditional hand-crafted features [5]
or more frequently, on top of CNN features [3, 26, 27, 38, 153, 169]. These features
can be extracted from different layers of the CNN models such as convolutional [27, 38]
or fully-connected layers [26, 169]. Next, we briefly explain some seminal works which
apply CNNs along with LSTMs.
Donahue et al. [26] apply LSTMs for evaluating three vision related tasks, namely action
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recognition, image caption generation, and video description. For the action recognition
task, an LSTM layer is placed on top of the fully-connected layers of a CNN model.
The whole network is trained in an end-to-end manner and the final sequence-level action class is computed by averaging the frame-level predictions. This work shows that
CNN features with LSTM temporal modelling outperforms the single frame predictions
of CNNs with no temporal modelling. Ng et al. [169] also propose a network architecture with stacked convolutional layers which output frame-level CNN features. These
features are then aggregated temporally to predict a sequence-level classification via two
approaches, i.e. temporal feature pooling and LSTM temporal modelling. The feature
pooling is embedded in the main network architecture, and several pooling methods are
evaluated. Their LSTM model has also a deep architecture with 5 stacked layers. They
finally show a high overall performance for their LSTM model.
Many subsequent works, such as [3, 7, 27, 83, 84, 165, 166], follow similar frameworks
for combining CNN and LSTM models. As such works are especially related to our
completion detection problem, we will discuss them in more detail in the rest of this
chapter (Sections 2.3 and 2.4). We should mention that, in our research on completion
detection, we also extract CNN features and temporally model them by LSTM. The
CNN-LSTM combination enables us to first deeply learn the spatial signatures made
by completion and then model the fine-grained evolution of such signatures in time.
However, before explaining the works relevant to such temporal analysis of actions, we
first review the works related to action completion as a general problem in the following
section.

2.2

Action Completion

In this section, we present a review on the works relevant to the action completion
problem. In section 2.2.1, we first discuss approaches that consider actions or activities
as sequences of their sub-actions or sub-activities, while some of them also consider
the presence of all these parts to confirm the completeness of the actions or activities.
Then, in section 2.2.2, we present works that generate action proposals and assess the
completeness of the detected proposals. Finally, in Section 2.2.3, we present an approach
which considers a novel representation of actions’ semantics and discuss its relation to
our action completion modelling.

2.2 Action Completion
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Dividing Actions into Parts

Several works [37, 59, 72, 129] model actions or activities by dividing them into temporal
segments. Among them, Hou et al. [59] define actions as sequences of semantically
distinguishable sub-actions and localise the entire actions by detecting all their subactions in untrimmed videos. Their proposed method first considers a fixed number of
sub-actions per action. Then, it iteratively updates and merges these sub-actions using
clustering and classification algorithms which consider an ordering constraint between
the sub-actions. This approach learns to detect a meaningful and ordered set of subactions for each action. Finally, the actions are localised by connecting their detected
sub-actions. Although such an approach does not investigate completion at any level,
its explicit representation of an action as a sequence of meaningful temporal segments
could be theoretically used in a completion recognition framework, in which an action’s
completion is confirmed when all its sub-actions are present. Also, detection of the
missing sub-actions could be alternatively applied to temporally localise incompletion. In
the following, we discuss three works with such temporal divisions of actions or activities,
while their completeness is also considered.
In a recent work, Liu et al. [81] propose a weakly-supervised method for localising actions in untrimmed videos with a focus on confirming the completeness of the actions
detected. Note that their weak supervision is performed by training only on action class
labels, without any access to the start and the end points of each action. They discuss
that such supervision for localising actions in untrimmed videos, could result in detecting
incomplete actions, i.e. detections with missing temporal segments (parts) of actions.
To address this, they propose a network, illustrated in Figure 2.2, that learns to focus
on multiple action segments temporally via multiple branches. More specifically, their
network receives an untrimmed video as input and extracts its features. The features
are then followed by a convolutional layer on the time dimension to model the temporal dynamics at sequence-level. After this sequence-level temporal convolution, the
proposed multi-branch classification module is embedded. As mentioned, this module is
responsible for detecting separate temporal segments of actions, though in an unsupervised manner (note, the whole localisation approach is weakly-supervised, but the action
segment detection is unsupervised). Thus, to assure capturing the diversity between the
actions’ segments, their similarity is penalised using a diversity loss function, based on
cosine similarity between the segments. In addition to the diversity loss, a regularisation
loss is also used to penalise the segment’ deviation from the average. Using this module,
the network learns to focus on all distinct sub-actions and results in detecting the action
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in full without missing any temporal segment. This multi-branch module is then integrated with a temporal attention module to give prominence to the discriminative action
regions. We will discuss the temporal attention module in more detail in Section 2.4.2.
The whole network is finally optimised by minimising the summation of the above losses
and a classification cross-entropy loss between the attention-weighted average over the
detected temporal segments and the ground-truth.

Figure 2.2: Proposed architecture by [81]. The network learns to locate actions completely, via its multi-branch structure for detecting action segments. Image is taken
from [81].
As mentioned, the method in [81] does not use any supervision for detecting the temporal segments in an action. In contrast, Yuan et al. [168] use a supervised framework
for defining action stages while localising actions in untrimmed videos. These stages
correspond to start, middle and end frames of each action. The action localisation is
then performed in two steps. First, a classification network is applied to compute framelevel scores for all action categories per stage. Then, a dynamic programming algorithm
is used to find a sub-sequence with the maximal summation of its frame-level scores
for the three stages. In other words, it generates paths of frames over the three stages
and updates them to find a path with the maximum score. Such path (sub-sequence)
is announced as the detected action. However, during this search for generating “complete” paths, i.e. those which contain all the three stages, this algorithm makes and uses
“incomplete” action sequences, where incompletion refers to the sequences that do not
include the end stage. Note that, this approach does not aim to assess the completion
of the action sequences, but keeps track of the incomplete sequences in order to localise
the final complete action. Moreover, their method particularly considers one frame for
the start and one frame for the end stages. The frames in between are all considered to
belong to the middle stage.
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Soran et al. [123] also model sequences by dividing them to parts via a supervised
approach. Their work though is particularly related to our research problem, as it uses
such division to explicitly address completion recognition. This completion recognition
is evaluated in an activity level by defining an activity as a combination of sub-activities
and confirming (or rejecting) the completion of the activity when no missing sub-activity
is detected. To address this, the authors model the dependencies between sub-activities
by a flexible ordered graph (see Figure 2.3) which is trained only on “complete” training
sequences, where there is no missing sub-activity. In this learnt directed graph, the
vertices correspond to the actions present in the activity and the edges represent the
order and the probabilities of the transitions between these actions. Apart from this
graph, an HMM model is also applied to represent three hidden states equivalent to
beginning, middle and end stages of each action. This HMM model, trained on the
whole dataset, recognises the last performed action as well as the ongoing action at each
time instant. During inference, a missing sub-activity is detected in two steps. First, the
past and the current actions are predicted using the HMM model. Then, the ordered
graph is applied to find the minimum length (cost) path between these two actions. On
this path, if a third vertex is found between the vertices corresponding to the past and
the current actions, a missing sub-activity is announced.
The proposed approach is evaluated in sequences representing a single activity of “making
latte” from egocentric data. Although this method could be theoretically generalised to
other activities as well as actions, the graph model for detecting incompletion has limited
capacity in encoding complex dependencies between the observed actions. It could be
easily overfitted on the action transitions of the training data and have difficulty in
modelling more complex transitions present in unobserved test data.
Figure 2.3 illustrates the HMM and the ordered graph model used in [123]. In the HMM
model, on the left, the hidden states, B, M and E represent the beginning, middle and
end stages of the actions, respectively. In the graph model, on the right, the past and
the current actions have been detected (by the HMM) to be “take milk box” and “pour
milk into mug”. Action “steam milk” which is on the shortest path between these two
actions is detected as the missing action.
As mentioned before, dividing actions or activities to meaningful temporal segments and
then localising the missing ones could be considered as a kind of incompletion detection.
However, our proposed approach for addressing action completion differs in two ways:
first, we aim to detect incompletion when the action is attempted but not completed
(e.g. attempting to drink but not actually drinking); second, we do not assume that
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(a)

(b)

Figure 2.3: Proposed models used in [123]. (a) An HMM model is applied to detect
the past and the ongoing actions. (b) A flexible ordered graph is used to model the
transitions between actions. Images are taken from [123].
all actions are composed of distinct sub-actions which are performed in a certain order.
Note that, the action division within a supervised framework would need labelling of the
sub-actions which could be subjective and consequently, noisy. On the other hand, in an
unsupervised approach, an explicit semantic correspondence between the action and its
component segments, required for a meaningful completion detection, is not considered.
Therefore, instead of modelling action completion by such sub-action detection approach,
we focus on assessing whether the goal of the action is achieved. The evidence for such
goal completion could be observed as a visual change in the surrounding environment,
the lack of which is not necessarily presented as a missing sub-action.

2.2.2

Action Proposal Generation

Action proposals and actionness measures, which follow successful approaches for object
proposals and objectness measures [2, 101], have become the platform for several action
localisation approaches [44, 63, 80, 82, 103, 104, 111, 157, 167, 171]. Among these, [157]
and [171] focus on classifying these proposals into those that contain the “completed”
action, and incomplete proposals that should be rejected.
The method proposed by Xiong et al. [157], extracts sparsely sampled snippets from
untrimmed videos and trains a binary classifier to predict actionness scores. This classifier which uses the two-stream network architecture in [146] is trained to classify the
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temporal regions with any action label as positive against background regions as negative. These actionness scores are predicted per snippet and then used in a bottom-up
algorithm to produce action proposals with various lengths. This algorithm starts from
one group of consecutive snippets with positive actionness scores, and then merges the
succeeding positive snippets, though tolerating various lengths of negative intervals in
between. After proposal extraction, it predicts the action category of each proposal. The
authors then consider assessing if their method for extracting proposals has been able to
capture the full action. To address such completion recognition, they train binary SVM
classifiers per action to either accept each proposal as complete or reject it as incomplete.
Zhao et al. [171] also detect actions in untrimmed videos with a proposal generation
approach (see Figure 2.4). Their method first extracts features which are then used to
produce action proposals in a similar way as [157], i.e. sparse snippet sampling, predicting binary actionness measures and grouping the snippets with high actionness scores together. Then, to model the extracted proposals temporally, they take an approach based
on the assumption that each action consists of three stages, namely starting, course, and
ending. Note that, this is similar to the approaches of the previous Section 2.2.1. However, the stages here are not learned from the actions in the training set. Instead, each
extracted proposal is considered as the course stage of the action. Then, it is temporally
augmented on its two extents to reach twice its length. The augmented parts are defined
as the starting and ending stages. All these three temporal stages are then used to form
the first level of their proposed temporal pyramid structure. They also divide the course
action stage into two parts to add a further level in their temporal pyramid structure.
Finally, these temporally encoded proposals are given to two linear classifiers which are
trained to predict their action category as well as their binary completeness indicator,
such that background and incomplete proposals are rejected. All these are trained in an
end-to-end network. Figure 2.4 illustrates the pyramid structure of the architecture used
in [171], where yellow, green and blue colors correspond to starting, course, and ending
stages.
The two approaches explained above, consider a detected action or an action proposal
“completed”, when it contains the full (or even the majority of) the ground-truth action.
This is when the intersection between the proposal and the ground-truth action is above
a predefined threshold. Such understanding from the notion of completion vs incompletion recognition for the action proposals is similar to that explained in the previous
Section 2.2.1, as it does not consider assessing the action goal completion.
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Figure 2.4: In [171], a temporal pyramid structure is used to encode detected proposals,
where their completeness is also evaluated. Image is taken from [171].

2.2.3

Actions as Transformations

Rather than detecting missing parts of the actions, an alternative approach for addressing
completion is to inspect the presence of any visual evidence in the surrounding environment which is created by completing the action. We have based our research on such
perspective. In the works on action analysis, a seminal work by Wang et. al. [148] also
presents a similar perception from the action notion which is explicitly based on how it
affects its surrounding environment. This work, which is evaluated on action recognition,
models an action from its start till conclusion by the changes it makes to the scene (see
Figure 2.5).
To address such action representation, the authors consider two states for each action,
namely precondition and effect. The precondition state represents the start frames, i.e.
frames before the action begins, and the effect state corresponds to the end frames after
the action is completed. Then, they model the action as a transformation between these
two states. As an example, consider action soccer penalty. Instead of focusing on the
player’s motion or the football pitch appearance, they model the action’s progression as a
transformation from its precondition, i.e. before the player kicks the ball towards the goal,
to effect, i.e. when the ball is placed inside the goal. To model such transformation, they
propose a Siamese architecture which first encodes the two precondition and effect states
via its two identical branches. The transition between the two branches is then modelled
by a linear transformation which is applied on top of the precondition sub-network.
Their network is trained to minimise the distance between the transformed precondition
features and the effect features. Note that, the temporal spans of the precondition
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and effect states are considered as latent variables which are learned from the training
data. Figure 2.5 depicts the notion of an action as a transformation (top) between
precondition and effect states for a sequence of action soccer penalty. It also illustrates
the two branches of the proposed Siamese network and the linear transformation between
them (bottom).

(a)

(b)
Figure 2.5: (a) In [148], an action is considered as a transformation between precondition
and effect states. (b) Their method uses a Siamese architecture to model the two states
and encode the transformation between them. Images are taken from [148].
Such representation from actions is especially comparable to the notion of completion
presented in this research. The similarity of the works relies in the fact that both
approaches do not define an action only by the subject’s body movements, but also by
the changes it makes to the scene. They both consider an action as a process, conclusion
of which presents discriminative evidence to the surrounding environment. However, the
approach in [148] does not model assessing the completion of the actions in particular
and could label the incomplete actions too. Moreover, it focuses on the start and the end
of the actions and does not present any frame-level analysis from the temporal region
in between these two states. Discarding such frames makes this particular approach
unsuitable for modelling completion, as in many actions the discriminative evidence for
completion resides in the middle frames and not necessarily the start and end states.
In this section, we discussed various approaches related to assessing completion at
sequence-level. As explained, they generally modelled actions based on the assumption
that they are composed of sub-actions, stages or states. As mentioned, we consider an
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alternative definition for completion with a focus on the action goal. We assess such goal
completion in two ways: completion recognition at sequence-level and completion detection at frame-level. In the next section, we will proceed investigating the background for
the latter subject by focusing on the works which present frame-level monitoring of the
actions.

2.3

Fine-grained Temporal Analysis

So far, we have reviewed the works related to modelling completion from a sequencelevel perspective, similar to our completion recognition problem. In our research, we also
address the completion detection problem by modelling actions from a more fine-grained
viewpoint (in Chapters 5, 6 and 7). In completion detection, the progression of the
actions is monitored through time and evidence is collected to localise the completion
moment at frame-level. In this section, we discuss the related works with such finegrained temporal analysis of actions. In the following, we first discuss approaches that
investigate the temporal evolution of an observed action, in Section 2.3.1. Then, in
Section 2.3.2, we review some works that present a temporal analysis regarding the
unobserved future actions. Finally, in Section 2.3.3, we present works which focus on
localising individual frames within the sequences.

2.3.1

Modelling Action Evolution

Several works [3, 7, 36, 56, 83] propose novel approaches for modelling the temporal
evolution of observed actions. These approaches closely examine the action progression
on the temporal dimension and make predictions using the gathered information. Such
monitoring of the actions’ temporal dynamics at a fine-grained level is achieved by applying ranking functions in novel frameworks, proposing loss functions or considering
linear assumptions for the temporal progression.
In a seminal work, Hoai and De la Torre [56] present a novel approach for modelling
the temporal evolution of actions in untrimmed videos (see Figure 2.6). They propose a
score function to learn frame-level scores which increase by the action evolution from its
start till conclusion. To address this, a maximum-margin mechanism is applied based
on a Structured Output SVM (SOSVM) classifier [132] which is capable of modelling
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sequential data. During training, hand-crafted features are extracted and given to the
SOSVM. It then learns the score function to accumulate scores from partial observations
of the action. This function imposes a margin difference between the scores of the
complete and partial observations in the SOSVM model. In this way, it is enforced to be
non-decreasing during the action progression between its temporal extents and finally
reaches the highest when the action is fully observed. During inference, an action is
detected as a sub-sequence which maximises the score function. The authors evaluate
their approach on relatively simple facial, gesture and Weizmann action datasets. Also,
the untrimmed videos are assumed to contain only one action each. Figure 2.6 depicts a
sequence containing action smile detected by the proposed score function. On the left,
the detected action is shown to have the maximum score in the whole sequence. On
the right, the score function of the full action is shown to be greater than that of all its
partial observations.

(a)

(b)

Figure 2.6: (a) The score function proposed by [56] peaks when the full action is observed. (b) This score is trained to be non-decreasing for the partial observations within
a complete action. Images are reprinted by permission from [56].
As explained, the method proposed in [56] works based on collecting evidence from
the sequential observations and detecting a subsequence which achieves a maximum
score. Such representation of action detection inspired our voting-based approach for
sequence-level completion detection, where we also collect contributions from framelevel observations. Then we detect the frame with the maximum vote as the completion
moment. Our voting method could be considered as an equivalent to the proposed score
function in [56].
Fernando et al. [36] propose another approach for modelling temporal evolution for action
recognition, using a ranking assumption across video frames similar to [56]. The work
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first extracts hand-crafted features per video frame and then encodes them in frame-level
vectors, computed as the features mean over a window from the first till the current
frame. Over time, these vectors encode the evolution of the mean appearance changes
in frames. Then, based on these frame-level representations, an SVM-based ranking
approach with a max-margin mechanism, called a ranking machine, is learned per video
with a constraint that indicates its output must be increasing by evolving through time.
Note that, this ranking machine learning for encoding each video is performed in an
unsupervised manner. Finally, these learnt video-level ranking machines are classified
with their action category labels using a non-linear SVM classifier.
Ma et al. [83] model the evolution of the actions via an alternative recurrent approach.
They extract CNN features from its last fully-connected layer and then apply LSTM
temporal modelling to detect actions in untrimmed videos. They use a standard crossentropy loss for action classification, but also propose an additional loss function for
closely monitoring the action progression on the temporal dimension. This loss function
which is based on ranking assumptions for action progression, follows two objectives.
The first is to penalise a decreasing prediction score for the correct action category,
and the second is to penalise a decreasing margin between the ground-truth and the
next highest detection score. Using these objectives the network learns to monotonically
increase its confidence in estimating the correct action as well as distancing from the
incorrect predictions. This consequently encourages early action detection, where the
action class label is predicted by observing as few streaming frames as possible.
Similarly, Aliakbarian et al. [3] propose an approach for early action detection based
on devising a loss function which learns to penalise false negative detections uniformly
across the sequence, but, linearly increase the penalisation for false positive detections.
An equal strength for penalising both false negative and false positive detections is aimed
at the end of the sequence. The motive behind this loss function is to impose a greater
cost for a false negative detection at the beginning of the sequence and thus, encourage
the network to detect actions as early as possible. For their network, they propose a
two-stream architecture. The first stream extracts features from the whole image to
encode the action’s global context. The second stream focuses on the spatial regions
which are more discriminative for detecting actions. These two types of features are
passed to LSTM layers to encode the actions’ temporal dynamics and optimised using
their proposed loss.
The two works explained above [3, 83] monitor the action’s evolution till conclusion
in their proposed loss functions to encourage early action detection. However, they
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can not present any estimation of the action’s progression at frame-level. In contrast, a
method proposed by Becattini et al. [7] outputs frame-level estimations from the action’s
temporal evolution. It measures the temporal progression of actions under a linear
assumption, while also localising their spatio-temporal boundaries. For this purpose,
the authors first apply an action detector to predict the action category along with its
spatial bounding box. Then, they train an LSTM which receives features corresponding
to both extracted bounding box and the whole frame and predicts the action’s linear
progress towards its conclusion as a percentage (e.g. 50% of the action has taken place).

2.3.2

Action Remaining Time Anticipation

Another related problem to the fine-grained temporal analysis in our completion moment
detection attempt is that of anticipating the remaining time until the action concludes or
how far ahead will the next action start. Such anticipation of labels for future unobserved
action(s) has recently received growing attention in the computer vision community. In
the following, we discuss approaches that focus on anticipating the action categories as
well as encoding the temporal information of the unobserved future.
Mahmud et al. [84] predict the labels for future actions in untrimmed videos which
contain several actions. At each time instant, they receive the hand-crafted and CNN
features from both previous and ongoing actions and predict the next unobserved action
as well as its starting time. Their proposed network consists of three branches which
encode spatio-temporal dynamics of the activities and are trained jointly. The first
branch models the action scene context by encoding the visual information of the objects
involved in the current activity. The second branch uses LSTM layers to model the
temporal dependencies between the last three observed activities and the third branch
captures the inter-activity time context for the current activity. After uniting these three
branches, a cross-entropy loss function is used to classify the next action. The remaining
time until it starts is also predicted based on a regression with the ground-truth using
an Euclidean loss function.
Neumann et al. [89] also propose a model for anticipating the presence and the remaining time until a certain action in the future. In their proposed method, they model the
temporal dimension as an either discrete or continuous variable. In their discrete model,
they perform a heatmap prediction for the time until the next event as well as standard
multi-class or binary classification on such time value. In their continuous model, on the
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other hand, they evaluate a regression-based approach as well as probability distributions on the time value. They finally propose a method based on a Gaussian Mixture
Model which predicts heatmaps to estimate the time until the next event as well as
the prediction uncertainty. They evaluate their method on two actions, one using a car
dataset to predict a “car stop” and the other using sequences in a basketball dataset to
predict a player “throw” action.
In a recent work, Mehrasa et al. [86] propose a novel approach for anticipating the labels
of future actions using a Variational Auto-Encoder (VAE) network with LSTMs for its
temporal modelling. They first train their VAE model to make a latent space as the
probability distribution for the observed action sequences. Then a latent variable is
sampled from this space and predicts two distributions for the future action category
as well as the time duration until the next action starts. The action decoder uses a
softmax as a categorical distribution. Given a test sequence of actions, the generative
part of the model is applied to first sample a variable from the learnt latent space. This
is then applied to estimate the action category and the time duration using the two
corresponding distributions.
Abu Farha et al. [33] present another method which observes the sequence partially and
focuses on anticipating the labels of the unobserved actions (see Figure 2.7). However,
in addition to the two predictions by the approaches explained above, i.e. the class
and the time till the next action, they also estimate the length of the next action. In
their method, they propose two architectures for comparing the use of RNN and CNN
models. Their RNN framework infers the predictions using a recursive approach, where
the current observations go through recurrent layers which output the three mentioned
predictions. These predictions are then recursively concatenated with new observations
to extend the prediction temporal horizon. The RNN training is optimised by classification and regression loss functions for the action category and the time predictions,
respectively. The CNN approach, on the other hand, takes as input the concatenated
observations into a single tensor (matrix) and then applies convolutional and pooling
layers to output another tensor for the above three predictions. They show that in general, the RNN model performs better than the CNN. However, for the long-term time
horizon predictions, the CNN is comparable to the RNN model, which is due to the recursive accumulation of the prediction errors in their proposed RNN model. Figure 2.7
illustrates the RNN network structure in [33], where three predictions are made for the
unobserved future.
In another recent work, Abu Farha et al. [32] build on their previous approach [33] for
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Figure 2.7: An RNN model is proposed in [33] and predictions related to unobserved
future are estimated. Image is taken from [33].

action anticipation. In their proposed method, they use the recursive strategy of their
RNN model to output their three predictions. However, instead of emitting a single
prediction for the action category of the unobserved future, they apply a softmax to
output a probability distribution over the action classes. Also, the time durations of the
future actions are inferred by predicting the parameters of a Gaussian distribution.
Despite being oblivious to completion (or incompletion) of the actions, the approaches
explained above [32, 33, 84, 86], present a fine-grained analysis of the temporal dimension
by anticipating the time durations for future actions, with some considering such temporal prediction as a regression problem with the ground-truth. This is especially close
to our aim in action completion detection which is predicting the temporal evolution relative to the completion moment. We also regard a regression between the ground-truth
and predicted time durations. However, these action anticipation works do not consider
completion, or assess it. Also, their temporal analysis only focuses on the future time
predictions, i.e. the remaining time to the next action or the future actions’ durations.
We, on the other hand, require both remaining and elapsed time durations relative to
the completion moment. We address this using a framework which presents both past
and future time analysis. We finally mention that the works in [32, 33, 86] represent
actions with 1-hot encoding which is different from our explicit modelling of the visual
features of the images.
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Detecting Key Moments

Moment detection from a fine-grained perspective is a less investigated subject in the
existing research on action analysis. Although the methods proposed for temporal action
detection from untrimmed sequences generally involve localising start and end points of
actions, they do not usually present a fine-grained analysis from the moments detected.
They are mostly based on classifying actions in the sequence and detecting their temporal
spans according to the predicted classification scores. However, there are a few methods
which focus on detecting individual moments within the sequences. In the following, a
brief review of such methods is presented.
Yeung et al. [165] aim for detecting actions in untrimmed videos, while observing only
a few frames (see Figure 2.8). These are sparse individual frames, discriminative for
action detection, which are learned to be located anywhere across the sequence. Such
frames are selected sequentially via a recurrent process, in which each frame predicts the
position of the next frame to be observed. Using this approach, forward and backward
transitions are made between frames, during frame selection.
More specifically, the proposed method models such sequential transitions by applying two networks, namely observation and recurrent networks. These two networks are
trained jointly, while exchanging information as follows: (i) The observation network,
which is a CNN, receives an input frame, location of which is already given by the recurrent network, and outputs the frame’s corresponding feature vector. (ii) The recurrent
network receives the feature vector given by the observation network to model the temporal dynamics of the transitions. It then outputs three predictions: first, it presents a
candidate for a potential action detection which includes the action’s category and its
temporal span; second, a binary indicator which specifies the reliability of the candidate detection to be emitted or not; and third, the relative position of the next frame
to be observed. As mentioned, the third prediction by the recurrent network, i.e. the
location of the next frame, is given back to the observation network and the two steps
are repeated. While the recursive exchanges between the two networks are taking place,
the binary indicator can signal for a positive detected action. Figure 2.8 illustrates the
transitions between key frames until a detection is announced.
The novelty of this approach is not only in detecting actions with the observations of a
few individual frames, but also in analysing the sequences from a fine-grained point of
view. It learns to step through the sequence to localise the key moments, discriminative
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Figure 2.8: A baseball swing action is detected after observing individual frames within
the sequence. Image is taken from [165].

for action detection, based on the recurrent contributions of the previously localised key
moments. In our research, we also investigate localising an individual moment within
the sequence, i.e. the completion moment, based on the evidence observed by other
frames. Our proposed approaches in Chapters 5 and 6 collect such evidence from all the
frames across the sequence. However, in Chapter 7, we focus on learning to differentiate
between such evidence by attending to those frames which are discriminative for action
completion.
Another work by Li et al. [78] also predicts moments within the sequence, i.e. the action’s
start and end points, to address the problem of online action detection. The work aims
for making early predictions within a certain time before an action starts or ends. In
their proposed method, they use a joint classification-regression RNN architecture. The
classification branch is trained to predict the upcoming or the ongoing action class for
estimating the next impending start and end points, respectively. This class label is then
used by the regression branch to predict frame-level confidence scores which estimate the
possibility of the current frame to be within a predefined time distance to the start and
the end points of the action. A Gaussian scoring function is used to encode the prediction
uncertainty. At test time, when the predicted confidence scores reach a threshold, an
action is detected to be started or ended within the predefined number of frames. This
approach is tested on 3D skeletal data for localisation, and the architecture is proposed
to perform traditional action detection. Although oblivious to the action’s completion
(or incompletion), this architecture inspired our joint classification-regression network
for our supervised sequence-level completion detection, discussed in Chapter 6.
Apart from the above works which focus on detecting individual frames within the sequence, Shou et al. [113] have recently introduced a moment detection problem, namely
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Online Detection of Action Start (ODAS). ODAS aims to detect starting moments of the
actions in streaming untrimmed video sequences (see Figure 2.9). The authors define a
sliding window of input frames as an action start if its last frame corresponds to the start
frame of the action. Such definition makes challenges for training, such as the sparsity of
the start windows as well as their similarity to their surrounding windows. They address
these challenges by adopting three strategies: first, at each batch they include a balanced
number of start and non-start samples; next, they minimise the difference between each
start sample and its follow-up sample using an L2 distance function. Note that, as they
define an start window to contain several background frames and only one action frame,
this strategy helps to push the network not to choose windows with only background
frames; finally, they apply a Generative Adversarial Network (GAN) to generate negative instances, such that their model better learns to differentiate between positive and
negative samples. During testing, an action start is detected if three conditions are met:
first, the prediction for the current sliding window is not background; second, the predictions of the current and the past windows are different; and third, the confidence of the
current prediction for a certain class is above a threshold. Figure 2.9 depicts the network
architecture in [113] with the taken strategies in its three columns. In this figure, G and
D represent the generator and discriminator of the proposed GAN. Also, the network
layers with the same name (in the three column) share the same parameters.

Figure 2.9: Network architecture of [113] which is trained using classification, L2 similarity and GAN feature matching losses. Image is reprinted by permission from [113].
A follow-up work by Gao et al. [39] also addresses action start detection. However, unlike
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Shou et al. [113] who model ODAS using a single framework, Gao et al. propose a twopart network architecture for detecting the actions and their start, separately. The first
sub-network performs a standard action classification. This sub-network contains convolutional layers for extracting features, followed by an LSTM layer, and is optimised
by a cross-entropy loss function. The second sub-network which uses another LSTM
layer, learns to localise the action start. As input, this sub-network receives the classification result from the first stage. This input is then concatenated with the action start
predictions of the previous frames. Feeding such prediction history to the action start
localisation sub-network helps it not to detect an action start within an unreasonable
distance from the previous ones. This sub-network is optimised for action start detection
using a reinforcement learning technique. During inference, the two predictions are fused
and an action start is localised if three conditions, similar to [113], are met.
Another follow-up work by Wang and Hoai [139] also localises the action start, with a
two-stage approach for action classification and start localisation, similar to [39]. The
action classification evaluates three classifiers, namely SVM, HMM and LSTM, on the
input features. A better classification performance is reported for the LSTM model.
Then, it localises the start of an ongoing action, using a bidirectional LSTM model.
This bidirectional model observes a window of frames till the current time step and
models the start frame localisation as a probability distribution, for which the groundtruth is defined to be 1 at the start frame and 0 elsewhere. At test time, the frame
with the highest estimated probability is detected as the start frame. In contrast to
the previous approaches for action start detection, the bidirectional LSTM used by this
approach needs the full sequence and thus, the method is considered to be offline. Also,
this method is evaluated on skeleton data.
The action start detection problem is particularly close to our action completion moment
detection problem, as they both seek to localise individual frames within the sequences.
However, the three action start detection approaches, explained here, define the problem
as a binary prediction between action start and non-start windows (or frames). As
mentioned in [113], such understanding creates challenges such as the sparsity of the
start windows. In contrast, we go beyond such binary prediction by defining momentary
completion as a temporal transition from pre to post-completion. Moreover, it must
be noted that our representation from moment detection assumes a possibility for the
completion moment not to be present in the video altogether - in the case of incomplete
sequences. This makes a clear distinction between our approach and all the other moment
localisation works explained above.
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In this section, we presented approaches for modelling temporal progression of actions
from either observed or unobserved data. We also discussed some moment detection
approaches. However, in our research, we step beyond analysing the temporal dimension
with a uniform attention. We learn to differentiate between frames according to their
relevance to the moment detection problem. We then apply this strategy to address completion detection with weak supervision. In the next section, we focus on reviewing works
which apply weakly-supervised approaches and/or improve their methods’ performance
by giving importance to discriminative regions via temporal attention learning.

2.4

Weak Supervision and Attention Learning

In the previous section, we discussed some works which presented a fine-grained temporal analysis while modelling actions. This was related to our temporal modelling
approaches for addressing the completion detection problem, in general (see Chapters 5,
6 and 7). However, our proposed temporal model for completion detection in Chapter 7,
particularly applies weak supervision with an extra module for learning temporal attention. This module locates discriminatory temporal regions for detecting completion
and makes our model predict the completion moment at frame-level, while the training
only accesses sequence-level complete and incomplete labels. In this section, we review
some works that have applied weak supervision or attention learning or a combination
of them, similar to our approach.

2.4.1

Weak Supervision

Weak supervision has been applied for segmentation, classification and localisation purposes in images [8, 19, 29, 91, 96, 97] or videos [9, 23, 28, 50, 61, 74, 91, 105]. The
definition of the weak supervision in these areas varies depending on their application.
For example, weakly-supervised object recognition uses weak image-level object labels
during training, while detects the pixel-level location of the objects during testing. On
the other hand, weakly-supervised action analysis is trained based on weak video-level
labels, while during testing, predicts spatial and/or temporal labels at frame-level.
More specifically, the weak supervision in action analysis works [9, 23, 28, 61, 74, 105]
includes early methods, such as [28, 74], which are based on video-level movie scripts, by
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which the actions in unconstrained videos are automatically annotated and temporally
localised. It also includes some other works [9, 61] which attempt weak supervision for
temporal localisation of actions by utilising weak video-level labels along with an ordering
constraint on these labels. In such methods, the order among actions is assumed to be
known, in addition to their class labels.
Finally, weakly-supervised action recognition and detection has been investigated in
two other works [23, 105] which do not use any ordering constraint among their actions. They only consider video-level action class labels as the weak labels for training.
Specifically, Sapienza and Cuzzolin [105] use such supervision to localise discriminative
spatio-temporal regions in videos by which the actions are recognised. Their proposed
method is based on Multiple Instance Learning (MIL), in which a video is considered as
positive, if at least one of its spatio-temporal sub-volumes represents an instance of an
action in the video, and as negative, otherwise. This MIL problem, i.e. classification of
the instances, is then optimised by a heuristic algorithm which uses an SVM classifier.
The classification scores from this SVM then select ‘root’ sub-volumes which are used
in a part model to capture the deformation of actions. Finally, the action label of the
whole video is predicted using another SVM classification on the numbers and scores of
positive and negative instances (calculated in the previous steps).
Degiorgio and Cuzzolin [23] use the weak supervision for spatio-temporal localisation of
actions in video sequences. Their proposed approach use video segmentation methods
to first extract spatio-temporal proposals, each of which is then represented by CNN
features. Similar to [105], these proposals are then applied in an algorithm based on
MIL. However, the authors propose to train a model with continuous logistic probability
for the membership of the instances (proposals) in the MIL problem, rather than the
discrete one, i.e. the positive and negative membership values. At test time, this learnt
model is used to predict such probabilities for each proposal. The proposal with the
highest probability localises the spatio-temporal bounds of an action. The action label
classification is also predicted by accumulating the probabilities of all the proposals in
the video.

2.4.2

Attention Learning

Attention Learning has also proven beneficial for research problems, such as image and
video captioning [16, 94, 160, 164], object detection and tracking [4, 11, 24] and person re-

46

Chapter 2. Background

identification [49, 77, 159]. Recently action recognition and localisation have also used
attention networks to learn which spatial and/or temporal regions contain the most
discriminative information. While some works [41, 79, 109, 149] have only focused on
frame-level attention (spatial and motion), many others [27, 76, 92, 98, 99, 121, 147, 166]
have also incorporated temporal attention in their models. They learn attention scores
on the temporal dimension which are then used to weight the frames according to their
importance to the final prediction. In this section, we discuss the works which apply
attention learning for action (or in general, sequence) classification [27, 99, 121]. This is
particularly similar to our weakly-supervised completion detection approach in which we
learn the temporal attention mechanism within a sequence-level classification between
complete and incomplete actions.
Pei et al. [99] devise a recurrent model which learns temporal attention for sequence
classification, including action recognition. To learn the salient regions of the sequences,
their proposed model integrates an attention module with the main classification module.
The attention module is a bidirectional recurrent network, outputs of which are followed
by sigmoid activations. Using the bidirectional structure, the forward and backward
flows of information from both past and future observations are combined to predict
the attention scores. The classification module is a forward recurrent unit, the hidden
outputs of which are weighted by the learnt attention scores. Using this framework, a
high attention score at each time step pushes the classification network to focus on the
current observations rather than the past ones. A low score, on the other hand, makes
the network carry on retaining the past information. This attention mechanism works
similar to the memory units in other gated recurrent networks like LSTM. However, it
presents a simpler structure with a smaller number of parameters. Finally, for a sequencelevel classification, the attention-weighted information are passed towards the end of the
sequence and a softmax is applied on top of the hidden outputs of the last time instant.
In our research, we also combine recurrent attention and completion prediction modules.
However, instead of relying on the future observations encoded by a bidirectional unit,
our attention network only applies the forward flow of the recurrent model.
Song et al [121] recognises actions from skeleton data via a similar approach which uses
different recurrent networks for the attention and classification tasks. Their method
applies LSTM layers to model the main recognition network as well as learn both spatial
and temporal attention. Particularly, their proposed temporal attention network consists
of a single LSTM layer and a fully connected layer, followed by an ReLU activation
function. The learnt attention scores are used to weight the observations. The weighted
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features are given to a cross-entropy loss function for classification. Also, to regularise
the magnitudes of the temporal attention scores, i.e. the outputs of the ReLU units, an
L2 normalisation term in the loss function is applied.
Du et al. [27] propose a different approach for action recognition by learning unified
spatial and temporal attention, where weighted observations, through learnt attention,
from all frames in the sequence are combined to recognise the current frame’s ongoing
action. More specifically, their proposed method first extracts features from a CNN
network. Then, these features are used in a unified network for both temporal modelling
of the actions and learning spatio-temporal attention. In this network, the attention
scores for the whole image and the whole sequence are learned per frame to locate
the global spatial and temporal regions which are discriminative for the current frame
classification. A softmax normalisation is applied on the spatial and temporal dimensions
of the attention scores. Combining these scores with the input CNN features, a spatiotemporal attention-weighted feature is learned and used as the input to an LSTM layer.
This attention mechanism is applied for both RGB and motion streams which are fused
and given to a cross-entropy loss function to optimise the action classification.

2.4.3

Temporal Attention for Weak Supervision

While our weakly-supervised completion detection method learns temporal attention in
a sequence-level classification on trimmed actions, it then performs a frame-level moment
detection, using the learnt attention scores. Such frame-level detection is similar to the
approaches proposed to address weakly-supervised temporal localisation of actions [76,
92, 98, 147, 166]. These works use learnt temporal attention to predict the start and end
moments of each action at frame-level.
Yeung et al. [166] learn temporal attention for action temporal localisation with dense
labelling, where each frame can be assigned more than one label. Their proposed method
first extracts frame-level CNN features. Then, fixed-sized sliding windows over these features are assigned frame-wise attention scores, i.e. each frame in the input window is
weighted by a learnt attention score. The attention scores are normalised using a temporal softmax over each sliding window. These attention-weighted feature vectors are
then applied in an LSTM network for temporal modelling. The multi-label action classification is finally optimised by minimising the summation of binary logistic regression
losses per class. Since this approach uses trimmed sequences for training, but applies the
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learnt attention to localise actions in untrimmed sequences, their detection is considered
weakly supervised.
Several approaches, such as [76, 92, 98, 147], use untrimmed sequences in training. These
works attempt learning temporal attention for action localisation with weak supervision,
limited to the action class labels during training. During inference though, in addition
to the action class labels, they predict the temporal extents of each action in untrimmed
videos.
Particularly, Wang et al. [147] introduce the problem of weakly-supervised action localisation for untrimmed training and testing videos (see Figure 2.10). Their proposed
architecture consists of two main modules, namely classification and selection modules.
The classification module performs an initial classification on action proposals. On top
of the classification scores, the selection module applies attention mechanisms to choose
discriminative proposals for the final action prediction. More specifically, the proposed
method starts with sampling temporal proposals either uniformly across the sequence,
or based on the change in the HOG features of consecutive frames. These sampled clips
then go through a feature extraction network, output feature vectors of which are fed
into the classification module with a softmax over the action classes. These classification scores are then given to the selection module which applies both hard or soft
selection methods. The hard selection method is based on MIL for selecting the highest
classification scores and the soft selection relies on learnt temporal attention weights
normalised by a temporal softmax over the attention scores of different proposals. Finally, the selected proposals are used in a classification optimisation with a cross-entropy
loss function. During inference, the action’s temporal extents are predicted by applying
thresholds on the learnt soft attention weights and the classification scores. Figure 2.10
illustrates the feature extraction, classification and hard and soft selection modules in
the network architecture proposed by [147],
Paul et al. [98] also perform action recognition and localisation with untrimmed training
sequences. Their method uses two branches for selection similar to [147]. One branch is
based on MIL and the other on learning a temporal attention. In their method, they first
extract features along two streams which are then followed by a fully connected layer,
output of which is class-specific activations representing a projection over the action
category labels. These activations go through the two branches, each of which models the
action classification using a different loss function. The first branch uses a MIL technique
to search for segments with the highest activation for each action category. The average
activations of such temporal segments are used to make a video-level prediction across
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Figure 2.10: Proposed architecture by [147] in which hard and soft selection methods
are evaluated. Image is taken from [147].

action categories. This prediction is validated against the ground-truth using a crossentropy loss function. In the second branch, they first predict as a temporal softmax
on the class-wise activations and then use a similarity loss function to maximise the
similarity between regions with high class-wise attention scores. During inference, they
apply a threshold on class-wise activations for localising actions.
Nguyen et al. [92] also apply temporal attention learning for action classification in
untrimmed videos. They first sample temporal segments uniformly across the sequence,
each of which is encoded by two-stream features. Then, they learn temporal attention
scores per segment which are the outputs of an attention module that is composed of
two fully connected layers, normalised by a sigmoid function. This module includes no
explicit temporal modelling such as recurrent networks. The attention-weighted feature
vectors are then trained to optimise a loss function for action classification. In addition
to the classification loss, they also use an L1-norm sparsity loss on the attention scores
to ensure the sparsity of the segments which are detected to be discriminative for action
localisation. During inference, the attention scores are used to estimate discriminative
class-specific temporal proposals for localising actions and the final prediction is the
non-maximum suppression over the proposals.
Li et al. [76] unify spatial and temporal attention mechanisms for action recognition and
action detection in untrimmed sequences, while using features from multiple modalities.
Their proposed method first extracts multi-modal convolution features from CNNs. The
features per modality are weighted by spatial attention scores. Then, these spatial
attention-weighted features from different modalities are concatenated and given to an
LSTM for temporal modelling. The output of this LSTM hidden unit is also applied to
predict temporal attention scores. In other words, only one LSTM is used for temporal
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modelling, while the attention scores are the output of a convolution layer after the LSTM
hidden layer. Both spatial and temporal attention scores use a softmax normalisation.
The learnt temporal attention gives a holistic representation of the actions across all
modalities.
Finally, we explain the temporal attention mechanism in the work by Liu et al. [81] for
weakly-supervised action localisation. Note that, we previously discussed the multibranch classification module of this work for recognising completeness of actions in
Section 2.2.1. As mentioned before, their attention module is learned along with the
completeness module. To compute the attention scores, two convolution layers are first
applied on the temporal dimension of the extracted features. The output of these temporal convolutions are then given to a temporal softmax normalisation. In training, these
normalised attention scores are used to compute a temporal weighted average over the
output activations of the action classes. This averaged activation is given to a crossentropy loss for action classification. The localisation of the actions’ temporal spans
during inference is based on thresholding the classification scores.
In Sections 2.4.2 and 2.4.3, we discussed various methods for learning temporal attention.
In our weakly-supervised completion detection method, we were inspired by different
ideas in these methods. As mentioned before, we apply separate modules for learning
completion prediction and temporal attention. Similar to [27, 121, 166], we use an LSTM
network for learning attention, and similar to [27, 76, 81, 147, 166], we use a temporal
softmax for its normalisation. However, our method differs not only in the problem of
completion moment detection, but in how we accumulate evidence from all frames in
the sequence based on the learnt attention. We localise the completion moment within
trimmed sequences for both training and evaluation.

2.5

Summary and Conclusion

In this chapter, we reviewed the literature related to the action completion problem.
First, from a general perspective on the existing approaches for modelling actions, we
briefly discussed some early methods as well as their evolution towards deep neural networks. We specifically discussed some seminal architectures for CNNs and the temporal
modelling of actions via LSTMs. Next, we focussed on the related works which consider
assessing completion of actions. We also discussed potential approaches for modelling
completion. Then, to cover the background research related to our completion detection
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problem, we reviewed some works for fine-grained analysis of the temporal progression
of actions. These were works which addressed fine-grained temporal modelling of action
evolution from observed data, action temporal anticipation from unobserved data and
detection of key moments. Finally, we discussed various approaches for learning by weak
supervision and temporal attention either in action recognition or action localisation.
In Table 2.1, we present a summary of the approaches explained in this chapter, ordered
by date. As mentioned, these works have been chosen to cover different notions related
to action modelling in general and the topics of this research in particular. To conclude,
we mention that the majority of the recent research works in computer vision have focussed on proposing network architectures. There are also some works, presented in this
chapter, which consider assessing completeness of their detected actions in untrimmed
videos or at activity-level, where completeness refers to inclusion of all action segments
or stages. However, to the best of our knowledge, none of the related works investigate completion at action-level by defining the goal of the action and assessing if or
when this goal is achieved. We, in contrast, focus on assessing such goal completion in
our research. We propose models for sequence-level completion recognition, as well as
frame-level and sequence-level completion moment detection, within fully and weaklysupervised frameworks. These models will be discussed in full details in the rest of this
thesis.
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Work

Date

Section

Approach

[73]

2005

2.1.1

Event classification by detecting features from spatio-temporal interest points

[74]

2008

2.1.1

Action recognition by classifying features around spatio-temporal interest points

[141]

2011

2.1.1

Action recognition by extracting features from densely sampled trajectories

[140]

2013

2.1.1

Improving the dense trajectory approach by removing the camera motion

[64]

2013

2.1.2

Proposing CNN architecture with 3D convolutions

[67]

2014

2.1.2

Proposing CNN architectures for fusing RGB frames at different layers

[115]

2014

2.1.2

Proposing a two-stream CNN architecture for modelling RGB and motion

[56]

2014

2.3.1

Detecting actions using a score function that peaks when the action is fully observed

[105]

2014

2.4.1

Weakly-supervised localisation of discriminative spatio-temporal regions using MIL

[131]

2015

2.1.2

Proposing CNN architecture with 3D convolutions on the full video volume

[26]

2015

2.1.3

CNN feature extraction and LSTM temporal modelling for different vision tasks

[169]

2015

2.1.3

CNN feature extraction and LSTM temporal modelling and comparing it with temporal pooling

[123]

2015

2.2.1

Detecting missing sub-activities using a directed graph for modelling actions

[36]

2015

2.3.1

Modelling action evolution using a ranking assumption between frame-level features

[146]

2016

2.1.3

Proposing a two-stream CNN architecture for on sparsely sampled snippets

[148]

2016

2.2.3

Modelling actions as transformations from precondition into effect stages

[83]

2016

2.3.1

Proposing a loss function with ranking assumption for monitoring the action progression

[165]

2016

2.3.3

Detecting actions by transitioning between individual frames

[78]

2016

2.3.3

Proposing a joint classification-regression network for online detection of start/end of actions

[12]

2017

2.1.2

Expanding 2D networks to 3D in convolution and pooling layers using a two-stream framework

[59]

2017

2.2.1

localising actions in untrimmed videos by dividing them into sub-actions

[168]

2017

2.2.1

Applying incomplete actions in the process of detecting complete actions

[157]

2017

2.2.2

Detecting action proposals and rejecting the incomplete ones

[171]

2017

2.2.2

Temporal pooling of action proposals while rejecting the incomplete ones

[3]

2017

2.3.1

Proposing a loss function to penalise early false negative detection

[7]

2017

2.3.1

Localising actions while also modelling their progression with a linear assumption

[84]

2017

2.3.2

Action anticipation by integrating visual and temporal modelling

[99]

2017

2.4.2

Devising an RNN model for temporal attention learning

[121]

2017

2.4.2

Learning spatio-temporal attention with multiple LSTM layers for action recognition

[147]

2017

2.4.3

Weakly-supervised action localisation using hard and soft selection modules

[172]

2018

2.1.3

Encoding temporal relations between frames for long-term temporal modelling of CNN

[33]

2018

2.3.2

Long-term action anticipation with two approaches for CNN and RNN

[113]

2018

2.3.3

Online detection of action start (ODAS) using a classification network and GAN training

[139]

2018

2.3.3

Offline start detection using two networks for action classification and start frame detection

[27]

2018

2.4.2

Learning unified spatio-temporal attention for action recognition

[166]

2018

2.4.3

Action localisation by frame-wise attention-weighting of the input features

[98]

2018

2.4.3

Weakly-supervised action localisation based on MIL and temporal attention

[92]

2018

2.4.3

Weakly-supervised action localisation by weighting temporal segments with attention scores

[35]

2019

2.1.3

Applying high sampling rate for long-term temporal modelling of CNN

[81]

2019

2.2.1

Weakly-supervised action localisation while confirming the completeness of sub-actions

[89]

2019

2.3.2

Action anticipation with approaches for discrete and continuous temporal modelling

[86]

2019

2.3.2

Training a VAE network and anticipating actions using its generative part

[32]

2019

2.3.2

Action anticipation by emitting probability distributions for future classes

[39]

2019

2.3.3

ODAS using a network with two branches for action classification and start frame detection

[23]

2019

2.4.1

Weakly-supervised spatio-temporal localisation of actions using MIL

[76]

2019

2.4.3

Weakly-supervised action localisation by fusing attention-weighted multi-modal features

Table 2.1: Summary of the related works presented in this chapter, ordered by date.
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3

Datasets
In this chapter, we present the specifications of the datasets used in this thesis. First,
in Section 3.1, we introduce the RGBD-AC dataset which was collected during our
research on the action completion problem. Then, in Sections 3.2 and 3.3, we explain
the specifications of our selected actions from two action recognition datasets, i.e. HMDB
and UCF101, also used to evaluate our approaches. Finally, we summarise this chapter
in Section 3.4.

3.1

RGBD-AC Dataset

Existing works on action analysis have made use of different datasets, depending on
their context of application. For example, action recognition works have typically been
evaluated on datasets such as HMDB [71], UCF101 [122] or Kinetics [68], which include
trimmed video sequences, each labelled with only one action class. On the other hand,
action localisation works have used activity datasets, such as ActivityNet [10] or MPIICooking [102], which contain untrimmed videos, composed of background frames as
well as several actions, with normally longer sequences than action recognition datasets.
However, as such datasets are specifically designed to address problems like action recognition and localisation, they are generally oblivious to the completeness of the actions.
In particular, we are not aware of any datasets in the computer vision community that
is recorded for evaluating action goal completion, i.e. a dataset that provides and labels
both complete and incomplete samples of different actions. As noted in Chapter 2, the
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2D egocentric dataset presented in [123], is related to only one activity (making latte)
with its corresponding sub-activities, where incomplete activities are those with missing
actions.
The lack of such completion datasets motivated us to collect a new RGB-D dataset,
which we termed the RGBD-AC dataset, to give ourselves and the vision community
the opportunity of investigating the action completion problem. Due to the popularity
of depth-based approaches at the time, as well as their ability in modelling completion
by encoding the subtle differences in the pose and motion of the subject(s), our first
decision was to focus on depth-based datasets and hence, this dataset was collected
to be RGB-D. We evaluate the depth data of this dataset for recognising completion
in Chapter 4. However, due to the decrease of popularity in depth-based sensors, in
subsequent chapters we only used the RGB images of this dataset, as well as other RGB
datasets. In the rest of this section, more details on the RGBD-AC dataset is discussed.
The RGBD-AC dataset was recorded using a Microsoft Kinect v2 with the method
in [120]. It includes RGB, depth and skeletal data of 414 sequences. The skeletal data,
estimated using the method in [110], represents 26 skeletal joins. The sequences have
been captured from a fixed view point and represent both complete and incomplete
samples of six actions. Per action, eight subjects - 5 males and 3 females - performed at
least four complete and four incomplete sequences.
The actions in RGBD-AC were chosen to cover a variety of object interactions, where
for each complete action, subjects were asked to:
• switch - turn off a light switch,
• plug - plug a socket,
• open - open a jar,
• pull - pull a drawer,
• pick - pick an item from a desk,
• drink - drink from a cup.
For the incomplete sequences, we varied the conditions, such that the subjects were
disrupted from completing the actions. i.e. the goal of the actions could not be achieved:
• incomplete switch - subjects were asked to pretend they have forgotten to switch
the light off,
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• incomplete plug - subjects were given a plug that did not match the socket,
• incomplete open - a lid was glued to the jar so it could not be opened,
• incomplete pull - a drawer was locked so it could not be pulled,
• incomplete pick - subjects were asked to attempt to pick an object, and then change
their mind,
• incomplete drink - a mug was filled with very hot water, unsuitable for drinking.

Note that, these instructions present a specific interpretation of the actions’ completion/incompletion. In contrast, one would present a more general interpretation of the
concept by considering the intention of the subjects in performing an action and then,
confirming completion based on predicting such intention. Such an approach, however,
would require modelling of the subjects’ behavioural patterns in longer-term durations.
Figure 3.1 shows sample pairs of complete and incomplete sequences from the RGBD-AC
dataset in green and blue borders, respectively.
Tables 3.1 and 3.2 present the specifications of the sequences in the RGBD-AC dataset.
In Table 3.1, the total number of the sequences as well as the number and the percentage
(relative to the total number) of the complete and incomplete sequences are presented
per action in columns 2-5. As seen, the number of complete and incomplete sequences
per action is balanced to provide an unbiased learning and evaluation platform. In
total, complete and incomplete sequences compose 50.5% and 49.5% of the dataset,
respectively. The last four columns also present the number and percentage of the
sequences in the training and test splits, averaged (and rounded) across all training and
testing folds, respectively. Note that, in all our experiments on the RGBD-AC dataset,
we use “leave-one-person-out” cross-validation. The average training and test splits in
this cross-validation include 87.5% and 12.5% of the sequences, respectively, per action
class.
Table 3.2 presents the average sequence length and its standard deviation per action as
well as for the complete and incomplete subsets. The shortest and longest actions are
pick and drink, while actions switch and plug exhibit the smallest and highest standard
deviations from the average length, respectively. Note that, the high standard deviations
of actions like plug or open is due to the difference between the lengths of complete and
incomplete sequences, caused by how they are performed by the subjects. For example,
an unsuccessful open usually takes the subjects longer than a successful one, as they
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attempt for a while to open the glued jar. On average, the sequence length in RGBDAC is 6.56 seconds with 1.84 seconds deviation. This deviation is less than halved though,
among the complete and incomplete sequences.
Completion Moment Annotations: The annotations provided for the completion
recognition task are the sequence-level complete and incomplete labels. Thus, for the
completion detection task, we re-annotated the dataset with the sequences’ completion
moments. An annotation corresponding to the completion moment is assigned to every
complete sequence by one human observer. The annotator is given a clear and consistent
definition of the completion moment, which corresponds to the moment beyond which
the action’s goal is considered achieved. Specifically, for each action, the completion

RGBD-AC-switch

RGBD-AC-plug

RGBD-AC-open
Figure 3.1: Pairs of complete (green) and incomplete (blue) sample sequences from the
RGBD-AC dataset. Pre and post-completion frames are bordered in orange and purple,
respectively.
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RGBD-AC-pull

RGBD-AC-pick

RGBD-AC-drink
Figure 3.1: Pairs of complete (green) and incomplete (blue) sample sequences from the
RGBD-AC dataset. Pre and post-completion frames are bordered in orange and purple,
respectively.
moment is annotated when:

• switch - the room’s illumination conditions change,
• plug - the plug is safely positioned in the socket and the hand leaves it,
• open - the jar’s lid is separated from the jar,
• pull - the drawer leaves its initial position and is pulled open,
• pick - the object is lifted off the desk,
• drink - the subject starts consuming the beverage.
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switch
plug
open
pull
pick
drink
total

total
#
67
73
68
71
69
66
414

complete
#
%
35 52.2%
37 50.7%
36 52.9%
34 47.9%
33 47.8%
34 51.5%
209 50.5%

incomplete
#
%
32 47.8%
36 49.3%
32 47.1%
37 52.1%
36 52.2%
32 48.5%
205 49.5%

train
#
%
59 87.5%
64 87.5%
60 87.5%
62 87.5%
60 87.5%
58 87.5%
362 87.5%

#
8
9
9
9
9
8
52

test
%
12.5%
12.5%
12.5%
12.5%
12.5%
12.5%
12.5%

Table 3.1: RGBD-AC specifications: the columns represent the number of sequences
and the percentage (relative to the total number) of complete and incomplete sequences
per action class. The last four columns report the average number and percentage of
sequences in the training and testing splits, respectively.

switch
plug
open
pull
pick
drink
average

total
5.09
8.14
6.83
6.43
4.03
8.83
6.56

µl (sec.)
complete incomplete
5.57
4.56
5.63
10.73
4.45
9.50
4.88
7.85
3.52
4.49
10.53
7.02
5.77
7.36

total
0.65
2.74
2.70
1.70
1.16
2.09
1.84

σl (sec.)
complete incomplete
0.51
0.26
0.83
1.07
0.96
0.90
0.67
0.94
0.47
1.39
1.3
0.91
0.78
0.91

Table 3.2: RGBD-AC specifications: the columns represent the average (µl ) and standard
deviation (σl ) of the sequences’ lengths in seconds for each action class and its complete
and incomplete subsets, respectively.

In addition to the sequence-level complete (green) and incomplete (blue) labels, Figure 3.1 shows frame-level pre and post-completion labels, in orange and purple, respectively to represent the annotated completion moment corresponding to the first postcompletion frame.
Finally, in Table 3.3, we present the specifications of the completion moment annotations for the RGBD-AC dataset. In the first two columns, the average positions of the
completion moment in seconds as well as relative to the sequences’ lengths are presented,
respectively. In the last two columns, the average standard deviation of these positions
are also presented in seconds and relative to the sequence length, respectively. As seen,
the completion moments of our actions are located in a range between 29 and 67 per cent
of the sequences’ durations. This shows that the completion moment, i.e. the moment
beyond which the goal of the action is considered achieved, differs from the end of an
action, detected by action localisation works. On average, the completion moment in
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RGBD-AC is located on 0.46 of the sequence length with 0.09 deviation.
µp
switch
plug
open
pull
pick
drink
average

sec.
2.29
3.81
2.74
1.49
1.65
3.10
2.51

σp
rel.
0.41
0.67
0.62
0.31
0.47
0.29
0.46

sec.
0.28
0.81
0.64
0.19
0.32
0.80
0.51

rel.
0.05
0.14
0.16
0.04
0.09
0.07
0.09

Table 3.3: RGBD-AC specifications: per action class, the completion moment average
position µp and its standard deviation σp are presented.

3.2

HMDB Dataset

In our research, after evaluating completion recognition on the RGBD-AC dataset, we
introduce and investigate the completion detection problem in a supervised approach. As
explained in Section 1.4, this task does not necessarily need the presence of the incomplete
sequences, since the complete sequences contain both pre and post-completion labels.
We thus decided to show the generality of the learning in our work by experimenting
on selected actions from well-known action recognition datasets which present a variety
of viewpoints and backgrounds, camera motion and illumination changes, as opposed to
the RGBD-AC dataset.
One such dataset is HMDB [71]. This dataset represents 51 action categories. It includes
7000 sequences in total, which are manually annotated for action recognition. The
sequences have been collected from movies as well as YouTube videos. From HMDB, we
selected 5 daily-life actions as follows:

• catch - subjects catch a ball by hand,
• drink - subjects drink from a beverage container, such as a cup, mug or bottle,
• pick - subjects pick an object up from a surface,
• pour - subjects pour a liquid into a container,
• throw - subjects throw an object by hand.

60

Chapter 3. Datasets

As mentioned in Section 1.1, we avoided actions for which completion would be difficult
to define or merely marks the end of the action, e.g. run, play piano, laugh. Figure 3.2
shows sample sequences from each action. As shown, in contrast to the RGBD-AC
dataset, actions in HMDB present different backgrounds and there is more variability in
the way they are performed. To report results on this dataset, we use the three training
and testing splits provided by the dataset.
As an action recognition dataset, HMDB does not aim for assessing completion of actions.
However, during our annotations, we found that a few sequences in this dataset include
attempts that are unsuccessful. For example, in Figure 3.2, an incomplete pick is shown
in a blue border, where the subject bends to pick up an object, but is then tricked
by the object being drawn out of her reach with an attached string. The presence of
such incomplete sequences is an interesting observation, as existing models for action
recognition are designed to label them, regardless that they are not completed. Note
that, in Figure 3.2, the incomplete sequences of other actions are not shown, due to
their small number (less than 5%) which makes them not representative of a general
incomplete action. Also, they mostly present sequences with missing frames at the end
(not unsuccessful attempts).
Tables 3.4 and 3.5 present the specifications of our selected actions from the HMDB
dataset. Table 3.4 shows the total number of sequences and the number and the percentage of the complete and incomplete sequences, in columns 2-5. The numbers without a parenthesis represent all sequences which have been annotated for our completion
detection task. However, as the splits, provided by the dataset, do not use all of the sequences in every training and testing fold, we also present the numbers averaged across
these splits in parenthesis. For example, the dataset contains 573 sequences in total
(last row), with 539 and 34 sequences annotated as complete and incomplete, respectively. However, on average, 494 sequences are used in each training/test split, of which
464 and 30 sequences are complete and incomplete, respectively. The percentages are
also computed as the ratio of complete and incomplete sequences, relative to the total,
using averaged numbers across splits. As seen, the majority of the sequences in this
dataset are complete. In fact, it is only action pick which contains more than 20% incomplete sequences. This action contains sequences in which the subjects are tricked by
the objects drawn out of their reach, similar to the pick example in Figure 3.2. The rest
of the actions include less than 5% of such sequences. In total, 93.9% of the sequences
in HMDB are complete and 6.9% are incomplete. The effect of such imbalance, i.e. the
limited number of the incomplete sequences, on training our models will be discussed
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HMDB-catch

HMDB-drink

HMDB-pick

HMDB-pour

HMDB-throw
Figure 3.2: Sample sequences from the HMDB dataset. Complete and incomplete sequences, and pre and post-completion frames are bordered in green, blue, orange and
purple, respectively.
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in Section 5.2.3. Finally, in the last four columns of Table 3.4, the average number and
percentage of the sequences in the three splits are presented. In total, 70% and 30% of
the sequences are used for training and testing, respectively.

catch
drink
pick
pour
throw
total

total
#
101 (99)
163 (100)
104 (98)
105 (99)
100 (98)
573 (494)

complete
#
%
101 (99) 100.0%
156 (96)
96.0%
81 (76)
77.6%
104 (98)
99.0%
97 (95)
96.9%
539 (464) 93.9%

incomplete
#
%
0 (0)
0.0%
7 (4)
4.0%
23 (22) 22.4%
1 (1)
1.0%
3 (3)
3.1%
34 (30) 6.9%

train
#
%
69 69.7%
70 70.0%
69 70.4%
70 70.0%
68 69.4%
346 70.0%

test
#
%
30 30.3%
30 30.0%
29 29.6%
30 30.0%
30 30.6%
148 30.0%

Table 3.4: HMDB specifications:the columns represent the number of sequences and
the percentage (relative to the total number) of complete and incomplete sequences
per action class. The last four columns report the average number and percentage of
sequences in the training and testing splits, respectively.
Table 3.5 presents the average and standard deviation of the sequences’ lengths in the
HMDB dataset. Compared to RGBD-AC, the sequences in HMDB are generally shorter
with also smaller deviations from the average length. Action pour though has the highest
and the most variable video lengths which is due to a few long sequences. On average,
the sequence length in HMDB is 3.27 seconds with 1.65 seconds deviation.

catch
drink
pick
pour
throw
average

total
1.33
2.85
2.91
5.88
3.37
3.27

µl (sec.)
complete incomplete
1.33
2.90
1.85
2.98
2.66
5.90
3.70
3.18
9.44
3.26
4.41

total
0.32
1.11
0.91
5.53
2.64
1.65

σl (sec.)
complete incomplete
0.32
1.10
0.69
1.00
0.41
5.55
0.00
1.74
11.90
1.65
3.44

Table 3.5: HMDB specifications: the columns represent the average (µl ) and standard
deviation (σl ) of the sequences’ lengths in seconds for each action class and its complete
and incomplete subsets, respectively.
Completion Moment Annotations: We annotate the complete sequences of the 5
actions in HMDB with their completion moments by one human observer. Whenever a
sequence presents more than one successful instance of the action, we provide an annotation of the first completion moment. This is based on the belief that once an action
is completed, visual clues appear in the scene which can be used for detecting completion. Note that, an alternative option would be segmenting such sequences into several
sub-sequences, each of which would contain a single successful/unsuccessful instance.
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However, we preferred not to alter the original structure of the sequences in the dataset
and pursued the former option, i.e. detecting the first completion moment if there are
more than one. The goal completion of the actions are defined as when:
• catch - the object is safely caught,
• drink - the subject starts consuming the beverage,
• pick - the object is lifted off the surface,
• pour - the liquid leaves the container and is poured,
• throw - the object leaves the hand of the subject.
In Figure 3.2, the pre and post-completion frames of the sample sequences are shown in
orange and purple, respectively, where the completion moment corresponds to the first
post-completion frame. We finally present the specifications of the completion moment
annotations, i.e. the average and standard deviation of their absolute and relative positions, in Table 3.6. In total, the average completion moment in HMDB is located in half
the sequences’ lengths with a deviation of 0.26.
µp
catch
drink
pick
pour
throw
average

sec.
0.83
1.22
1.73
1.56
1.70
1.41

σp
rel.
0.63
0.43
0.59
0.31
0.56
0.50

sec.
0.19
0.73
0.82
0.98
0.83
0.71

rel.
0.12
0.31
0.24
0.17
0.38
0.26

Table 3.6: HMDB specifications: per action class, the completion moment average position µp and its standard deviation σp are presented.

3.3

UCF101 Dataset

In addition to HMDB, we selected 5 actions from another public dataset, namely UCF101 [122],
well-known to the action recognition community. UCF101 represents 101 action categories with more than 13000 sequences in total. The sequences have been collected from
YouTube videos and annotated for action recognition. Our selected actions, four of which
are sport-based, are:

• basketball - subjects perform a basketball shot,
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• blowing candles - subjects blow candles,
• frisbee catch - subjects attempt to catch a Frisbee thrown for them,
• pole vault - subjects jump over a bar with a pole,
• soccer penalty - subjects shoot a ball towards a goal,
Figure 3.3 presents sample sequences of our selected actions from UCF101. Similarly to
HMDB, these actions are also performed in variable conditions such as different backgrounds and viewing angles. We report our results on these actions using the three
training and testing splits provided by the dataset.
As for HMDB, our selected actions from UCF101 also include incomplete sequences,
where the action is attempted but not completed. For example, incomplete basketball
and soccer penalty present actions where the ball does not pass through the hoop/goal line
in spite of the subjects’ attempt. Incomplete blowing candles also present the sequences
in which the subjects attempt to blow the candles, but are not successful. In Figure 3.3,
samples of such incomplete sequences are shown in blue borders.
The specifications of our selected actions from UCF101 are presented in Tables 3.7
and 3.8. Table 3.7 presents the numbers (and the percentages) of the whole actions,
their complete and incomplete subsets and the sequences in training/test splits. As
seen, while actions basketball, blowing candles and soccer penalty present more than 20%
of incomplete sequences, actions frisbee catch and pole vault have less than 5%. In fact,
for blowing candles, this number goes as high as 45.9% of all the sequences, due to the
wide usage of candles that can not be blown out, or the subject being a young child
unable to blow strongly. In total, from all actions in UCF101, 80.5% are complete and
19.5% incomplete. Moreover, on average, 72% and 28% of the sequences have been used
for training and testing respectively. The time specifications, presented in Table 3.8,
show an average sequence length of 4.79 seconds with 1.87 seconds standard deviation.
Completion Moment Annotations: Similar to HMDB, we annotate all the complete sequences of the selected actions from UCF101 with the first observed completion
moment. This is the moment representing when:
• basketball - the ball goes through the hoop,
• blowing candles - all the candles are blown out,
• frisbee catch - Frisbee is safely caught,
• pole vault - the subject clears the bar successfully,
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UCF101-basketball

UCF101-blowing candles

UCF101-frisbee catch

UCF101-pole vault

UCF101-soccer
Figure 3.3: Sample sequences from the UCF101 dataset. Complete and incomplete
sequences, and pre and post-completion frames are bordered in green, blue, orange and
purple, respectively.
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basketball
blowing candles
frisbee catch
pole vault
soccer penalty
total

total
#
134
109
125
145
137
650

complete
#
%
102 76.1%
59
54.1%
125 100.0%
142 97.9%
95
69.3%
523 80.5%

incomplete
#
%
32 23.9%
50 45.9%
0
0.0%
3
2.1%
42 30.7%
127 19.5%

train
#
%
97 72.4%
79 72.5%
89 71.2%
105 72.4%
98 71.5%
468 72.0%

test
#
%
37 27.6%
30 27.5%
36 28.8%
40 27.6%
39 28.5%
182 28.0%

Table 3.7: UCF101 specifications: the columns represent the number of sequences and
the percentage (relative to the total number) of complete and incomplete sequences
per action class. The last four columns report the average number and percentage of
sequences in the training and testing splits, respectively.

basketball
blowing candles
frisbee catch
pole vault
soccer penalty
average

total
5.52
4.09
3.79
6.72
3.84
4.79

µl (sec.)
complete incomplete
5.77
4.74
4.01
4.19
3.79
6.66
9.39
3.89
3.73
4.82
5.51

total
2.91
1.92
0.95
2.58
1.01
1.87

σl (sec.)
complete incomplete
2.92
2.75
1.90
1.96
0.95
2.57
1.48
1.04
0.94
1.88
1.78

Table 3.8: UCF101 specifications: the columns represent the average (µl ) and standard
deviation (σl ) of the sequences’ lengths in seconds for each action class and its complete
and incomplete subsets, respectively.
• soccer penalty - the ball crosses the goal line.
In Figure 3.3, sample pre and post-completion frames are bordered in orange and purple,
respectively, representing the completion moment as the first post-completion frame.
Finally, the time specifications of the completion moments in UCF101 are presented in
Table 3.9. On average, actions in this dataset are completed generally later than the
actions in the previous datasets, i.e. at 0.69 of the sequence length, also with a higher
standard deviation of 0.35.

3.4

Summary and Conclusion

In this chapter, we explained the specifications of the datasets related to the action
completion problem in this thesis. First, we discussed the RGBD-AC dataset that we
collected during our research specially for evaluating action completion. We then presented the specifications of our selected actions from two well-known action recognition
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µp
basketball
blowing candles
frisbee catch
pole vault
soccer penalty
average

sec.
2.88
3.04
3.00
4.49
2.96
3.28

σp
rel.
0.55
0.71
0.78
0.69
0.74
0.69

sec.
1.15
1.85
1.05
1.73
1.14
1.38

rel.
0.19
0.63
0.29
0.33
0.32
0.35

Table 3.9: UCF101 specifications: per action class, the completion moment average
position µp and its standard deviation σp are presented.
datasets, i.e. HMDB and UCF101. While the RGBD-AC dataset presents a clear and
balanced platform (in terms of the number of complete and incomplete sequences) to
evaluate action completion, the two action recognition datasets gives us the opportunity
to evaluate our approaches on data captured in more variable conditions.
For each of these three datasets, we presented the numbers for the total, complete and
incomplete actions as well as the numbers for training and testing sequences. We also
presented the temporal specifications of our actions for the sequence lengths and completion moments’ positions. From these, we observed that action recognition datasets could
also include incomplete sequences which are all aimed to be labelled with the complete
action classes by the existing models. In the next chapters, we propose models which
specifically focus on assessing actions’ goal completion. We will evaluate RGBD-AC for
completion recognition in Chapter 4 as well as completion detection in Chapters 5, 6
and 7. We also evaluate HMDB and UCF101 for completion detection in Chapters 5, 6
and 7.

Chapter

4

Action Completion Recognition
Action recognition-related works have applied state-of-the-art methods, such as deep
learning, and made significant contributions in classifying actions by modelling their
spatio-temporal dynamics [12, 34, 42, 67, 115, 146]. However, the methods they propose
do not assess the actions’ completion and thus, assign positive action class labels in cases
in which the action instances are not actually completed. In this chapter, we introduce
completion recognition as the task of assigning video-level completion labels to action
sequences. An action sequence is recognised as complete if its aim is successfully achieved
and as incomplete otherwise.
For recognising completion, we propose a supervised approach that relies on labelled
complete and incomplete sequences. We assume that, each sequence contains an action
instance, the class of which is known. We also assume that the action sequences are
separated from the background or other actions by segmenting action-relevant frames
solely. The input to our model are localised and labelled action sequences, containing
either a complete or an incomplete attempt of a known action class. Using such sequences, we then model their completion. Note that one could model completion by
integrating it into an action recognition/localisation framework, such that for example,
after classifying the category of the actions, their completion would be also confirmed.
However, as we aim to focus on the completion problem, we assume the action class
labels are already known. The alternative option would be left for future work.
As the notion of completion for each action might be different from the others, we train
our models per action. Note that, our proposed method is a general model, capable of
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assessing completion for any action class. It receives the sequences from the same action,
regardless of their class label. It then assesses the performance of different features and
selects the best for that particular action. It finally outputs the completion labels of
the input sequences. In our results, we experimentally show the misclassification by
standard action recognition classifiers in labelling incomplete sequences with the same
action class as complete actions. We also present the results of our general model for
recognising action completion.
In the following, we first explain our proposed method for completion recognition in
Section 4.1. We then discuss our experimental results in Section 4.2 and finally, present
the chapter’s summary and conclusion in Section 4.3. The work described in this chapter
was published in [51].

4.1

Proposed Method

As mentioned previously, the notion of completion differs per action. For example, for
action pick, the difference between complete and incomplete actions originates from the
subtle change in body pose when holding an object, or by observing an object in the hand.
For action drink, on the other hand, the speed at which the action is performed, or the
position of the cup relative to the mouth, is more useful when assessing completion. Thus,
to discriminate between complete and incomplete sequences of different actions, various
types of features might be needed, as a feature suitable for recognising completion of
one action, would not be useful for another. A general action completion method should
therefore be able to investigate the performance of different features, to accommodate
the concept that ’completion’ means different things for different action classes.
We propose to evaluate the ability of a variety of features in recognising completion per
action and select the feature(s) with the best performance. Specifically, we first extract a
pool of features from RGB-D data and then, perform cross-validation on the training set
to evaluate the features’ performance. The feature(s) achieving the highest performance
during cross-validation is selected as the best feature(s) for recognising complete and
incomplete sequences and used to make the final completion model.
To discuss our proposed method, we first introduce a number of RGB-D action recognition features, as a base for our pool of features, in Section 4.1.1. We then present our
method for temporal encoding of action sequences, in Section 4.2.1. Finally, we present
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our general completion recognition model to choose the best feature for recognising completion per action, in Section 4.1.3.

4.1.1

RGB-D Data and Feature Extraction

Given an action video sequence, captured by an RGB-D sensor, we extract skeleton data
per frame. We use Kinect for Windows SDK 2.0 to estimates joint positions using the
method from [110]. For each frame, 16 joint positions are estimated that represent the
upper body of the person. We only use the upper body joints, as all actions we test for
completion recognition, relate to object interactions by hand. Noise is then smoothed
by applying a 1D Gaussian filter to each joint position across time. Figure 4.1 shows a
sample depth image of action pick from RGBD-AC dataset. In this figure, the extracted
skeletal joints are presented in green dots.

Figure 4.1: A sample depth image from action pick : a pool of features are extracted per
frame from depth and skeleton data. The partitioned red cube around the ‘HandRight’
joint depicts feature LOP.
As noted earlier, the proposed method requires a pool of features to select from. In
this investigation, five features are extracted from depth and skeleton data. These are
features previously introduced or used by other works, such as [144, 155, 161, 163]. We
select these features in particular, as they encode the pose and the motion of the subjects
as well as the depth information around each of their skeletal joints. This makes these
features capable of capturing the subtle differences between complete and incomplete
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actions. In the following, we explain how each feature is extracted per frame:
• Local Occupancy Pattern (LOP): This feature, first introduced in [144], is
useful for actions that include human-object interaction. It not only shows the
presence of an object near a joint, but also approximates the shape of the object
via spatial binning. To compute LOP at frame t, the neighbourhood around each
joint j is first partitioned into cells and the number of depth points from the point
cloud data present in each cell i is counted as Nt,j,i . Feature LOP per frame is then
computed as,
LOP
F[t,:]

=

m
n

nn

j=1

i=1


σ(Nt,j,i ) ,

(4.1)

where F is the feature matrix with time on its first dimension and all the joints’
extracted features on its second dimension. Also, m is the number of joints, n is
the number of cells around each joint and ||(.) and σ(.) represent concatenation
and sigmoid normalisation functions, respectively. In our model, m and n are set
to 16 and 64, respectively and thus, the size of feature LOP is 16×64 per frame.
We illustrate feature LOP in Figure 4.1, as a partitioned red cube around the
‘HandRight’ joint.
• Joint Positions (JP): This vector concatenates the 3D coordinates of all the
joints, relative to the ‘SpineMid ’ joint, and is computed as,
m
n

JP
F[t,:]
=


(x, y, z)t,j − (x, y, z)t,SpineM id .

(4.2)

j=1

The size of feature JP is 16×3 per frame. As mentioned, feature JP is illustrated
in Figure 4.1 with green dots.
• Joint Relative Positions (JRP): This feature is the difference between the 3D
positions of every pair of joints in the same frame and is computed as,
JRP
F[t,:]

=

m
n


(x, y, z)t,j − (x, y, z)t,k .

(4.3)

j,k=1
j6=k


As the number of joint pairs is 16
= 120 and JRP has 3 (x, y and z) elements
2
per joint pair, the size of feature JRP is 120×3 per frame.
• Joint Relative Angles (JRA): This feature represents the 3D rotation between
pairs of connected joints. Connected joints are those connected by a segment to

4.1 Proposed Method

73

represent the stick figure of a person. These segments are shown with blue lines in
Figure 4.1. Precisely, feature JRA per frame is computed as,
m
n

JRA
F[t,:]
=

(~nt,jkl , θt,jkl ),

(4.4)

j,k,l=1
jk∈CJ , jl∈CJ

where CJ represents all the connected joint pairs and ~nt,jkl and θt,jkl are the rotation axis and the angle of rotation, respectively and are computed as,
~nt,jkl =

~vt,jk × ~vt,jl
,
k~vt,jk × ~vt,jl k

θt,jkl = cos−1 (

~vt,jk • ~vt,jl
).
k~vt,jk k k~vt,jl k

(4.5)

In Eq. 4.5, ~vt,jk represents the vector connecting joint j to joint k. Also, (· × ·)
and (· • ·) represent cross and dot products between vectors, respectively, and k · k
shows the length of the vector. In our model, we use 15 pairs of connected joints
to cover all the relative angles. These are illustrated with pink lines in Figure 4.1.
Also, the 3D rotation between each pair of connected joints includes 4 elements (θ
as well as x, y and z in ~n). Thus, the size of feature JRA is 15×4 per frame.
• Joint Velocities (JV): This feature is a 3D vector representing the displacement
of each joint position in consecutive frames. Feature JV per frame is computed as,

JV
F[t,:]
=

m
n


(x, y, z)t,j − (x, y, z)t−1,j .

(4.6)

j=1

JV presents 3 (x, y and z) elements for each of our 16 joints. Thus, the size of
feature JV is 16×3 per frame.
Note that, the latter four features only use skeletal joints data. In particular, JP, JRP and
JRA encode the subjects’ pose information, while JV encapsulates the motions related
to the action. LOP, on the other hand, combines joints with depth data to present the
depth information around each joint. Finally, the per frame features are concatenated
across time dimension to present the sequence temporally. It must be also mentioned
that, we do not use the RGB data of the RGBD-AC dataset in this chapter, as the pose
and motion of the subjects are able to effectively discriminate between complete and
incomplete sequences. However, we take advantage of the RGB data for the problem of
completion detection in the next chapters, to detect the discriminative visual signatures
that remain in the scene after the completion moment occurs.
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4.1.2

Temporal Encoding

The encoding of the temporal dynamics of an action encapsulated by the features will
help us in recognising complete and incomplete actions. Different methods, such as
spatio-temporal pyramids [134, 169, 171], HMMs [123, 155] and RNNs [3, 26, 153], have
been suggested for modelling temporal dynamics of actions. In this research, we use the
Fourier Temporal Pyramid (FTP) which was introduced by Wang et al. [144]. While
HMMs and RNNs allow a frame-level temporal modelling of the sequences, FTP is designed for sequence-level representation. It is not only computationally efficient, but also
r obust to the noise and temporal misalignment between the sequences. Such robustness
is especially desirable when using noisy depth and skeletal data.
FTP applies Short Time Fourier Transform (STFT) on temporally segmented sequences
and outputs multiple levels of features in a pyramid structure. First, Discrete Fourier
Transform (DFT) is applied across the whole sequence as the first level of the temporal
pyramid. Then, to create further levels of the pyramid, the action is recursively partitioned into temporal segments and DFT is applied to every segment. The output of the
DFT, applied to each temporal segment, is a vector with the same length in frequency
domain. The magnitudes of this vector are computed as,
∗,(t ,t )
M[f,c]s e

=

tX
e −ts

−2πi

∗
Ft+t
· e( te −ts +1 tf )
s ,c



,

(4.7)

t=0
∗
represents the feature matrix, ∗ is the RGB-D feature from the pool of
where Ft,c
features, i.e. LOP, JP, JRP, JRA or JV, and t and c are the indexes on its time and
feature dimensions, respectively. Also, ts and te are the start and end frames of each
temporal segment and f is the index in the frequency domain.

We retain the low frequency coefficients from M to create the final feature vectors for
each temporal segment. The features obtained from different levels of the pyramid are
concatenated before being passed to the classifier. Removing the high frequency Fourier
coefficients smooths the noise and yields a fixed-size feature vector per sequence. Also,
the pyramid structure is a good representation of the action’s temporal dynamics.
Figure 4.2 depicts a sequence encoding action pick, for which FTP is applied on y positions of the ‘WristRight’ joint (from feature JP). The amplitudes of the main feature
vector in time domain are shown in red. DFT coefficients, applied on the whole sequence
and its temporal segments, are shown in green and brown, respectively. The low fre-
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Pyramid
levels

y
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frequency
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Final
feature

Figure 4.2: Fourier Temporal Pyramid: STFT is applied to transform time into frequency
domain in multiple levels. The red circles on depth images and their corresponding red
bars on the left graph show the y positions of the ‘WristRight’ joint. These are then
transformed by STFT shown by green and brown bars on the right graphs for making
two levels of our Fourier temporal pyramid.
quency coefficients are concatenated to make the final feature vector. Our FTP contains
two pyramid levels. While the first level represents the whole sequence, the second level
partitions the sequences into three equal temporal segments, such that they represent
pre, core and post-action phases. For example, these three phases for the action pick,
illustrated in Figure 4.2, would represent the durations when the subject aims for picking, holds the object and retracts his hand, respectively. We then apply the L lowest
frequency coefficients from the first level and the L3 lowest frequency coefficients from
each temporal segment of the second level. Thus, our final temporally encoded feature
vector, for a sequence with length T , is computed as,

∗
F T P[(c−1)×2L+1
: c×2L]


n  ∗,(1,T )
∗,(1, T3 )
∗,( T3 , 2T
)
∗,( 2T
,T )
3
3
=
M[1:L,c] , M[1: L ,c] , M[1: L ,c] , M[1: L ,c]
.
3

3

(4.8)

3

The full size of FTP, before being passed to the classifier, is cmax × 2L, where cmax represents the maximum index for c, i.e. the number of elements on M ’s feature dimension.
In this research, we set L = 18. Thus, for example, for a feature like LOP which has
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cmax = 16 × 64 = 1024 elements on its feature dimension (see Section 4.1.1), F T P LOP
is a vector with 1024 × 36 = 36864 elements.

4.1.3

Selecting Features for Action Completion

Given temporally encoded feature sequences of the same action along with their complete and incomplete labels, we model completion as a binary classifier between the two
classes. As explained before, the discriminative feature(s), i.e. those able to separate
complete from incomplete, differ for various actions. A general model should be able
to automatically select the features for each action from a pool of features. This requires assessing the ability of the features to classify complete sequences as complete,
and incomplete sequences otherwise.
We propose to evaluate the performance of each feature, from the pool of features, on
the training set using ‘leave-one-person-out’ cross-validation. At each fold in the crossvalidation, all sequences by one person are removed. As people differ in the way they
(in)complete an action, the feature suitable for recognising completion per person might
differ. We accumulate evidence across the various folds to rank each feature in the pool
of features. The total number of correctly classified sequences is recorded per feature.
We rank all features by their accuracy, and select the feature (or features) that performs
best during cross-validation on the training set. By cross-validating on the training set,
we attempt to test the generality of the feature to unseen individuals rather than overfit
one training data. Figure 4.3 illustrates the proposed method. Labelled complete and
incomplete sequences are shown with green and blue borders, and cross-validation on the
training data is shown with red and pink for the training and validation sets, respectively.
Note that, each feature is evaluated individually in the cross-validation. The features are
then sorted by their accuracy and if more than one feature performs equally well, they
are concatenated while evaluating the test data. In this example, features LOP and JV
have been selected, as the best features, out of the cross-validation.
While the model is built per action, it is independent of the action label per se. The
method only requires labelled complete and incomplete sequences and would, provided
a rich-enough pool of features, build an action completion model for an unknown action.
Once the completion model is built for each action, a test sequence can be checked for
completion.

4.2 Experimental Results
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Figure 4.3: Cross-validation is performed on the training set and the feature with the
best performance is selected to evaluate the test data.

4.2

Experimental Results

We use the 6 actions in the RGBD-AC dataset, introduced in Section 3.1, to present
results of our proposed method for completion recognition. We report the sequence-level
accuracy on the tested actions. Also, in all our results, we test ‘leave-one-person-out’
cross-validation, i.e. all sequences from one individual are removed before training. The
model built is then used to test each sequence from the person ‘left-out’. In order to
have an overall view on the action completion problem, as well as the proposed method
for recognising completion vs incompletion, we report our results on four Experiments A
(EA), B (EB), C (EC) and D (ED), in Sections 4.2.1, 4.2.2, 4.2.3 and 4.2.4, respectively.

4.2.1

(EA) Complete Action Recognition

Comparable to standard RGB-D action recognition works [30, 121, 143, 144, 154, 161,
162], we performed action recognition on the complete sequences of RGBD-AC dataset.
For each action, a one-vs-all linear SVM was trained, where only complete sequences
were used for both training and testing. Figure 4.4 illustrates experiment EA, where all
the sequences used in training and testing are outlined in green. The results in Table
4.1 show the success rate for each feature, demonstrating that all five features produce
high % accuracy for action recognition on our dataset, over the variety of tested actions.
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Figure 4.4: (EA) Complete action recognition: Per action, a one-vs-all SVM is trained
and tested using only complete sequences.
switch
plug
open
pull
pick
drink
total

LOP
100
99.0
97.6
98.1
97.6
99.0
98.6

JP
99.0
92.3
98.1
91.4
99.5
97.1
96.3

JRP
99.0
91.9
100
91.4
100
98.1
96.7

JRA
100
92.8
94.7
94.7
96.7
99.0
96.3

JV
100
97.1
94.3
92.3
95.2
100
96.5

Table 4.1: (EA) Complete action recognition results: one-vs-all linear SVM for each
feature.

4.2.2

(EB) Incomplete Action Recognition

The second experiment performs incomplete action recognition to assess the behaviour
of a classical action recognition model when it observes incomplete sequences in test
time. For this purpose, a binary one-vs-one linear SVM classifier was trained with the
complete samples of two different actions and tested with their incomplete samples.
Experiment EB is illustrated in Figure 4.5. As seen, while all the training sequences
are bordered in green, the test samples are in blue. The results of this experiment are
presented in Table 4.2, where for each pair of actions, we report the percentage error for
classifying an incomplete sample of the action as a complete one. For example, for action
switch, we first trained 5 one-vs-one classifiers (switch vs plug, switch vs open, ...), using
only complete sequences of each two actions and then tested it using only incomplete
sequences of action switch. Consider the first feature column in this table which presents
the results for feature LOP. It shows that, using LOP, all incomplete switch samples
were indeed classified as switch, despite the action being incomplete. This is due to the
fact that the motion of the incomplete action is usually similar to the corresponding
complete action.

4.2 Experimental Results

switch
vs.

plug
vs.

open
vs.

pull
vs.

pick
vs.

drink
vs.

79

plug
open
pull
pick
drink

LOP
100
100
100
100
100

JP
100
100
100
90.6
100

JRP
100
93.8
100
53.1
100

JRA
100
100
100
100
100

JV
100
87.5
100
100
96.9

switch
open
pull
pick
drink

LOP
100
100
97.2
100
97.2

JP
100
97.2
91.7
94.4
100

JRP
100
100
94.4
97.2
100

JRA
100
100
88.9
100
97.2

JV
97.2
97.2
97.2
100
69.4

switch
plug
pull
pick
drink

LOP
100
100
100
90.6
100

JP
100
100
100
100
93.8

JRP
100
100
100
100
100

JRA
100
100
100
100
100

JV
50.0
25.0
50.0
100
0.0

switch
plug
open
pick
drink

LOP
100
64.9
100
100
100

JP
100
37.8
100
100
97.3

JRP
100
35.1
89.2
89.2
89.2

JRA
100
46.0
100
100
100

JV
89.2
32.4
91.9
100
70.3

switch
plug
open
pull
drink

LOP
100
100
100
91.7
80.6

JP
100
55.6
41.7
50.0
100

JRP
94.4
55.6
50.0
55.6
100

JRA
94.4
80.6
88.9
88.9
100

JV
83.3
30.6
47.2
22.2
91.7

switch
plug
open
pull
pick

LOP
100
100
90.6
100
65.6

JP
81.3
78.1
18.8
65.6
15.6

JRP
62.5
65.6
46.9
43.8
6.3

JRA
100
93.8
84.4
96.9
56.3

JV
34.4
37.5
15.6
46.9
62.5

Table 4.2: (EB) For each pair of actions, incomplete action recognition present the
percentage error for classifying an incomplete action as a complete one. The results are
obtained by one-vs-one linear SVM classification across the different features.
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Figure 4.5: (EB) Incomplete action recognition: Per two actions, a one-vs-one SVM is
trained on complete sequences, but tested on incomplete sequences.

However, we noticed that such confusion depends not only on the action being classified, but also on the feature used. This is an interesting conclusion when compared to
Table 4.1, where all the features obtained comparable and highly accurate results on
complete sequences. These features, originally designed for action recognition, behave
differently on incomplete action sequences with only some able to distinguish the subtle
changes between complete and incomplete sequences of an action. To illustrate this behaviour, in Figure 4.6, we report confusion matrices per feature, each of which presents
the percentage of the incomplete actions being classified as other actions. Similar to
our one-vs-one SVM classifiers in this experiment, only complete samples were used for
training. The classification was then performed by finding the nearest neighbour to the
incomplete test sequence, using a Euclidean distance function. Note that, while the SVM
results in Table 4.2 present the classification error between each set of two classes, these
confusion matrices show the distribution of each action’s incomplete sequences being
classified as each of the other actions. Figure 4.6 shows, for example, that when using
feature LOP, incomplete plug is 94.4% likely to be classified as complete plug and 5.6%
as complete drink.
These results confirm that incomplete sequences of an action are likely to be classified
as their complete counterparts in the same action class. For example, with features
LOP and JRA, all the incomplete sequences of action switch are indeed classified as
(complete) switch rather than any other action. Moreover, they confirm that the chosen features, originally designed for action recognition, vary in their ability to classify
incomplete action sequences. Feature JV, for instance, deviates significantly from the
diagonal, showing the sensitivity of the feature to subtle changes resulting potentially
from incompletion. Consider action open with feature JV, where none of its incomplete
sequences are classified as complete open. In contrast, other features classify high percentage of the incomplete open sequences as complete open (LOP: 84.4%, JP: 96.9%,
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JRP: 100% and JRA: 100%).

Figure 4.6: (EB) Confusion matrices obtained from 1-NN classification of incomplete
sequences (specified with ∼).

4.2.3

(EC) Complete vs. Incomplete Action Recognition

We then trained a binary linear SVM for complete vs. incomplete sequences of the same
action for each feature. Both complete and incomplete samples of the same action were
used in training and testing, without any overlaps. Figure 4.7 illustrates experiment
EC, separating the sequences in green and blue borders in both training and testing.
The results of this experiment, presented in Table 4.3, also confirm that the features
have different success rates for the various actions. For example, feature JV significantly
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outperforms other features for actions plug and pull, because the complete and incomplete
sequences of these two actions differ in the speed at which they are performed. On the
other hand, for action pick, JV does not produce the best results, as both complete
and incomplete sequences could have comparable speeds. For this action, JRP and JRA
outperform the other features, due to the change in the body pose when holding an
object.

Figure 4.7: (EC) Complete vs. incomplete actions recognition: An SVM is trained and
tested per action using both complete and incomplete sequences.

switch

plug

open

pull

pick

drink

complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total

LOP
100
100
100
91.9
75.0
83.6
94.4
100
97.1
79.4
94.6
87.3
97.0
88.9
92.8
94.1
100
97.0

JP
94.3
75.0
85.1
94.6
80.6
87.7
94.4
96.9
95.6
70.6
73.0
71.8
93.9
94.4
94.2
94.1
100
97.0

JRP
94.3
75.0
85.1
89.2
66.7
78.1
94.4
100
97.1
73.5
81.1
77.5
97.0
100
98.6
94.1
100
97.0

JRA
100
100
100
83.8
75.0
79.5
91.7
100
95.6
85.3
91.9
88.7
97.0
100
98.6
94.1
100
97.0

JV
100
100
100
91.9
97.2
94.5
94.4
100
97.1
91.2
97.3
94.4
100
91.7
95.7
100
100
100

Table 4.3: (EC) Complete vs. incomplete action recognition results.
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(ED) Selecting Features for Action Completion

As features vary in their ability to classify complete vs. incomplete sequences for different
actions, a general action completion model, which is capable of detecting incomplete
actions, should be able to determine the best feature(s) for that particular action among
the pool of features. We performed this automatically by cross-validation on the training
data using the different features separately. The feature with the maximum accuracy on
the training data was selected to build the completion model. When multiple features
performed equally well, they were concatenated. Figure 4.8 illustrates experiment ED.
As shown, the final model is trained and tested using the selected features with the best
performance, i.e. LOP and JV.
Table 4.4 shows the results for the proposed model and presents the accuracy and the
chosen feature(s) for each test case, i.e. each ‘leave-one-person-out’ fold per action. The
total accuracy is computed by accumulating the accuracy over subjects. As an example,
consider action switch in this table. First, subject 1 is left out as the test data. Then
a ‘leave-one-person-out’ cross-validation is performed on subjects 2 to 8 and LOP, JRA
and JV are selected as the features with the best performance on the training data.
Finally, a model is trained based on the concatenation of these three features by which
subject 1 is evaluated. This is repeated for other subjects and the accumulated result is
reported.
The results in Table 4.4 show high success rates compared to the best performance in
Table 4.3, especially for plug, pull, and switch actions. In most cases, the feature(s)
producing the highest accuracy was indeed selected and the sequences were correctly
classified as either complete or incomplete. Failure arises when the motion performed is
different for the test subject, e.g. considerable hesitation in completion of the action. To
show this, we present some qualitative results from success and failure cases in Figure 4.9.
The first two sequences depict success cases for complete and incomplete actions switch
and open, respectively. The third sequence is a complete drink, classified as incomplete.
In this sequence, the person hesitates and adjusts her cup before completing drinking,
making the sequence more similar to an incomplete drink. The last sequence is also a
failure case for action pull. Using JV solely, the hand seems to perform a pull in full
even when the drawer remains unmoved. Again the motion is similar to a complete pull.
In total, i.e. across all our complete and incomplete sequences, actions and subjects,
automatic feature selection enables 396 sequences to be correctly classified - that is
95.7% of the sequences in the dataset.
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Figure 4.8: (ED) We first select the best feature(s) by cross-validation on training data.
We then recognise complete vs. incomplete per action using the selected features.

4.3

Summary and Conclusions

In this chapter, we proposed a method for recognising completion. First, we extracted
a pool of features from RGB-D data and then encoded the actions’ temporal dynamics
by applying the Fourier Transform on temporally segmented sequences. We aggregated
them in multiple levels of a pyramid structure and finally used a binary SVM to classify action sequences as complete vs incomplete. We also proposed to apply a pool
of features and evaluate their performance for recognising completion per action using
cross-validation on training data. We then selected the best feature(s), based on which
we made our final completion model.
Our experiments showed that action recognition classifiers are likely to classify both
complete and incomplete sequences of an action in the same class. They also showed
that, while various features from skeleton and depth data perform comparably for the
task of action recognition, they may vary in their ability to recognise completion per
action. Tested on various subjects and actions, automatic selection of features produced
highly accurate recognition of complete and incomplete sequences.

4.3 Summary and Conclusions

switch

plug

open

pull

pick

drink
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1
100
LOP
JRA
JV

2
100
LOP
JRA
JV

LOP
JV

Subjects
4
5
6
100
100
100
LOP LOP LOP
JV
JV JRA
JV

83.3
JV
100

100
JV
85.7

87.5
JV
100

100
JV
100

JV

JV

JP
JRP

LOP
JRP
JV

88.9

100

100

JV

JV

90

100

JRA

3
100

88.9
JV
100

100
JV
87.5

7
100

8
100

total

LOP
JV

LOP
JV

100

100
JV
90

100
JV
100

JRP

JRA

JV

LOP
JRP
JRA
JV

100

87.5

80

100

JV

100
JRA
JV

JV

JV

JV

JV

100
JP
JRA

100
JRA

100
JRP
JRA

50
LOP
JRA

100

JRA

100
JRA
JV

JRA

77.8

100

100

100

100

100

100

100

LOP
JP
JRP
JRA
JV

JV

JV

JV

JV

JV

JV

JV

total
Table 4.4: (ED) Results for general action completion model.

94.5

95.6

94.4

92.8

97

95.7
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(a) label: complete switch
predicted: complete switch

(b) label: incomplete open
predicted: incomplete open

(c) label: complete drink
predicted: incomplete drink

(d) label: incomplete pull
predicted: complete pull
Figure 4.9: Sample frames of correctly (a), (b) and incorrectly (c), (d) classified test
sequences. In (c), the person’s hesitation to adjust her cup (shown in yellow circles)
makes the sequence similar to an incomplete drink. In (d), the subject retracts his hand
without the draw being pulled, making the sequence similar to a complete pull.

Chapter

5

Temporal Models for Frame-level
Action Completion Detection
Completion recognition, as presented in Chapter 4, focuses on sequence-level analysis of
completion in actions. In this chapter, we introduce completion detection to investigate
the problem from a finer-grained perspective. Completion detection is the task of localising the completion moment in an action sequence. This is the moment beyond which
the action’s goal is believed to be completed by a human observer. As discussed in Chapter 2, there are related works, such as [39, 78, 113, 165], which propose approaches for
detecting moments within sequences, albeit for early detection and localisation. These
works are generally oblivious to the action’s completion (or incompletion). Similar to
these approaches, we search for a particular moment within an action sequence, however,
with a focus on the action’s aim completion.
Note that, the completion moment, as presented in this research, is different from the
typical ‘start’ and ‘end’ frames in action localisation. While the former focuses on the
action’s goal, the latter focuses on the start and conclusion of any motion of relevance
to the action and separates it from other actions or background frames. For example,
consider action drink, the start of which is traditionally defined to be when a glass is
lifted for drinking, and the end is when it is placed down. Localisation approaches
consequently tend to locate the first movement of the hand, as it lifts the cup up to the
mouth, all the way to putting the cup down. Even if the drinking does not actually
take place, such approaches would localise the start and the end of the hand motion.
In contrast, the completion moment we are after, is when the person consumes part of
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the beverage, marking their goal of drinking being achieved. Another example would be
action jump which is considered completed once the subjects successfully lift their full
body off the surface. However, localisation approaches locate the first movement of the
body in preparation for a lift-off until the subject returns to the surface and the jump is
concluded. We particularly emphasize that, the completion moment differs from the end
of the action. In fact, we believe that in many actions, the aim of the action is achieved
prior to its conclusion. Thus, the completion moment is not necessarily located at its
end.
Figure 5.1 shows the start and end points of five action sequences as well as their completion moments. The first two sequences illustrate the examples explained above, using actions high jump and drinking coffee from datasets THUMOS15 [62] and ActivityNet [10],
respectively. The last three sequences show the actions previously used for illustrating
action localisation in Figure 1.1. In all these sequences, the completion moment, bordered in yellow is different from the start and the end points of the action instances.
Note that, the goals of the last three sequences are defined as: pole vault - when the
subject clears the bar successfully; clean and jerk - when the subject successfully lifts
the barbell above his head; and diving - when the subject hits the water.
To detect such completion moment within a sequence, one could naively attempt to
train a frame-level classifier that singularly separates the frame indicating the completion
moment from the rest of the video. However, if the action’s temporal evolution is also
considered, evidence for completion can be collected from the whole sequence and useful
information from the past frames can be remembered to help in detecting the completion
moment. Take for example the action ‘pick ’; the pose of the person is likely to change
and evolve as they approach the object to be picked, and similarly observing the object
in hand, as the hand retracts, gives further support for completion. In our method for
detecting the completion moment, we propose to apply temporal models to observe the
actions’ progression in time. We are then able to take advantage of the evidence collected
during the actions’ temporal evolution.
In localising the completion moment, we propose to learn the visual evidence, i.e. the
frame-level appearance changes in the scene, that is discriminative for action completion.
Then, we use two temporal models, namely HMM and LSTM, to model our actions’
temporal progress towards completion. These temporal models are particularly suitable
for frame-level analysis of a sequence. They present frame-level predictions based on
the observed evidence collected during the action’s evolution through time. We confirm
completion as soon as our temporal models observe learnt appearance changes that
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drink

high jump

diving

clean and jerk

pole vault
Figure 5.1: completion moment is detected when the goal of the action is achieved. This
does not necessarily match the typical ‘start’ and ‘end’ moments in action localisation.

indicate completion.
Our completion detection approach goes beyond sequence-level completion recognition
to, (i) achieve frame-level detection of the moment of completion, (ii) show that finetuned appearance features outperform pre-trained and previously used depth-based features for completion detection, (iii) compare HMM and LSTM temporal modelling and
(iv) show how the presence of incomplete sequences affects the modelling of the completion moment detection. We report our results on 16 actions from the previously
introduced action datasets, namely HMDB [71], UCF101 [122] and RGBD-AC [51] and
achieve a total accuracy of 85% on the frame-level predictions.
The remainder of this chapter is organised as follows: we first present the proposed
method in Section. 5.1; we then report our results in Section. 5.2 and finally present the
chapter’s summary and conclusion in Section. 5.3. The work described in this chapter
was released in [52].
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5.1

Proposed Method

In this section, we present our proposal for detecting the completion moment. In Section 5.1.1, we first discuss the underlying assumptions required for completion detection.
Then, in Section 5.1.2, we explain our method for feature extraction and temporal modelling.

5.1.1

Action Completion - A Moment in Time

To formulate the problem of localising an action’s completion, we make four reasonable
assumptions which support the rationale of our proposed method:
• Momentary Completion: As we investigate completion detection for actions
with momentary completion, we aim to detect a single frame in the sequence that is the first frame where a human observer would be sufficiently confident that
the action’s goal has been achieved. We refer to frames prior to the completion
moment as pre-completion frames, and those from the completion moment onwards
as post-completion frames. For an incomplete sequence, all the frames would be
labelled as pre-completion.
• Temporally Localised Action Sequences: We assume that each sequence represents only one action class. We also assume that the action is attempted during
each sequence, in train or test, at least once, but not necessarily completed. We
aim to detect the first completion moment per sequence, if at all, or label the
attempt as being incomplete, otherwise.
• Consistent Labeling: For each action, we assume annotators are given a nonambiguous definition of the completion moment, so all train and test sequences are
labeled consistently. For example, in the action ‘blowing candles’, the consistent
label for the completion moment should indicate the moment when the flames of
all candles go out. Note that the proposed model is independent of the definition
of the completion moment per action. It only assumes the moment is consistently
labeled across sequences.
• Uniform Prior for Completion: In a Bayesian setting, one might wish to consider the prior probability of an action being completed. Consider that the prior
probability for a person to switch off the light in their home is 0.99. A method
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fc7

CNN

CNN

CNN

CNN

Input

Figure 5.2: Overall scheme of the proposed method for completion detection: CNN
features are extracted per frame and fed into the temporal model (LSTM or HMM). The
outputs pre and post represent pre and post-completion labels, respectively.
that thus assumes completion for every sequence will have a high accuracy but
is nevertheless not suitable for completion detection. Thus, we assume a uniform
prior (i.e. 50-50 chance) for an action to be completed.

5.1.2

Feature Extraction and temporal modelling

Our proposed method relies on per-frame features, optimised to classify pre-completion
and post-completion frames. The feature sequences are then temporally modelled to
output frame-level pre and post-completion predictions. Figure 5.2 illustrates the overall
scheme of our proposed method. In the following, we explain our method for extracting
frame-level features and then, temporal modelling.
Feature Extraction - We evaluate hand-crafted, Pre-Trained (PT) and Fine-Tuned
(FT) CNN features for per-frame representations. For hand-crafted features, we evaluate the skeletal and depth features from Chapter 4, namely Local Occupancy Patterns (LOP) [144], Joint Positions (JP), Joint Relative Positions (JRP), Joint Relative
Angles (JRA) and Joint-Velocities (JV). We also test hand-crafted RGB features, namely
Histogram of Oriented Gradients (HOG). For CNN features, we use the spatial stream
of “very deep VGG-16-layer” CNN model [115] trained on UCF101 action dataset [122],
as pre-trained features. We also fine-tune these models per action for two classes: precompletion and post-completion. The specifications of this CNN’s 13 convolution, 5
pooling, 2 fully-connected and 1 classification layers are illustrated in Figure 5.3. All the
convolution and fully-connected layers are also followed by ReLU non-linearity which

2

_2

ol
Po

on
C

C

3

4
ol
Po

C

C

on

v4
_
on

on
C

v4
_

2

_1

max poll
kernel 3×3×64×128 kernel 3×3×128×128
pad 0, stride 2
pad 1 - stride 1
pad 1 - stride 1
output 112×112×128 output 112×112×128 output 56×56×128

v4

3
ol
Po

C

v2

v2
on

ol
Po

on
C
_3
v3
on

v3
on
C

1

_2
v1

v1
on
C
_2

_1
v3
on
C

max pool
kernel 3×3×64×64
pad 0, stride 2
pad1- stride 1
output 224×224×64 output 112×112×64

kernel 3×3×3×64
pad 1 - stride 1
output 224×224×64

input image
224×224×3

_1

Chapter 5. Temporal Models for Frame-level Action Completion ...

_1

92

max pool
kernel 3×3×128×256 kernel 3×3×256×256 kernel 3×3×256×256
kernel 3×3×256×512 kernel 3×3×512×512 kernel 3×3×512×512
pad 0, stride 2
pad 1 - stride 1
pad 1 - stride 1
pad 1 - stride 1
pad 1 - stride 1
pad 1 - stride 1
pad 1 - stride 1
output
28×28×256
output 56×56×256 output 56×56×256
output 56×56×256
output 28×28×512 output 28×28×512 output 28×28×512

max pool
pad 0, stride 2
output 14×14×512

kernel 3×3×512×512
pad 1 - stride 1
output 14×14×512

kernel 3×3×512×512
pad 1 - stride 1
output 14×14×512

5
ol
Po

_3
v5
on

max pool
kernel 3×3×512×512
pad 0, stride 2
pad 1 - stride 1
output 14×14×512 output 7×7×512

pre-completion

output 1×1×4096
post-completion

C

v5
on
C

C

on

v5

_2

_1

Classification
7×7×512×4096
FC6 kernel
pad 0 - stride 1

FC7

kernel 1×1×4096×4096
pad 0 - stride 1
output 1×1×4096

kernel 1×1×4096×2
pad 0 - stride 1
output 1×1×2

Figure 5.3: The CNN architecture from [116]. This network is fine-tuned for pre vs
post-completion classification and used for feature extraction.
have been removed from the figure for simplicity. Features are finally extracted from
the F C7 layer, i.e. the last fully-connected layer before the classification layer, for both
pre-trained and fine-tuned CNNs.
Following the feature extraction, completion detection is trained as a temporal model
and evaluated using two temporal approaches:
HMM - A supervised continuous HMM model with two hidden states, for pre and postcompletion, is trained per action. Specifically, we let S, Q and O represent the hidden
states, the state transition sequence and the observation sequence (frame-level features)
of our HMM model, respectively, such that,
S = {si | i ∈ {pre, post} }, Q = {qt ∈ S | t ∈ {1, . . . , T }} and O = {ot | t ∈ {1, . . . , T }},
where T presents the observation sequence length. Then, our HMM model is defined as
λ = (A, B, Π), such that,

• A represents the state transition probability matrix:
A = {aij | aij = p(qt+1 = sj |qt = si ) , i, j ∈ {pre, post}},
• Π represents the initial state distribution vector:
Π = {πi | πi = p(q0 = si ) , i ∈ {pre, post}},
• B represents the continuous observation probabilities:
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Figure 5.4: An HMM model for completion detection with two hidden states for pre and
post-completion. This model learns not to transit back to pre state once at post-state.
B = {bi (ot ) | bi (ot ) = p(ot |qt = si ) , i ∈ {pre, post}}.

In this HMM model, B is computed by applying two multivariate Gaussians for the two
states of pre and post-completion as,
−1
1
1
0
e− 2 (ot −µi )Σi (ot −µi ) ,
bi (ot ) = p
D
(2π) |Σi |

(5.1)

where D is the dimensionality of the observation space and µ and Σ represent the mean
vectors and the covariance matrices of the multivariate Gaussians, respectively.
All the parameters of our HMM model, i.e. Π and A, in addition to µ and Σ are computed from the training data. While, µ and Σ of the first Gaussian are trained from
the pre-completion frames, present in both complete and incomplete sequences, those of
the second Gaussian are trained from the post-completion frames, present in complete
sequences. Note that, due to the assumptions made for completion detection, the sequence remains in post-completion state once it transitions to it. Thus, the probability
of transitioning from post-completion state to pre-completion state in this supervised
HMM model, i.e. apost−pre , is set to be 0.
Our HMM model is illustrated in Figure 5.4. Hidden states spre and spost , shown in
orange and purple respectively, are connected by the state transition probabilities. The
observation sequences, i.e. the CNN feature vectors, are used to compute our two mul-
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Figure 5.5: Viterbi algorithm is applied to generate the best state transition sequence.
The completion moment is the first post-completion frame.

tivariate Gaussians, illustrated with 2D graphs.
After training our HMM model, we use the Viterbi algorithm [138], as illustrated in
Figure 5.5, to decode the most likely state transition sequence for a given observation
test sequence as,
Q∗ = arg max p(Q|O, λ).

(5.2)

Q

Finally, the frame-level pre and post-completion classification outputs of our HMM model
are predicted as,
cH
t

=


pre

if qt∗ = spre

.

(5.3)

post otherwise

LSTM - LSTM networks are capable of decoding data sequences. They can remember
information stored in their memory units for long-term durations. More specifically, an
LSTM cell receives, as input, a data sequence, x = {xt | t = 1..T }, where T represents
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the sequence length, and outputs the hidden state ht as follows:
ft = σ(Wxf xt + Whf ht−1 + Bf ) ,
it = σ(Wxi xt + Whi ht−1 + Bi ) ,
ot = σ(Wxo xt + Who ht−1 + Bo ) ,

(5.4)

cˆt = tanh(Wxc xt + Whc ht−1 + Bc ) ,
ct = f t

ct−1 + it

ht = ot

tanh(ct ) ,

cˆt ,

where σ(.) and (. .) represent sigmoid activation function and element-wise multiplication, and ft , it and ot are the LSTM’s internal gates, i.e. forget gate, input gate
and output gate, respectively. Also, ct is the LSTM’s cell state and W s and Bs are
the weights and biases for each gate. Using this formulation, at each time instant t, xt
goes through the LSTM’s gates which also use the hidden states of the previous time
instants. The output of the gates ft and ot are then used to compute ct , where ft is
responsible for remembering/forgetting information from the past, represented by ct−1 ,
and it decides which information from the current time instant, represented by cˆt , should
be let through. Finally, ht is computed based on the contents of ct , where it is modulated
by ot .
Our LSTM model, which is trained per action, is illustrated in Figure 5.6. First, the
input sequence x, which consists of frame-level CNN features, along with the pre and
post-completion labels, are fed into an LSTM network. The classification output of this
LSTM is computed as,

Ct = g(Wc ht + Bc ),

(5.5)

where ht is the output of the LSTM hidden layer, Wc and Bc are the weights and biases for
the binary classification, respectively and g is a Sigmoid activation function. This LSTM
is optimised using Stochastic Gradient Descent (SGD) and Backpropagation Through
Time (BPTT) with a cross-entropy loss function as,

"
#
Tm

1 X 1 X
−(ytm log(Ctm ) + (1 − ytm )log(1 − Ctm )) ,
L=
M m Tm t=1

(5.6)
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Figure 5.6: LSTM model outputs frame-level pre and post-completion labels.
where y m represents the supervised labels for sequence m. Note, except than Eq. 5.6,
the sequence index has been removed elsewhere in this section, for the sake of simplicity.
We finally use our LSTM model to predict frame-level pre and post-completion labels
per test sequences, such that,

pre if C < 0.5
t
L
ct =
.
post otherwise

(5.7)

In both temporal models, the completion moment per sequence is finally detected as the
first frame which transitions from pre-completion to post-completion as,
H/L

t̂H/L = { t | (c1

H/L

H/L

. . . ct−1 = pre) ∧ (ct

= post) },

(5.8)

where cH/L represents the classification output from either HMM or LSTM models.

5.2

Experimental Results

Dataset: As explained in Chapter 1, completion detection could be evaluated on any
action dataset which included complete sequences with momentary completion, as complete sequences contain both pre and post-completion frames. Thus, in addition to the
actions in RGBD-AC [51] dataset, we evaluate completion detection on selected actions
from HMDB [71] and UCF101 [122] datasets. While in these two action recognition
datasets the majority of sequences are complete, RGBD-AC contains a balanced number
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of both complete and incomplete sequences for each action. Testing on incomplete sequences of RGBD-AC challenges the detection of incompletion too. For the RGBD-AC
dataset we apply ‘leave-one-person-out’, while for HMDB and UCF101, the provided
train and test splits are used. The specifications of these three datasets were discussed
in detail in Chapter 3.
Implementation Details: As noted earlier, we apply a pre-trained spatial stream CNN
from [115] which uses the VGG-16 architecture [116], fine-tuned on the UCF101 action
dataset [122]. We fine-tune this CNN per action, using the two classes of pre and postcompletion frames. The input images to this CNN are selected randomly from both pre
and post-completion training frames belonging to the same action class and given to the
network in mini-batches of size 256. For fine-tuning, we use SGD with back-propagation.
The momentum and weight decay are set to 0.9 and 5 × 10−4 , respectively. The learning
rate is started at 10−3 , divided by 10 at epochs 3 and 5, and fixed thereafter. Each model
is fine-tuned using 20 epochs. Finally, the features are extracted from the F C7 layer of
the network per frame.
We test the full dimension features as well as apply dimensionality reduction via Principal
Component Analysis (PCA) [58], as this proves essential for training the HMM model.
Without applying PCA, the HMM is never able to transition to post-completion state.
It remains in the pre-completion state and does not detect any completion. In our PCAbased dimensionality reduction, we keep the number of components that encapsulate at
least 90% of the variance. LSTM however, does not require dimensionality reduction,
and indeed, we see a slight drop in its performance when PCA is applied. Thus, the
4096-dimension feature vector forms the input to the single LSTM layer with 128 hidden
units. The initialisation of our LSTM is random. It is then trained for 10 epochs. The
learning rate is 10−2 for the first 5 epochs and is fixed at 10−3 for the remaining epochs.
We use a mini-batch size of one sequence.
Finally, for each test sequence, the output of HMM’s Viterbi algorithm and LSTM are
validated against the ground truth labels. For all results reported below, we use PCAHMM or LSTM for our temporal models.
Evaluation Metrics: We evaluate our proposed method for detecting completion using
three metrics: (i) Accuracy: for every sequence, we compute the ratio of frames that are
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consistently labelled as pre or post-completion such that,
Accuracy =

M
Tm
1 X 1 X
H/L
[c
= ym,t ] ,
M m=1 Tm t=1 m,t

(5.9)

where M is the number of the sequences, cH/L is the prediction sequence from either
PCA-HMM (Eq. 5.3) or LSTM (Eq. 5.7), y is the ground-truth label sequence and [.] is
a boolean function.
(ii) Relative Distance (RD): We also report the relative distance error between the predicted and ground-truth completion moments, averaged on all sequences such that,
M
H/L
1 X ||t̂m − τm ||
RD =
,
M m=1
Tm

(5.10)

where t̂H/L is the predicted completion moment from Eq. (5.8) and τ is the ground-truth
completion moment.
While Accuracy is suitable for comparing per-frame decisions, RD presents the average
absolute difference between the ground-truth and estimated completion moments. In
addition to these two metrics, we introduce a (iii) cumulative metric for evaluating
completion detection that captures the non-absolute difference between the ground-truth
and predicted completion moment as,
M

1 X  H/L
CM (t) =
(t̂m − τm ) ≤ t ,
M m=1

(5.11)

where t represents the shift between the predicted and ground-truth completion moments. CM (t) in Eq. 5.11 represents the ratio of sequences which have detected completion within t frames relative to the ground-truth completion moment. As it does not use
the absolute difference in frames, it can show whether detection takes place prematurely,
or it is overdue. We report these results as a cumulative graph of t vs CM (t), per action.
The optimal plot is one that shows a step function from 0 to 1 when t = 0. Note that,
in all our evaluation metrics, when no completion moment is detected by the temporal
model, t̂ is considered T + 1. Likewise, if the sequence is incomplete, τ is considered
T + 1.
Results: We now present our results when evaluating the proposed method for framelevel completion detection. First, we compare the performance of our features in Sec-
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Accuracy

RGBD-AC

UCF101

HMDB

catch
drink
pick
pour
throw
basketball
blowing candles
frisbee catch
pole vault
soccer penalty
switch
plug
open
pull
pick
drink
total (RGBD-AC only)
total (all datasets)

LOP

JP

JRP

JRA

JV

HOG

91.8
87.7
90.0
75.3
93.7
78.9
86.2
-

90.5
85.6
89.2
72.3
91.5
79.2
84.7
-

81.9
86.5
90.9
68.7
93.9
80.7
83.7
-

81.0
85.0
87.1
73.8
96.5
78.4
83.7
-

94.8
88.8
90.9
80.2
85.4
75.3
85.9
-

76.0
57.7
67.3
73.6
55.1
58.6
82.9
76.0
68.3
81.2
99.9
82.9
79.3
75.6
74.3
63.3
72.6

PTCNN
74.3
71.0
69.5
73.0
58.8
64.2
83.2
76.0
77.0
81.9
99.7
89.1
82.2
82.6
79.8
64.8
76.1

FTCNN
77.3
77.3
80.6
76.5
68.7
86.5
86.8
81.7
85.0
85.5
99.9
98.3
91.1
97.7
91.5
88.6
94.6
85.0

Table 5.1: Comparing Accuracy (Eq. 5.9) of hand-crafted, pre-trained (PT) and finetuned (FT) features for actions in HMDB, UCF101 and RGBD-AC datasets.
tion 5.2.1. We then compare our two temporal models in detecting completion in Section 5.2.2 and finally show the effect of using incomplete sequences in our results in
Section 5.2.3.

5.2.1

Feature evaluation

In Tables 5.1 and 5.2, we respectively compare Accuracy and RD of our features, using
LSTM as the temporal model. Note, the results of our depth-based features are only
presented for the RGBD-AC dataset, as HMDB and UCF101 datasets do not contain
depth data. Thus, we compare the total performance of FT-CNN vs depth features using
only the RGBD-AC dataset, while for the total performance of our RGB features, we
use all actions in the three datasets.
These results show the superior performance of the fine-tuned (FT) CNN features against
other hand-crafted and pre-trained (PT) features, as it presents the highest Accuracy
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RD

RGBD-AC

UCF101

HMDB

catch
drink
pick
pour
throw
basketball
blowing candles
frisbee catch
pole vault
soccer penalty
switch
plug
open
pull
pick
drink
total (RGBD-AC only)
total (all datasets)

LOP

JP

JRP

JRA

JV

HOG

0.06
0.13
0.20
0.32
0.12
0.24
0.18
-

0.04
0.22
0.31
0.45
0.26
0.32
0.27
-

0.06
0.28
0.12
0.41
0.08
0.13
0.18
-

0.11
0.24
0.20
0.46
0.04
0.17
0.21
-

0.08
0.20
0.23
0.37
0.28
0.47
0.27
-

0.23
0.36
0.30
0.26
0.36
0.41
0.25
0.25
0.30
0.18
0.00
0.21
0.21
0.18
0.25
0.40
0.27

PTCNN
0.25
0.27
0.29
0.24
0.40
0.37
0.23
0.25
0.23
0.18
0.03
0.08
0.21
0.36
0.26
0.32
0.25

FTCNN
0.23
0.21
0.22
0.23
0.32
0.21
0.16
0.24
0.19
0.15
0.00
0.02
0.12
0.10
0.11
0.11
0.08
0.17

Table 5.2: Comparing RD error (Eq. 5.10) of hand-crafted, pre-trained (PT) and finetuned (FT) features for actions in HMDB, UCF101 and RGBD-AC datasets. [Note:
lower is better.]
and smallest RD error in total. This shows FT-CNN’s ability to represent the subtle
changes in the scene, observed after completion. The only action for which the first four
skeletal features also perform comparable to FT-CNN is action RGBD-AC-pick. This
is mainly due to the evident change in the body pose of the subject while picking and
holding an object. Finally, we mention that we also evaluated the performance of our
features using the PCA-HMM model in which FT-CNN proved to be the best feature
among all, similar to the results in Tables 5.1 and 5.2.

5.2.2

Temporal Model evaluation

Next, we compare our two temporal models PCA-HMM and LSTM. For this comparison,
we use FT-CNN as the feature with the best performance with both temporal models
(see Section 5.2.1). In the following, we first present the Accuracy and RD error of our
temporal models. Then, we use our cumulative metric CM (t) (Eq. 5.11) to present per

RGBD-AC

UCF101

HMDB
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catch
drink
pick
pour
throw
basketball
blowing candles
frisbee catch
pole vault
soccer penalty
switch
plug
open
pull
pick
drink
total
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Accuracy
PCA-HMM LSTM
53.5
77.3
67.9
77.3
59.2
80.6
46.5
76.5
58.9
68.7
84.3
86.5
86.7
86.8
63.0
81.7
83.0
85.0
78.8
85.5
99.9
99.9
98.9
98.3
85.4
91.1
98.0
97.7
96.3
91.5
89.6
88.6
76.8
85.0

RD
PCA-HMM
0.46
0.32
0.41
0.53
0.41
0.16
0.13
0.37
0.17
0.21
0.00
0.01
0.15
0.02
0.04
0.10
0.23

LSTM
0.23
0.21
0.22
0.23
0.32
0.21
0.16
0.24
0.19
0.15
0.00
0.02
0.12
0.10
0.11
0.11
0.17

Table 5.3: Comparing Accuracy and RD error of LSTM vs PCA-HMM for actions in
HMDB, UCF101 and RGBD-AC datasets.
action and per dataset graphs of our temporal models. Finally, we show some qualitative
results for success and failure cases of our temporal models.
• Performance Analysis using Accuracy and RD Error - In Table 5.3, we
present per action and total Accuracy and RD error of the two temporal models.
These results show that in total, LSTM is better able to model the actions’ temporal information and thus, outperforms PCA-HMM (with Accuracy 85% vs 76.8%
and RD error 0.17 vs 0.23). However, for some actions, PCA-HMM also performs
comparably to LSTM. Specifically, for HMDB and UCF101 datasets which present
variable conditions in performing actions and backgrounds, LSTM has a higher
Accuracy on all actions. On the other hand, for RGBD-AC dataset in which actions are performed less variably and completion introduces apparent changes to
the scene, PCA-HMM performs slightly better. To explain this difference between
the performance of the two temporal models, we must mention how they encode
the temporal dynamics of their sequences. PCA-HMM models the sequences’ temporal evolution by making transitions between its hidden states, while limited to
the Markov assumption, i.e. the transition at each time instant only depends on
the state it has been in, at the previous time instant. In contrast, LSTM is a more
complex model benefiting from having a memory unit. This memory can recall
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long-term temporal dependencies and collect discriminative evidence all across the
sequence. As a result, LSTM is better able to model data with high complexity.
In our case, LSTM outperforms PCA-HMM when completion is more challenging
to be detected.
Note that, in Table 5.3, while LSTM has a better Accuracy for three actions in
UCF101 dataset (basketball, blowing candles and pole vault), it also presents a
higher RD error. The reason for this will be discussed later.
• Performance Analysis using CM (t) - When presenting our evaluation metrics,
we introduced the cumulative metric CM (t) in Eq. 5.11, to measure the nonabsolute offset between the predicted and the ground-truth completion moments.
We now compare our two temporal models by presenting their results of CM (t)
vs t in Figures 5.7 and 5.8. The graphs in Figure 5.7 are shown per action, while
in Figure 5.8, they are presented for all the sequences in each of our datasets.
In each graph, the results for PCA-HMM, LSTM and ground-truth are shown in
orange, blue and gray, respectively. Note that, in these graphs, when the time shift
t is less than 0, CM (t) shows the cumulative percentage of premature detections
in complete sequences as well as false detections for incomplete sequences. On
the other hand, for t > 0, it shows the overdue detections which only applies to
complete sequences.
In accordance with our previous results in Table 5.3, these results also show that,
over the three datasets, action completion in RGBD-AC is detected more accurately
by both temporal models. Particularly, RGBD-AC-switch is the nearest to the
ground truth, which is due to the obvious change it introduces to the scene. In
contrast, both temporal models present lower performance for actions in HMDB
and UCF101 which is due to the complexity and variability of these datasets.
In terms of comparison between the two temporal models, Figures 5.7 and 5.8 show
that LSTM detects completion more frequently than PCA-HMM. On one hand, it
has fewer overdue detections, as it keeps closer to the ground-truth when t > 0.
On the other hand, in actions like HMDB-pour, UCF101-basketball, UCF101-pole
vault as well as the actions in RGBD-AC, it is more likely to detect completion
prematurely, as it presents higher CM (t)s when t < 0. To explain this, we must
note another difference between the two temporal models. When modelling completion, our LSTM model does not learn any definite constraints on its transitions
and can transit back from post-completion to pre-completion. Thus, completion
could be detected prematurely because of a glitch of post-completion frames. However, PCA-HMM is forced to remain in post-completion, once it transitions to it,
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PCA-HMM

Ground-truth

HMDB-catch

HMDB-drink

HMDB-pour

UCF101-basketball

HMDB-pick

HMDB-throw

UCF101-blowing candles

UCF101-pole vault

LSTM

UCF101-frisbee catch

UCF101-soccer penalty

RGBD-AC-switch

RGBD-AC-plug

RGBD-AC-open

RGBD-AC-pull

RGBD-AC-pick

RGBD-AC-drink

Figure 5.7: LSTM vs PCA-HMM. The graphs show CM (t) vs t, per action. Groundtruth, PCA-HMM and LSTM are presented in gray, orange and blue, respectively.
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Ground-truth

HMDB

PCA-HMM

UCF101

LSTM

RGBD-AC

Figure 5.8: LSTM vs PCA-HMM. The graphs show CM (t) vs t for all sequences in each
dataset.
as the transition probability apost−pre is learned to equal 0. Moreover, the slightly
delayed detection by PCA-HMM, could be because of its low transition probability
to go from pre to post-completion state (apre−post less than 1%) which is, however,
learned from the training sequences.
Having mentioned the difference between LSTM and PCA-HMM in modelling
completion, we are now able to explain the reason for LSTM’s high RD error in
actions UCF101-basketball, UCF101-blowing candles and UCF101-pole vault (see
Table 5.3). In these actions, the per-frame Accuracy shows a high correspondence
between the LSTM predictions and the ground-truth labels. However, some short
glitches of post-completion frames, made by LSTM’s back and forth transitions
between the two pre and post-completion labels, cause its premature detections of
the completion moment and consequently a relatively high RD error.
• Qualitative results - Figures 5.9 and 5.10 present some qualitative results for
detecting completion by the two temporal models. In Figure 5.9, the sequences
show four examples of success:
– The first sequence shows an HMDB-catch action, where both temporal models
perform comparably well.
– The second and third sequences, present samples of actions HMDB-catch and
UCF101-frisbee catch, where LSTM outperforms PCA-HMM. The complexity of the actions in these datasets causes PCA-HMM to detect completion
prematurely. It is forced to stay in post-completion afterwards. LSTM, on
the other hand, is better able to locate the discriminative features and detect
completion more accurately.
– The last sequence is an RGBD-AC-pick action, where PCA-HMM is not able
to detect any completion, despite the sequence being complete.
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PCA-HMM
LSTM
Ground truth
HMDB-drink

PCA-HMM
LSTM
Ground truth
HMDB-catch

PCA-HMM
LSTM
Ground truth
UCF101-frisbee catch

RGBD-AC-open
Figure 5.9: Examples of success for LSTM. While (a) shows comparable performance
of the two temporal models, in (b), (c) and (d) LSTM outperforms PCA-HMM. Pre and
post-completion are shown in orange and purple. The completion moment is shown by
a red circle.
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PCA-HMM
LSTM
Ground truth
HMDB-throw

PCA-HMM
LSTM
Ground truth
UCF101-pole vault

Figure 5.10: Examples of failure. LSTM fluctuates between pre and post-completion,
whereas PCA-HMM remains in post-completion once completion moment is detected.
In Figure 5.10, two examples of failure are presented:
– The first sequence presents an HMDB-throw action. This example shows the
frame-level predictions by LSTM, fluctuating between pre and post-completion
labels. This causes LSTM’s premature detection. In contrast, the PCA-HMM
model learns to stay in post-completion, once it makes the first transition.
– The second sequence is a UCF101-pole vault action. This example also shows
a glitch of post-completion frames by LSTM. In this sequence, we can see
that, even if LSTM is superior in the per-frame Accuracy, its RD error is
higher than PCA-HMM.

5.2.3

The significance of observing incompletion

To train our proposed model for completion detection, we have so far used all actions
available in both complete and incomplete classes. However, some of our actions present
no (or a few) incomplete sequences, while some others include sufficient samples from
both categories. In this experiment, we investigate how completion detection is affected
by the number of incomplete sequences in training.
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Trained on whole dataset

HMDB-pick
complete

UCF101-basketball
incomplete

UCF101-blowing candles
complete

incomplete

RGBD-AC-switch
complete

incomplete

RGBD-AC-open
complete

incomplete

RGBD-AC-pick
complete

Trained on only complete

incomplete

complete

incomplete

UCF101-soccer penalty
complete

incomplete

RGBD-AC-plug
complete

incomplete

RGBD-AC-pull
complete

incomplete

RGBD-AC-drink
complete

incomplete

Figure 5.11: Training on the whole dataset (in blue) vs training on only complete sequences (in green): Per action, the graphs on the left and the graphs on the right present
the results for complete and incomplete test sequences, respectively.
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Ground-truth

Trained on whole dataset

Trained on only complete

UCF101
complete

RGBD-AC
incomplete

complete

incomplete

Figure 5.12: Training on the whole dataset (in blue) vs training on only complete sequences (in green), per dataset (HMDB dataset is not shown here, as its only action pick
is already presented in Figure 5.11)
.
For this purpose, we train our LSTM models, only on complete sequences, but test on
both complete and incomplete sequences. We then use our cumulative metric CM (t)
from Eq. 5.11 and present the results in Figures 5.11 and 5.12 for our actions and
datasets, respectively. These results include all actions in RGBD-AC dataset, as this
dataset presents sufficient number of sequences for both complete and incomplete classes.
However, from HMDB and UCF101, we choose actions which contain more than 5% incomplete sequences, as excluding the few incomplete sequences from the rest does not
affect training considerably. In the figures, gray represents the ground-truth, blue shows
the results when the model is trained on the whole dataset, i.e. both complete and
incomplete sequences and green shows the results when the model is trained only on
complete sequences. Moreover, to show how training only on complete sequences affects
both complete and incomplete test data, we present their results separately. Per action/dataset, the graph on the left represents the results for the complete test sequences,
while the right one shows the results for the incomplete test sequences.
Figures 5.11 and 5.12 show that when the model is trained only on complete sequences
and then tested on the incomplete sequences (the graphs on the right per action/dataset),
the performance clearly deteriorates, as the method tends to label completion when the
action is not completed. This is shown by the increased distance between the green line
and the ground-truth, compared to the distance between the blue line and the groundtruth. For example, consider action HMDB-pick. Completion is falsely detected for only
32% of the incomplete test sequences, when trained on the whole dataset. However, this
number increases to 62% when trained only on complete sequences (For this numbers,
see the blue and green lines where they meet the ground-truth at t = 0). Such difference
between the blue and the green lines is even more considerable for actions in RGBD-AC
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dataset, such as switch, plug, open and drink.
In contrast, the performance of detecting completion for complete test sequences (the
graphs on the left per action/dataset), is less affected when training only uses complete
sequences. However, the method still tends to bring the completion moment prediction
forward. On the one hand, it corrects the overdue detections in most actions. For
example, consider the green line for complete test sequences of action RGBD-AC-open,
where completion is detected for 100% of sequences within 10 frames after the groundtruth, while it is detected for only 61% on the blue line within the same number of
frames. On the other hand, it also increases the number of premature detections in most
actions.
Summarising, this experiment shows that, excluding incomplete sequences from training
may cause the CNN learn incorrect features for completion detection and consequently,
lead our temporal models to detect completion prematurely in both complete and incomplete sequences. This proves completion detection benefits from the presence of
incomplete sequences and supports the need for learning from both complete and incomplete actions, especially when incomplete sequences are also present in testing.

5.3

Summary and Conclusions

In this chapter, we presented action completion detection as the task of localising the
moment in time when a human observer believes an action’s goal has been achieved, for
example an object has been picked up, or the light has been switched off. The approach
goes beyond sequence-level recognition of completion towards fine-grained perception of
completion at frame-level.
We proposed a supervised approach for detecting completion per action. Fine-tuned
CNN features were extracted per-frame and used to train temporal models. Two widely
used temporal models, HMM and LSTM, were applied and their results were validated
against the ground truth pre and post-completion labels.
We showed that, for detecting completion, fine-tuned CNN features outperform pretrained and hand-crafted features, as they capture the subtle changes in the scene when
the action is completed. We then compared the two temporal models in detecting completion and showed that LSTM outperforms HMM, especially when the conditions, in
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which the actions are performed, are more variable. We introduced a metric for completion detection to assess when completion is prematurely detected or when the decision is
overdue. We showed that LSTM could have fluctuations between the two pre and postcompletion labels. This may cause its premature localisation of the completion moment.
Finally, we showed that training completion detection benefits from the presence of both
complete and incomplete actions. In the next chapter, we will discuss how we deal with
the LSTM fluctuation problem by predicting a sequence-level completion moment.

Chapter

6

Temporal Models for Sequence-level
Action Completion Detection
In Chapter 5, we modelled an action’s progression in time, using HMM and LSTM
as two temporal models, and predicted frame-level pre and post-completionlabels. We
observed that, while LSTM can better model the complexity of the actions’ completion and therefore, outperforms HMM in detecting the completion moment, it may also
fluctuate between the two labels. In this chapter, we use the capability of LSTM in
temporal modelling, however, to detect a sequence-level completion moment, based on
all its frame-level predictions.
In our previous approach, both HMM and LSTM first modelled the actions’ temporal
dynamics and predicted the frame-level labels. Then, they detected the completion
moment, based on the decision of an individual frame, i.e. the first frame transitioning
from pre-completion to post-completion. However, evidence for detecting the completion
moment can be collected from decisions made by all (or any) frames in the sequence.
Based on this belief, we propose a temporal model for moment detection that first
learns local (i.e. frame-level) predictions and then goes towards global (i.e. sequencelevel) detection using all the local contributions.
Our proposed temporal model is a forward C-RNN, trainable end-to-end. It consists of
convolutional recurrent cells, which we refer to as ‘frame-level voting nodes’. Each node
votes for the completion moment using the observed visual evidence that is discriminative
for completion. The frame-level votes are finally accumulated to predict a sequence-level
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completion moment. Using such notion of voting, as making a sequence-level decision
based on the consensus of frame-level contributions, we achieve an approach to prevent
the effect of LSTM’s frame-level fluctuations. Compared to our previous frame-level
classifications by LSTM, we improve our total Accuracy by more than 3%, and RD error
by 5% (of the sequence length).
The remainder of this chapter is organised as follows: the proposed method in Section. 6.1, experimental results in Section. 6.2 and the chapter’s summary in Section. 6.3.
The work described in this chapter was published in [53].

6.1

Proposed Method

Labelled sequences for a given action are the input to our method. As in Chapter 5,
for each sequence m, one completion moment is labelled if present, which we refer to
as τm , such that 1 ≤ τm ≤ Tm , and Tm is the sequence length, or the sequence is
labelled as incomplete. The sequences are then given to our C-RNN model’s voting nodes,
predictions of which are used to vote for the completion moment. In this section, we first
describe the frame-level voting nodes in Section 6.1.1 and then show how the unfolded
temporal model, over a sequence, can accumulate votes towards moment detection in
Section 6.1.2.

6.1.1

Frame-level Voting Recurrent Node

Each frame in the sequence, whether prior to the completion moment, or post completion,
could contribute to the completion moment detection. As previously mentioned, we refer
to this contribution as “voting”, i.e. a frame can vote for when the action will be (or
has been) completed. Two ways are proposed in which such voting can take place:
• Classification Voting: At each time step t, the sequence is split into two parts:
[1 · · · t] and [t + 1 · · · T ], where T is the sequence length. The classification vote
primarily distinguishes the split within which the completion moment resides.
• Regression Voting: As the sequence evolves, the temporal model should be able to
also predict the duration of time until a potential completion in the pre-completion
stage. Moreover, post-completion frames are informative in predicting how long in
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the past has the completion moment taken place. Thus, at each time step t, the
relative position of the completion moment is predicted, normalised to allow for
sequences of various lengths.
Figure 6.1 shows the architecture of our proposed frame-level voting recurrent node,
which can be used to predict both the classification and regression votes defined above,
trained using a joint classification-regression loss function. Each input frame is passed
through convolutional, pooling and fully connected layers to extract features. This feature extraction uses the same CNN architecture as illustrated in Figure 5.3. Then, an
LSTM layer combines past information with the current observation. The LSTM output
ht is trained to perform frame-level classification as well as frame-level regression. The
proposed voting mechanisms are described next:

Figure 6.1: The input image passes through convolutional, pooling and fully-connected
layers, and then an LSTM cell to capture temporal dependencies from the past. The
node outputs classification VCt and regression VRt votes for the completion moment.

Frame-Level Classification Voting (VCt ): To decide the prior or posterior position of
the current time step t, relative to the completion moment, we primarily need to predict
whether the current observation is pre or post-completion. Classifying a frame into pre or
post-completion stages guides the completion moment to be after or before the inspected
frame, respectively. Thus, similar to our classification approach in Chapter 5, we train
for VCt by classifying the current observation, using a Sigmoid cross-entropy loss function
on top of the LSTM hidden layer, such that

Ct

= g(Wc ht + Bc ) ,

LCt = −(yt log(Ct ) + (1 − yt )log(1 − Ct )) ,

(6.1)
(6.2)

where Wc and Bc are the weights and biases for classification, respectively, g is the
Sigmoid activation function and yt is the supervised label. The pre- and post- class
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labels are assigned to all frames t < τ and t ≥ τ , respectively; sequence subscript is
removed for simplicity.
The classifier then allows to vote for the presence of the completion moment in one of two
splits of the sequence, namely [1 · · · t] or [t + 1 · · · T ]. Specifically, if the observation at
time t is classified as being pre-completion, then the completion moment is believed to be
within [t + 1 · · · T ], or could be incomplete. To account for incompletion, we extend the
end of the second split to T + 1, to allow votes to be cast for an incomplete sequence, so
the second split becomes [t + 1 · · · T + 1]. Otherwise, the completion moment is believed
to be within [1 · · · t]. The classification vote contributes equally to voting within the
split. We define VCt as a one-dimensional vector of length T + 1, representing the vote
assigned to all frames in the sequence. For each frame j, the vote cast by the current
frame t, VCt (j), is

VCt (j) =


1


 T −t+1

1

t



0

j > t ∧ Ct = pre
j ≤ t ∧ Ct = post

∀j = 1 · · · T + 1.

(6.3)

otherwise

Figure 6.2 illustrates the frame-level classification voting for frames classified as pre and
post-completion. A frame predicted as pre-completion, shown in orange, votes equally
for all the frames afterwards, whereas a post-completion frame, in purple, votes for all
its previous frames. These frame-level classification votes VCt are then accumulated (see
Sec. 6.1.2).
Frame-Level Regression Voting (VRt ): While VCt assigns an equal vote to all frames
within each of the splits in the sequence, defined by t, regression voting VRt provides
stronger evidence that can localise the completion moment, by predicting its relative
position to t. This relative position encapsulates the remaining time to or elapsed time
from the completion moment. We compute the relative time as that between t and
the completion moment τ , normalised by τ , i.e. rt = t−τ
. Similar underlying linear
τ
assumption for the progression of the actions has been utilised by works, such as [3, 7].
However, rt in our approach provides a more robust relative temporal position than the
alternative t−τ
which would differ with the length of the sequence. Note that this value
T
is negative during pre-completion, that is t < τ .
To train for frame-level regression, the hidden output ht in the voting recurrent node
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Wc pre

VC t

Wr -0.2

V Rt

VC t

t

T

j

(a)

ht

Wc post

VC t

Wr 0.2

V Rt

VC t

1

t

j

(b)
Figure 6.2: Frame-level classification voting: (a) pre-completion and (b) post-completion
frames vote equally for their succeeding and preceding temporal regions, respectively.

learns to predict the relative time, using a Euclidean loss function, to obtain

Rt

= Wr ht + Br ,

(6.4)

LRt = (Rt − rt )2 ,

(6.5)

where Wr , Br and rt are the weights, biases and Ground-truth label for regression,
respectively. Rt can then be used to predict the completion moment at the corresponding
time t as f (t, Rt ) = Rtt+1 .
Similar to classification voting, we define VRt as a one-dimensional voting vector, and use
a Gaussian with uncertainty σG around the predicted completion moment, f (t, Rt ), such
that
VRt (j)

= βe

−(j−f (t,Rt ))2
2σ 2
G

∀j = 1 · · · T + 1,

(6.6)

where β represents the inverse of the selected area under the curve of the Gaussian. Experimentally, we only compute the regression vote within a window of size αT around the
predicted completion moment, f (t, Rt ), in order to reduce the complexity of calculating
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Wr -0.2
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j

(a)

ht

Wc post
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Wr 0.2

V Rt

V Rt

1

t

j

(b)
Figure 6.3: Frame-level regression voting: frames use the predicted (a) remaining or (b)
elapsed time relative to the completion moment to vote with a Gaussian distribution.

the vote for all time steps in the sequence.
Figure 6.3 illustrates the frame-level regression voting. When the regression output is
negative, shown in orange, frame t uses the predicted relative distance to vote for the
completion moment in its consequent frames. Conversely, it votes for a previous frame,
when the regression output is positive, shown in purple.
Training Loss: As a forward recurrent neural network, we can then train all parameters
using a combined loss on all sequences and their frames, specified as,

Tm
X 1 X

L=
(LCtm + LRtm ) ,
Tm t =1
m

(6.7)

m

allowing all sequences to contribute equally to the loss function regardless of the sequence
length. The loss is propagated back through the recurrent voting nodes.
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Sequence-level prediction of completion moment

The votes by individual frames are accumulated to make sequence-level predictions of the
completion moment. Note that, our proposed method does not propagate ambiguity in
the decisions of the individual frames, and assumes each frame is equally certain about
its votes. However, we will discuss integrating frame voting uncertainty by learning
temporal attention in the next chapter. Here though, we focus on assessing the robustness
of accumulating the classification vs the regression votes as follows:
• Classificationpre -Classificationpost (C-C): all frames use classification-based
voting, such that
VC−C =

X

VCt ,

(6.8)

t

• Regressionpre -Regressionpost (R-R): all frames vote using their regressionbased voting, such that
VR−R =

X

VRt ,

(6.9)

t

• Regressionpre -Classificationpost (R-C): frames classified as pre-completion use
their regression-based voting, while post frames use classification-based voting,
such that
VR−C =

X

VRt +

t:Ct =pre

X

VCt ,

(6.10)

t:Ct =post

• Classificationpre -Regressionpost (C-R): frames classified as pre-completion use
their classification-based voting, while post frames use regression-based voting,
such that
VC−R =

X
t:Ct =pre

VCt +

X

VRt .

(6.11)

t:Ct =post

The predicted sequence-level completion moment t̂ is then the frame with the maximum
accumulative vote:
t̂ = arg max V (j).
j

(6.12)
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Fig. 6.4 illustrates the various approaches to frame-based votes.

Figure 6.4: Sequence-level completion detection, by accumulating frames’ votes, in a
sample sequence from action basketball with 100 frames length and the completion moment at frame 70. The schemes use classification and/or regression voting for pre and/or
post-completion frames.

6.2

Experimental Results

Datasets, Evaluation Metrics and Implementation Details: The datasets and
evaluation metrics used for detecting the completion moment in this chapter are the
same as those explained in Section 5.2. The evaluation metrics use Eq. 5.9, Eq. 5.10
and Eq. 5.11 for Accuracy, RD error and CM (t), respectively. Also, while our proposed
method represents an end-to-end trainable model, in the presented results, we train a
CNN and feed the F C7 features into the LSTM with all the implementation details
similar to those explained in Section 5.2. Efficient end-to-end training of the proposed

RGBD-AC

UCF101

HMDB
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catch
drink
pick
pour
throw
basketball
blowing candles
frisbee catch
pole vault
soccer penalty
switch
plug
open
pull
pick
drink
total
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Pre-V
77.3
77.3
80.6
76.5
68.7
86.5
86.8
81.7
85.0
85.5
99.9
98.3
91.1
97.7
91.5
88.6
85.0

VRT
79.1
69.3
79.5
68.3
74.3
78.0
88.3
84.1
83.3
86.6
93.9
93.2
86.1
89.1
89.1
79.0
82.2

Accuracy
C-C R-R
75.9 80.5
73.2 78.0
79.7 79.9
71.1 80.0
63.4 74.6
84.5 79.5
86.4 84.2
80.3 78.3
82.6 88.4
85.8 87.1
99.9 98.1
98.5 96.1
91.1 86.7
97.8 94.1
89.9 93.2
85.3 90.9
83.2 84.9

R-C
76.7
75.9
74.7
78.7
65.8
79.1
78.2
74.6
80.1
85.6
92.7
93.0
80.4
91.5
83.6
85.8
80.4

C-R
82.3
80.5
84.2
81.2
80.4
85.1
90.9
85.9
90.6
88.5
98.9
97.2
89.9
97.0
95.0
92.1
88.1

Table 6.1: Results on all 16 actions, comparing Accuracy of frame-level classification,
last-frame regression and the four sequence-level voting schemes.
temporal model is challenging using available hardware, and is left for future work.
Parameters used for voting, i.e. α, β and σG , are set to 0.1, 0.5 and 30, respectively.
Results: We now present our results to evaluate the proposed method for sequence-level
completion detection, using our evaluation metrics. In the following, we first present
Accuracy and RD error of our proposed method. Then, we present per action and per
dataset graphs using cumulative metric CM (t) from Eq. 5.11. Finally, we show some
qualitative results for success and failure cases of our methods.
• Performance Analysis using Accuracy and RD Error - We present the
results for our four voting approaches, i.e. C-C, R-R, R-C and C-R in the last four
columns of Tables 6.1 and 6.2, comparing their Accuracy and RD, respectively.
These results show that C-R voting outperforms R-R and R-C in all actions of the
three datasets. C-R also outperforms C-C for most actions. It is only in four actions
of the RGBD-AC dataset that they perform comparably. This outcome shows that
pre-completion frames, while confident about the completion moment being later,
are unable to robustly predict the remaining time to completion. In contrast, a
post-completion frame which has indeed observed the completion moment is able
to have a more reliable prediction of its relative position via regression. This also
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RGBD-AC

UCF101

HMDB
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catch
drink
pick
pour
throw
basketball
blowing candles
frisbee catch
pole vault
soccer penalty
switch
plug
open
pull
pick
drink
total

Pre-V
0.23
0.21
0.22
0.23
0.32
0.21
0.16
0.24
0.19
0.15
0.00
0.02
0.12
0.10
0.11
0.11
0.17

VRT
0.21
0.31
0.20
0.32
0.26
0.22
0.12
0.16
0.17
0.13
0.06
0.07
0.14
0.11
0.11
0.21
0.18

RD
C-C R-R
0.24 0.20
0.27 0.22
0.20 0.20
0.29 0.20
0.37 0.25
0.16 0.20
0.14 0.16
0.20 0.22
0.17 0.12
0.14 0.13
0.00 0.02
0.01 0.04
0.09 0.13
0.02 0.06
0.10 0.07
0.15 0.09
0.17 0.15

R-C
0.23
0.24
0.25
0.21
0.34
0.21
0.22
0.25
0.20
0.14
0.07
0.07
0.20
0.08
0.16
0.14
0.20

C-R
0.18
0.19
0.16
0.19
0.20
0.15
0.09
0.14
0.09
0.11
0.01
0.03
0.10
0.03
0.05
0.08
0.12

Table 6.2: Results on all 16 actions, comparing RD of frame-level classification, lastframe regression and the four sequence-level voting schemes.
explains the poor results of method R-C in which only pre-completion frames use
regression-based voting.
In the first two columns of Tables 6.1 and 6.2, we also present the Accuracy and
RD of two baseline methods as follows:
– Pre-Voting (Pre-V): The classification output of the LSTM hidden layer
is used solely without voting and the first predicted post-completion frame is
considered as t̂. Note that, Pre-V results were already presented and discussed
in Chapter 5, as the frame-level classifications by the LSTM model in Section 5.2.2. From those results, we observed that LSTM frame-level predictions
may fluctuate between pre and post-completion labels.
In total, the Accuracy and RD error of our proposed method in this chapter have both improved (by 3% and 5%, respectively) over Pre-V baseline.
Specifically, for HMDB and UCF101 datasets, the proposed method outperforms the frame-level classification results by Pre-V. This is mainly due to
Pre-V’s frame-level fluctuations between the two pre and post-completion labels and shows that a more reliable detection is achieved when evidence is
collected and accumulated from all the frames in the sequence rather than
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individual frames. However, for RGBD-AC, Pre-V also performs comparable
to our proposed voting approaches. This is because the RGBD-AC dataset
is captured in one environment with a single viewpoint and thus the framelevel classifications tend to generalise easily to new sequences. Note that for
action basketball from UCF101, while Pre-V performs highly on the accuracy
evaluation metric, the RD error is higher than that of our proposed method.
– Last-frame regression (VRT ): As a forward RNN is used, one might question
whether the accumulated result at the end of the sequence is in fact sufficient.
Thus, we only use the regression vote of the last frame. In other words,
the frame, for which the last frame of the sequence has voted via regression
voting, is detected as the completion moment, i.e. t̂ = arg maxj VRT (j). For
simplicity, we shortly call this last frame regression vote as VRT . The results in
Tables 6.1 and 6.2 show that VRT is less robust than accumulating votes from
all frames. This confirms the superior performance of such accumulation over
the decision of individual frames.
Further action-specific results for comparing Accuracy and RD of complete and
incomplete test sequences, separately, are presented in Section 6.4 (Tables 6.3
and 6.4).
• Performance Analysis using CM (t) - For the next set of results, we use Eq. 5.11
to show the cumulative number of sequences which detect completion within a
non-absolute time difference relative to the ground-truth. We compare the highest
accurate voting method C-R against the baseline method Pre-V and present the
action and dataset specific results in Figures 6.5 and 6.6, respectively.
These results show the superior performance of C-R in total. In particular, they
show that method C-R has less premature detections, as it keeps closer to the
ground-truth than Pre-V, when the time shift t is less than 0. This, on one hand,
is due to predicting a sequence-level completion moment by C-R which has addressed the premature detections, made by the LSTM frame-level fluctuations in
Pre-V. On the other hand, it is based on how method C-R, specifically, accumulates the frame-level votes. In other words, in C-R, the classification votes from
pre-completion frames are increasingly accumulated by progressing towards the
end of the sequence. This prevents premature detections which could be caused by
regression votes of individual misclassified post-completion frames. We illustrate
this effect in Figure 6.7, for an incomplete sequence of action pick. In this example, the classification votes prevail the regression votes cast by a few misclassified
post-completion frames.
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Ground-truth

HMDB-catch

HMDB-drink

HMDB-pour

UCF101-basketball

Pre-V

HMDB-pick

HMDB-throw

UCF101-blowing candles

UCF101-pole vault

C-C

UCF101-frisbee catch

UCF101-soccer penalty

RGBD-AC-switch

RGBD-AC-plug

RGBD-AC-open

RGBD-AC-pull

RGBD-AC-pick

RGBD-AC-drink

Figure 6.5: C-R vs Pre-V. The graphs show CM (t) vs t, per action. Ground-truth,
Pre-V and C-R are presented in gray, blue and red, respectively.
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Ground-truth

HMDB

Pre-V

UCF101

C-C

RGBD-AC

Figure 6.6: C-R vs Pre-V. The graphs show CM (t) vs t for all action sequences in each
dataset.
However, in the results, C-R also shows more overdue detections than Pre-V (when
t > 0), for some actions, such as UCF101-basketball and HMDB-pole vault. This
happens due to a similar reason explained above. When the evidence collected
for post-completion is not sufficient, the classification votes by misclassified precompletion frames overcome the regression votes of the correctly classified postcompletion frames and make the detection overdue. Note that, the improvement
in the premature detections is due to addressing the two issues mentioned above,
i.e. prediction of a sequence-level completion moment and accumulation of the precompletion votes by method C-R. However, the increase in the overdue detections
is only due to the latter issue being addressed. This makes the correction in the
premature detections happen more frequently and thus, the results show an overall
improvement.
• Qualitative results - We finally present some qualitative results in Figures 6.8
and 6.9. The first four sequences in Figure 6.8 show examples of success:
– The first sequence is a complete UCF101-soccer penalty, for which, only CR matches exactly the ground-truth with Pre-V and C-C giving comparable
results. Using regression-voting for pre-completion frames negatively affects
the completion moment detection.
– The second sequence, from action HMDB-pole vault, shows fluctuating framelevel classifications by Pre-V. C-R provides the closest estimation for the
completion moment.
– The third sequence is a complete HMDB-pour. The completion moment, i.e.
when the liquid is poured, is predicted as the closest to the ground-truth
by C-R. In this sequence, C-R has benefited from regression votes, by postcompletion frames. In contrast, R-R and R-C present overdue detections
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C-R

incomplete
sequence

V

C-R
j
Pre-V
VC

VC

VC

VC

VC

VC

All next frames All next frames All next frames All next frames All next frames All next frames
Voting
Node

Voting
Node

Voting
Node

Voting
Node

Voting
Node

Voting
Node

VR

VC

VR

VC

Frame no. 50

All next frames

Frame no. 48

All next frames

Voting
Node

Voting
Node

Voting
Node

Voting
Node

Figure 6.7: No completion is correctly detected by C-R for an incomplete sequence of
action pick. In method C-R, classification votes prevail regression votes when there is
not sufficient evidence for completion.
caused by their pre-completion regression votes.
– The last sequence, which is an incomplete HMDB-pick, shows that, the classification votes by pre-completion frames in C-R have prevailed a few misclassified post-completion frames (as illustrated in Figure 6.7). Method C-C has
also been able to correctly detect no completion.
The last two sequences in Figure 6.9 show two examples of failure for C-R:
– The first sequence presents a complete UCF101-frisbee catch, in which, a few
post-completion frames are detected by frame-level classification in Pre-V.
This does not provide sufficient evidence of completion for the regressionvoting by post-completion. Thus, C-R is not able to detect completion. Note
that the reason for such misclassification was illustrated in Figure 6.7.
– The second example is also a complete sequence from action HMDB-drink,
in which, the subject uses a straw to drink. None of our methods can detect
completion for this sequence, as the position of the glass in the subject’s hand,
even after starting to drink, is similar to pre-completion. Such cases could be
addressed by availing enough training sequences for drinking with straw1 .
1

Video of results is available at: https://youtu.be/Hrxehk3Sutc.
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Pre-V
V RT
C-C
R-R
R-C
C-R
Ground truth

UCF101-soccer penalty

Pre-V
V RT
C-C
R-R
R-C
C-R
Ground truth

UCF101-pole vault

Pre-V
V RT
C-C
R-R
R-C
C-R
Ground truth

HMDB-pour

Pre-V
V RT
C-C
R-R
R-C
C-R
Ground truth

HMDB-pick
Figure 6.8: Sample success results. While all voting approaches prevent the fluctuations in the LSTM frame-level classification labels, C-R proves to be the best by using
classification and regression votes for pre and post-completion frames, respectively.
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Pre-V
V RT
C-C
R-R
R-C
C-R
Ground truth

UCF101-frisbee catch

Pre-V
V RT
C-C
R-R
R-C
C-R
Ground truth

HMDB-drink
Figure 6.9: Sample failure results for C-R due to insufficient evidence collected for postcompletion (in the first sequence) or insufficient training data (to drink from a straw in
the second sequence).

6.3

Summary and Conclusions

In this chapter, we continued investigating the completion detection problem. We proposed a supervised approach for sequence-level moment detection which applies an endto-end trainable recurrent model to output frame-level classification and regression predictions. While the former is a classification between pre and post-completion labels,
the latter estimates the frame’s relative distance to the completion moment. Each frame
then uses these two predictions to vote for the completion moment via classification and
regression-based voting approaches. Via this voting, individual frames can contribute
to predicting a sequence-level completion moment. We finally proposed four methods
to accumulate frame-level votes. Results showed that using classification voting for precompletion frames, and regression-voting for post-completion frames achieves the overall
best result. The proposed temporal model can be used as a powerful learning method
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for moment detection in actions, for and beyond action completion.
As stated before, our proposed method in this chapter assumes an equal importance of
the frame-level contributions to the sequence-level completion moment prediction. In
the next chapter, we will investigate incorporating a temporal attention mechanism to
our method, in which, the temporal regions are weighted based on how discriminative
they are for completion detection.
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Supplementary Results

For completion, we present the full set of results in two tables.
• Table 6.3 presents the accuracy for complete and incomplete sequences of the three
datasets separately. For the 362 incomplete sequences, across all datasets, the
accuracy when using the C-R method is 96.1%. For the 1196 complete sequences,
the accuracy when using the C-R method is 85.6%.
• Table 6.4 shows the RD evaluation measure for the complete and incomplete sequences of the three datasets separately. Again, C-R voting has the lowest RD
error with 0.14 for all complete sequences and 0.04 for all incomplete sequences.
• We also present the accumulative percentage of sequences which detect the completion moment within a certain threshold in Fig. 6.10. We define that threshold
as the absolute difference, in frames, between the predicted and ground-truth
completion moments. Results are shown for the C-R method. We correctly detect
the completion moment within 1 second (30 frames) in 89% of all test sequences,
and within 0.5 second (15 frames) in 74% of sequences. Also completion moment
is detected for 30.4% of sequences at the very same frame as ground-truth (i.e. 0
frame difference). Graphs are plotted for each of the 16 actions as well as the total
of all actions.
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catch

HMDB

drink

pick

pour

throw

basketball

UCF101

blowing candles

frisbee catch

pole vault

soccer penalty

switch

RGBD-AC

plug

open

pull

pick

drink

complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total

complete
incomplete
total
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No.
99
0
99
96
4
100
76
22
98
98
1
99
95
3
98
102
32
134
59
50
109
125
0
125
142
3
145
95
42
137
35
32
67
37
36
73
36
32
68
34
37
71
33
36
69
34
32
66
1196
362
1558

Pre-V
77.3
77.3
76.6
92.4
77.3
79.4
84.4
80.6
77.3
4.5
76.5
67.2
100.0
68.7
84.7
92.3
86.5
80.3
94.2
86.8
81.7
81.7
85.0
87.4
85.0
85.3
86.0
85.5
99.8
100
99.9
96.8
99.8
98.3
84.6
98.3
91.1
96.4
98.9
97.7
92.4
90.7
91.5
89.3
87.9
88.6
82.3
93.4
85.0

VRT
79.1
79.1
68.5
87.4
69.3
75.4
92.0
79.5
68.5
50.5
68.3
73.3
95.6
74.3
73.1
93.9
78.0
80.7
96.8
88.3
84.1
84.1
83.3
81.8
83.3
83.5
93.5
86.6
88.7
99.7
93.9
90.0
96.4
93.2
75.3
98.4
86.1
85.2
92.6
89.1
83.3
94.3
89.1
66.3
92.5
79.0
78.1
94.8
82.2

Accuracy
C-C R-R
75.9
80.5
75.9
80.5
72.0
77.3
99.5
94.0
73.2
78.0
78.2
79.4
84.1
81.5
79.7
79.9
71.9
80.7
2.7
17.1
71.1
80.0
61.7
74.1
100.0 84.6
63.4
74.6
80.3
79.6
97.7
79.2
84.5
79.5
78.5
78.4
95.3
90.6
86.4
84.2
80.3
78.3
80.3
78.3
82.4
88.5
88.5
84.0
82.6
88.4
84.4
86.8
88.8
87.7
85.8
87.1
99.8
96.3
100.0 100.0
99.9
98.1
97.1
92.8
100.0 99.4
98.5
96.1
83.1
86.9
100.0 86.4
91.1
86.7
95.4
95.4
100.0 92.8
97.8
94.1
90.9
93.0
89.0
93.4
89.9
93.2
83.1
92.7
87.6
89.0
85.3
90.9
79.6
83.1
94.3
90.4
83.2
84.9

R-C
76.7
76.7
75.3
88.3
75.9
77.5
66.4
74.7
79.5
9.0
78.7
64.9
86.0
65.8
78.2
82.0
79.1
67.9
89.7
78.2
74.6
74.6
79.8
92.1
80.1
83.6
90.0
85.6
86.0
100.0
92.7
86.3
100.0
93.0
80.3
80.5
80.4
85.9
96.7
91.5
76.3
90.2
83.6
87.9
83.5
85.8
77.7
88.8
80.4

C-R
82.3
82.3
80.0
91.7
80.5
82.6
88.9
84.2
81.9
22.5
81.2
79.5
100.0
80.4
81.1
97.8
85.1
84.1
98.5
90.9
85.9
85.9
90.6
90.9
90.6
86.9
92.1
88.5
98.0
100.0
98.9
94.4
100.0
97.2
80.9
100.0
89.9
95.9
98.1
97.0
95.4
94.5
95.0
92.8
91.3
92.1
85.6
96.1
88.1

Table 6.3: Results on 16 actions, comparing Accuracy of frame-level classification, lastframe regression and the four sequence-level voting schemes, for complete and incomplete
actions, separately.
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catch

HMDB

drink

pick

pour

throw

basketball

UCF101

blowing candles

frisbee catch

pole vault

soccer penalty

switch

RGBD-AC

plug

open

pull

pick

drink

complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total
complete
incomplete
total

complete
incomplete
total

Pre-V
0.23
0.23
0.21
0.38
0.21
0.20
0.29
0.22
0.22
0.97
0.23
0.33
0.00
0.32
0.19
0.27
0.21
0.20
0.11
0.16
0.24
0.24
0.19
0.18
0.19
0.15
0.16
0.15
0.00
0.00
0.00
0.04
0.01
0.02
0.13
0.12
0.12
0.05
0.14
0.10
0.09
0.13
0.11
0.09
0.12
0.11
0.19
0.13
0.17

VRT
0.21
0.21
0.32
0.13
0.31
0.25
0.08
0.20
0.31
0.50
0.32
0.27
0.04
0.26
0.27
0.06
0.22
0.19
0.03
0.12
0.16
0.16
0.17
0.18
0.17
0.17
0.06
0.13
0.11
0.00
0.06
0.10
0.04
0.07
0.25
0.02
0.14
0.15
0.07
0.11
0.17
0.06
0.11
0.34
0.08
0.21
0.22
0.05
0.18

RD
C-C R-R
0.24
0.20
0.24
0.20
0.28
0.23
0.00
0.06
0.27
0.22
0.22
0.21
0.16
0.18
0.20
0.20
0.28
0.19
0.97
0.83
0.29
0.20
0.38
0.26
0.00
0.15
0.37
0.25
0.20
0.20
0.02
0.21
0.16
0.20
0.22
0.22
0.05
0.09
0.14
0.16
0.20
0.22
0.20
0.22
0.18
0.12
0.11
0.16
0.17
0.12
0.16
0.13
0.11
0.12
0.14
0.13
0.00
0.04
0.00
0.00
0.00 0.02
0.03
0.07
0.00
0.01
0.01 0.04
0.17
0.13
0.00
0.14
0.09 0.13
0.05
0.05
0.00
0.07
0.02 0.06
0.09
0.07
0.11
0.07
0.10
0.07
0.17
0.07
0.12
0.11
0.15
0.09
0.20
0.17
0.06
0.10
0.17
0.15

R-C
0.23
0.23
0.25
0.12
0.24
0.23
0.34
0.25
0.20
0.91
0.21
0.35
0.14
0.34
0.22
0.18
0.21
0.32
0.10
0.22
0.25
0.25
0.20
0.08
0.20
0.16
0.10
0.14
0.14
0.00
0.07
0.14
0.00
0.07
0.20
0.19
0.20
0.14
0.03
0.08
0.24
0.10
0.16
0.12
0.17
0.14
0.22
0.11
0.20

C-R
0.18
0.18
0.20
0.08
0.19
0.17
0.11
0.16
0.18
0.77
0.19
0.21
0.00
0.20
0.19
0.02
0.15
0.16
0.02
0.09
0.14
0.14
0.09
0.09
0.09
0.13
0.08
0.11
0.02
0.00
0.01
0.06
0.00
0.03
0.19
0.00
0.10
0.04
0.02
0.03
0.05
0.05
0.05
0.07
0.09
0.08
0.14
0.04
0.12

Table 6.4: Results on 16 actions, comparing RD of frame-level classification, last-frame
regression and the four sequence-level voting schemes, for complete and incomplete actions, separately.
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Figure 6.10: Cumulative percentage of sequences where the completion moment is detected within x frames. Acceptance threshold x is shown on the x-axis. Results are
shown for each of the 16 actions as well as across all actions.

Chapter

7

Weakly-Supervised Completion
Detection using Temporal Attention
Completion recognition, as presented in Chapter 4, assessed an action’s goal completion
by assigning sequence-level complete and incomplete labels to it. On the other hand,
completion detection, discussed in Chapters 5 and 6, predicted frame-level pre and postcompletion labels to present a finer-grained analysis of the action’s temporal progression
towards its completion moment. In this chapter, we also investigate the completion
detection problem. However, we differ from our previous methods in the supervision
by which we learn to localise the completion moment. Here, for addressing completion
detection, we apply the supervision we previously used in completion recognition.
Our proposed models for detecting completion, discussed so far, are all fully-supervised,
as they avail frame-level pre and post-completion labels to be trained. To provide these
labels, the action sequences need to be annotated with the completion moment by looking through their temporal dimension and spotting the moment at which the action’s
goal is achieved. However, such completion moment annotation could be highly subjective, noisy, time-consuming and expensive [87, 88, 114]. This motivates us to propose
a method for detecting completion with weak supervision. In this context, weak supervision means applying only weak video-level complete and incomplete labels during
training, but predicting the completion moment and accordingly, the frame-level pre and
post-completion labels during inference. Figure 7.1 illustrates frame-level and sequencelevel labels for two sequences of action blowing candles, where one is complete and the
other is incomplete. These examples show that assigning the sequence-level complete
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completion moment

Complete blowing candles: Frame-level pre and post-completion labels

Incomplete blowing candles: Frame-level pre-completion labels
completion moment

Complete blowing candles: Sequence-level complete label

Incomplete blowing candles: Sequence-level incomplete label
Figure 7.1: While frame-level labels (two top sequences) are used in our previous fullysupervised approaches, we detect the completion moment only using weak labels, i.e.
sequence level complete and incomplete (two bottom sequences).

and incomplete labels to the actions is not only easier, but is also less subjective. In
other words, confirming completion of these actions at sequence-level requires an overall
look at the video, while spotting the moment at which all the flames are extinguished
needs closely tracking the action’s progression in time and choosing the completion frame
among the very similar frames around it.
In order to detect the completion moment using only weak video-level labels, we propose
to first classify complete actions vs incomplete ones and at the same time, learn to localise
the temporal regions in the sequence which contain the most discriminative information
for this classification. We achieve this by applying a soft temporal attention mechanism,
while we train our model to recognise completion with sequence-level complete and
incomplete labels. Then, we collect evidence for completion from all the frames in the
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sequence and weight them by the learnt attention. The completion moment is finally
inferred by accumulating this weighted evidence.
Note that, our voting approach, presented in Chapter 6, also accumulated frame-level
contributions along the sequence, however with full supervision and without temporal
attention. In addition to our weakly-supervised approach, we propose to apply temporal
attention learning in a fully-supervised method to detect completion. We show that
both weakly and fully-supervised approaches benefit from the learnt attention. They
outperform their baselines, where the completion evidence is weighted equally along the
sequence, by 15% and 3%, respectively.
The remainder of this chapter is organised as follows: we first discuss our proposed
method in Sec. 7.1; we then present the experiments and results in Sec. 7.2 and finally
conclude this chapter in Sec. 7.3. The work described in this chapter was published
in [54].

7.1

Proposed Method

We now discuss our proposal for completion detection with weak and full supervision
using temporal attention. Our weakly-supervised approach, presented in Section 7.1.1,
receives video sequences as input, where they are assigned sequence-level complete and
incomplete labels. Our fully-supervised approach, presented in Section 7.1.2, also receives
video sequences, but along with their completion moment annotations. Then, in both
approaches, the input sequences go through convolutional and fully-connected layers to
extract features. The features are then applied to train two recurrent cells, one for
completion prediction and one for temporal attention. The learnt attention is applied to
weight the completion evidence during inference and predict the completion moment.

7.1.1

Temporal Attention for Weakly-Supervised completion
moment Detection

Our method for weakly-supervised completion moment detection, when only video-level
annotations are present, is proposed as follows. Assume Xm = {x1m , · · · xTm } are the
w
frames in video m of length T where an action has been attempted, and ym
∈ {0, 1} is
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the binary weak video-level label, indicating whether the attempt has been successfully
completed or not. Our method takes as input both complete and incomplete sequences
of the same action.

Completion
LSTM

To predict the completion moment with weak supervision, we use a convolutional framelevel feature extracting network, followed by two recurrent cells for completion prediction (Completion LSTM) and temporal attention prediction (Attention LSTM), trained
jointly with a cross-entropy loss function. Figure 7.2 depicts our architecture, showing
the per-frame feature extraction and recurrent nodes along with the training loss. In the
following, we discuss feature extraction and temporal modelling in more details.

Attention
LSTM

Conv1_1

loss

FC6
FC7

Completion
Recurrent
Node

Figure 7.2: A completion node consists of convolutional and fully-connected layers, followed by two LSTM cells. One LSTM outputs the completion scores and the other
outputs the attention scores.

Feature extraction: We train a convolutional network, with the same architecture
w
as illustrated in Figure 5.3, by propagating the video-level label ym
to all frames in a
video. This means that all frames in a complete sequence are labelled with the same
complete label, while all frames in an incomplete sequence are labelled with the same
incomplete label. This is based on the realistic assumption that, although up to the
completion moment, both complete and incomplete sequences are indistinguishable, after
completion, there are appearance distinctions between the frames to signify completion.
Thus, the feature extraction network learns to distinguish between such frames with more
discriminative evidence. Note that, the temporal attention network which is embedded
in our temporal modelling, following the feature extraction network, is then responsible
for weighting these frames highly to contribute to the completion moment detection more
than other frames.
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We then optimise the network using the cross-entropy loss,
LF =

M X
Tm
X


w
w
) log(1 − f c (φ(xtm ))) ,
logf c (φ(xtm )) + (1 − ym
− ym

(7.1)

m=1 t=1

where M is the number of sequences. The loss is optimised over all frames in all sew
quences, comparing the video-level labels ym
against classification outputs f c (), while
frame-level features φ(xtm ) are accordingly trained. These learnt features form a good
base for completion moment detection, to be refined by the recurrent cells.
Temporal modelling: We apply recurrent models, namely LSTM networks, to encode
the actions’ evolution for a frame-level classification, as well as learning temporal attention. Such joint use of two recurrent networks have been explored by other works, such
as [99, 121]. However, one would question the necessity of temporal attention learning
while the main classification LSTM network, itself, is designed to remember the useful
information from the past. In fact, the classification LSTM makes predictions per time
instant, based on a forward pass and without any chance to revisit the more discriminative information. Learning temporal attention, however, gives our model the ability to
keep such salient regions and highly weigh their corresponding predictions.
We train the two LSTMs jointly, one for temporal attention, i.e. to learn the relevance
of each frame t to completion moment detection, at , and one to predict temporallyevidenced completion scores, st . The temporal attention network is a standard LSTM,
taking the features φ(xt ) as input - note that we simplified the notation xtm to xt as the
LSTM is trained and evaluated on one sequence. We compute the attention scores by
applying a softmax function to the output nodes of this LSTM, oat , across the temporal
dimension such that,
a

at =

eot
.
T
P
oa
ej

(7.2)

j=1

The second LSTM, also takes the same input φ(xt ), and its output ost is then combined
with the attention at to produce weighted completion scores per frame as,
st =

1
s .
1 + e−at ot

(7.3)

The scores st are the confidence of observing completion at frame t. In other words, a
frame with a high st has observed distinctive signatures for completion, making it more
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Σ

Argmax
j

Figure 7.3: Weakly-supervised, the learnt attention scores (red distribution) and completion confidence scores are combined to infer the completion moment, t̂ (Eq 7.4). The
frames depict a complete sequence of action blowing candles and colors green and blue
represent the observed evidence for completion and incompletion, respectively.

confident that the sequence has been completed, with 1 − st reflecting the confidence for
incompletion. We use these frame-level predictions to compute the completion moment
such that,
j
T
X
X

t̂ = arg max
(1 − st ) +
st .
j

t=1

(7.4)

t=j+1

The predicted completion moment t̂ is one where the score for completion beyond frame j
as well as the score for incompletion before frame j are the maximum. Figure 7.3 illustrates how the frame-level predictions are accumulated to infer the completion moment.
During training, however, only video-level labels are available, and the ground-truth
completion moment is unknown. We thus train for sequence-level prediction such that,

tr
ym
=

L

=

1
1+
X
m

e−

P

s
t (at ot )

,

tr
w
tr
w
−(ym
log(ym
) + (1 − ym
) log(1 − ym
)) ,

(7.5)
(7.6)
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tr
is the sequence-level binary classification output of the temporal model for
where ym
training sequences. It indicates whether the sequence has been completed, somewhere
along its frames. These predictions are optimised against the video-level completion
labels, for all sequences. Note that, using at in the training loss makes the model learn to
weight highly the temporal regions which contain discriminative evidence for completion.

7.1.2

Temporal Attention for Fully-Supervised completion moment Detection

While focusing on weakly-supervised completion moment detection, we also evaluate
our proposed architecture in a supervised approach. We similarly combine completion
detection with temporal attention, when supervision for the completion moment is available. In the following, the feature extraction and temporal modelling stages of our
fully-supervised approach are presented.
Feature extraction: Similar to our weakly-supervised approach, the feature extraction
network is first optimised using a cross-entropy loss function. However, here, the framelevel pre and post-completion labels are applied. Note that, this is the same supervision
we used for extracting features in Chapters 5 and 6.
Temporal modelling: The extracted features are then used to train the two completion
and attention LSTMs which output ost and oat , respectively. We train the output of the
completion scores ost in the same way as the regression-based supervision in Chapter 6,
using the relative distance rt = t−τ
between the frame t and the ground-truth completion
τ
moment τ , allowing the approaches to be directly comparable. The sequence-level loss
Lm would then be:
Lsupervised
m

=

Tm
X

at (ost − rt )2 .

(7.7)

t=1

Note that, in Eq. 7.7, at is the output of a temporal softmax and learns to peak at
the temporal regions which present a low regression error due to their discriminative
features for detecting completion. Also, this loss function is different from the one in
our weakly-supervised approach (Eq. 7.6), as it adopts the baseline of a regression-based
completion detection. Using these scores,
ssupervised
= at
t

ost

t
,
+1

(7.8)
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Figure 7.4: In the Supervised model, the sequence level completion moment is the
weighted average of the frame-level predictions, using the attention scores.
estimates the completion moment from each frame, weighted by the learnt attention
scores. The sequence-level completion moment is finally predicted as,
t̂supervised =

T
X

st ,

(7.9)

t=1

i.e. the weighted average of all the frame-level completion predictions. Fig. 7.4 illustrates our supervised completion detection approach where the frame-level evidences are
accumulated across the sequence during inference.

7.2

Experimental Results

Datasets, Evaluation Metrics and Implementation Details: The datasets and
evaluation metrics used for detecting the completion moment in this chapter are the
same as those explained in Section 5.2. The evaluation metrics use Eq. 5.9, Eq. 5.10
and Eq. 5.11 for Accuracy, RD error and CM (t), respectively. When supervised, we
report results on all 16 actions from HMDB [71], UCF101 [122] and RGBD-AC [51]
datasets (as in Chapters 5 and 6). However, in the weakly-supervised setting, we require
sufficient incomplete sequences per action to be able to train with only video-level weak
labels. Of these 16 actions, we only evaluate on 10 actions which have both complete
and incomplete sequences, while the remaining 6 have less than 5% incomplete sequences
(see Tabels 3.1, 3.4 and 3.7).
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The implementation details of our feature extraction network are the same as those
explained in Section 5.2, where features are similarly extracted from the network’s F C7
layer. Our LSTMs’ architectures are also set similar to those explained in Section 5.2, i.e.
both attention and completion moment prediction LSTMs have a single layer with 128
hidden units. When fully supervised, we first trained the completion prediction LSTM,
st , for 10 epochs for stability, then jointly trained both LSTMs for 5 more epochs. When
weakly-supervised, we initialised both LSTMs from random and trained them jointly
for 10 epochs. The learning rates for the LSTM training in both approaches was 10−2
for the first 5 epochs and then was divided by 10 for the rest. For temporal prediction,
we normalised the sequences to a fixed length, equal to the minimum length of any
sequence in that action. Note that, our method is not dependent on the sequence length
and thus is robust to any other pre-specified length. Additionally, the attention scores
were normalised between zero and one and those less than 0.5 were truncated to 0 during
inference .
Results: We now present our results to evaluate our proposed methods for weakly
and fully-supervised completion detection in Sections 7.2.1 and 7.2.2, respectively. We
then analyse the frame-level correspondence between the learnt attention scores and the
regression errors in Section 7.2.3.

7.2.1

Weakly-Supervised Completion Detection Evaluation

In the following, we present results to evaluate our proposed method for completion
detection with weak supervision. We first present its Accuracy and RD error. We then
present, per action and per dataset, graphs of our cumulative metric and finally show
some qualitative results for success and failure cases.

• Performance Analysis using Accuracy and RD Error - The results, presented in Tables 7.1 and 7.2, evaluate our Weakly-Supervised method with Uniform weighting (WS-U) as well as Weakly-Supervised with temporal Attention
(WS-Att). In WS-U, we do not learn attention, and use uniform weighting in
inference. Thus, Eq. 7.3 and Eq. 7.5 are respectively changed to
st =

1
s ,
1 + e−ot

(7.10)
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HMDB

pick
basketball
UCF101
soccer penalty
blowing candles
switch
plug
open
RGBD-AC
pull
pick
drink
total

Incomplete
%
22.4
23.9
30.7
45.9
47.8
49.3
47.1
52.1
52.2
48.5
39.3

Accuracy
WS-U WS-Att
34.8
48.6
38.2
58.0
34.4
55.6
43.8
70.9
86.9
89.9
62.0
78.6
74.6
77.1
79.1
83.8
58.4
83.0
57.2
69.6
53.8
69.4

Table 7.1: Results comparing Accuracy of weakly-supervised completion moment detection with and without temporal attention learning.

HMDB

pick
basketball
UCF101
soccer penalty
blowing candles
switch
plug
open
RGBD-AC
pull
pick
drink
total

Incomplete
%
22.4
23.9
30.7
45.9
47.8
49.3
47.1
52.1
52.2
48.5
39.3

WS-U
0.65
0.62
0.66
0.56
0.13
0.38
0.25
0.21
0.42
0.43
0.46

RD
WS-Att
0.51
0.42
0.44
0.29
0.1
0.21
0.23
0.16
0.17
0.30
0.31

Table 7.2: Results comparing RD error of weakly-supervised completion moment detection with and without temporal attention learning.
and
yitr =

1
P s ,
1 + e − t ot

(7.11)

and then the completion moment is predicted according to 7.4.
These results show that learning temporal attention improves results for all actions
and both metrics. For actions with a smaller percentage of incomplete sequences,
i.e. HMDB-pick, UCF101-basketball and UCF101-soccer penalty, the performance
is lower for both metrics, though temporal attention consistently improves the
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results. In total, i.e. on all sequences from the three datasets, Accuracy increases
by 15.6% and RD drops by 0.15 of the sequences’ lengths, with WS-Att.
• Performance Analysis using CM (t) - We next compare the performance of
WS-U and WS-Att, using our cumulative metric CM (t) (Eq. 5.11) to show the
percentage of the sequences for which completion has been detected within a certain
non-absolute number of frames relative to the ground-truth completion moment.
Graphs in Figures 7.5 and 7.6 present these results per action and per dataset,
respectively.
These graphs show that the improvement made by the learnt attention is mainly related to the negative time shift between the detected and the ground-truth completion moments, i.e t < 0. In other words, WS-Att has decreased the premature detections for complete and false detections for incomplete sequences. This improvement shows the method’s ability in attending to discriminative post-completion
regions in complete sequences and similarly, to discriminative pre-completion regions in incomplete actions. However, the results also show that the number of
overdue detections for complete sequences has increased (see t > 0). The reason
is that, in some complete sequences, the learnt attention has detected a postcompletion region close to the end of the sequence as discriminative, rather than
the region after the completion moment. As an example, consider a complete pick,
where the learnt attention has found the end frames of the sequence, i.e. when the
subject has returned to the initial pose while holding the object in their hand, as
the most discriminative region. The detected completion, which is based on the
completion scores inside such attention weighted regions, is accordingly delayed.
Considering the fact that incompletion could be different from the lack of evidence
for completion, the negative effect of a delayed attention could be prevented by
an alternative way of defining the two concepts of completion and incompletion.
Specifically, instead of presenting the evidence for incompletion with 1 − st in Eq.
7.4, a separate prediction could be considered.
• Qualitative results - We also present some qualitative results for success and
failure cases of the weakly-supervised approach in Figures 7.7 and 7.8, respectively.
In these figures, the first bar depicts the completion scores st - with green and blue
representing the observed evidence for completion and incompletion respectively.
The attention is shown in red, and as before, results in orange and purple represent
pre and post-completion labels, respectively. In Figure 7.7:
– The first and the second examples depict complete sequences from actions
UCF101-soccer penalty and UCF101-basketball, respectively. Before comple-
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WS-U

Ground-truth

HMDB-pick

WS-Att

UCF101-basketball

UCF101-blowing candles

UCF101-soccer penalty

RGBD-AC-switch

RGBD-AC-plug

RGBD-AC-open

RGBD-AC-pull

RGBD-AC-pick

RGBD-AC-drink

Figure 7.5: WS-Att vs WS-U. The graphs show CM (t) vs t, per action. Ground-truth,
WS-U and WS-Att are presented in gray, brown and purple, respectively.
Ground-truth

HMDB

WS-U

UCF101

WS-Att

RGBD-AC

Figure 7.6: WS-Att vs WS-U. The graphs show CM (t) vs t for all action sequences in
each dataset.
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UCF101-soccer penalty

UCF101-basketball

UCF101-blowing candles

RGBD-AC-drink
Figure 7.7: Sample success results for WS-Att. The learnt temporal attention correctly
locates the regions containing the most robust evidence for (in)completion.

tion takes place, these sequences show fluctuations in the observed evidence
for completion and incompletion. These fluctuations which have misled WS-U
to detect completion prematurely, are due to the similarity of pre-completion
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HMDB-pick

RGBD-AC-pick
Figure 7.8: Sample failure results for WS-Att. The learnt temporal attention causes
false and overdue detections.
features between such complete sequences and their incomplete counterparts.
However, the learnt temporal attention correctly weights the post-completion
frames highly, where the frames contain more discriminative features and thus,
the evidence for completion is more reliable.
– The third example is an incomplete sequence from action UCF101-blowing
candles. For this sequence, while WS-U has been misled by the completion
scores at the end of the sequence, the learnt attention has located the discriminative pre-completion region, making WS-Att detect no completion.
– The last example is also an incomplete sequence from action RGBD-AC-drink.
The completion scores at the beginning and the end of the sequence show fluctuations, as these regions contain similar features. WS-Att, however, correctly
attends to the middle frames where the features contain more discriminative
evidence for incompletion.
Two failure examples are shown in Figure 7.8:
– The first sequence shows a failure case for action HMDB-pick. In this sequence, all the frames present evidence for completion, despite the sequence
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catch
drink
pick
HMDB
pour
throw
basketball
blowing candles
frisbee catch
UCF101
pole vault
soccer penalty
switch
plug
open
RGBD-AC
pull
pick
drink
total
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Accuracy
R-R S-U S-Att
80.5 82.3 83.5
78.0 80.3 81.1
79.9 81.8 83.2
80.0 77.8
78.3
74.6 76.9 78.3
79.5 82.8 83.6
84.2 89.9 90.1
78.3 86.6 86.9
88.4 88.4 89.7
87.1 87.0 87.9
98.1 94.6 98.2
96.1 95.1 96.8
86.7 88.2 91.3
94.1 92.4 95.1
93.2 90.5
92.0
90.9 89.0 91.2
84.9 86.1 87.4

Table 7.3: Results comparing Accuracy of fully-supervised completion moment detection
with and without temporal attention learning.
being an incomplete action. We believe this would be improved with more
incomplete sequences during training.
– The last sequence shows another failure case for action RGBD-AC-pick. While
evidence for completion is correctly detected by the completion scores at the
post-completion region, the learnt attention points to the end of the sequence,
after the subject picks the mug up and holds it in her hand. This causes an
overdue detection by WS-Att.

7.2.2

Fully-Supervised Completion Detection Evaluation

We evaluate our fully-supervised completion detection methods, by their Accuracy and
RD error, cumulative metric graphs and qualitative results, as follows:
• Performance Analysis using Accuracy and RD Error - Tables 7.3 and 7.4
compare the Accuracy and RD results of method R-R from Chapter 6, uniform
weighting (S-U) and the learnt attention (S-Att). R-R is comparable to our proposed method for temporal attention learning in fully-supervised completion detec-
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catch
drink
pick
HMDB
pour
throw
basketball
blowing candles
frisbee catch
UCF101
pole vault
soccer penalty
switch
plug
open
RGBD-AC
pull
pick
drink
total

R-R
0.20
0.22
0.20
0.20
0.25
0.20
0.16
0.22
0.12
0.13
0.02
0.04
0.13
0.06
0.07
0.09
0.15

RD
S-U S-Att
0.18
0.17
0.20
0.19
0.18
0.17
0.22
0.22
0.23
0.22
0.17
0.16
0.10 0.10
0.13 0.13
0.12
0.10
0.13
0.12
0.05
0.02
0.05
0.03
0.12
0.09
0.08
0.05
0.09
0.08
0.11
0.09
0.14
0.12

Table 7.4: Results comparing RD error of fully-supervised completion moment detection
with and without temporal attention learning.
tion, as it does not use frame-level pre/post-completion classification, but directly
predicts the completion moment. As shown, learning temporal attention outperforms uniform weighting on all 16 actions, and outperforms the baseline on 14 out
of the 16 actions. In total, Accuracy increases to 87.4% and RD drops to 0.12 with
S-Att.
• Performance Analysis using CM (t) - Figure 7.9 presents graphs per action
for our cumulative metric CM (t) (Eq. 5.11). Figure 7.10 also shows the graphs
per dataset. These graphs compare R-R and S-Att in light green and pink, respectively. The improvement of S-Att over R-R is observed in all three datasets.
However, these graphs (in accordance with the results in Tables 7.3 and 7.4) show
that this improvement made by learning temporal attention in the fully-supervised
approach is less significant, when compared to the weakly-supervised approach.
The reason is that the weakly-supervised approach with uniform weighting (WSU) performs poorly in the first place. As mentioned before, completion detection
by WS-U is misled by the similarity of features between complete and incomplete
sequences and the consequent fluctuations in the observed evidence for completion and incompletion. Learning attention, though, helps to find the regions with
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Ground-truth

HMDB-catch

HMDB-drink

HMDB-pour

UCF101-basketball

S-U

HMDB-pick

HMDB-throw

UCF101-blowing candles

UCF101-pole vault

S-Att

UCF101-frisbee catch

UCF101-soccer penalty

RGBD-AC-switch

RGBD-AC-plug

RGBD-AC-open

RGBD-AC-pull

RGBD-AC-pick

RGBD-AC-drink

Figure 7.9: S-Att vs S-U. The graphs show CM (t) vs t, per action. Ground-truth, S-U
and S-Att are presented in gray, light brown and pink, respectively.
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Ground-truth

HMDB

S-U

UCF101

S-Att

RGBD-AC

Figure 7.10: S-Att vs S-U. The graphs show CM (t) vs t for all action sequences in each
dataset.

discriminative features and improves the results significantly. On the other hand,
methods R-R and S-U already perform well by using full supervision for labelling
the completion moment. S-Att is also able to improve the results, though less
considerable than WS-Att.

• Qualitative results - Figures 7.11 and 7.12 present qualitative results for success
and failure cases of our method, when supervised. The first bar represents the
frame-level regression error, i.e. ||ost − rt || (darker is lower error).
The examples of success in Figure 7.11 show two sequences from actions UCF101pole vault and RGBD-AC-open. Temporal attention improves the completion moment detection for both complete (first) and incomplete (second) sequences, as
high attention correctly aligns to the regions with small prediction error.
The examples of failure in Figure 7.12 represent two sequences from actions HMDBthrow and UCF101-basketball. In the throw example, the learnt attention has not
been able to pick the region around the completion moment where the regression
error is small. In the basketball example, the sequence is detected as complete
with and without attention, despite being incomplete. In this example, The regression predictions show high error all over the sequence. This might be due to
the sequence’s point of view which causes its visual resemblance to the complete
basketball actions and makes it difficult even for a human observer to detect incompletion. Consequently, the attention scores are not able to locate any region
with discriminative information and both methods fail to detect incompletion.
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HMDB-pole vault

RGBD-AC-open
Figure 7.11: Qualitative success examples using supervised learning. The attention
scores in both sequences align with the regions with small regression error.

HMDB-throw

UCF101-basketball
Figure 7.12: Qualitative failure examples using supervised learning. The attention is not
able to locate the regions with discriminative evidence for (in)completion.
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Figure 7.13: Frame-level regression errors (in blue) are depicted against the attention
scores in both fully (red) and weakly (orange) supervised approaches. Note that ‘0’ on
the x-axis indicates the completion moment for all complete sequences, and the end of
the sequence for all incomplete sequences.

7.2.3

Frame-level Analysis

Finally, we present an analysis of our results at frame-level for each of our three datasets.
In Figure 7.13, we plot the frame-level errors in blue and the learnt attention scores for
fully and weakly-supervised approaches in red and orange, respectively. In these graphs,
the x-axis represents the relative distances between a frame t and its corresponding
. Then, for each relative distance x, y(x) shows the
completion moment τ , i.e. t−τ
T
attention scores (or the regression errors) which are averaged across all the frames whose
relative distance to their completion moments equals x.
The figure shows lower prediction errors (blue), both before and after the completion
moment, in two clear minimas. Increased confusion around the completion moment
comes from the very similar features before the completion moment. We also show the
learnt temporal attention for both fully-supervised (red) and weakly-supervised (orange)
approaches. Generally, higher attention corresponds to lower prediction error - signifying
that these frames will have a higher impact in the overall completion moment prediction.
When weakly-supervised, the attention scores are comparable to full-supervision though
understandably softer attention is learnt.

7.3

Summary and Conclusions

In this chapter, we proposed a method to detect the completion moment in a variety
of actions, suitable for both weakly-supervised and fully-supervised sequences. In weak-
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supervision, video-level labels of completion or incompletion are only required, for the
same action. When a sufficient number of incomplete sequences is available during
training, our weakly-supervised approach

• learns discriminative features for completion, by propagating video-level labels to
individual frames,
• models the action’s temporal dynamics while predicting completion scores to show
the confidence of observing evidence for completion vs. incompletion,
• learns temporal attention, to highly weight the regions which are most contributive
to the sequence-level classification due to their discriminative features,
• accumulates evidence for completion, weighted by the learnt attention, from all
frames to predict the completion moment, or identify the attempt as incomplete.

We also learned temporal attention with the same supervision as method R-R in Chapter 6. Our fully-supervised approach also learns completion and attention scores based
on discriminative features and accumulates the weighted evidence to detect completion.
We evaluated our proposed method on 16 actions with full supervision and 10 actions
with weak supervision and showed that in both approaches, the attention learning improves the detection accuracy. In particular, our weakly supervised method presents
expectedly less accurate results when the evidence is weighted uniformly, i.e. no attention is learned. However, it significantly improves on all tested actions after being trained
to attend to the regions which are discriminative for recognising completion. Under full
supervision, we also outperform prior method R-R on 14 out of the 16 actions.

Chapter

8

Conclusions and Future Work
In this chapter, we conclude our research as follows: In Section 8.1, we first present a
summary of the concepts, ideas and proposed methods presented in this thesis. We then
list our main contributions in Section 8.2, and finally provide some potential directions
for investigating action completion in future works in Section 8.3.

8.1

Thesis Summary

In this thesis, we have introduced and addressed the problem of action completion by
proposing methods for recognising and detecting it.
In Chapter 1, we discussed the basic notions and ideas related to our research. we first
introduced action completion as a step beyond existing research on action analysis. We
discussed that the works in areas such as action recognition, localisation and prediction
are likely to label action sequences, even if they are not successfully completed. By defining action completion, we focussed on assessing whether the action’s goal is achieved,
rather than only attempted. We then presented some potential applications for action
completion in areas such as healthcare and surveillance, where it is important to ensure
the recognised/detected action has indeed been completed. For example, for an elderly
with dementia who lives in a smart house, specifying if they have fully closed the fridge
door or the kitchen tap or successfully taken their medicine could be critical. We then
introduced two topics in action completion, namely completion recognition and completion detection. We explained the preliminary concepts related to these topics and briefly
155
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discussed our proposed methods. We finally listed our contributions, the thesis outline
and our published dataset and annotations.
In Chapter 2, we presented the background information for the action completion problem. We first discussed some seminal works for modelling actions via both traditional
methods and recent deep learning-based approaches. Next, we explained the works
directly related to our completion problem, and then, those related to the temporal evolution of actions. We finally presented approaches in action recognition and localisation
which apply weak supervision and/or temporal attention learning.
We presented the specifications of the datasets used in this research, in Chapter 3. We
first described our publicly available dataset RGBD-AC [51] which contains 414 sequences
of RGB, Depth and skeletal data from 8 subjects. RGBD-AC which was especially
recorded for the purpose of action completion in this research, includes both complete
and incomplete sequences from 6 actions, where the presence of the incomplete sequences
provides a platform for also evaluating incompletion. We then explained the specifications of our selected actions from two other datasets HMDB [71] and UCF101 [122].
These two datasets, originally designed for action recognition, were used in our research
to evaluate the completion detection problem.
In Chapter 4, we discussed the problem of action completion recognition as a binary
classification between complete and incomplete sequences, per action. In our experiments, we showed that standard classifiers for action recognition label sequences, neglecting whether an action’s goal is achieved. We also showed that the performance of
the features, originally designed for other action analysis tasks, may vary in recognising
completion. We then proposed a general model, based on performing cross-validation
over training data, to select the best feature(s) among a pool of features, for recognising
completion per action. We finally used the selected feature(s) to train our completion
recognition model by which unobserved complete and incomplete sequences were labelled
during test time.
Then, in Chapter 5, we discussed the problem of completion moment detection as the task
of localising the moment beyond which the action’s aim is believed to have been achieved.
To detect the completion moment, we proposed a supervised approach in which we avail
the completion moment annotations. We applied two widely used temporal models,
i.e. LSTM and HMM, to model the temporal evolution of our actions towards their
completion. We predicted frame-level pre and post-completion labels and detected the
completion moment as the first frame transitioning from pre to post-completion. In our
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results, we compared the performance of different features and showed that fine-tuned
CNN features outperform other hand-crafted and pre-trained features, as they capture
the subtle changes in the scene when the action is completed. We also compared our two
temporal models for detecting completion and showed the superior performance of the
LSTM model on most of our tested actions. We finally discussed how the presence of
the incomplete sequences in training could affect detecting completion for both complete
and incomplete test sequences.
We proposed a supervised method for sequence-level completion detection, in Chapter 6. Using an end-to-end trainable recurrent model, we presented two approaches by
which each frame can contribute to the completion moment prediction; one is predicting
frame-level classification between pre-completion and post-completion, and the other is
predicting frame-level regression to estimate each frame’s relative distance to the completion moment. Based on these two frame-level contributions, we proposed two voting
methods, via which each frame can vote for the presence as well as the relative position
of the completion moment. We then proposed four methods to accumulate frame-level
votes and finally detected the frame with the highest vote as the completion moment. In
our results, we showed that the overall best performance is achieved when we use classification voting for pre-completion frames, and regression voting for post-completion
frames.
Finally, we proposed a method for detecting completion with weak supervision, in Chapter 7. While all the previous methods were fully supervised with the completion moment
annotations available during training, our weakly-supervised approach is trained with
only sequence-level complete and incomplete labels. Using such weak labels, we jointly
trained two temporal models for predicting completion and learning attention. The
completion model collects temporal evidence for observing completion vs incompletion
and the temporal attention learns to weight this evidence according to its importance
to the completion prediction. During inference, we predicted the completion moment
as the frame which gains the highest weighted evidence for completion. In addition, we
proposed to apply a similar attention mechanism in a fully-supervised approach. We
evaluated our weakly-supervised approach on 10 actions from the three datasets. These
were the actions which had sufficient number of incomplete sequences to be used in training our model with the weak labels. We also evaluated our fully-supervised approach on
all of our 16 actions. We finally showed that when weakly-supervised, learning attention
considerably improved the results on all tested actions. With full supervision, we also
improved the results on most tested actions.
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Contributions

The main contributions of this thesis are:
• Introducing the action completion problem and its two related tasks, i.e. completion recognition and completion detection, as a step beyond existing action analysis
research in the vision community.
• Releasing RGBD-AC dataset as the first publicly available dataset for evaluating
action completion.
• Proposing a general model for the completion recognition problem which receives
a pool of features and selects the one(s) with the best performance for recognising
completion.
• Proposing temporal models for the completion detection problem which use framelevel predictions to localise the completion moment.
• Proposing a temporal model for detecting sequence-level completion moment using
frame-level contributions.
• Proposing a weakly-supervised approach for detecting completion based on learning
temporal attention.

8.3

Directions for Future Work

Depending on the context of application, action completion could open up many potential areas for future research. As a general problem, action completion could be studied
at any level of human behaviour analysis, from the low-level actions to the most complicated behavioural patterns in untrimmed videos. For instance, completion of actions
could be analysed when behaviour of multiple subjects, interacting with each other, are
monitored for short or long-term periods. More specifically, action completion could be
incorporated in action recognition/localisation methods to assess completion of multiple
actions using the same model. For example, in analysing daily activities, where each
sequence contains several action instances, action completion could be integrated with
localisation approaches to detect multiple completion moments in addition to the actions’ temporal spans, as well as the missing sub-activities and/or unsuccessful attempts.
Moreover, action completion could apply a wider variety of action classes from larger
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datasets, such as Kinetics [68]. It could also use egocentric data, where the changing
background and the camera motion introduce new challenges for recognising/detecting
completion. Action completion could be also explored in a different observation level,
i.e. in addition to completion recognition and detection, completion prediction could be
defined as the problem of anticipating completion based on partially observed evidence.
Such contexts would introduce new challenges to the action completion problem, addressing of which would require novel approaches. In our research, we proposed methods
based on CNN feature extraction and HMM/LSTM temporal modelling. However, new
pre-trained or fine-tuned features along with novel temporal models could be explored.
For example, to deal with the multiple moment detection problem in an integration of
action completion with action localisation, a temporal model could build on our voting approach, such that each frame contributes to predicting multiple moments in a
sequence. Instead of our binary pre and post-completion classification and our single
regression output per frame, such an approach would apply a multi-class classification as
well as multiple regressions to predict multiple frame-level votes. These could be finally
aggregated to predict multiple moments related to different actions in the sequences.
Moreover, to address the challenges in modelling the spatio-temporal dynamics of actions or activities in more complex contexts, novel end-to-end networks with 2D/3D
architectures would be required. Specifically, to take advantage of the spatio-temporal
information in short-term, motion could be fused with RGB in a two-stream architecture.
The 2D structure of such two-stream baseline could be also expanded into networks with
3D convolution and pooling layers, similar to [12]. Similarly, action completion could
be modelled by multi-modal approaches which combine various types of data, such as
RGB, depth, skeleton, audio, text and silhouettes [13, 60, 90, 108, 124]. Such combination would also enable analysing a higher level of complexity.
Using the novel representations mentioned above, action completion could be investigated towards analysing the fine-grained differences between complete and incomplete
sequences in both spatial and temporal dimensions, e.g. localising the image and video
regions in which the two classes differ.
Finally, our weakly-supervised approach for completion detection could apply MIL, similar to [23, 105]. Such an approach would consider a sequence with a weak complete label
as positive in which an instance containing the completion moment resides. On the other
hand, a weak incomplete sequence would be considered as negative. Alternatively, our
weakly-supervised method could be extended to be self-supervised, where no annotation
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for completion is available. For example, it could be modelled via anomaly detection
approaches, where completion is considered to be the norm and incompletion is treated
as an exception deviating from the norm. Also, in terms of our attention learning, action
completion could augment the temporal attention with within-frame spatial attention to
learn image regions that are most discriminative for completion. It could also combine
the soft attention with hard attention mechanisms, similar to [147].
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[18] K. Cho, B. Van Merriënboer, D. Bahdanau, and Y. Bengio. On the properties of neural machine translation: Encoder-decoder approaches. arXiv preprint
arXiv:1409.1259, 2014. 25
[19] R. G. Cinbis, J. Verbeek, and C. Schmid. Weakly supervised object localization
with multi-fold multiple instance learning. IEEE Transaction on Pattern Analysis
and Machine Intelligence (PAMI), 2016. 44
[20] D. Ciresan, A. Giusti, L. M. Gambardella, and J. Schmidhuber. Deep neural
networks segment neuronal membranes in electron microscopy images. In Advances
in neural information processing systems (NeurIPS), 2012. 23
[21] C. Cortes and V. Vapnik. Support-vector networks. Machine Learning, 1995. 22
[22] X. Dai, B. Singh, G. Zhang, L. S. Davis, and Y. Qiu Chen. Temporal context
network for activity localization in videos. In IEEE International Conference on
Computer Vision (CVPR), 2017. 4
[23] K. Degiorgio and F. Cuzzolin. Spatio-temporal action localization in a weakly
supervised setting. arXiv preprint arXiv:1905.02171, 2019. 44, 45, 52, 159

REFERENCES

163

[24] M. Denil, L. Bazzani, H. Larochelle, and N. de Freitas. Learning where to attend
with deep architectures for image tracking. Neural Computation, 2012. 45
[25] P. Dollár, V. Rabaud, G. Cottrell, and S. Belongie. Behavior recognition via sparse
spatio-temporal features. In Visual Surveillance and Performance Evaluation of
Tracking and Surveillance. IEEE International Workshop on, 2005. 23
[26] J. Donahue, L. A. Hendricks, S. Guadarrama, M. Rohrbach, S. Venugopalan,
K. Saenko, and T. Darrell. Long-term recurrent convolutional networks for visual recognition and description. In IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2015. 8, 25, 52, 74
[27] W. Du, Y. Wang, and Y. Qiao. Recurrent spatial-temporal attention network for
action recognition in videos. IEEE Transactions on Image Processing, 2018. 25,
26, 46, 47, 50, 52
[28] O. Duchenne, I. Laptev, J. Sivic, F. Bach, and J. Ponce. Automatic annotation of
human actions in video. In IEEE International Conference on Computer Vision
(ICCV), 2009. 44
[29] T. Durand, N. Thome, and M. Cord. WELDON: Weakly supervised learning of
deep convolutional neural networks. In IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2016. 44
[30] G. Evangelidis, G. Singh, and R. Horaud. Skeletal Quads: Human action recognition using joint quadruples. In International Conference on Pattern Recognition
(ICPR), 2014. 77
[31] C. Farabet, C. Couprie, L. Najman, and Y. LeCun. Learning hierarchical features
for scene labeling. IEEE transactions on pattern analysis and machine intelligence
(PAMI), 2012. 23
[32] Y. A. Farha and J. Gall. Uncertainty-aware anticipation of activities. In IEEE
International Conference on Computer Vision Workshops (ICCVW), 2019. 38, 39,
52
[33] Y. A. Farha, A. Richard, and J. Gall. When will you do what? Anticipating
temporal occurrences of activities. IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2018. v, 10, 38, 39, 52
[34] C. Feichtenhofer, A. Pinz, and A. Zisserman. Convolutional two-stream network
fusion for video action recognition. In IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2016. 24, 69
[35] C. Feichtenhofer, H. Fan, J. Malik, and K. He. SlowFast networks for video recognition. In IEEE International Conference on Computer Vision (ICCV), 2019. 25,
52
[36] B. Fernando, E. Gavves, J. M. Oramas, A. Ghodrati, and T. Tuytelaars. Modeling
video evolution for action recognition. In IEEE Conference on Computer Vision
and Pattern Recognition (CVPR), 2015. 3, 34, 35, 52

164

REFERENCES

[37] A. Gaidon, Z. Harchaoui, and C. Schmid. Actom sequence models for efficient
action detection. In IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), 2011. 27
[38] H. Gammulle, S. Denman, S. Sridharan, and C. Fookes. Two stream LSTM: A
deep fusion framework for human action recognition. In IEEE Winter Conference
on Applications of Computer Vision (WACV), 2017. 25
[39] M. Gao, M. Xu, L. S. Davis, R. Socher, and C. Xiong. Startnet: Online detection
of action start in untrimmed videos. IEEE International Conference on Computer
Vision (ICCV), 2019. 42, 43, 52, 87
[40] A. Gilbert, J. Illingworth, and R. Bowden. Scale invariant action recognition
using compound features mined from dense spatio-temporal corners. In European
Conference on Computer Vision (ECCV), 2008. 22
[41] R. Girdhar and D. Ramanan. Attentional pooling for action recognition. In Neural
Information Processing Systems (NeurIPS), 2017. 46
[42] R. Girdhar, D. Ramanan, A. Gupta, J. Sivic, and B. Russell. ActionVLAD: Learning spatio-temporal aggregation for action classification. In IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), 2017. 3, 8, 24, 69
[43] R. Girshick, J. Donahue, T. Darrell, and J. Malik. Rich feature hierarchies for accurate object detection and semantic segmentation. In IEEE conference on computer
vision and pattern recognition (CVPR), 2014. 23
[44] G. Gkioxari and J. Malik. Finding action tubes. In IEEE Conference on Computer
Vision and Pattern Recognition (CVPR), 2015. 8, 30
[45] A. Graves and N. Jaitly. Towards end-to-end speech recognition with recurrent
neural networks. In International conference on machine learning (ICML), 2014.
25
[46] A. Graves and J. Schmidhuber. Offline handwriting recognition with multidimensional recurrent neural networks. In Advances in neural information processing
systems (NeurIPS), 2009. 25
[47] A. Graves, M. Liwicki, S. Fernández, R. Bertolami, H. Bunke, and J. Schmidhuber.
A novel connectionist system for unconstrained handwriting recognition. IEEE
transactions on pattern analysis and machine intelligence (PAMI), 2008. 25
[48] A. Graves, A.-r. Mohamed, and G. Hinton. Speech recognition with deep recurrent
neural networks. In IEEE international conference on acoustics, speech and signal
processing (ICASSP), 2013. 25
[49] A. Haque, A. Alahi, and L. Fei-Fei. Recurrent attention models for depth-based
person identification. In IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2016. 46

REFERENCES

165

[50] G. Hartmann, M. Grundmann, J. Hoffman, D. Tsai, V. Kwatra, O. Madani, S. Vijayanarasimhan, I. Essa, J. Rehg, and R. Sukthankar. Weakly supervised learning
of object segmentations from web-scale video. In European Conference on Computer Vision (ECCV), 2012. 44
[51] F. Heidarivincheh, M. Mirmehdi, and D. Damen. Beyond action recognition: Action completion in RGB-D data. In British Machine Vision Conference (BMVC),
2016. 9, 12, 14, 70, 89, 96, 140, 156
[52] F. Heidarivincheh, M. Mirmehdi, and D. Damen. Detecting the moment of
completion: Temporal models for localising action completion. arXiv preprint
arXiv:1710.02310, 2017. 89
[53] F. Heidarivincheh, M. Mirmehdi, and D. Damen. Action completion: A temporal
model for moment detection. British Machine Vision Conference (BMVC), 2018.
112
[54] F. Heidarivincheh, M. Mirmehdi, and D. Damen. Weakly-supervised completion
moment detection using temporal attention. In IEEE International Conference on
Computer Vision Workshops, 2019. 135
[55] S. Herath, M. Harandi, and F. Porikli. Going deeper into action recognition: A
survey. Image and Vision Computing, 2017. 1, 4, 21
[56] M. Hoai and F. De la Torre. Max-margin early event detectors. International Journal of Computer Vision (IJCV), 2014. https://doi.org/10.1007/
s11263-013-0683-3. v, 3, 11, 34, 35, 52
[57] S. Hochreiter and J. Schmidhuber. Long short-term memory. Neural computation,
1997. 25
[58] H. Hotelling. Analysis of a complex of statistical variables into principal components. Journal of educational psychology, 1933. 97
[59] R. Hou, R. Sukthankar, and M. Shah. Real-time temporal action localization in
untrimmed videos by sub-action discovery. In British Machine Vision Conference
(BMVC), 2017. 27, 52
[60] J.-F. Hu, W.-S. Zheng, J. Lai, and J. Zhang. Jointly learning heterogeneous features for RGB-D activity recognition. In IEEE conference on computer vision and
pattern recognition (CVPR), 2015. 159
[61] D.-A. Huang, L. Fei-Fei, and J. C. Niebles. Connectionist temporal modeling for
weakly supervised action labeling. In European Conference on Computer Vision
(ECCV), 2016. 44, 45
[62] H. Idrees, A. R. Zamir, Y. Jiang, A. Gorban, I. Laptev, R. Sukthankar, and
M. Shah. The THUMOS challenge on action recognition for videos “in the wild”.
Computer Vision and Image Understanding (CVIU), 2017. 2, 88

166

REFERENCES

[63] M. Jain, J. Van Gemert, H. Jégou, P. Bouthemy, and C. Snoek. Action localization
with tubelets from motion. In IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), 2014. 30
[64] S. Ji, W. Xu, M. Yang, and K. Yu. 3D convolutional neural networks for human action recognition. IEEE Transaction on Pattern Analysis and Machine Intelligence
(PAMI), 2013. 23, 52
[65] Y.-G. Jiang, Q. Dai, X. Xue, W. Liu, and C.-W. Ngo. Trajectory-based modeling of
human actions with motion reference points. In European Conference on Computer
Vision (ECCV), 2012. 23
[66] S. M. Kang and R. P. Wildes. Review of action recognition and detection methods.
arXiv preprint arXiv:1610.06906, 2016. 1, 21
[67] A. Karpathy, G. Toderici, S. Shetty, T. Leung, R. Sukthankar, and L. Fei-Fei.
Large-scale video classification with convolutional neural networks. In IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2014. v, 3, 23, 24,
52, 69
[68] W. Kay, J. Carreira, K. Simonyan, B. Zhang, C. Hillier, S. Vijayanarasimhan,
F. Viola, T. Green, T. Back, P. Natsev, et al. The Kinetics human action video
dataset. arXiv preprint arXiv:1705.06950, 2017. 24, 53, 159
[69] Y. Kong and Y. Fu. Human action recognition and prediction: A survey. arXiv
preprint arXiv:1806.11230, 2018. 1
[70] A. Krizhevsky, I. Sutskever, and G. E. Hinton. ImageNet classification with deep
convolutional neural networks. In Advances in Neural Information Processing Systems (NeurIPS), 2012. 23
[71] H. Kuehne, H. Jhuang, E. Garrote, T. Poggio, and T. Serre. HMDB: a large video
database for human motion recognition. In IEEE International Conference on
Computer Vision (ICCV), 2011. 11, 14, 53, 59, 89, 96, 140, 156
[72] T. Lan, Y. Zhu, A. Roshan Zamir, and S. Savarese. Action recognition by hierarchical mid-level action elements. In IEEE international conference on computer
vision (ICCV), 2015. 27
[73] I. Laptev. On space-time interest points. International Journal of Computer Vision
(IJCV), 2005. 3, 22, 52
[74] I. Laptev, M. Marszalek, C. Schmid, and B. Rozenfeld. Learning realistic human actions from movies. In IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), 2008. 3, 22, 44, 52
[75] J. Lei, G. Li, J. Zhang, Q. Guo, and D. Tu. Continuous action segmentation and
recognition using hybrid convolutional neural network-hidden Marko model model.
IET Computer vision, 2016. 25

REFERENCES

167

[76] D. Li, T. Yao, L. Duan, T. Mei, and Y. Rui. Unified spatio-temporal attention
networks for action recognition in videos. IEEE Transactions on Multimedia, 2019.
46, 47, 48, 49, 50, 52
[77] S. Li, S. Bak, P. Carr, and X. Wang. Diversity regularized spatiotemporal attention
for video-based person re-identification. In IEEE Conference on Computer Vision
and Pattern Recognition (CVPR), 2018. 46
[78] Y. Li, C. Lan, J. Xing, W. Zeng, C. Yuan, and J. Liu. Online human action detection using joint classification-regression recurrent neural networks. In European
Conference on Computer Vision (ECCV), 2016. 4, 41, 52, 87
[79] Z. Li, K. Gavrilyuk, E. Gavves, M. Jain, and C. Snoek. VideoLSTM convolves, attends and flows for action recognition. Computer Vision and Image Understanding
(CVIU), 2018. 25, 46
[80] T. Lin, X. Zhao, H. Su, C. Wang, and M. Yang. Bsn: Boundary sensitive network
for temporal action proposal generation. In European Conference on Computer
Vision (ECCV), 2018. 30
[81] D. Liu, T. Jiang, and Y. Wang. Completeness modeling and context separation for
weakly supervised temporal action localization. In IEEE Conference on Computer
Vision and Pattern Recognition (CVPR), June 2019. v, 27, 28, 50, 52
[82] Y. Liu, L. Ma, Y. Zhang, W. Liu, and S.-F. Chang. Multi-granularity generator for
temporal action proposal. In IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), 2019. 30
[83] S. Ma, L. Sigal, and S. Sclaroff. Learning activity progression in LSTMs for activity detection and early detection. In IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2016. 4, 25, 26, 34, 36, 52
[84] T. Mahmud, M. Hasan, and A. K. Roy-Chowdhury. Joint prediction of activity
labels and starting times in untrimmed videos. In IEEE International Conference
on Computer Vision (ICCV), 2017. 4, 26, 37, 39, 52
[85] P. K. Matikainen, M. Hebert, and R. Sukthankar. Trajectons: Action recognition
through the motion analysis of tracked features. In ICCV Workshop on VideoOriented Object and Event Classification, 2009. 22, 23
[86] N. Mehrasa, A. A. Jyothi, T. Durand, J. He, L. Sigal, and G. Mori. A variational auto-encoder model for stochastic point processes. In IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), 2019. 38, 39, 52
[87] D. Moltisanti, M. Wray, W. Mayol-Cuevas, and D. Damen. Trespassing the boundaries: Labeling temporal bounds for object interactions in egocentric video. In
IEEE International Conference on Computer Vision (ICCV), 2017. 15, 133
[88] D. Moltisanti, S. Fidler, and D. Damen. Action recognition from single timestamp
supervision in untrimmed videos. In IEEE International on Computer Vision and
Pattern Recognition (CVPR), 2019. 133

168

REFERENCES

[89] L. Neumann, A. Zisserman, and A. Vedaldi. Future event prediction: If and
when. In IEEE Conference on Computer Vision and Pattern Recognition Workshops (CVPRW), 2019. 37, 52
[90] J. Ngiam, A. Khosla, M. Kim, J. Nam, H. Lee, and A. Y. Ng. Multimodal deep
learning. In International Conference on Machine Learning (ICML), 2011. 159
[91] M. H. Nguyen, L. Torresani, F. De La Torre, and C. Rother. Weakly supervised
discriminative localization and classification: A joint learning process. In IEEE
International Conference on Computer Vision (ICCV), 2009. 44
[92] P. Nguyen, T. Liu, G. Prasad, and B. Han. Weakly supervised action localization
by sparse temporal pooling network. In IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2018. 46, 47, 48, 49, 52
[93] J. C. Niebles, H. Wang, and L. Fei-Fei. Unsupervised learning of human action categories using spatial-temporal words. International Journal of Computer Vision,
2008. 22, 23
[94] S. Olivastri, G. Singh, and F. Cuzzolin. End-to-end video captioning. In IEEE
International Conference on Computer Vision Workshops (ICCVW), 2019. 25, 45
[95] D. Oneata, J. Verbeek, and C. Schmid. Action and event recognition with fisher
vectors on a compact feature set. In IEEE international conference on computer
vision (ICCV), 2013. 22
[96] M. Oquab, L. Bottou, I. Laptev, and J. Sivic. Is object localization for free?
Weakly-supervised learning with convolutional neural networks. In IEEE conference on computer vision and pattern recognition (CVPR), 2015. 44
[97] M. Pandey and S. Lazebnik. Scene recognition and weakly supervised object localization with deformable part-based models. In IEEE International Conference
on Computer Vision (ICCV), 2011. 44
[98] S. Paul, S. Roy, and A. Roy-Chowdhury. W-TALC: Weakly-supervised temporal activity localization and classification. In European Conference on Computer
Vision (ECCV), 2018. 46, 47, 48, 52
[99] W. Pei, T. Baltrusaitis, D. Tax, and L. Morency. Temporal attention-gated model
for robust sequence classification. In IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2017. 46, 52, 137
[100] R. Poppe. A survey on vision-based human action recognition. Image and Vision
Computing, 2010. 1, 4, 21
[101] S. Ren, K. He, R. Girshick, and J. Sun. Faster R-CNN: Towards real-time object detection with region proposal networks. In Advances in neural information
processing systems (NeurIPS), 2015. 30

REFERENCES

169

[102] M. Rohrbach, A. Rohrbach, M. Regneri, S. Amin, M. Andriluka, M. Pinkal, and
B. Schiele. Recognizing fine-grained and composite activities using hand-centric
features and script data. International Journal of Computer Vision (IJCV), 2016.
53
[103] S. Saha, G. Singh, M. Sapienza, P. H. Torr, and F. Cuzzolin. Deep learning for detecting multiple space-time action tubes in videos. arXiv preprint
arXiv:1608.01529, 2016. 3, 30
[104] S. Saha, G. Singh, and F. Cuzzolin. AMTnet: Action-micro-tube regression by endto-end trainable deep architecture. In IEEE International Conference on Computer
Vision (ICCV), 2017. 30
[105] M. Sapienza, F. Cuzzolin, and P. H. Torr. Learning discriminative space–time
action parts from weakly labelled videos. International journal of computer vision
(IJCV), 2014. 44, 45, 52, 159
[106] C. Schuldt, I. Laptev, and B. Caputo. Recognizing human actions: a local SVM
approach. In International Conference on Pattern Recognition (ICPR), 2004. 22
[107] P. Sermanet, D. Eigen, X. Zhang, M. Mathieu, R. Fergus, and Y. LeCun. Overfeat:
Integrated recognition, localization and detection using convolutional networks.
arXiv preprint arXiv:1312.6229, 2013. 23
[108] A. Shahroudy, T.-T. Ng, Y. Gong, and G. Wang. Deep multimodal feature analysis
for action recognition in RGB+D videos. IEEE Transaction on Pattern Analysis
and Machine Intelligence (PAMI), (5), 2017. 159
[109] S. Sharma, R. Kiros, and R. Salakhutdinov. Action recognition using visual attention. arXiv preprint arXiv:1511.04119, 2015. 46
[110] J. Shotton, A. Fitzgibbon, M. Cook, T. Sharp, M. Finocchio, R. Moore, A. Kipman, and A. Blake. Real-time human pose recognition in parts from single
depth images. In IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), 2011. 54, 71
[111] Z. Shou, D. Wang, and S.-F. Chang. Temporal action localization in untrimmed
videos via multi-stage CNNs. In IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), 2016. 30
[112] Z. Shou, J. Chan, A. Zareian, K. Miyazawa, and S.-F. Chang. CDC: Convolutionalde-convolutional networks for precise temporal action localization in untrimmed
videos. In IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
2017. 4
[113] Z. Shou, J. Pan, J. Chan, K. Miyazawa, H. Mansour, A. Vetro, X. Giro-i Nieto, and
S.-F. Chang. Online detection of action start in untrimmed, streaming videos. In
European Conference on Computer Vision (ECCV). Springer International Publishing, 2018. https://doi.org/10.1007/978-3-030-01219-9_33. v, 41, 42, 43,
52, 87

170

REFERENCES

[114] G. Sigurdsson, O. Russakovsky, A. Farhadi, I. Laptev, and A. Gupta. Much
ado about time: Exhaustive annotation of temporal data. arXiv preprint
arXiv:1607.07429, 2016. 15, 133
[115] K. Simonyan and A. Zisserman. Two-stream convolutional networks for action
recognition in videos. In Advances in Neural Information Processing Systems
(NeurIPS), 2014. v, 3, 4, 8, 23, 24, 52, 69, 91, 97
[116] K. Simonyan and A. Zisserman. Very deep convolutional networks for large-scale
image recognition. ICLR, 2015. vi, 23, 92, 97
[117] G. Singh and F. Cuzzolin. Recurrent convolutions for causal 3D CNNs. In IEEE
International Conference on Computer Vision Workshops (ICCVW), 2019. 25
[118] G. Singh, S. Saha, M. Sapienza, P. H. Torr, and F. Cuzzolin. Online real-time
multiple spatiotemporal action localisation and prediction. In Proceedings of the
IEEE International Conference on Computer Vision, 2017. 3, 24
[119] G. Singh, S. Saha, and F. Cuzzolin. Predicting action tubes. In European Conference on Computer Vision (ECCV), 2018. 24
[120] V. Soleimani, M. Mirmehdi, D. Damen, S. Hannuna, and M. Camplani. 3D data
acquisition and registration using two opposing kinects. In International Conference on 3D Vision (3DV), 2016. 54
[121] S. Song, C. Lan, J. Xing, W. Zeng, and J. Liu. An end-to-end spatio-temporal
attention model for human action recognition from skeleton data. In AAAI Conference on Artificial Intelligence, 2017. 46, 50, 52, 77, 137
[122] K. Soomro, A. R. Zamir, and M. Shah. A dataset of 101 human actions classes
from videos in the wild. arXiv preprint arXiv:1212.0402, 2012. 2, 11, 14, 53, 63,
89, 91, 96, 97, 140, 156
[123] B. Soran, A. Farhadi, and L. Shapiro. Generating notifications for missing actions:
Don’t forget to turn the lights off! In IEEE International Conference on Computer
Vision (ICCV), 2015. v, 10, 25, 29, 30, 52, 54, 74
[124] N. Srivastava and R. R. Salakhutdinov. Multimodal learning with deep Boltzmann
machines. In Advances in neural information processing systems (NeurIPS), 2012.
159
[125] N. Srivastava, E. Mansimov, and R. Salakhudinov. Unsupervised learning of video
representations using LSTMs. In International conference on machine learning
(ICML), 2015. 25
[126] I. Sutskever, J. Martens, and G. E. Hinton. Generating text with recurrent neural
networks. In International Conference on Machine Learning (ICML), 2011. 25
[127] I. Sutskever, O. Vinyals, and Q. Le. Sequence to sequence learning with neural
networks. Advances in Neural Information Processing Systems (NeurIPS), 2014.
25

REFERENCES

171

[128] C. Szegedy, W. Liu, Y. Jia, P. Sermanet, S. Reed, D. Anguelov, D. Erhan, V. Vanhoucke, and A. Rabinovich. Going deeper with convolutions. In IEEE conference
on computer vision and pattern recognition (CVPR), 2015. 23
[129] K. Tang, L. Fei-Fei, and D. Koller. Learning latent temporal structure for complex
event detection. In IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), 2012. 25, 27
[130] Y. Tian, R. Sukthankar, and M. Shah. Spatiotemporal deformable part models for
action detection. In IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), 2013. 8
[131] D. Tran, L. Bourdev, R. Fergus, L. Torresani, and M. Paluri. Learning spatiotemporal features with 3D convolutional networks. In IEEE International Conference
on Computer Vision (ICCV), 2015. 24, 52
[132] I. Tsochantaridis, T. Joachims, T. Hofmann, and Y. Altun. Large margin methods
for structured and interdependent output variables. Journal of machine learning
research, 2005. 34
[133] G. Varol, I. Laptev, and C. Schmid. Long-term temporal convolutions for action recognition. IEEE transactions on pattern analysis and machine intelligence
(PAMI), 2017. 24
[134] A. W. Vieira, E. R. Nascimento, G. L. Oliveira, Z. Liu, and M. F. M. Campos.
STOP: Space-time occupancy patterns for 3D action recognition from depth map
sequences. In Pattern Recognition, Image Analysis, Computer Vision, and Applications (CIARP 2012), 2012. 74
[135] O. Vinyals, S. V. Ravuri, and D. Povey. Revisiting recurrent neural networks for
robust ASR. In IEEE international conference on acoustics, speech and signal
processing (ICASSP), 2012. 25
[136] O. Vinyals, A. Toshev, S. Bengio, and D. Erhan. Show and tell: A neural image
caption generator. In IEEE conference on computer vision and pattern recognition
(CVPR), 2015. 25
[137] S. Vishwakarma and A. Agrawal. A survey on activity recognition and behavior
understanding in video surveillance. The Visual Computer, 2013. 21
[138] A. Viterbi. Error bounds for convolutional codes and an asymptotically optimum
decoding algorithm. IEEE transactions on Information Theory, 1967. 94
[139] B. Wang and M. Hoai. Back to the beginning: Starting point detection for early
recognition of ongoing human actions. Computer Vision and Image Understanding
(CVIU), 2018. 43, 52
[140] H. Wang and C. Schmid. Action recognition with improved trajectories. In ICCV,
2013. 3, 4, 8, 22, 52

172

REFERENCES
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