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A B S T R A C T

Photonics, as a platform for quantum information processing, has the unique ability
to exploit the qubits temporal degree of freedom. For photonic quantum computing,
this can be used to conserve physical resources by encoding photonic qubits directly
in the temporal degree of freedom thereby allowing a quantum processor with a
modest physical footprint to operate in a large Hilbert space. Additionally, through
the conjugate relationship of time and frequency in quantum optics, the bandwidth
of photons is related to the timing resolution of detectors, thereby allowing a route to
increase the visibility of quantum interference between photons of differing frequency.
Conversely, the role of time itself in quantum mechanics can be explored through
the mapping of unitary dynamics to photonic quantum simulators where time is a
programmable parameter. In this thesis, we explore each of these aspects of time,
through a series of quantum photonics experiments including in integrated quantum
photonic technologies.

Initially, we see how increasing the timing resolution of quantum interference ex-
periments can lead to new interference effects. We use a silicon chip to perform both
HOM interference and interference in a Fourier interferometer. In both cases, we
show that decreasing the timing window of the experiment leads to an increase in
the visibility of the interference fringes. Following this, we apply this technique to
two photon scattershot boson sampling. To combat the inherent reduction in sample
rate that accompanies temporal filtering, we perform boson sampling experiments by
sampling directly from the photon’s arrival time for both two (four detected) and three
(six detected) photons. Next, we look at simulating, designing and testing a high-speed
all-optical switch, based on inter-modal cross-phase modulation, in silicon nitride. Here,
the signal and pump fields propagate in the fundamental and first order transverse
electric modes, respectively. We show first devices with a phase shift of up to 0.3 π

and show how our simulations match the results closely, giving us confidence that
we can reach π phase shifts with future devices. Finally, we look at how integrated
photonics can be used to simulate the dynamics of Hamiltonians that are non-Hermitian,
but symmetric under combined parity and time reversal. Using a silica chip, capable
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of implementing arbitrary unitary transformations on up to six modes, we simulate
the non-unitary dynamics of these systems. Experimentally, we use a time-varying
Hamiltonian, implemented by an adaptive feedback loop, to increase the coherence of a
target qubit. In simulation, we more rigorously test the algorithm and compare to a
fixed Hamiltonian.

These results provide insight into the benefits of exploiting the temporal degree of
freedom in quantum photonic experiments and provide evidence for the feasibility and
scalability of integrated quantum photonics.
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1
I N T R O D U C T I O N

”The Hitchhikers Guide to the Galaxy. The reason why it was published in the form of a
micro sub-meson electronic component is that if it were printed in normal book form,
an interstellar hitchhiker would require several inconveniently large buildings to carry

it around in.”

Douglas Adams, Hitchhikers Guide to the Galaxy

We are moving into a new age of information processing where the best tool for
the job may not always be the biggest supercomputer you can find. Since the field’s
inception in 1982, there has been an open question for quantum computing to answer:
can we build a quantum computer that is sufficiently large and complex, and with
sufficiently low error rates to solve a problem or perform a calculation substantially
faster than a classical computer? This question was answered first hesitantly [1–4],
and then emphatically [5, 6], yes. While the problems these rudimentary quantum
computers solved do not have much practical significance, the fact that they could be
solved is significant in itself.

A key player in the race for quantum supremacy, as it was named by John Preskill [7],
was a linear optics approach based on a variation of Aaronson and Arkiphov’s boson
sampling problem [8]. However, beyond these relatively simple proof-of-principle exper-
iments, linear optics also holds the promise of being a potential platform for realising
a universal quantum computer. Initial schemes, such as the original Knill, Laflamme,
and Milburn (KLM) scheme [9], had such large overheads that they were rendered
functionally impossible. However, modern schemes learned to embrace the probabilistic
entangling gates afforded by linear optics, using ideas from percolation theory to show
that even incomplete cluster states are universal for quantum computation, provided
the gate probability is above the percolation threshold [10–12].

To date, the largest scale demonstrations of even non-universal photonic quantum
computers have been performed in bulk optics. While this has turned out to be feasible
for computations involving tens or even hundreds of photons [3,5], it is likely unfeasible
when scaled to the millions of photons necessary for even the smallest useful universal
quantum computers [13]. Integrated photonics hopes to offer a solution to this scaling
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introduction

problem by miniaturising the necessary components and combining them on chip scale
devices. So far, either silicon or silicon nitride form the basis of the largest integrated
quantum photonic circuits [14–18]. However, materials with a χ(2) nonlinearity are
gaining traction due to their ability to integrate fast electro optic modulators [19–27].
One feature of photonic qubits that makes them particularly appealing for measurement-
based architectures, usually favoured by linear optical quantum computing (LOQC)
proponents, is that, unlike superconducting and matter based systems, photons are
travelling qubits, meaning it is possible to exploit their temporal degree of freedom.
For static qubits, time only affects the number of gates that can be implemented on a
quantum computer. For a photon, however, not only can qubit states be defined in the
photon’s arrival times [28] but even for photonic qubits encoded in other degrees of
freedom, time is useful for fixing the experimental overhead of a quantum computer.
By delaying photons and entangling them with future generations of qubits, only small
a fraction of the total amount of qubits must be “alive” at a given time. For a platform
where propagation loss is the dominant source of error, this is a huge advantage. Beyond
this, cluster states that are both universal for measurement based quantum computing
(MBQC) and amenable to error correction must be three-dimensional [29–34]. In the
way mentioned above, therefore, time is a natural candidate for this third dimension.
The photon’s temporal degree of freedom also has more subtle effects. The arrival time,
or rather the possible arrival times, of a photon are related to its spectral properties and
can therefore be used to control the interference quality between photons [35–38].

Despite this, to date, many integrated photonic experiments ignore the importance
of the temporal degree of freedom. Most experiments use large coincidence windows,
as the decrease in count rates associated with temporal filtering is too high a price to
pay for any gain in interference visibility. The lack of fast and low-loss switching in
both silicon and silicon nitride platforms has forced users to proceed with experiments
using slow thermo-optic phase shifters. One example of an (at least partially) integrated
feed forward experiment was demonstrated in Ref. [39]. They perform multiplexing of
photons generated on-chip however the delays and switching are all performed off-chip.

In this thesis, we augment the existing work on integrated photonic experiments
by performing experiments where we explicitly take the temporal degree of freedom
into account. We explore several different aspects, including performing quantum
interference experiments in a time-resolved manner, designing and testing a high-speed
modulator, and simulating Hamiltonians that are time and parity symmetric.
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thesis outline

The remainder of this thesis is outlined as follows. In chapter two, we introduce the
background topics required to understand the later results. We start by introducing the
formalism of quantum optics. We then move on to describe the fields of linear optics,
looking at unitary decompositions in both spatial and temporal degrees of freedom, and
nonlinear optics, in both classical and quantum pictures. Following this, we describe
the necessary components required for integrated photonic experiments. Finally, we
include a brief introduction of linear optical quantum computing.

In chapter three, we look at the effect of performing two-photon interference experi-
ments in a time-resolved manner, that is, using the exact arrival time of the photons
rather than integrating over some interval. We perform both Hong-Ou-Mandel interfer-
ence at a beam-splitter and interference in a complex Hadamard interferometer with
photons that are distinguishable in frequency.

In chapter four, we expand the results of chapter three and look at time-resolved
boson sampling. We perform two-photon scattershot and look at the effect of changing
the timing window. We also perform two-photon scattershot and three-photon standard
boson sampling where we sample directly from the photon’s arrival time rather than
filtering in time.

In chapter five, we simulate, design and test an all-optical Mach-Zehnder switch
based on cross-phase modulation. Here, the pump and signal pulses travel in different
transverse waveguide modes, allowing easy and low-loss multiplexing and demulti-
plexing.

In the final chapter, chapter six, we look at how linear optics can be used to simulate
a specific class of non-Hermitian Hamiltonians, which are symmetric under combined
time and parity reversal. We show how evolution under these Hamiltonians can be
used to increase the coherence of an initial qubit state. We compare a fixed Hamiltonian
to a time-varying Hamiltonian implemented via an adaptive feedback loop.
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2
B A C K G R O U N D

”’I really wish I’d listened to what my mother told me when I was young.’
’Why, what did she tell you?’
’I don’t know, I didn’t listen.’”

Douglas Adams, Hitchhikers Guide to the Galaxy

2.1 introduction and motivation

The study of light has always been a central tenet of humanity’s attempt to understand
the natural world. Either to understand human vision, bringing us telescopes and
microscopes, in order to communicate, or more recently, to process both classical and
quantum information.

In this chapter, we introduce the features of electromagnetic radiation required to
give the later results context. We start with the classical description of light through
Maxwells equations before seeing how this changes in a quantum picture. We move on
to describe linear optics from its building blocks to larger scale devices. Following this,
we describe photon generation through nonlinear optics before introducing the tools
required for integrated photonic experiments. Next, we will talk about the keystone
of photonic quantum technologies - quantum interference. Finally, we will put all the
pieces together and describe how a universal quantum computer can be constructed
from linear optics.

2.2 from classical to quantum optics

To start our discussion on optics we begin with a description of how one can derive the
quantum picture of light 1. We start from the classical description of electromagnetism,
through the famous equations of James Clerk Maxwell. In the absence of free charges
these are

∇ · E = 0, (2.1)

1 For this discussion we draw heavily from Refs. [40, 41]
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2.2 from classical to quantum optics

∇ · B = 0, (2.2)

∇× E = −∂B
∂t

, (2.3)

∇× B =
1
c2

∂E
∂t

, (2.4)

where E and B are the electric and magnetic fields respectively and c is the speed of
light. We can now define a vector potential, A, which is related to the electric and
magnetic fields by

B = ∇× A E = −∂A
∂t

. (2.5)

In the presence of no charges, the above equations are gauge invariant. Formally, this
means that any choice of the vector potential that can be written in the form A +∇φ,
where φ is a function that is twice differentiable, is valid. It is standard in quantum
optics to use the Coulomb gauge which imposes the condition

∇ · A = 0. (2.6)

To find the dynamics of A, we can rewrite Eq. 2.4 in terms of the vector potential, A.
To do this we substitute the relations in Eq. 2.5 into Eq. 2.4. Using the standard vector
calculus identity ∇×∇× A = ∇ (∇ · A)−∇2A, and noticing that Eq. 2.6 results in
the first term being 0, we arrive at

∇2A− 1
c2

∂2A
∂t2 = 0. (2.7)

This is the wave equation for electromagnetic waves. If instead of considering free
space, we consider only a finite volume of space, the continuum of solutions to the
wave equation becomes discrete. Specifically we look at a volume of space with V = L3.
We can then write a general solution to Eq. 2.7 as

A (r, t) = ∑
k

uAkei(k·r−ωkt) + u∗A∗k e−i(k·r−ωkt), (2.8)
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2.2 from classical to quantum optics

where we have introduced the unit vector along the direction of polarisation u. In
general A (r, t) would also be a sum over both possible polarisation directions but for
clarity we chose the vector potential to be polarised along one direction. As it stands,
A (r, t) describes a superposition of waves with a k-vector given by the elements

ki =
2πmi

L
, (2.9)

where i ∈ x, y, z, mi ∈ Z+. Using the relationships in Eq. 2.5, we can derive expressions
for the electric and magnetic fields

E (r, t) = i ∑
k

√
h̄ωk
2ε0

(
uakei(k·r−ωkt) − u∗a∗k e−i(k·r−ωkt)

)
, (2.10)

B (r, t) = i ∑
k

k

√
h̄

2ωkε0

(
uakei(k·r−ωkt) − u∗a∗k e−i(k·r−ωkt)

)
, (2.11)

where we have rewritten the amplitudes Ak =
√

h̄
2ωkε0L3 ak in order to leave us with the

dimensionless amplitudes ak. The total energy of an electromagnetic field in a given
volume is given by the Hamiltonian

H =
1
2

∫
V

(
ε0E2 (r, t) +

1
µ0

B2 (r, t)
)

dr. (2.12)

Substituting in the expressions for E and B we arrive at the Hamiltonian

H =
1
2 ∑

k
h̄ωk (aka∗k + a∗k ak) . (2.13)

To quantise the electromagnetic field we replace the complex amplitudes ak and a∗k
with the canonical mutually adjoint operators âk and â†

k . Due to the bosonic nature
of photons, the fundamental particles of the electromagnetic field, we require these
operators to fulfil the commutator relations[

âi, â†
j

]
= δij

[
âi, âj

]
=
[

â†
i , â†

j

]
= 0. (2.14)
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2.2 from classical to quantum optics

Applying this transformation to Eq. 2.13 we arrive at

H = ∑
k

Hk = ∑
k

h̄ωk

(
â†

k âk +
1
2

)
. (2.15)

From this we can see that each of the k modes is described by a quantum harmonic
oscillator. We now look at the operators âk and â†

k a bit more closely. Firstly, using the
commutation relations above one can show

[
Hk, âk′

]
= δkk′ h̄ωk′ âk′

[
Hk, â†

k′

]
= δkk′ h̄ωk′ â

†
k′

. (2.16)

To see the effect of these operators we first assume |n〉k is an eigenstate of Hk with
eigenvalue Ek,n. We can then ask what happens when âk and â†

k act on this state? Using
the above commutation relations we can see

â†
k |n〉k =

1
h̄ωk

[
Hk, â†

k

]
|n〉k . (2.17)

Expanding the commutator and rearranging we arrive at

Hk â†
k |n〉k = (Ek,n + h̄ωk) â†

k |n〉k . (2.18)

Here we see that â†
k |n〉k is also an eigenvector of Hk but with an eigenvalue that is

larger by +h̄ωk. We label this new eigenstate as |n + 1〉k. Similar analysis can show
that |n− 1〉k = âk |n〉k has an eigenvalue of Ek,n − h̄ωk. We define the ground state |0〉k
such that âk |0〉k = 0, this state has energy Ek,0 = 1

2 h̄ωk. So the operators â†
k and âk have

the effect of adding and removing an excitation from the mode they act on. For this
reason they are called the creation and annihilation operators, respectively. We are now
primed to discuss some interesting classes of photonic states.

fock states

The first class of states are ones that we have already seen, the Fock states. The
Fock states are the eigenstates of the Hamiltonian, H, and represent a definite amount
of excitations in a given mode. For this reason they are also called number states. We
define a state with n excitations in the kth mode as |n〉k. The effect of the creation
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2.2 from classical to quantum optics

and annihilation operators, as expected, is to increase and decrease the number of
excitations in the mode

â†
k |n〉k =

√
n + 1 |n + 1〉k âk |n〉k =

√
n |n− 1〉k . (2.19)

Therefore, an arbitrary number Fock state can be acquired by letting the creation
operator act on the vacuum n times. With correct normalisation, this is given by

|n〉k =
(
â†

k
)n

√
n!
|0〉k . (2.20)

The energy of a given Fock state is then given by

Ek,n = 〈n|k H |n〉k = h̄ωk

(
n +

1
2

)
(2.21)

We can also define a number operator

N̂k = â†
k âk → 〈n|k N̂k |n〉k = nk, (2.22)

which counts the number of excitations in the mode. For the rest of this thesis we refer
to these quantised excitations of the electromagnetic field as photons. Any photons in
the same mode k are indistinguishable, by this we mean there is no physical way to tell
them apart. This is an important feature.

coherent states

Throughout quantum mechanics there are pairs of non-commuting variables that
cannot be simultaneously measured with arbitrary precision. The correlation in the
uncertainty of simultaneous measurements is given by a corresponding uncertainty
relation. Two such variables are phase and photon number. We can therefore define
two classes of states - one with a well-defined photon number and another with a
well-defined phase. We have already seen the former, named the Fock state. The latter
is called a coherent state and here we will recap its key features. Coherent states are
minimum uncertainty states, meaning the product of the uncertainties in their photon
number and phase minimises the uncertainty relation. They are defined as eigenstates
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2.3 linear optics

of the annihilation operator âk |α〉k = αk |α〉k. They are generated by a unitary operator
called the displacement operator

D̂k (α) = exp
(

αâ†
k − α∗ âk

)
, (2.23)

which transforms the creation and annihilation operators as

â†
k → D̂†

k (α) â†
k D̂k (α) = â†

k + α∗,

â→ D̂†
k (α) âkD̂k (α) = âk + α.

(2.24)

We can also write these states in the Fock basis

|α〉k = e
−|α|2

2

∞

∑
n=0

αn
√

n!
|n〉k . (2.25)

Using the number operator we see that the average number of photons 〈α|k N̂k |α〉k =
|α|2. We can also see that the probability of measuring n photons from a given coherent
state follows a Poissonian distribution

P(n, α) = | 〈n|α〉 |2 =
|α|2ne−|α|

2

n!
, (2.26)

centred at |α|2. Coherent states represent an important class of quantum optical states.
As they minimise the uncertainty relation, follow Poissonian counting statistics, and
have a well-defined phase, they most closely mirror the properties of the classical
electromagnetic fields.

2.3 linear optics

We have seen in the previous sections how we can describe photonic states in a partic-
ular and well-defined optical mode. In this section we will see how we can describe
transformations on these optical modes. We will restrict ourselves, for the time being, to
linear transformations, that is transformations that do not involve light-matter interac-
tions. Any m mode linear optical network can be described by a unique m×m complex
unitary matrix, M̂, where the condition of unitarity reflects that the transformation
preserves photon number. Each element maps an input mode to an output mode with a
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2.3 linear optics

specific amplitude and phase. Given an array of m input modes |a〉 =
(
â†

1, â†
2, . . . , â†

m
)T,

the output modes are defined as

|b〉 = M̂ |a〉 , (2.27)

where |b〉 =
(

b̂†
1 , b̂†

2 , . . . , b̂†
m

)T
is the corresponding array of output modes. Each element

of b is therefore given by

b̂†
i =

m

∑
j=0

Mij â†
j . (2.28)

Given a single photon input into mode j the corresponding probability of the photon
being detected in mode i is then

P(i, j) = | 〈0| b̂†
i â†

j |0〉 |2 = |Mij|2 (2.29)

2.3.1 Building blocks for linear optical networks

Two key components of any linear optical are the beam-splitter, which shifts power
from one mode to another and a phase shifter, which imparts a relative phase on one
mode relative to all the others in the network. A general beam-splitter acts on two
modes and can be described by the mode transformations

â†
i →
√

ηb̂†
i +

√
1− ηb̂†

j ,

â†
j →

√
1− ηb̂†

i −
√

ηb̂†
j ,

(2.30)

where the parameter η describes the power transmission of the beam-splitter. We can
then define a beam-splitter where the transmission can be tuned by some parameter θ,
η = sin2 (θ). The beam-splitter action in matrix form can be written as(

b̂†
i

b̂†
j

)
=

(
sin (θ) cos (θ)
cos (θ) − sin (θ)

)(
â†

i
â†

j

)
. (2.31)

We note that in the classical field picture a beam-splitter splits the field amplitude
between both modes. When a single photon is incident on a beam-splitter it is put
into a coherent superposition across the modes with amplitudes set by the

√
η. A
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2.3 linear optics

second noteworthy component in linear optics is the phase shifter. This is a single mode
component that can be described by the mode transformation

â†
i → eiφb̂†

i . (2.32)

Again we can write this in a matrix format(
b̂†

i
b̂†

j

)
=

(
eiφ 0
0 1

)(
â†

i
â†

j

)
. (2.33)

This gives an insight for how we can write these single and two mode components as
part of a larger network. For an m mode photonic network these two mode matrices
can be written as block diagonal matrix

M̂ =


Ii−1 . . . 0

... Tij
...

0 . . . Im−j

 , (2.34)

where Tij is the n× n component matrix, acting on adjacent modes i to j and Ik is a
k× k identity matrix. With this, larger photonic networks can be built up by matrix
multiplication.

2.3.2 Arbitrary unitary transformations

As we have seen that a general linear optical network is described a unitary transforma-
tion. We can, however, ask is every unitary transformation represented by some linear
optical circuit? It has been known since Adolf Hurwitz in 1897 that an arbitrary unitary,
U(N) can be decomposed into U(2) building blocks [42]. However, it was Reck et al.
that first proved this in the case of linear optics [43] 2. The building block of both these
decompositions is a two parameter tuneable component, this can be written as

T (φ, θ) =

(
eiφ sin (θ) cos (θ)
eiφ cos (θ) − sin (θ)

)
. (2.35)

2 The same scheme had already been discovered in the microwave regime [44]
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2.3 linear optics

Each element of T (φ, θ) is a unitary matrix in U(2) although not all elements of U(2)
can be reached with only these two parameters. We can see that, not by accident, this is
a combination of the two components we described in the previous section. Specifically,
this is achieved by a phase shifter on one mode, followed by a beam-splitter. The aim
of a decomposition, such as the one found by Reck, is to find some specific pattern of
Tij matrices, that is blocks as in Eq. 2.35 acting on modes i and j, which along with a
diagonal matrix of phases D gives the target unitary transformation. Formally, this can
be expressed as

U(N) = D ∏
i,j∈S

Tij, (2.36)

where S describe the specific pattern of beam-splitters required. To date, there exist two
main decompositions. Both discover the pattern S by iteratively applying Tij either to
the left or the right of U(N) and then selecting the θ and φ such that an element of U(N)

is set to zero - from Reck this is called nulling the element. Specifically, multiplying
from the left we can null an element in column i or j and multiplying from the left
we can null an element in row i or j. This process can be repeated until all but the
diagonal is zero. Inverting this then gives the decomposition in Eq. 2.36. Initially, we
describe the decomposition introduced by Reck. For this we only ever null from rows,
that is multiplying from the left of U(N). We proceed to null elements from the bottom
row of U(N). Due to unitarity, this also nulls from the last column of U(N). We then
repeat this step N − 1 times until all off-diagonal elements are nulled. At each step the
resulting unitary becomes

Uk(N) = Uk−1(N) Tk,k−1Tk,k−2 · · · Tk,1︸ ︷︷ ︸
Tk

, (2.37)

where swaps can be used to implement beam-splitters between non-adjacent modes.
Repeating this until all the elements are nulled we end up with

D = U(N)TkTk−1Tk−2 · · · T2, (2.38)

which, when inverted, leaves us with

U(N) = D (TkTk−1Tk−2 · · · T2)
−1 . (2.39)
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2.3 linear optics

We note that the swaps used in Eq. 2.37 can be absorbed into the reflectivities of other
beam-splitters. Due to this, when rearranged the transfer matrix TkTk−1Tk−2 · · · T1

results in a triangular mesh of beam-splitters and phase shifters. This is an interesting
result - any linear optical circuit can be decomposed into just two components. The
main fault with this decomposition is that the optical depth, defined as the number
of components in a given path, is different for photons that traverse different paths,
resulting in an imbalance of loss. This has ramifications for, for example, boson
sampling where it means that post-selection is no longer a viable route for retaining the
complexity [45, 46]. This problem was solved in 2016 when Clements et al. proposed
decomposing a unitary into a square beam-splitter mesh [47]. The main difference in
this decomposition is that rather than nulling elements row by row, one nulls elements
along diagonals. This is achieved by sequentially multiplying the unitary by Tij on the
left and the right. This results in a mesh that builds up from the edges into the middle.

(a)

(b)

Figure 2.1: Illustrating the unitary decompositions introduced by (a) Reck et al. and (b) Clements
et al. Coloured boxes indicate which beam-splitters are used to null which elements
of the matrix. End phases have been omitted from the diagram.

It can be seen that, in this decomposition, each mode interferes with its neighbour at
the earliest opportunity. This means that the Clements decomposition has the shortest
possible optical depth and the optical depth is, on average, the same for all input/output
combinations 3. Both the Reck and Clements decompositions use the minimal number

3 There are some combinations such as â†
1 → b̂†

1 that have different (in this case shorter) optical depths but
the number of these gets proportionally smaller with increasing N
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2.3 linear optics

of degrees of freedom O
(
n2). In Fig. 2.1 we illustrate both decompositions and the final

design of each. While it may seem that the Clement’s decomposition should now always
be adopted there are still certain situations where the Reck decomposition performs
better. For example, if one has a large reprogrammable unitary, acting on m modes, but
would like to perform a n× n transformation where n < m, the optical depth for the
Clements unitary will be O (m) independent of n. Using a Reck style interferometer,
and using the top modes, the optical depth is reduced.

2.3.3 Time domain interferometers

In Fig. 2.1 we represented the unitary decomposition acting on spatial modes. This
is how many large scale implementations of reprogrammable unitaries have been
made [18, 48]. The primary reason for this is spatial modes lend themselves easily to
static components and slow phase shifters. However, as we look to scale up, there
are some inherent draw backs to this method. Looking to the future, scaling to
large numbers of modes requires thousands of indistinguishable photon sources and
expensive single photon detectors. Also, each of the approximately N2 phase shifters
for each unitary needs to be regularly calibrated, and can lead to crosstalk inside the
unitary, lowering the fidelity. One of the most attractive feature of quantum photonics is
that photons have a number of well-defined degrees of freedom and each can be used to
encode information. Some, such as polarisation, are limited in the number of modes that
we have access to. However, others, such as frequency, transverse mode, or temporal
modes do not suffer from this and have already seen experimental implementations. To
date, these implementations have either been on small scales [49, 50] or with restricted
reprogrammability [51, 52].

Of these, using temporal modes is attractive for a number of reasons. They are
continuous, which means that modes can be defined over different lengths of time,
depending on the specific experimental setup. It restricts everything to a single spatial
mode, and allows components to be reused, reducing the experimental overhead. In
this section we will describe how the two decompositions above can be implemented in
the time domain. The first time domain interferometer was described in Ref. [53] where
they showed that a single photon source, point of interference and detector is sufficient
for any sized unitary transformation. Specifically, the Motes scheme used two loops,
one fast switch and two slower switches to implement a Reck style decomposition. This
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2.3 linear optics

Figure 2.2: Time domain implementations of the Reck and Clements decompositions. (a) Loop
based Reck decomposition. Inset shows the spatial mode breakdown of one imple-
mentation of the inner loop on a train of time bins. (b) Spatial mode equivalent of
(a). If purple beam-splitters are used and the grey beam-splitters are set to identity
then this can implement a Reck style decomposition. We also indicate which beam-
splitters come from which pass of the interference point. (c) How the Clements style
loop system can be thought of in spatial modes. Time is in the horizontal direction.
Wires represent the modes and Int represents the interstitial mode. The wire colour
represents which loop that mode is in at each time step. Blue is the top loop and
brown is the bottom loop. We then show which beam-splitters map to which in the
Clements scheme. Dotted lines represent swapping a given mode with the interstitial
bin. (d) Clements scheme time loop. Top loop is N/2 time bins long and bottom is
N/2 + 1.

experimental setup can be simplified slightly, however, by reusing one of the slower
switches [54]. This revised scheme is shown in Fig. 2.2(a).

This scheme starts with of a train of time bins, separated by a time τ. An on/off
switch capable of switching in a time less than the total length of the train, is used
to couple the train into the system, closing after the last bin. The train then sees a
reconfigurable U(2) element, with one of the outputs connected to the other input.
If this delay is equal to the spacing between the time bins, sequential modes can be
interfered. We require that this interference point can be reconfigured on a timescale
� τ. This allows us to separately tune the interference between pairs of bins and
also restricts us to a finite amount of bins, by switching the first mode into and the
last mode out of the loop, deterministically. A single pass of this interference point
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performs one diagonal of beam-splitters in the Reck scheme. In order to build up a
full Reck scheme, a second loop, with a length longer than the entire train of bins,
can be used to have the pulse train pass through the interference point an arbitrary
amount of times. Figure. 2.2(b) shows the beam-splitter mesh that is built up. From this
we can see that N − 1 passes of the interference point gives sufficient interference to
implement a Reck style decomposition. This also demonstrates one of the flaws with
this scheme. With N − 1 outer loops we have twice as many points of interference than
we require, increasing the loss of such a device. A second flaw is one mentioned before
- the asymmetric optical depth for different input/output combinations. With time
domain schemes, this asymmetric path causes photons to spend different amounts of in
delay lines. This results in the added effect of photons that experience different levels
of dispersion, reducing interference visibility.

Both of these problems were solved in Ref. [54] where they showed that the Clements
scheme also has a time domain analogy. Instead of a two very different sized loops,
we now have two loops that differ by one time bin. The top loop contains N/2 time
bins and the bottom has N/2 + 1. The extra interstitial time bin in the bottom is used
to change which time bins interfere. As we are free to label the modes as we please,
we choose to label the first N/2 modes as the odd modes and the final N/2 as the
even modes. The odd modes are switched into the top loop. As this is left to evolve,
it interferes each odd mode, k, with the k + 1 mode. After this first pass, the first
mode reaches the beam-splitter at the same time as the interstitial bin, we switch the
interstitial bin into the top loop and mode one into the bottom loop. From this point,
each time a time bin traverses the loop we switch which loop it is in by adding π to
the desired beam-splitter phase, letting each time bin map out a figure of 8 path. This
alternates interfering each odd mode with its highest neighbour, and shifting the trains
with respect to each other so that we now interfere each even mode with its highest
neighbour. Figure. 2.2(c) we show how this pattern is mapped out for four modes. The
colour of the wire represents which loop that mode is in (colour coded to Figure. 2.2(d)).
We also show how this maps to columns of beam-splitters in the Clements scheme.

2.4 nonlinear optics

In the previous section we looked at linear optical transformations. These are transfor-
mations that do not mix the creation and annihilation operators and therefore preserve
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photon number. In this section we will review nonlinear optical process. We will see
first how these behave classically and then how we can use these processes to gener-
ate another class of quantum optical states. In our derivation of the wave equation
in section. 2.2, we assumed a ’free’ field, not propagating in a material. When light
propagates through a material, the wave equation becomes

∇2E− 1
c2

∂2E
∂t2 = µ0

∂2P
∂t2 , (2.40)

where we have introduced the material polarisation, P, which describes the response of
dipoles in the material to the incoming light field. We have also restricted ourselves to
only looking at the E field, this is reasonable as for all the materials in this thesis the
magnetic susceptibility is ≈ 0 and therefore it is only the interaction between the electric
field and the material that is of importance. With low field strengths, the polarisation is
proportional to the strength of the field P ' ε0χ(ω)E. Substituting this into Eq. 2.40

and assuming a monochromatic wave, E = E (r, t) e−iωt, we arrive at

∇2E + n2(ω)
ω2

c2 E = 0, (2.41)

where we have introduced n(ω) =
√

1 + χ(ω), called the refractive index of the
material and has the effect of slowing the speed of the propagating wave to a velocity of
c/n(ω). This time-independent version of the wave equation is known as the Helmholtz
equation. To understand what is happening here, it is useful to think of the potentials
which the electrons in the materials experience. In this linear regime, the restoring force
seen by the electrons is linear in the electron position and the potential is given by

V (x) = −
∫

F(x)dx. (2.42)

This results in a parabolic potential and oscillations of the dipoles at the single frequency,
identical to that of the incoming field. While this description is perfectly good for low
field strengths, it breaks down if the field strength is sufficiently large. In general the
material polarisation is given by

P = ε0

(
χ(1)E + χ(2)EE + χ(3)EEE . . .

)
, (2.43)
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where χ(1) now describes the linear dynamics, as we have seen before. The higher
order terms add terms to the restoring force seen by dipoles and therefore add features
to the potentials. This results in oscillations that are no longer at a single frequency,
meaning the energy radiated out by the dipoles contains new frequencies. In general,
the strength of χ(n) decreases as n increases and in most circumstances considering
only up to χ(3) is sufficient. We will now discuss the first two nonlinear terms in a more
detail.

2.4.1 χ(2) processes

The first non-linear correction to the material polarisation only appears in materials
with a specific crystal structure. Specifically, it requires that the crystal is non-isotropic
and lacks inversion symmetry. Flipping the crystal direction in an isotropic material
should also flip the polarisation direction P (−r) = −P (r). However, we see that as
the χ(2) term depends on EE then P (−r) = P (r). In this case, the dipole restoring
force gains an extra x2 term, resulting in a cubic potential. The asymmetry in this
potential reflects the crystal asymmetry. If we consider a bi-chromatic input field
E = E1e−ω1t + E2e−ω2t + c.c., the nonlinear term in the material polarisation becomes

PNL = ε0χ(2)EE = ε0χ(2) (E1e−ω1t + E2e−ω2t + c.c.
) (

E1e−ω1t + E2e−ω2t + c.c
)

= ε0χ(2)
(
|E1|2 + |E2|2︸ ︷︷ ︸

optical rectification

+ E2
1e−i2ω1t + E2

2e−i2ω2t︸ ︷︷ ︸
second harmonic generation

+ 2E1E2e−i(ω1+ω2)t︸ ︷︷ ︸
sum frequency generation

+ 2E1E∗2 e−i(ω1−ω2)t︸ ︷︷ ︸
difference frequency generation

+c.c.
)

.

(2.44)

Here, we can see several new frequencies that are generated. Second harmonic gen-
erations (SHG) describe the collection of processes that generated new frequencies at
twice the original, sum and difference frequency generation are then used to describe
processes that generate new frequencies at the sum and difference of the original two,
respectively. Interestingly, we also see terms at 0 frequency. These describe the process
whereby a DC electric field is generated across the crystal, known as optical rectification.
Note here, we have assumed that χ(2) is a scalar quantity, in general χ(2) will be a
rank 3 tensor with elements χ

(2)
ijk where the indices denote the polarisation of the two
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mixing fields and the material polarisation. This demonstrates that there are a variety
of different frequency generating processes that can in principle occur. However, do
they always occur? The answer comes down to a principle known as phase-matching.
This is a statement that says the oscillating dipole needs to remain in phase with the
propagating fields in order to ensure that the new frequencies constructively interfere.
This can be simplified to ensuring conservation of the wave-vectors of the mixing fields,
for SHG this means that 2k(ωi) = k(2ωi), for sum and difference frequency generation
it is given by k(ω1 ± ω2) = k(ω1)± k(ω1). This restricts the frequencies that can be
supported and allows tuning of which process are suppressed.

2.4.2 χ(3) processes

As mentioned in the previous section, χ(2) process have strict requirements on the
material crystal structures. In materials that do not meet these requirements, the lowest
order nonlinear process are χ(3). These lead to an anti-symmetric polarisation function,
P (−r) = −P (r), which is true of all materials. As expected, the restoring force for
the dipole now becomes cubic, resulting in a symmetric quartic potential. If we now
consider a tri-chromatic field E = E1e−ω1t + E2e−ω2t + E3e−ω3t + c.c. The nonlinear
polarisation for these materials is can then be written as

PNL = ε0χ(3) ∑
i,j,k

EiEjEkei(ωi+ωj+ωk)t + 3EiE∗j Ekei(ωi−ωj+ωk)t + c.c., (2.45)

where the indices i, j, k ∈ {1, 2, 3}. We have separated terms that oscillate at frequencies
ωi + ωj + ωk, known as sum frequency generation and terms oscillating at ωi−ωj + ωk,
typically referred to as four wave mixing. Again, the phase matching conditions restrict
the allowed processes. For sum frequency generation this becomes k(ωi + ωj + ωk) =

k(ωi) + k(ωj) + k(ωk) and for four wave mixing it becomes k(ωi −ωj + ωk) = k(ωi)−
k(ωj) + k(ωk). For the rest of this work we will only be concerned with the four wave
mixing terms. Interestingly, unlike χ(2) processes, for the terms where ωi = ωj we see
that the original frequency can still be retrieved. This will be covered in more detail in
chapter 5.
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2.4.3 Photon generation through nonlinear optics

Both of the processes defined above describe how n fields propagating in a material
can generate a field oscillating at a new frequency. This can be thought of as n− 1
pump fields and then the one remaining field acting to seed the new field through
stimulated emission. The classical description above says that if the seed field is not
there then there cannot be any new frequencies. This is not so in the quantum picture,
where vacuum fluctuations, which are always present, can be used to seed the process
allowing single photons at multiple different frequencies to be generated. The processes
of interest are, for χ(2), spontaneous parametric down conversion (SPDC) which is
difference frequency generation without the seed where one pump photon generates
two daughter photons, named signal and idler, by convention. These newly generated
photons must conserve energy, ωp = ωs + ωi, along with the phase-matching condition
described above. For χ(3) we use the process spontaneous four wave mixing (SFWM).
Here, two pump photons are absorbed and signal and idler photons are generated that
fulfil ωp1 + ωp2 = ωs + ωi. Generally, two regimes of these processes are defined - that
where ωs = ωi, known as the degenerate case and that where ωs 6= ωi, known as non-
degenerate. In the following work we employ degenerate SPDC and non-degenerate
SFWM. While both interactions are different in nature, the end result is surprisingly
similar. This should already be evident - both involve the generation of a pair of single
photons via a bright pump field. The brightness of the pump lets us make a semi-
classical approximation where the created photons are treated in a quantum picture,
with their respective creation and annihilation operators, but the pump is considered to
be a classical field with spectral amplitude α(ω). It is then possible to define a general
nonlinear interaction Hamiltonian4

Hint = −γLP
∫ ∫

F(ωs, ωi)â† (ωs) â† (ωi) + h.c dωsdωi, (2.46)

where γ is proportional to the relevant nonlinear susceptibility tensor element, P =

|
∫

α(ωp)dωp|2 describes the total pump power, and F(ωs, ωi) is the joint spectral ampli-
tude (JSA) which includes both the energy conservation and phase-matching conditions
described above. For SPDC the JSA is given by F(ωs, ωi) = α(ωp)φ(ωp, ωs, ωi), where
the pump wavelength is set by the energy conservation ωp = ωs + ωi. For SFWM the

4 For a more in depth derivation the reader is directed to Refs [55–57] for SPDC and Ref [58] for SFWM
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situation is slightly different, as we have two pump photons only one can be fixed by
the energy conservation, and so we integrate over the free pump photon

F(ωs, ωi) =
1
P

∫
α(ωp)α(ωs + ωi −ωp)φ(ωp, ωs, ωi)dωp. (2.47)

In both cases we have introduced the phase matching condition, φ given by

φ(ωp, ωs, ωi) = sinc
(

∆kL
2

)
exp

(
i∆kL

2

)
, (2.48)

where the phase mismatch for both processes are

∆kSPDC = kp(ωs + ωi)− ks(ωs)− ki(ωi),

∆kSFWM = kp1(ωp) + kp2(ωs + ωi −ωp)− ks(ωs)− ki(ωi).
(2.49)

In the limit of low pumping power the state generated by this Hamiltonian acting on
the vacuum is given by

|ψ〉 ≈ |00〉+
∫ ∫

F(ωs, ωi)â† (ωs) â† (ωi) |00〉 dωsdωi. (2.50)

For many applications of single photons, we require that the emitted state is separable
in frequency. This is as upon heralding on one of the generated photons, any spectral
entanglement results in mixture of the single photon state. The degree of entanglement
in the generated state is related to the separability of the joint spectrum. We can write
the JSA in its Schmidt decomposition

F(ωs, ωi) = ∑
k

λkµk(ωs)νk(ωs). (2.51)

From this we can see that if only λ0 6= 0 then F(ωs, ωi) is separable and both signal and
idler photons are in pure states after heralding of the other. The purity of the photon
can be calculated as

P = ∑
k

λ4
k. (2.52)

The state in Eq.2.50 only approximates a bi-photon state in the regime of low pump
power, where only the first terms of the Taylor expansion dominate. If the pump power
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is higher, this Hamiltonian generates further photons into the same modes, always in
pairs. This state is called a squeezed state. In general, a squeezed state is given by

|ξ〉 = Ŝ(ξ) |0〉 = e
1
2 (ξ â†

i â†
j +ξ∗ âi âj) |0〉 . (2.53)

If i = j then this describes single mode squeezing, which we can map to degenerate
processes where signal and idler are at the same frequency. If i 6= j, which we map
to non-degenerate processes, is referred to as two-mode squeezing. For the nonlinear
optical processes squeezing parameter, |ξ| = γLP. Writing the state |ξ〉 in the Fock
basis we see

|ξ〉 = sech(|ξ|)∑
k

eikθ tanhk(|ξ|) |n〉i |n〉j , (2.54)

where the angle θ is related to the phase of the pump field in case where there is a
single pump field (or the pump fields are degenerate) and the difference between the
pump phases if the pump fields are non-degenerate.

2.5 the integrated photonic toolkit

The later chapters in this thesis describe results from experiments performed in the
integrated photonics platform, this involves light being routed and mixed in on-chip
components. In this section we will discuss the main chip components that are required
to perform these experiments.

2.5.1 On-chip components

waveguides

Up to now, we have discussed free fields or fields interacting with bulk materials
with no constraints placed on the transverse directions. Integrated photonic experi-
ments require that we can confine and guide light across a chip. Creatively, we call these
confining structures waveguides. Waveguides are created when a guiding material, with
refractive index ncore is sandwiched, in at least one of its transverse directions, between
a cladding material with refractive index nclad. In the later chapters we exclusively use
strip waveguides, these are structures that are confined in both x and y directions. As
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we are confining the light, we should expect a discrete set of supported modes. If we
assume a set of solutions to the wave equation of the form E = ∑m Fm(x, y)ei(βmz−ωt),
the supported modes are given by solutions to

∇2Fm(x, y)−
(

β2
m −

ω2

c2 n2(x, y)
)

Fm(x, y) = 0, (2.55)

where each supported mode has a spatial distribution given by Fm(x, y) and a propaga-
tion constant βm. This propagation constant can be written as βm = ω

c neff where neff is
the effective refractive index which determines the phase velocity of the mode. Many
different waveguide geometries exist and have uses throughout integrated photonics,
lower loss rib waveguides [59], photonic crystal waveguides [60, 61] and suspended
waveguides [62] to name but a few. In the rest of this work we exclusively use strip
waveguides. Strip waveguides are rectangular waveguides where the height is usually

(a) (b)

(c) (d)

Figure 2.3: Example transverse mode plots for a silicon waveguide with a width of 1.3 µm and a
height of 0.22 µm. We show the absolute value squared of the dominant electric field
component. (a) TE0 (b) TE1 (c) TM0 (d) TM1.

set by the thickness of the guiding layer offered by the foundry. In these waveguides
we can define two classes of propagating modes - those which have the majority of the
field in the Ey direction, named transverse electric (TE) and those with the majority of
the field in the Ex direction, named transverse magnetic (TM). Note that these modes
only approximate transverse modes and will have some field along the propagation
direction. A full understanding of how these modes propagate in the waveguide,
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requires knowledge of the frequency dependence of βm. In general, this cannot be
found analytically, however much can be gained from Taylor expanding βm about some
central frequency, ω0 [63]

βm(ω) = βm,0 + βm,1 (ω−ω0) +
1
2

βm,2 (ω−ω0)
2 ..., (2.56)

where the coefficients are given by

βm,k =
dkβm

dωk . (2.57)

The strength of the higher order coefficients decreases, usually only βm,1 and βm,2

are considered, while in certain situation terms up to βm,4 are required [64]. βm,1 =

1/vm,g is inversely related to the group velocity of the mode - the velocity at which a
pulse envelope propagates. The second order coefficient, βm,2, describes how a pulse
propagating broadens or narrows, spectrally, known as the group velocity dispersion
(GVD).

coupling between waveguides

Routing light on a chip is only the first step, we also require the ability to implement
beam-splitters. Two main methods are used for coupling light between waveguides.
The first, named directional couplers, exploit the evanescent field of modes confined in
a waveguide. So long as the effective indices of the modes in each waveguide are the
same, moving two waveguides close to each other will result in coupling. The combined
system now has joint, rather than separate, eigenmodes known as supermodes with
slightly different propagation constants. Beating between these supermodes leads to
power transfer between the waveguides. The power transfer is given by

P(L) = P0 sin2
(

πL∆neff

λ

)
, (2.58)

where ∆neff describes the difference in effective indices between the supermodes, which
depends on the separation between the waveguides. This transmission, for single mode
silicon waveguides with different waveguide separations, is shown in Fig. 2.4(b). If the
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Figure 2.4: (a) Schematic of a multimode interference (MMI) coupler. Single mode waveguides
are adiabatically tapered before entering a large multimode region, exciting higher
order modes. Interference between these modes can be used to split the input
light. (b) Power transfer of a directional coupler as a function of coupling length for
different waveguide separations, for single mode silicon waveguides. Schematic of
directional coupler is also shown. Here we have shown g in the bent region, this is
due to space constraints, g corresponds to the width in the coupling region.

coupling length is selected such that the power transfer is exactly 50% then the unitary
transfer matrix of a directional coupler is given by

UDC =
1√
2

(
1 −i
−i 1

)
. (2.59)

Directional couplers can be fabricated with insertion loss that is effectively the waveg-
uide propagation loss. The trade-off, however, is that the coupling coefficient depends
very precisely on the waveguide separation, which, in silicon, is usually on the order of
a few hundred nanometers. Fabrication imprecision makes reliably fabricating gaps on
this scale is hard, often resulting in couplers with undesired coupling coefficients.

Another method for coupling waveguides, that is more robust to fabrication errors,
known as the multimode interference coupler. Here, the waveguides are tapered
before entering a shared wide section of waveguide. This waveguide can support
many transverse modes, each with a different propagation constant βm, this leads to
interference between the excited modes. If the length is tailored correctly it is possible
to pick out a plane where the interference splits the power from each input evenly. The
transfer matrix for this component is given by

UMMI =
1√
2

(
1 i
i 1

)
. (2.60)
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coupling light into waveguides

Another problem is getting light into, and photons off5, an integrated photonic
circuit. There exist many different techniques for this, in this section we will review
the two most widely used. The coupling issue arises from the size difference between
the waveguide mode and the mode in the optical fibre. One solution, named edge
coupling, uses lensed fibre to reduce the mode size of the optical fibre. In order to
bring the waveguide mode to the correct size the waveguide can be tapered - either up
to a waveguide width comparable to the fibre mode size, or down so that most of the
mode is located in the cladding, again increasing the overlap with the fibre mode. The
coupling can be calculated with the overlap integral

ηc =
|
∫

E∗1 E2dxdy|2∫
|E1|2dxdy

∫
|E2|2dxdy

. (2.61)

Optimal waveguide taper parameters can then be chosen by optimising ηc. While these
coupler designs are attractive for many reasons, being low loss and broadband, they
have some practical limitations. The mode size from lensed fibre is ≈10 µm2 making
the coupling very sensitive to displacements in the fibre position. This makes them
less suitable to longer integration times as changes in the laboratory conditions can
have large effects on the coupling. Gluing has been used to combat this. The finality of
this, which may be undesirable for certain tasks, not withstanding, this can also lead
to decreases in the transmission. Edge couplers, as their name suggest, also require
that the input and output coupling be at the edge of the chip. Often, due the density
of photonic designs on multi-project wafer (MPW) runs, this is not always possible.
To combat this another class of couplers, called grating couplers, can be used. These
involve using periodic waveguide structures to diffract the light out of the plane of the
chip. Tapering the waveguide such that it better matches the fibre mode size and then
careful design of the grating, such that waves scattered from all parts of the grating
constructively interfere, can result in relatively high efficiency fibre to chip coupling.
Often a partial etch layer is also used to break the up/down symmetry of a grating,
causing the light to be more preferentially scattered towards the fibre. Other tricks

5 There has been much progress integrated single photon detectors [65–68], but the work in this thesis
utilises off chip detectors.
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such as reflectors under the waveguide and apodised gratings can lead to collection
efficiencies from silicon waveguides as high as 89% [69].

thermo-optic phase shifters

Phase shifters represent the main degree of controllability in integrated photonic
experiments. While there are many solutions to shifting phase in integrated chips,
each with advantages and disadvantages, the current method of choice for large scale
experiments are thermo-optic phase shifters. While their speed of reconfigurability is
limited to kHz regimes, they are low loss, reliable, and easy to use. These phase shifters
are based on the thermo-optic effect whereby a temperature change in a material results
in a change of the refractive index. Loosely, this can be thought of as the dipoles in the
material moving apart as the temperature increases and therefore the light interacts
with them less. In order to change the temperature of the waveguide a metallic layer is
patterned on top of the cladding layer. If a voltage is applied across this layer, power is
dissipated as P = IV, which radiates as heat. The heating layer is around 2 µm above
the waveguide, and the temperature radiates through the cladding preferentially, as
the thermal conductivity of the cladding material is usually higher than air. This then
raises the temperature of the waveguide. The change in refractive index is given by

∆n =
dneff

dT
∆T, (2.62)

where dneff
dT is the thermo-optic coefficient of the waveguide material. This leads to a

phase shift of

φ(L) =
2πL

λ

dneff

dT
∆T. (2.63)

mach-zehnder interferometers

So far we have seen how we can integrate beam-splitters of any reflectivity, however
the reflectivity is set at fabrication. In this section we will see how we can fabricate
beam-splitters that have a reflectivity that can be changed at will. We do this through
via a Mach-Zehnder interferometer (MZI). Here we use two integrated beam-splitters
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set to have a transmission of 1/2, with a phase shifter between. For illustrative purposes
we will use the MMI matrix, but the same result can be achieved with directional
couplers. The transfer matrix of the MZI is then

UMZI = UMMIUPSUMMI

=
1
2

(
1 i
i 1

)(
eiφ 0
0 1

)(
1 i
i 1

)
=

1
2

(
eiφ − 1 i

(
eiφ + 1

)
i
(
eiφ + 1

)
1− eiφ

)

=
ei φ

2

2

 ei φ
2 − e−i φ

2 i
(

ei φ
2 + e−i φ

2

)
i
(

ei φ
2 + e−i φ

2

)
e−i φ

2 − ei φ
2


= iei φ

2

sin
(

φ
2

)
cos

(
φ
2

)
cos

(
φ
2

)
− sin

(
φ
2

) ,

(2.64)

which, up to a global phase, represents a beam-splitter with a reflectivity that can be
tuned via the internal phase. This, plus an extra external phase shifter, is precisely the
building block of the decompositions described in sec. 2.3.2.

Interestingly, we can introduce frequency dependence to the coupling coefficient by
using an MZI with different length arms. To understand this we note that the phase
acquired by a waveguide of length L is βL. We can then write the phase difference
between the two arm of an MZI as ∆φ = βm,wg1Lwg2 − βm,wg2Lwg2, where βm,wgi is the
propagation constant of the mth mode in the ith waveguide. In the previous case we
chose to have identical waveguide lengths, but to alter the propagation constant in one
arm with a phase shifter. We could, however, also choose to fix the propagation constants
and use waveguides of different lengths. The phase is then given by ∆φ = βm∆L. As
the phase shift now has a dependence on βm (rather than ∆βm), which is frequency
dependent, the relative phase is also frequency dependent. The frequency separation
between neighbouring resonant frequencies, known as the free spectral range (FSR), is
found to be6

∆ωFSR =
2πvg

∆L
, (2.65)

where we see that increasing the length mismatch decreases the spacing between res-
onances. In quantum photonic experiments, devices like this serve two important
purposes - routing generated signal and idler photons in different directions, or to sepa-

6 See Appendix C of Ref. [70] for a full derivation
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Figure 2.5: (a) and (b) Transmission as a function of Mach-Zehnder interferometer phase as
we change the reflectivity of the input and output beam-splitters. (a) η1 = η and
η2 = 0.5. (b) Both reflectivities changed together, η1 = η2 = η. (c) Schematic of a
Mach-Zehnder interferometer also showing input/output ports for the plots in (a)
and (b). Reflectivities of the input and output fixed beam-splitters are labelled η1 and
η2, respectively. (d) Both use cases of asymmetric MZI filters. (e) Spectral response
of both AMZI cases. Grey line shows spectral response of a pump suppression filter,
dark blue shows a splitting filter.

rate them together from the pump. As the signal and idler are generated symmetrically
around the pump the FSR required to route the photons is exactly twice that required
to suppress the pump, as shown in Fig. 2.5

2.5.2 Comparison of different materials

Many different materials can be employed to generate and manipulate light in the ways
described above, each having different attributes. One considering factor is the index
contrast between the core and the cladding. This is responsible for how confined the
light is in the waveguide, which therefore dictates the feature size of these integrated
devices. Materials such as silicon, in the form of silicon-silicon dioxide waveguides,
have a large index contrast, which allows sub-micron scale waveguide profiles. The
refractive index of a material often correlates with the material absorption. Higher
index waveguides tend to have higher loss, a less than desirable attribute for quantum
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applications. As another example, we have seen two methods of generating squeezed
states through different nonlinear-processes. However, only certain materials have the
necessary crystal structure to exhibit χ(2) effects. These materials are desirable for two
reasons. Generating squeezing through SPDC means that the pump and generated
photons are well separated in frequency, making filtering easier. Also, as we have seen
the strength of higher order nonlinear susceptibilities decreases, meaning that with
SPDC it is often easier to generate high levels of squeezing. Beyond this, if one of the
mixing fields in χ(2) processes is ω = 0, that is DC, then a phase shift is imparted on
the second wave which is ∝ χ(2)E1(0). This allows high speed, low loss, modulators to
be integrated, a necessary component for many quantum technologies7. While some
χ(2) materials have been demonstrated in materials with large index contrasts [19–21]
they suffer from complicated fabrication process that are outside the scope of standard
semiconductor foundries - at least for now. In the rest of this thesis we will use

Silica (GeO2 doped) Silicon Silicon nitride (Si3N4)

n 1.460 3.478 [71] 1.985
ncore/nclad 0.0045 [48] 2.41 1.37
α (cm−1) 10−6 [72] 0.37 [14] 0.07
χ(3) (×10−20 m2V−2 ) 0.016 [73] 25.6 [74] 0.34 [75, 76]
βTPA (cm GW−1) - 0.61 [77] negligible [78]
Ebg (eV) > 7.62 [79] 1.1 [80] 5 [71]
σ (Wm−1K−1) 1 [81] 163 [81] 90 [82]
dn
dT (×10−6K−1) 9.5 [83] 206 [71] 24.5 [83]

Table 2.1: Table showing the typical material parameters for the waveguide materials used
throughout this thesis. For doped silica all numbers are at λ =800 nm and for the
other two λ =1550 nm. Index contrast measured with silica cladding, n1550 = 1.444
,n800 = 1.453 [84]. Note, GeO2 doped calculated from n800 and the index contrast in
Ref. [48]. All other index contrasts are calculated. Propagation loss quoted for average
single mode waveguide. Unreferenced SiN parameters are measured at the University
of Münster. α is the propagation loss of standard single mode waveguides, βTPA is
the two-photon absorption coefficient, Ebg is the bandgap energy, σ is the thermal
conductivity, and dn

dT is the thermo-optic coefficient.

integrated devices fabricated in three different materials, table 2.1 reviews their main

7 There is an equivalent χ(3) effect where the phase shift is ∝ χ(3)|E1(0)|2, but being a χ(3) effect, this is
much weaker.
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characteristics. Initially, we use silica waveguides with a germanium doped silica
core and silica cladding. Low propagation loss and high coupling efficiency due to
the large feature size makes this platform appealing. The low nonlinearity renders
on chip sources are impossible. Optical fibre sources are common but either require
large lengths of fibre or special fibre with cores engineered to increase the intensity or
interaction length of the light [85,86]. Ultimately, the low nonlinear coefficient and large
feature size means this platform is unlikely to scale past small proof-of-principle devices.
Next, we use a device fabricated from silicon with silica cladding. This material is easily
mass manufacturable as these devices fall within the remit of standard complementary
metal oxide semiconductor (CMOS) fabrication processes used in the microelectronics
industry. These devices have a large index contrast and so can be made with sub-micron
sized waveguides. The high nonlinearity is offset by the high two-photon absorption
(TPA) at telecom wavelengths. There are approaches to alleviating this problem by
moving to higher wavelengths [70, 87]. Another approach is to move to a material with
a larger bandgap energy, allowing us to retain the current telecom infrastructure. To
see this we also study devices where the core is stoichiometric silicon nitride (Si3N4)
waveguides. These devices have a nonlinearity that is two orders of magnitude lower
than silicon, however the lack of two photon absorption allows much higher pump
powers to be reached.

2.6 quantum interference

Interference of quantum amplitudes underpins many quantum technologies. In classical
photonics, wave interference is a well known and intuitive phenomenon, in quantum
photonics this intuition breaks down. In the following section we will describe two
different quantum interference effects.

hong-ou-mandel interference

The hallmark of quantum photonics, and the backbone for most discrete variable
quantum photonic technologies is two photon interference, first discovered by Hong,
Ou, and Mandel [88]. This effect is a manifestation of the bosonic nature of photons
and is observable when we ask the question, given two indistinguishable photons
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2.6 quantum interference

incident on a balanced beam-splitter, what is the probability of a coincidence event at
beam-splitter outputs? Naively, one would have thought this probability is 0.5 - there
are four possible output patterns and two of them would result in a coincidence event.
However, as we will now see that this is not the case. Initially we define our input state
to be

|11〉 = â†
1 â†

2 |00〉 . (2.66)

The mode transformation of a balanced beam-splitter is given by Eq. 2.30, with η = 1/2

â†
1 →

1√
2

(
b̂†

1 + b̂†
2

)
,

â†
2 →

1√
2

(
b̂†

1 − b̂†
2

)
.

(2.67)

Applying these to our input state we arrive at

|11〉 → |ψ〉out =
1
2

(
b̂†

1 + b̂†
2

) (
b̂†

1 − b̂†
2

)
|00〉 ,

=
1
2

(
b̂†

1 b̂†
1 + b̂†

2 b̂†
1 − b̂†

1 b̂†
2 + b̂†

2 b̂†
2

)
|00〉 ,

=
1√
2

(
b̂†

1 b̂†
1 + b̂†

2 b̂†
2

)
|00〉 = |20〉+ |02〉√

2
.

(2.68)

where in the last step we have used the commutation relation
[
b̂†

i , b̂†
j

]
= δij. From this

it is plain to see that we should, in fact, never expect a coincidence measurement. We
can see this is an effect of destructive interference between the two output patterns
that could give rise to a coincidence. In general this interference effect hinges on
photons that are both indistinguishable and in pure states. Adding distinguishability or
impurity adds information about which photon came from which source, as with all
quantum interference effects, this degrades the interference quality. This means that
HOM interference is a useful tool for probing the quality of single photons. To do this
experimentally, however, a single measurement of coincidence rates after the beam-
splitter is not enough. This rate will fluctuate with the number of photons input or with
drifts in the coupling in the setup etc. To really probe the quality of the interference
effect we need to measure the contrast of the interference. There are two ways that
this is performed. One is to alter the distinguishability of the photons and the other is
to change the reflectivity of the beam-splitter. In bulk optics experiments, the first is
usually preferred as it is easy to vary the distinguishability with delay lines. The result
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Figure 2.6: Schemes for measuring quantum interference and the resulting measurement out-
comes. (a) Standard HOM dip. Coincidences shown as a function of time delay. We
also indicate the mode labelling used for all the schemes. (b) HOM fringe where
the beam-splitter reflectivity is changed. Fringes as a function of θ are observed. (c)
time-reversed HOM interference. Quantum fringe (purple) with a frequency of twice
that of the classical fringe (beige).

of such a measurement is a dip where at large delays, where the photons are completely
distinguishable, we retrieve the expected classical coincidence probability of 0.5, and
at ∆t = 0 the coincidence probability is a minimum. For this reason, this experiment
is referred to as a HOM dip. A schematic of this experiment and an example dip are
shown in Fig. 2.6 The visibility of this fringe can be defined as

V =
P11 (∆t→ ∞)− P11 (∆t = 0)

P11 (∆t→ ∞)
=

Cmax − Cmin

Cmax
, (2.69)

where Cmax and Cmin are the maximum and minimum measured counts, respectively.
A full treatment of this effect, without assuming anything about the spectral properties
of the photons shows that this visibility depends on the total overlap of the photons
spectra [89, 90]. If we assume that both photons are described by the same density
matrix it can be shown that this visibility is equal to the purity of that density matrix.
For this reason, the HOM dip is often used to determine the purity of photons generated
from different but similar sources. In integrated experiments, it is not so easy to change
the distinguishability of photons that are generated on chip. For this reason it is
often preferable to alter the beam-splitter reflectivity instead. In this case, we expect
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2.6 quantum interference

sinusoidal fringes in terms of the beam-splitter phase. Now, if we calculate the visibility
as above it no longer maps directly to the purity. This is because at the peak of the
fringe, where the beam-splitter either implements an identity or swap, we expect no
bunching at all and all photons created should give rise to a coincidence event. In
order to link the coincidence measurements we can set P11 (∆t→ ∞) to be Cmax/2 as in
Ref. [91], which gives us the purity to be

P =
Cmax − 2Cmin

Cmax
. (2.70)

In later chapters we will use this definition to determine the purity of our photon
sources, however we will define the visibility of our fringe as

V =
Cmax − Cmin

Cmax + Cmin
. (2.71)

This quantity is often called the contrast and is used to quantify the quality of classical
interference fringes. In the following work we will refer to this kind of interference as a
HOM fringe. Beyond this, classically, for the HOM dip experiment, one would expect
a visibility of 0. For the fringe, however, with the beam-splitter at the fringe peak we
would expect no bunching, however at the minimum we would still expect 50% of the
photons to result in bunching. This leads to a classical fringe visibility of 1/3.

time-reversed hom interference

The visibility of a HOM dip or fringe provides information on the spectral overlap of
the individual photons. For spontaneous sources we may also wish to have information
on the complete indistinguishability of the source, including the heralding photons.
For this we turn to a different type of quantum interference which is the time reversed
version of the standard HOM experiment we described above. In the forward case we
took the state |11〉 to (|20〉+ |02〉) /

√
2. To see what happens in the reverse case we

will, again, start by ignoring the photon’s spectrum. To generate the end state we can
pump two sources in superposition, if we post select on only one of the sources firing
we are in the state

|ψ〉in =
1√
2

(
â†

1 â†
1 + ei2φ â†

2 â†
2

)
|00〉 , (2.72)
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where we have included a phase shift in one of the modes in order to allow us to sweep
a fringe. Note that the phase shift is 2φ, this is because the phase shift operator adds a φ

phase shift to each photon, see the Eq. 2.32. When we apply the beam-splitter relations
to this state we see

|ψ〉in → |ψ〉out =
1
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2
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b̂†

1 + b̂†
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2 b̂†
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)
|00〉 .

(2.73)
Here we see two terms varying sinusoidally with φ, one where both photons bunch
in the output arms and one where they split. As expected, this fringe oscillates at a
frequency twice that which would be expected classically. In this analysis we have
assumed that both photons from the source are degenerate but in general the derivation
is also valid when the signal and idler are spectrally distinguishable. In Ref. [90] it is
shown that for sources with joint spectra F1 (ωs, ωi) and F2 (ωs, ωi) the visibility of a
fringe on φ is given by

V =

∣∣∣∣ ∫ F∗2 (ωs, ωi) F1 (ωs, ωi) dωsdωi

∣∣∣∣2. (2.74)

This shows us that the visibility depends on the overlaps of the joint spectra but is
independent of ωs and ωi. Thus, it tells us nothing about the purity but captures the
full distinguishability of the sources.

2.7 quantum computing with linear optics

We have thus far seen how quantum photonics differs from classical photonics, in both
representation and phenomena with no classical analogue. In this section we will briefly
look at how a universal quantum computer can be built up with only the components
we have discussed in this chapter
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2.7 quantum computing with linear optics

2.7.1 State representation and single qubit gates

The basic unit of quantum information is a qubit (quantum bit). In analogy with the
classical information, the qubit requires two well-defined states and information is
processed by gates acting on these qubits. However, unlike classical bits, which can
only ever be in the state 0 or 1, a qubit can be in a linear superposition of it’s two basis
states

|ψ〉 = α |0〉+ β |1〉 , (2.75)

where α, β ∈ C. While we require 4 matrices to fully span the Hilbert space of a
single qubit (see sec. 6.6.2), arbitrary qubit operations can be decomposed into rotations
around two axes

R̂x(φ) = exp
iφσx

2
σx =

(
0 1
1 0

)

R̂z(φ) = exp
iφσz

2
σz =

(
1 0
0 −1

)
.

(2.76)

Any qubit rotation can now be written as

|ψ〉 = Rz(φ1)Rx(φ2)Rz(φ3) |ψ0〉 . (2.77)

One benefit of using photons as quantum information carriers is one we have already
seen - the ability to code information on many degrees of freedom. Here we describe a
specific encoding known as the ’dual-rail’ encoding, where both qubit basis states are
defined by a single photonic excitation in one of two orthogonal modes. As mentioned
before, many photonic degrees of freedom can be used to define an orthogonal set of
modes. For the rest of this section we will restrict our conversation to qubits encoded in
the spatial degree of freedom, although schemes exist for other encodings [28, 92, 93].
Given two waveguides described by their creation operators â†

1 and â†
2, we can define

our qubit states to be
|0〉 = â†

1 |00〉 = |10〉
|1〉 = â†

2 |00〉 = |01〉
(2.78)

Quantum gates now become operations acting on these modes. In fact, the two necessary
rotations can be implemented by components we have already seen. R̂x changes the
amplitude of the state between |0〉 and |1〉, which can be mapped the variable reflectivity
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2.7 quantum computing with linear optics

beam-splitter. R̂z changes the relative phase between |0〉 and |1〉, an action that can be
performed by a phase shifter. Up to a global phase, our arbitrary qubit rotations now
become

|ψ〉 = UPS(φ1)UMZI(θ)UPS(φ2) |ψ0〉 . (2.79)

Single qubit rotations alone are not sufficient for a universal quantum computer, all
universal gate sets always include at least one two qubit gate. This is where photons as
qubits encounter some problems. Deterministic generation of entanglement is practically
impossible with only linear optics. The problem is the lack of photon-photon interaction.
Photons are non-interacting bosons and while on one hand this means that they interact
very weakly with their environment, leading to long coherence times, it does mean
that two photon gates cannot be directly implemented. One objection to this one might
have is haven’t we seen a photon-photon interaction in the HOM experiment described
above? While this may look like an interaction, in fact it is just an interference effect,
albeit now of the quantum rather than classical field amplitudes. Here, the transition
probabilities for each photon are independent on whether the second photon is there or
not. For qubit-qubit interaction we need to be able to make a state dependent change
on another qubit. Another thought might be that, well aren’t quantum computations
described by unitary transformations? Surely, we can use a sufficiently large Reck
or Clements scheme to implement whatever computation we like? The problem here
stems from the fact that the basis of a given quantum computation unitary is the qubit
basis states, i.e. for a two qubit gate the basis states are |00〉, |01〉, |10〉, |11〉. The
basis states for the interferometer would be |0〉1, |1〉1, |0〉2, |1〉2. In this basis the same
transformation becomes non-unitary [94].

2.7.2 Generating entanglement

The key to overcoming this inherent draw back of photonic qubits is to use measurement
and a technique known as post-selection. With only single photons and linear optics
we are limited to probabilistic gates. This is because there are always some possible
outcome patterns that take us out of the computational space, for example multiple
photons leaving in a single mode. In post-selection, only successful events are counted,
and all others are ignored. While simple, this trick is quite powerful in-fact this alone
is enough to generate entanglement with linear optics. To see how post-selection can
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Figure 2.7: Circuits for generating two qubit entangled states. (a) Post-selected Bell state genera-
tor using single photons and a Fourier transform interferometer. (b) Heralded Bell
state generator

be used to generate entanglement, we start with two qubits initialised in the state
|ψ〉in = |0〉1

⊗ |0〉2. Using the dual-rail encoding we can map our two qubit states to
the creation operators of 4 waveguides

|0〉1
|1〉1
|0〉2
|1〉2

 =


â†

1

â†
2

â†
3

â†
4

 . (2.80)

Our input state is therefore |ψ〉in = â†
1 â†

3 |00〉. These photons are then passed through an
interferometer implementing a four-mode discrete Fourier transform, a generalisation
of the balanced beam-splitter to four modes

F =


1 1 1 1
1 −i −1 i
1 −1 1 −1
1 i −1 −i

 , (2.81)
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which can be implemented with the photonic circuit shown in Fig. 2.7(a). Applying this
transformation to our input state we are left with

|ψ〉out =
1
4

(
2â†

1 â†
3 − 2â†

2 â†
4 + â†

1 â†
1 − â†

2 â†
2 + â†

3 â†
3 − â†

4 â†
4

)
|00〉 , (2.82)

which is not an entangled state. However, if we post-select and restrict ourselves to
only considering events where both photons leave in separate waveguides the above
state reduces to

|ψ〉out =
1
2

(
â†

1 â†
3 − â†

2 â†
4

)
=

1√
2
(|0〉1 |0〉2 − |1〉1 |1〉2) , (2.83)

where in the final step we have renormalised and applied the relationship in Eq. 2.7.2.
Here we can see that with this caveat we can produce a Bell state using only linear
optics. The key issue with this scheme is that in order to determine if the gate has
been successful we need to measure, and therefore destroy, the photons that we wish to
entangle. This is a large setback if we wish to perform future gates on these entangled
qubits. To combat this, we can introduce extra photons, known as ancillas. Measuring a
subset of the total photon number can then be used to herald the success of a gate. The
standard circuit which can generate heralded Bell states is shown in Fig. 2.7(b). This
circuit requires 4 total photons in 8 optical modes. These modes can be divided up into
4 signal modes which are used to define the two output qubits, and 4 ancilla modes.
The 4 photons are input into the signal modes and balanced beam-splitters are used
to couple light from each signal mode into one of the ancilla modes, before a Fourier
interferometer is used to erase the which-path information. It can be shown that when
exactly two photons are detected in two separate ancilla modes the remaining state is
locally equivalent to a Bell state [95]. There are 6 possible heralding patterns, each of
which has a probability of 1/32, and each results in a different maximally entangled
state of two photons across 4 modes, which are all equivalent up to mode swaps. This
results in a total gate success probability of 3/16. This can be boosted in a number of
ways. Initially, one notices that there are 4 output patterns where the two heralding
photons leave in a single ancilla mode. Each of these patterns has a probability of
3/64 and leaves the output state in a non-maximally entangled state. It is possible
to use entanglement distillation techniques and additional linear optical circuitry to
convert these output patterns into a maximally entangled Bell state with a probability
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of 1/3 [96]. This results in a total gate probability of 3/16× (1 + 1/3) = 1/4. A more
in-depth description can be found in Refs. [95, 97]. Ref. [97] show that this probability
can be boosted by applying the coupling and path-erasure sections of the gate many
times and stopping when a total of 2 photons have been detected. The gate fails if more
than 2 photons are subtracted, this probability can be pushed towards 0 by decreasing
the coupling coefficients of the initial beam-splitters. This comes at the cost of increasing
the number of times the gate needs to be repeated before two photons are subtracted.
By increasing the number of repeats we approach unit probability of measuring in the
two-photon subspace. The gate probability now becomes ≈ 0.5× (1 + 1/3) = 2/3.

Another important resource for quantum computing [10] are three-qubit entangled
states in the form

|ψ〉GHZ =
1√
2
(|000〉+ |111〉) , (2.84)

which are named Greenberger-Horne-Zeilinger (GHZ) states. A similar scheme to the
Bell state generator exists to generate this class of states. This scheme utilises 6 input
photons in 12 optical modes where a 3-photon click in the ancilla modes heralds a state
locally equivalent to a GHZ state. With feed-forward to perform the necessary local
rotations on each qubit, conditional on the heralding pattern, all 8 viable heralding
patterns can give rise to the desired state, resulting in a total success probability of
1/32 [98]. Note that a more optimal circuit, if feed-forward is not possible, does exist
and has a success probability of 1/54 [99].

2.7.3 Multiplexing

So far we have described a variety of building blocks for a quantum computer which
are probabilistic. As we wish to scale these devices up, the success probability of the
whole device drops exponentially. To combat this unfavourable scaling, we can turn
to a technique known as multiplexing. This involves performing many probabilistic
processes in parallel and then selecting out the first successful event. These can be
repeated either spatially, or temporally, as shown in Fig. 2.88. Spatial multiplexers have
many copies of a probabilistic source or gate which are tried simultaneously. Heralding
clicks are used to signify when one of these processes was successful. The result of
this process is held in a delay line until classical logic can process the click pattern and

8 Other photonic degrees of freedom can also be used, for example frequency [100]
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Figure 2.8: (a) Scheme for a spatial multiplexer. N probabilistic devices, Pi are operated in
parallel, these could be photon sources or gates. On heralding an event happening,
an N× 1 switching network is used to route this event to the rest of the device. Delay
lines are required to give enough time for the switching network to be correctly set.
(b) Example switching network where each photon only sees log2(N) + 1 switches.
(c) Temporal multiplexer. Here, a single probabilistic device is tried many times,
when an event is successful a switching network and delays are used to ensure the
event leaves at the same time as any events from other multiplexers. The maximum
necessary delay is given by M = 2blog2(N−1)c

send signals to a switching network which is then used to direct the successful event to
the desired output. It is possible to design a switching mesh of N switches but where
each event only sees log2(N) + 1 switches. We see here the importance of being able
to herald the generation of entanglement, with a post-selected gate it is impossible to
multiplex. The probability of a successful event is given by

p f = 1− (1− p0)
N, (2.85)

where p0 is the success probability of a single process and N is the total number of
repeated processes. We can see that the success probability can be driven arbitrarily
high but adding more simultaneous attempts. Another method is to utilise time instead
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of space. Here a single copy of the probabilistic process is repeated many times.
When a successful event is heralded, any temporal distinguishability between different
multiplexers must be removed. To do this the successful event is guided into a set
of delay lines which delay the ith event through enough delays that it exits the same
time as the Nth event would have. The maximum delay required is therefore (N − 1)τ.
This can also be achieved with each mode seeing only log2(N) + 1, number of switches.
Delays between switches that double in length each time up to a maximum length of

M = 2blog2(N−1)c. (2.86)

Other examples of multiplexing schemes have been found including one for sources
that moves the switching to be on the pump rather than the photons [101]. Time
multiplexing schemes with less stringent requirements on the time distinguishability
have also been invented [94]. Here they note that only two events that are going to be
interfered together need to be emitted at the same time. A key component for all of
these schemes are fast and low loss switches. We will see in chapter 5 one possible
implementation of this kind of switch.

2.7.4 Measurement based quantum computing

A first pass at designing a scheme for universal quantum computing using linear
optics was presented in 2000 by Knill, Laflamme and Milburn (KLM) [9]. This scheme
required feed forward and ancilla states. While this scheme was technically efficient,
that is has polynomial scaling in all overheads, the scaling factors put this scheme
outside the scope of physical implementations - requiring, for example, over 6 million
ancilla Bell pairs for a single two qubit operation [94]. Over the following years,
however, many improvements to the KLM scheme surfaced [102–104] many which used
a different form of quantum computing from the circuit model style of KLM, known
as measurement based quantum computation (MBQC). Rather than having an array
of qubits on which gates are acted in order to carry out the computation, in MBQC
we have a 2D entangled state, known as a cluster state where the rows represent the
qubit register and gates are performed by sequentially measuring the qubits along a
row. If done correctly, the measurements teleport the information from qubit to qubit.
Thus, any quantum algorithm now becomes a set of measurement bases in which the
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qubits are sequentially measured. The culmination of this work was Gimeno-Segovia
et al. [10], who showed that a large entangled cluster state, a sufficient resource for
universal quantum computation [31], could be generated from small entangled states.
This scheme relied on the ability to fuse the smaller entangled states together. Two
different gates exist for this, one which destroys both the fusing qubits but entangles
the rest of the state, known as type-II fusion, and one which only destroys one of the
qubits, entangling the remaining qubit with the rest of the state of the destroyed qubit.
As with other linear optical gates, these fusion gates are probabilistic, although with
ancilla states, these probabilities can be as high as 3/4 [105]. In previous schemes
that used these gates, the probabilistic nature was overcome by performing a similar
technique to multiplexing, where the gates were repeated until success. In Ref [11] a
protocol was demonstrated where small entangled resource states were fused together
with probabilistic entangling gates. So long as the probability of these gates is above a
threshold, known as the percolation threshold, the incomplete lattice is universal for
quantum computation. If the percolation threshold is surpassed then the lattice will
be long range connected, in fact, for an infinite lattice there is always a connected path
across the lattice. By identifying certain qubits as central qubits and others as path qubits
it is possible to choose the central qubits such that they are all connected by strings of
path qubits and can therefore act as the logical nodes of a new renormalised lattice. This
was further extended in Ref. [10] where it was shown that the resource states could be
just three-qubit GHZ states. Resource estimations have shown that even a few hundred
logical qubits would be sufficient to simulate small Fermi-Hubbard systems, moving
up to between 103 and 104 logical qubits to break RSA encryption, depending on the
encryption size, and up to ≈ 105 logical qubits for simulating the chemistry in Li-ion
batteries [13] 9.

9 Note here that these are logical qubits which would likely be encoded in a surface code requiring ≈ 1000
physical qubits. Beyond this Ref. [106] estimates that each physical qubit would require 105 − 106 single
photon detectors and component loss rates below 10−3.
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3
T I M E - R E S O LV E D T W O - P H O T O N I N T E R F E R E N C E

”Time is an illusion. Lunchtime doubly so.”

Douglas Adams, Hitchhikers Guide to the Galaxy

3.1 introduction and motivation

Quantum interference between indistinguishable photons forms the backbone of almost
all quantum photonic technologies. High quality quantum interference requires photons
that can be reliably generated in a pure state and the ability for many sources to emit
photons that are indistinguishable in all degrees of freedom. There are two main
classes of photon sources: parametric sources, based on nonlinear optics, and solid-state
emitters. Currently, the best solid-state sources are quantum dots, which promise
near-deterministic generation of a true single-photon Fock state. While there has been
considerable work done to increase the purity and efficiency of these sources [107, 108],
making even two dots generate spectrally indistinguishable photons has proven harder.
Only recently was quantum interference with a visibility higher than 90% demonstrated
between two separate quantum dots [109]. Integrated waveguide parametric sources,
on the other hand, can generate spectrally pure photons [110, 111] and the repeatability
of the fabrication process allows the fabrication of many indistinguishable sources on
one device [15, 112]. Using resonant structures over traditional spiralled waveguides
results in sources with a much smaller footprint and lower power consumption due to
the field enhancement inside the resonator. It has been shown that high purity photons
can be generated from resonant sources [111, 113–115]; however due to random internal
phases arising from wavelength-scale path length differences, the emission wavelength
of multiple sources will, in general, be different. This internal phase, and therefore the
emission wavelength, can be adjusted using on-chip phase shifters. A common method
for phase shifting involves thermal control of the refractive index in the ring. Scaling
this method to larger numbers of sources becomes impractical due to cross talk between
different phase shifters. Many other phase shifting options exist, but none of them are
material agnostic, low-loss, and have a proven ability to scale.
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3.2 the fourier transform

In the following work, we experimentally test a different method to solve the problem
of spectral distinguishability. Rather than forcing all sources to be intrinsically indis-
tinguishable, we allow a given amount of spectral distinguishability and measure the
photons after interference with a high timing resolution. Due to the conjugate nature of
time and frequency, projecting the photon state onto a narrow time mode effectively
broadens the spectrum of the photon, allowing non-identical photons to interfere. Be-
yond this, we show that our detectors are fast enough for us to probe interference effects
within the wave packet. The chapter is laid out as follows: we introduce the relevant
background theory before generalising the model to include realistic experimental
imperfections. We then describe and characterise the experimental setup before moving
on to the results. We perform HOM interference, first with indistinguishable photons
and then with spectrally distinguishable photons to show the efficacy of our model
in describing the results. Finally, we investigate interference in a complex Hadamard
interferometer.

3.2 the fourier transform

This chapter describes experiments where we exploit the conjugate nature of time and
frequency. To properly understand the later results we first need to understand this
relationship — namely the Fourier transform 1. The Fourier transform can be thought
of as a generalisation of the Fourier series to non-periodic functions. The Fourier series
defines a periodic function as a sum of sinusoidal components

f (t) =
∞

∑
r=−∞

creiωrt, (3.1)

where ωr =
2πr

T are the characteristic frequencies, T is the function period, and cr are
the Fourier coefficients given by the integral

cr =
∆ω

2π

∫ T/2

−T/2
f (t) e−iωrt dt. (3.2)

1 We note that the following analysis is taken mainly from Ref [116]
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3.2 the fourier transform

This can be substituted into Eq. 3.1 to give

f (t) =
∞

∑
r=−∞

∆ω

2π

∫ T/2

−T/2
f (u) e−iωru du eiωrt. (3.3)

As the period, T, tends to infinity the frequency separation between terms, ∆ω, tends
to 0 and the sum over the discrete set of frequencies ωr becomes an integral over the
continuous variable ω. This allows us to write f (t) as

f (t) =
1√
2π

∫ ∞

−∞
f (ω) eiωt dω = F−1 [ f (ω)] , (3.4)

where
f (ω) =

1√
2π

∫ ∞

−∞
f (t) e−iωt dt = F [ f (t)] , (3.5)

where the prefactors of 1√
2π

have been chosen arbitrarily, the only condition is that their

product is 1
2π . These two transformations, called the inverse Fourier transform and

Fourier transform, respectively, represent a bijective map between a parameter space t
and the characteristic frequency space ω

f (t) F←→ f (ω) . (3.6)

For the rest of this thesis, t represents the temporal degree of freedom and the Fourier
transform takes us to the frequency domain. Now that we have a way to move between
the temporal and spectral profile of a signal, we will look at some properties of this
transformation that will be important later on. The first situation we will look at are
shifts in the frequency domain

f (t) =
1√
2π

∫ ∞

−∞
f (ω± ∆ω) eiωt dω. (3.7)

We define a new variable ω′ = ω± ∆ω which gives us

1√
2π

∫ ∞

−∞
f
(
ω′
)

eiω′∓∆ωt dω′ =
ei∆ωt
√

2

∫ ∞

−∞
f
(
ω′
)

eiω′tdω′ = e∓i∆ωt f (t) . (3.8)

From this we see that a frequency shift leads to phase shift in the time domain. This
will be important later where we use frequency shifts to see interference fringes in the
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3.3 time-resolved interference theory

time domain. The next feature we will examine is how the widths of temporal and
spectral functions relate to each other. To see this we will define a Gaussian temporal
function, centred at 0 with a standard deviation, σt

f (t) =
1

σt
√

2π
e
−t2

2σ2
t . (3.9)

Taking the Fourier transform of this we are left with

f (ω) = F [ f (t)] =
1√
2π

e−
σ2

t ω2

2 . (3.10)

This illustrates another feature of the Fourier transform: the Fourier transform of a
Gaussian distribution is another Gaussian distribution. This resultant distribution is
again a Gaussian centered at 0, this time with a standard deviation σω = 1

σt
. From this

we can see that

σtσω = 1. (3.11)

This equation is minimised for Gaussian functions but in general σtσω ≥ 1. From this
we see that the narrower in time a signal is, the wider the bandwidth of frequencies
that make it up.

3.3 time-resolved interference theory

In many quantum optics experiments, the coherence time of the photons is much less
than the timing resolution of the detection system. The timing resolution of a system is
bounded by the detection jitter, that being the total variance in the measured arrival time
of a photon. Jitter can be introduced by the photon detectors themselves and also the
amplification electronics and time tagging logic. Even in experiments where the system
jitter results in a high enough intrinsic experimental timing resolution, experiments are
generally performed with a coincidence window much larger than required. This is
because in these experiments any interference effects that could be seen by reducing
the coincidence window are less important than the loss this would introduce. In the
following chapters we discuss quantum interference experiments where the timing
resolution of the experiment is much higher than the coherence time of the interfering
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3.3 time-resolved interference theory

photons. We will see that not only are new interference effects visible but also that,
due to the conjugate relationship between time and frequency, it is possible to observe
quantum interference with photons that are distinguishable in frequency. The initial
work for this was performed by Legero et al. in Ref. [38], we recap the important
points here. The general schematic is shown in Fig. 3.1. Here, we have two photons
with arbitrary temporal profiles impinging on a balanced beam-splitter. We then detect
photons at times t0 and t0 + τ on output modes 3 and 4, respectively. We label the top
and bottom input modes as modes 1 and 2, respectively and the top and bottom output
modes as modes 3 and 4. To perform this analysis we introduce the time-dependent

Figure 3.1: Two photons with arbitrary temporal shapes ζ1 and ζ2 impinge on a balanced beam-
splitter. We then look for coincidence events separated by a time τ. The precision of
the measurement of τ must be much less than the photon’s coherence time, defined
as the FWHM of the photon wave packet. We integrate t0 as the first coincidence
event can happen anywhere in the wave packet.

mode operators Â†
i (t) = ζi(t)â†

i . Our input state is given by single photons input to
the modes i ∈ 1, 2. The output modes, i ∈ 3, 4 are defined by the operation of the
beam-splitter on the input modes

Â†
3(t) =

1√
2

(
Â†

1(t) + Â†
2(t)

)
,

Â†
4(t) =

1√
2

(
Â†

1(t)− Â†
2(t)

)
.

(3.12)

We now look at the case where one photon is detected in mode 3 at t0 and the second
in mode 4 at t0 + τ. This leaves the output state |Ψ〉 = Â†

3 (t0) Â†
4 (t0 + τ) |00〉. By
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3.3 time-resolved interference theory

substituting in Eq. 3.12 and restricting ourselves to only single photons per input mode,
we arrive at the coincidence probability

P (t0, t0 + τ) =
1
4
|ζ2 (t0) ζ1 (t0 + τ)− ζ1 (t0) ζ2 (t0 + τ)|2 . (3.13)

It is interesting to note here that regardless of the profiles ζ1 and ζ2 the probability of a
coincidence is always 0 when τ = 0.

3.3.1 Generalised two-photon interference

Here we generalise the results Sec. 3.3 to include interference via an arbitrary transfer
matrix and with mixedness of the photon states. The transformation on the mode
operators now becomes (

Â†
3(t)

Â†
4(t)

)
=

(
M11 M12

M21 M22

)(
Â†

1(t)
Â†

2(t)

)
. (3.14)

We are looking for the output state where a photon is detected at time t0 in mode 1
and time t0 + τ in mode 2. This is given by the state |ψout〉 = Â†

3(t0)Â†
4(t0 + τ) |00〉.

Applying the transformation in Eq.3.14 and, again, restricting to one photon per input
mode, leaves us with

|ψout〉 =
[
M12M21Â†

2(t0)Â†
1(t0 + τ) + M11M22Â†

1(t0)Â†
2(t0 + τ)

]
|00〉 . (3.15)

This leads to the probability

P(t0, t0 + τ) = |M12M21ζ2(t0)ζ1(t0 + τ) + M11M22ζ1(t0)ζ2(t0 + τ)|2, (3.16)

where we see we have recovered the result from Ref. [117]. In order to extend this
further, we model mixedness by adding a non-interfering term

P(t0, t0 + τ) = cos2 θ Pint + sin2 θ Pmix, (3.17)
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3.3 time-resolved interference theory

where we have relabelled the probability in Eq.3.16 as Pint and introduced the non-
interfering probability

Pmix(t0, t0 + τ) = |M12M21ζ2(t0)ζ1(t0 + τ)|2 + |M11M22ζ1(t0)ζ2(t0 + τ)|2. (3.18)

The parameter θ in Eq.3.17 quantifies the amount of mixedness in the photons. It can
be extracted from the visibility of a Hong-Ou-Mandel fringe through

θ = 2 cos−1
(

3V − 1
1 + V

)
. (3.19)

To complete this step we need to include the probability that this state is generated and
reaches the detectors. The probability of generating n photon pairs from one two-mode
squeezed vacuum (TMSV) is given by

PTMSV(n) = sech2 |ξ| tanh2n |ξ|, (3.20)

where ξ is the complex squeeze parameter. We define the transmission of the ith spatial
mode as ηi. This includes the waveguide loss, coupling loss and detector efficiency. The
total probability is therefore given by

Ptotal(t0, t0 + τ) = Pgen × Pdet × P(t0, t0 + τ), (3.21)

where Pdet = η1η2 and Pgen = sech2 |ξ1| tanh2 |ξ1| × sech2 |ξ2| tanh2 |ξ2|, which allows
us to include differences in the squeezing parameter of the two photon source.

3.3.2 Modelling double emissions

In the later experiments we employ spontaneous sources which generate two-mode
squeezed vacuum where, in the regime of low squeezing, we approximate one photon
in each of the modes. A predominant source of noise with these sources is the presence
of higher photon number terms. Double emissions could affect an experiment in two
ways. Firstly, one source could produce two pairs of photons and the second source
produce none. Resulting in both photons detected at the output of the beam-splitter
arising from one source. However, as in the later experiments we herald the input
photon state and post-select on a photon being heralded from each source, this situation
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3.3 time-resolved interference theory

is eliminated. The second, and more relevant, case involves one source producing two
pairs and the second source producing one. A full derivation of both cases is provided
in Appendix C, however here we only consider the second case. Figure 3.2(a) shows all
the possible ways that three photons entering a balanced beam-splitter can lead to a
coincidence measurement. We have coloured the photons to indicate that the sources
can have, in principle, different central frequencies. Detectors with a finite dead-time,

+ + +

+ +

Figure 3.2: (a) illustrating all possible combinations of three photons after a beam-splitter that
result in a coincidence click. (b) showing the four different loss possibilities and the
resulting state in the coincidence subspace

much longer than the photon’s coherence time, will only ever measure two of these
photons, therefore, we need only consider the cases where two of the three photons
make it to the detectors. In Fig. 3.2(b) we illustrate the possible patterns that arise if
one of the three photons is lost. We note that the identical situation is also true for the
blue source producing two photons. The total probability including both of these cases
as well as the desired interference signal we derived in Eq. 3.16 is given by

Pf = A|M12M21ζ2(t0)ζ1(t0 + τ) + M11M22ζ1(t0)ζ2(t0 + τ)|2+
B|ζ1(t0)ζ1(t0 + τ)|2 + C|ζ2(t0)ζ2(t0 + τ)|2, (3.22)
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3.4 experimental setup

where

A = sech2 ξ1 tanh2 ξ1 sech2 ξ2 tanh2 ξ2η1η2

[
1 + 4 tanh2 ξ1

(
|M11|2 (1− η1) + |M21|2 (1− η2)

)
+4 tanh2 ξ2

(
|M22|2 (1− η2) + |M12|2 (1− η1)

) ]
,

B = 4 sech2 ξ1 tanh4 ξ1 sech2 ξ2 tanh2 ξ2η1η2|M11M21|2[|M12|2(1− η1) + |M22|2(1− η2)],

C = 4 sech2 ξ1 tanh2 ξ1 sech2 ξ2 tanh4 ξ2|M12M22|2[|M11|2(1− η1) + |M21|2(1− η2)].
(3.23)

Here, we see that the four possible patterns in Fig. 3.2(b) only contribute in two different
ways. If the photon from the single firing source is lost then the remaining two photons
produce no fringes and contribute a background with the shape of the envelope of
the photon wave packet. This is encompassed in term B for one source and C for the
second source. If, however, one of the double emission photons is lost we see that the
remaining photons add to the interference signal that we wish to measure. We will see
in later sections that it will be possible for us to measure and subtract the terms B and
C, leaving us just with the interference term.

3.4 experimental setup

In the following section we introduce the experimental components and techniques
used in the later experiments. Here we will give a high level overview of the setup and
the chip before going into the details about the characterisation of all the components.
Figure 3.3 shows the full experimental setup. The results in this chapter are taken
using a PriTel wavelength tuneable femtosecond pulsed laser with a repetition rate
of 50 MHz emitting pulses centred at 1541.25 nm with a 2 nm bandwidth. As we are
using resonant sources with a line-width of around 30 pm we filter pulses from the laser
before amplification. This ensures that the majority of the power we are inputting into
the chip is in the correct frequency mode. We use a Yenista tuneable filter to reduce the
pulse bandwidth to 100 pm. These narrower pulses are amplified using a PriTel Erbium
doped fibre amplifier (EDFA). We then use a standard fibre coupled dense wavelength
division multiplexing (DWDM) filter to remove any spurious side-bands generated in
the amplification process. We also use a polarisation controller to maximise fibre to
chip coupling and a 99/1 tap to monitor the input power. To allow us to lock the ring
resonances to separate wavelengths we use two Tunics low-power continuous wave
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Figure 3.3: Full setup for time-resolved interference experiment. Wavelength tuneable laser from
PriTel with a 50 MHz repetition rate and 2 nm pulse width is filtered with a tuneable
filter (TF) to 100 pm and then amplified by an erbium doped fibre amplifier (EDFA).
This is combined with two CW lasers, used for locking and characterisation, on a
balanced beam-splitter. This is then input into a silicon chip where it is evenly split
and used to pump four resonant sources. Heralds are directly coupled off chip with
grating couplers, signals are input to a reconfigurable interferometer before being
filtered and detected off chip.

(CW) lasers at ITU channels 27 (1555.75 nm) and 45 (1541.35 nm), respectively. These
two lasers are combined using a 16-channel DWDM. Again, polarisation control on the
output of this filter is used to maximise coupling to chip. We then combine both the CW
lasers and the pulsed pump laser on a 50/50 beam-splitter which allows us to input
all 3 lasers into one grating coupler. On the chip, all light is guided in single mode
waveguides with dimensions 500 nm×220 nm. The inputted lasers are split evenly
into 4 by balanced MMI couplers and then arrive at 4 microring resonator sources.
Here the strong pump pulse is converted to two-mode squeezed vacuum through
spontaneous four-wave mixing. We collect the signal and idler photons two resonances
away from the pump, 1536.6 nm and 1546.1 nm, respectively. The signal and idlers are
spatially separated on chip using AMZI filters (see Sec.2.5.1). The signals are coupled
off-chip directly whereas the idlers enter an integrated interferometer before leaving
the chip via grating couplers. The pump laser is rejected off-chip using DWDM filters
with ≥100 dB extinction [14]. Photons are then detected by high efficiency, and most
importantly for this experiment, low jitter superconducting nanowire detectors (SNSPD)
from PhotonSpot. The voltage pulses output from the SNSPDs are time correlated with
a Swabian Ultra time tagger. Powermeters are used at the reflect port of the pump
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3.4 experimental setup

rejection filters. These powermeters can then be used, along with the CW lasers, to
characterise heaters and lock the ring resonances.

3.4.1 Integrated ring resonator sources

In this work, we use resonant photon sources based on microring resonators. Microring
resonators are travelling wave resonators which are made by looping a waveguide back
on itself. These offer several benefits over spiralled waveguide sources, namely the small
footprint and the low power consumption due to the field enhancement of the resonator.
For our purpose they also have the added benefit of generating narrowband photons
with a central frequency that can be easily altered by adding a phase in the ring. Light
is coupled in, usually by means of an evanescent coupler, only when the round trip
of the ring imparts a 2πn phase shift on the light, where n ∈ Z+ - i.e. the round trip
length of the ring is exactly an integer number of wavelengths. The frequency spacing
between the supported resonances is known as the free spectral range (FSR). In theory,
then, the spectral response of a ring resonator should be a series of delta functions at
the supported resonances. In practise the inescapable presence of loss in the ring results
in resonances with a Lorentzian shape, due to the finite lifetime of the resonator. The
ring resonator geometry of interest to us is illustrated in Fig. 3.4(a). Having only a
single bus waveguide, these are known as all-pass resonators. The amplitude of the
electric field at the output of the bus waveguide is given by

Eout = Ein
−α + te−iφ

−αt∗ + eiφ , (3.24)

where Ein is the input electric field amplitude, α is the round trip transmission and φ is
the round trip phase. As stated above, on resonance the round trip phase, φ, must be
equal to an integer multiple of 2π. Inserting this into Eq. 3.24, the numerator becomes
t− α. From this, we can see that the loss in the ring allows us to define 3 operating
regimes for the cavity, depending on the relationship between the round trip loss of the
ring and the coupling coefficient into the ring. The main observation is that when the
coupling into the ring is equal to the round trip loss, equivalently t = α, the amplitude
of the transmitted light goes to 0. This is a result of interference between the light
transmitted by the coupler and the light is in the ring. As the phase relationship is
given by the round trip phase of the ring and the phase of the coupler, this condition
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Figure 3.4: Operational principles of ring resonator photon sources. a) Schematic of an all-pass
ring resonator as used in the following work. A looped back waveguide with a
bus waveguide coupled evanescently. Resonance position is tuned by a thermo-
optic phase shifter. b) Measured frequency response of a ring resonator fitted with
a Lorentzian line-width (∆λ) and extinction ratio (ER) illustrated. c) Simulated
frequency response over many resonances using Eq. 3.24, free spectral range (FSR)
shown. A strong pump beam resonant at ωp generates pairs of photons on symmetric
resonances around the pump. d) Single simulated resonance showing three different
coupling regimes. ER maximised when critically coupled but resonance width
continues to decrease as coupling into the ring decreases.

matches the amplitude of the transmitted light to that of light in the ring to give perfect
constructive interference in the ring and destructive interference in the bus waveguide.
This regime, known as critical coupling, maximises the field inside the ring. While
advantageous for some applications [118,119], for photon sources it is not optimal. This
is because as the coupling is equal to the ring transmission, any photon generated in
the ring has an equal probability to be coupled out or lost, fundamentally limiting the
heralding efficiency of a source to 50%. The other two operation regimes, where the
either t < α or t > α, are named over coupled and under coupled, respectively. For a
photon source, the desired regime is slightly over-coupled. The degree of over-coupling
is a balancing act between increasing the heralding efficiency of the source, while
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maintaining a high enough resonant enhancement of light in the ring. Fig 3.4(d) shows
example resonances for these three regimes. We see that the highest extinction ratio
(ER), defined as the ratio between on and off resonance powers, is achieved in the
critical coupling regime. The ER decreases the coupling coefficient moves away from the
round trip loss. The resonance width, however, continues to decrease as the coupling
into the ring decreases. This is because the lower the input/output coupling the longer
the lifetime of the resonator.

Classical characterisation

Initially, we classically characterise the response of each of the four rings. This is
achieved by sweeping the wavelength of a tuneable CW laser and monitoring the output
power with a powermeter. An example ring resonance is shown in Fig 3.4(b), fitted
with a Lorentzian. We perform similar analysis on the other rings and have collated the
results in table 3.1. We see for all four rings that the FSR is the same to three significant

Ring FSR (nm) ∆λ (pm) ER (dB)

R1 2.27±0.01 29.14±1.13 3.45±0.02

R2 2.27±0.01 29.12±1.09 3.73±0.02

R3 2.27±0.01 32.88±1.05 7.46±0.03

R4 2.27±0.01 34.45±1.04 12.14±0.05

Table 3.1: Table showing the measured ring parameters for the 4 sources employed in this work.
FSR is the free spectral range of the resonator. ∆λ is the resonance line-width and ER
is the extinction ratio.

figures, this is expected as the FSR depends on the group velocity and path length,
both of which are relatively robust to fabrication tolerances. The extinction ratio and
line-width vary more as they are dependent on the coupling between the bus waveguide
and the ring. Here we use evanescent couplers, which are sensitive to variation in the
coupling gap arising from imperfect fabrication. We note here that the resonance width
measurements are sensitive to instability in the laser wavelength.

Quantum characterisation

Now that we have performed the classical characterisation of the resonators and
confirmed that they are sufficiently similar, we now turn our attention to how they
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perform as photon sources. The roles of energy and momentum in four-wave mixing
processes in a resonant source are flipped compared to waveguide sources. A waveguide
supports a continuum of wavelengths and the possible four-wave mixing processes are
defined by the phase-matching of the waveguide. For ring resonators, all resonances
are in phase with each other so the phase-matching condition is always fulfilled and
the allowed processes are defined by the supported wavelengths, given by the ring’s
resonant structure. As shown in Fig. 3.4(c), photons are generated, in pairs, in
resonances that are symmetrically spaced in frequency around the pump. In general,
the FSR of a ring is wavelength dependent but for small wavelength ranges where the
dispersion is roughly flat, the difference in neighbouring FSR’s is much less than the
resonance width. To achieve proper rejection of the pump, we aim to collect photons at
least two DWDM channels away from the pump. In this case, with an FSR of around
2.5 nm, we collect three channels away, which corresponds to two FSR’s. We choose the
signal and idler to be centered on channels 39 and 51 of the ITU grid (1546.1 nm and
1536.6 nm).

To initially characterise the sources, we will first look at the second order correla-
tion function. Denoted as g(2)(t), this is a measure of intensity (or photon number)
correlations in a state of light. Correlation functions have a rich history and have many
interesting and useful properties which can be read about in Refs. [120, 121]. For us, the
important feature of second order correlation functions is their ability to discriminate
between states of light that can be described classically and those which require a
quantum description. Classically, it can be shown that the second order correlation
should be bounded between 1 and 2, therefore any states outside of this bound cannot
be described solely with a classical theory of waves. From this bound, we can define
three interesting regimes. Those with g(2)(t) = 1 have photon number statistics that
obey a Poissonian distribution, that is they arrive randomly. Those with g(2)(0) > 1
have super-Poissonian or bunched photon statistics - measuring one photon increases
the probability of measuring a second photon, simultaneously. The coherent state and
thermal state are examples of states with g(2)(t) = 1 and g(2)(0) = 2, respectively. The
third regime are states with g(2)(0) < 1 which have sub-Poissonian statistics, that is
detecting one photon decreases the chance of detecting a second photon simultaneously.
This is minimised for single Fock state where g(2)(0) = 02. The second order correlation

2 This should make intuitive sense as with a true single photon state once the photon is measured, there
are no more photons to detect.
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function, at 0 time delay, is easily accessible through experiment. The state that we
wish to measure is sent to a balanced beam-splitter and coincidence counts between
the arms are recorded. We are interested in the squeezing of our source, which is itself
directly related to how well our source can approximate a single photon. We therefore
measure the g(2)(0) of the signal arm in a heralded manner, using a heralding click on
the idler mode to gate the coincidence measurement at the beam-splitter. The g(2)(0)
can be calculated as [56]

g(2)(0) = Ch
Ch,1,2

Ch,1Ch,2
, (3.25)

where Ci,..,k represents a coincidence count between the outputs in the subscript and
subscripts h, 1 and 2 represent the herald and both beam-splitter outputs. In the end,
the quantity we wish to calculate is the squeezing of the source. This should be related
to the value of g(2)(0). Heralding on one arm of the source projects out the vacuum
term of the two-mode squeezed vacuum state, the higher order Fock terms have the
effect of increasing g(2)(0). The amplitude of these terms is directly related to the
squeezing parameter. In fact, the squeezing of the source can be calculated from [56]

λ2 =
ηh

2
(

1− (1− ηh)
2
)g(2)(0), (3.26)

where λ = tanh |ξ| and ηh is the heralding efficiency, calculated as the ratio of coin-
cidences between signal and heralding arms and the single counts in the signal arm.
Due to the beam-splitter we are required to include coincidences and singles from both
beam-splitter outputs

ηh =
Ch,1 + Ch,2

C1 + C2
. (3.27)

This quantity gives the probability of detecting a signal photon given a herald photon
is detected. Figure 3.5(a) shows λ2 vs power input to the chip. We note here that the
power plotted on the x-axis is the average power measured before being coupled into
the chip. We see that the squeezing for all four sources are similar. In Fig. 3.5(b) we
have plotted the pair generation probability which for low squeezing is ≈ λ2 as we
move the resonance position of the rings across the pump bandwidth. The bold lines
show the measured position of the resonance, the shaded lines show the position we set
the locking laser to. This discrepancy is probably due to instabilities of the CW laser we
used. Another consequence of the laser instabilities is the laser wavelength calibration
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(a) (b)

Figure 3.5: Characterisation of ring resonator photon source. a) Squeezing vs input power. Here
we plot λ2, where λ = tanh |ξ|, and g(2) on the same axis. We also see that the
squeezing is approximately the same for the different sources. b) Bandwidth of the
pump pulse measured by the squeezing from the source. Resonant wavelength of
rings is swept via the internal phase shifter and the pair generation probability at
the output is measured. We plot the pair generation probability from each source as
a function of the resonant wavelength of the rings. The bold plots show the actual
measured wavelength of the rings, the lighter lines show the wavelengths that were
set in the locking protocol. We see a slight discrepancy based on the stability of the
laser. For both plots Poissonian error bars are smaller than the symbol size.

drifted over time, therefore we would perform a sweep similar to Fig 3.5(b) before each
measurement. This would allow us to correctly select which wavelengths we should
lock the rings to in order to balance the squeezing. We note here that in this chapter we
only use the first three sources, we have included the fourth for completeness.

3.4.2 Locking ring resonances

The ability to tune the resonance position thermally also means that thermal fluctuations
in the lab can cause the ring resonances to drift. To combat this the chip rig is attached
to a Peltier and a PID temperature controller to keep the temperature of the chip stable.
We also enclose the chip rig in a box in order to minimise changes in air temperature
from affecting this chip. This works to keep the chip stable on short timescales (this is
evident from the smoothness of the resonance dip in Fig. 3.4(b)), however, for timescales
longer than a few hours some drift can still be noticed. Also, crosstalk on the chip
makes it hard to fix many rings to desired resonance wavelengths. To combat both of
these problems we introduced a method of actively locking the ring resonances. By
fixing the CW laser at the frequency we wish to lock to, we can define a cost function
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(a) (b)

Figure 3.6: Effect of ring locking. Locking wavelength set to 1541.25 nm(a) ring resonances
without locking. Here each ring is set separately by setting the voltage that minimises
the transmitted power. Standard deviation of ring positions is 10.5 pm (b) rings
locked with Nelder-Mead optimisation algorithm. Starting voltages selected from
Gaussian distributions centred at the voltages used in (a). Standard deviation of ring
positions is 1.6 pm

to be the sum of all powers transmitted by the rings we wish to lock. Using the ring
heater voltages as the system parameters we can use the built-in optimisation functions
in the python package Numpy to minimise our cost function. When we wish to lock
many rings to one wavelength then we only use one CW laser and we lock the pump
resonances together. We use the Nelder-Mead optimisation algorithm, as it is a simple
algorithm and does not require calculation of the derivative of the cost function. The
input settings were chosen to maximise accuracy while still giving the algorithm a
good chance to converge in the given number of steps. The starting voltages were
sampled from a Gaussian distribution centred at the voltage found by minimising the
transmitted power for each ring individually. The standard deviation of the distribution
was again chosen to be wide enough to allow restarts to escape any local minima but
narrow enough to make sure the algorithm would converge. If the algorithm didn’t
converge it was restarted with new initial voltages. Once the algorithm had converged,
the position of the ring’s resonances was measured and checked against some user
defined criteria, based on the location and detuning of the rings. If these failed the
optimisation was restarted. The effectiveness of this strategy is shown in Fig. 3.6, here
we compare the situation where we align each ring to the CW laser independently, by
simply choosing the voltage value that minimises the light transmitted through each
ring individually, and the case where we use the locking mechanism described above.
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3.4.3 Chip characterisation

In this section we look at the characterisation of the components used in this experiment.
We first look at the on-chip linear optics, before turning to the off-chip filters and
detectors.

(a) (b)

(c) (d)

Figure 3.7: Characterisation of on chip linear optics. (a) Frequency scan showing the AMZI and
ring response. AMZI FSR is twice the signal and idler separation. Slope is due to
the finite grating coupler bandwidth. (b) and (d) Characterisation of a thermo-optic
phase shifter. (b) IV curve used to convert set voltage to a power, up to quadratic
terms are included to account for non-Ohmic behaviour. (d) Power fringe allows a
voltage to be mapped to a transmission. (c) Measure of heater crosstalk on the ring
positions. ∆λ is the difference between the ring resonance wavelength compared to
its 0 voltage position. The voltage indicated on the x-axis is applied to other sets of
heaters, with squares only setting the ring heaters and circles showing the effect of
the filter and interferometer heaters.

3.4.3.1 On-chip components

Beyond the resonant sources, which we looked at in the previous section, the chip uses
linear optical components to filter and interfere the light. For all control of the photons
we use thermo-optic phase shifters. These need to be appropriately calibrated to allow
us to set the phase we desire. To do this we first measure the current-voltage curve of
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the heater, fitting with a second order polynomial to account for non-Ohmic effects,
shown in Fig 3.7(b). This allows us to accurately map from the voltage to a power that
is dissipated. We then scan an interference fringe using the heater, as shown in Fig.
3.7(d). For heaters inside MZIs this is trivial, for external phase shifters we use other
already calibrated MZI phases to implement larger MZIs where the external phase
now becomes internal. The fit of this fringe, along with the IV fit, allows us to convert
the voltage set into a phase. By inverting this function we can convert from a desired
phase into the correct voltage to set. To split the signal and idler photon we use AMZI
filters. In order to split the photons correctly, the FSR of the AMZI needs to be twice the
frequency separation between the signal and idler photons. For our setup this means
the FSR of the AMZI should be 20 nm. Figure 3.7(a) shows the AMZI and ring responses
and we can see that the FSR matches correctly. As we are using thermo-optic phase

(a)

(b) (c)

Figure 3.8: Characterisation of off chip components. (a) shows a typical coincidence histogram
trace. Central peak corresponds to photons generated in the same pulse. Smaller
pulses are coincidences from different pulses. (b) Spectral response of off-chip
DWDM. Scanned with a tuneable laser. (c) Histogram using the test signal function
on the Swabian to measure the time tagger jitter. Compared to a full coincidence
histogram which includes time tagger and detector jitters along with the temporal
shape of the photons
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shifters, which are positioned 2 µm above the waveguide and radiate power through
the cladding equally in all directions, setting phases in one area of the chip can affect
components located somewhere else. This is especially relevant for components that are
very phase sensitive, such as ring resonators. To quantify this, we look at the position
of the ring resonances as we set voltages to the other heaters, shown in Fig 3.7(c). We
separate the effect of the other heaters in the other ring resonators (squares) and those
in the filters and interferometer (circles). We plot the position of the resonances with a
voltage set to the heaters on relative to the position while no voltage is set. For each set
of heaters we set all heaters to be the same voltage. From this, we see that the crosstalk
affects each ring similarly and that the effect of the filter and interferometer heaters is
larger than the ring resonator heaters. The ring resonator contribution shows the need
for the locking described above. The filter and interferometer contribution illustrates
that we need to re-lock the ring locations after changing phase settings on the chip.

3.4.3.2 Off-chip components

The following section describes the more important off chip components used in the rest
of this chapter. We use fibre-coupled dense division wavelength multiplexing (DWDM)
filters at many points in the setup. These are used to filter any spurious side-bands
from the amplification and also to provide the necessary pump rejection before sending
the single photons to the detectors. A typical response, measured with a tuneable laser
and a powermeter is shown in Fig. 3.8(b). The full extinction ratio can not be extracted
from this plot as we are below the noise floor of the powermeter. Once the photons
have been filtered to reject the pump light they are sent to high efficiency, low jitter,
superconducting nanowire single photon detectors. Counting logic is handled by a
Swabian time tagger. A typical coincidence histogram is shown in Fig. 3.8(a). This
shows a large central peak, corresponding to coincidences between photons generated
in the same laser pulse, and smaller side peaks corresponding to coincidences between
photons generated in different pulses. The relative height between these peaks is related
to the squeezing in the source [110]. Figure 3.8(c) shows a zoom in of the central peak,
the width of this peak combines the detector and time tagger jitter, along with the
temporal width of the photons, the FWHM of this peak was measured to be 142 ps. To
compare this, we show the histogram peak taken using the test signal, generated by a
low-jitter internal clock signal, from the time tagger. The width of this peak corresponds
to the combined jitter of two Swabian channels and has a FWHM of 22 ps, giving a
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FWHM jitter of a single channel of 15 ps. The detector jitter FWHM are measured by the
manufacturer to be between 27 ps and 31 ps for the channels used in these experiments.
We define the system jitter to be the combined jitter of two signal channel detectors and
time tagger channels. This is because for the later measurements only the jitter on the
interfering signal channels is of importance. With the above numbers this is calculated
to be, on average, 47 ps.

3.4.4 Data taking and background subtraction

Swabian provides a Python application programming interface (API) to allow Python
code to communicate with the time tagger. This has many useful functions but lacks the
ability to access the raw time tag data. For the following experiments, it is the absolute
arrival time of the photons that is of importance, and so we have to look beyond the
provided Python functionality. We use a custom measurement function in C++, with a
Python wrapper, in order to save raw time tags in a binary format. We also employ the
ability of the Swabian time tagger to create copies of channels at a hardware level. These
virtual channels can be delayed relative to the original. If the channels are delayed
by a multiple of the repetition rate of the laser we can measure coincidences between
photons generated in different pulses. By changing the pattern of virtual channels we
use we can access the double emissions from each ring and also the events with no
interference. Figure 3.9 illustrates the different patterns we are interested in. Figure
3.9(a) shows the case where all four detected photons are created in the same pulse.
This represents the interference signal that we are interested in. To look at the double
emissions of each ring, we shift the other herald channel, as shown in Fig. 3.9(b). This
corresponds to two signal photons and one herald photon detected in one pulse, with
the second herald in the following pulse. This accounts for both signal photons coming
from one source. These counts add to terms B and C in the coincidence probability
expression including double emissions, Eq. 3.22, and would have the effect of masking
the interference but can be subtracted from the signal counts. Another situation that
we will make use off is the pattern where the signal photons are generated in separate
pulses and are therefore distinguishable in time and do not interfere. This is shown in
Fig. 3.9(c).
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(a) signal patterns

(b) double emissions

Source 1 Source 2

(c) distinguishable

+

Figure 3.9: Use of virtual channels in order to measure background and distinguishable events.
t represents the original channel - i.e. photons generated in one pulse. t + ∆t
represents a copy of a given channel but with all time tags delayed by ∆t, when ∆t
is set to the repetition rate of the laser, we now compare photons generated in the
subsequent pulse. (a) All photons generated in the same pulse. These correspond to
the interference event we wish to observe. (b) Double emissions. One herald delayed,
three photons generated in one pulse - i.e. a double emission from the not delayed
source. (c) One pair of photons delayed. Corresponds to interfering photons being
generated in subsequent pulses and therefore are distinguishable in time.

3.4.5 Quantum interference characterisation

In order to characterise the quality of the single photon sources and to demonstrate
the effectiveness of our background subtraction technique, we perform a heralded
HOM experiment between two of the sources locked to the same emission wavelength.
These results, along with the schematic, are shown in Fig. 3.10. We sweep the MZI
phase, θ, and measure four-fold coincidences, two herald and two signal photons. To
compare fringes with and without background subtraction we normalise each fringe
to its maximum counts. For reference, we integrate for 10 minutes per point and the
maximum counts per point with and without background subtraction were 527 and
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(a) (b)

𝜃

Figure 3.10: Heralded HOM fringe with indistinguishable sources. (a) Schematic for heralded
HOM fringe, sweeping angle θ and measuring four-fold coincidences (two her-
ald and two signal) b) Measured fringe with background (green) and without
background (purple) including Poissonian error bars. Shaded area shows the 1σ
interval from the errors on the fitting parameters. Visibility of green curve with no
background subtraction 0.608± 0.007. With background subtraction this increases
to 0.828± 0.019.

426, respectively. The slight shift in the fringe is due to crosstalk from the filters on
θ. The fringe visibility without background is 0.828± 0.019. This maps to a purity of
0.811± 0.023.

3.5 time-resolved hom interference

In this section we will apply the general model, which we derived in sections 3.3.1 and
3.3.2, to the experimental setup described above. We then compare the model to the
experimental data.

3.5.1 Simulations

Previously, we derived a general model for performing two photon interference in a
time-resolved manner, and with the inclusion of realistic experimental imperfections.
While the full interference effect is described in these equations, it is hard to see what
is really going on. In order to visualise the effects we will apply these equations to
our experimental setup. Specifically, we will look at a time-resolved HOM fringe with
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distinguishable photons from resonant sources. Initially, we need the temporal profiles
of the two photons, ζi. We obtain this by taking the Fourier transform of the Lorentzian
spectral shape of the photons. We require a spectral amplitude function, l(ω, ω0, δω)

such that |l(ω, ω0, δω)|2 gives us a Lorentzian function peaked at ω0 with a FWHM δω

l(ω, ω0, δω) =

√
δω

2π
× 1
−i (ω−ω0) +

δω
2

. (3.28)

The general form of Eq. 3.28 matches that in Ref [122], but with an added normalisation

(a) (c)(b)

Figure 3.11: (a) Photon spectra for ring resonators with different Q-factors. (b) Corresponding
temporal profiles for spectra in (a). (c) Ideal time-resolved fringes for various input
photon detuning. Dotted line shows the Lorentzian envelope.

prefactor. The temporal profile, given by the Fourier transform of the spectrum, is a
decaying exponential with a decay constant that is proportional to resonance width,
δω, as illustrated in Figs 3.11(a) and (b). These temporal profiles can then be input into
Eq. 3.13 and, as only relative time differences are important, integrated over t0. The
result of this is sinusoidal fringes modulated by a Lorentzian envelope. The frequency
of the fringes is equal to the frequency detuning of the photons, shown in Fig.3.11(c).
As expected, we see that for τ = 0 the coincidence probability is 0 for all detunings. It
is easy to see from this that as the detuning increases, the timing resolution required
to capture the 0 probability events increases. This is because the smaller the timing
window, the larger the associated uncertainty on the frequency (as per Eq. 3.11). If we
are intrinsically uncertain on the frequency of the photon then the possible paths, i.e.
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which photon came from which source, are indistinguishable. In general, to interfere
photons with a frequency detuning ∆, timing resolution is required such that

δτ � 1
|∆| . (3.29)

We have seen before how the visibility of a fringe tells us the quality of the quantum
interference and Fig. 3.11(c) shows that at the visibility of the fringe can be tuned with
the timing window. To map this to the fringe visibility we choose the general transfer

(a) (b)

Figure 3.12: Ideal simulation of time-resolved HOM interference. (a) Effect of beam-splitter
angle on the time domain fringes for detuning of 80 pm and resonance line-widths
of 30 pm. Fringes at θ = 0, π

2 have been picked out as these represent the maximum
and minimum of the fringe, dotted lines show the transition. (b) HOM fringes for
different timing windows, inset shows the intervals that are integrated for each δτ.
Fringe visibility is shown in brackets in the legend.

matrix, M, to be that of a beam-splitter with tuneable reflectivity, given by3

M =

(
sin θ

2 cos θ
2

cos θ
2 − sin θ

2

)
. (3.30)

We can then vary the angle θ and see the effect on the time domain fringes, as shown
in Fig. 3.12(a). Here we have picked out the fringes representing the maximum and
minimum of the HOM fringe. We have illustrated the transition with dotted lines. We
see the interference fringe at θ = π/2, where M implements a balanced beam-splitter,
and the Lorentzian shape representing no interference at θ = 0, where M implements

3 This is equivalent, up to a global phase, to the transfer matrix of the MZI that we use on the chip
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a swap. Qualitatively, the transition shows the minimum point rising up eventually
becoming the peak of the Lorentzian. In Fig. 3.12(b) we have plotted HOM fringes
with differing timing windows. As expected the visibility of the fringes increases as
we decrease the timing window. The inset shows the same plot as Fig. 3.12(a) where
we have added colour matched lines showing the intervals taken for each fringe. For
Fig. 3.12 we have assumed the ideal case with no experimental imperfections. We will
now look at the effect of adding in the most common experimental imperfections, as
described in Secs 3.3.1 and 3.3.2. In Fig. 3.13 we have separated the effects of double

(a) (c)(b)

Figure 3.13: Effect of experimental imperfections. In all three plots, a dashed black line shows
the ideal fringe with no imperfections. (a) Double emissions. Solid line shows
full signal including double emissions. Dotted shows the double emissions that
contribute to the interference. Dot-dash line shows the double emissions that do
not interfere. (b) Mixedness, lines plotted for different HOM fringe visibilities.
(c) Detector and electronics jitter. Signal is convolved with a Gaussian detector
response with a FWHM shown in the legend.

emissions, mixedness and timing jitter. Figure 3.13(a) we address double emissions. As
described in Sec 3.3.2, the double emissions contributed to the signal in two distinct
ways. If the lost photon is one from the double emission then some coherence is retained
and the remaining photons do interfere. The second way, when the lost photon is not
from the double emission, does not contribute to the interference. These two situations
are shown in Fig. 3.13(a) as dotted and dash-dotted line, respectively. We also show
the total signal, we can see that the first situation increases the height of the fringe lobes
and the second raises the minimum of the interference fringe4. Figure 3.13(b) shows
the effect of impurity of the interfering photons. We see that increasing the mixedness
of the input photon state increases the minimum point of the fringe. This is because the
non-interfering term we introduced adds a Lorentzian background.

4 Unsurprisingly, this is a common trend with the experimental imperfections
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Finally, and perhaps most importantly, we look at the effect of system timing jitter.
Both the detectors and timing electronics used in an experiment have some unavoidable
timing uncertainty whether it be from the length of the detectors or from crosstalk in
the electronics. To model the effect of this uncertainty we convolve the signal with
the temporal response of the detector system, assumed here to be a Gaussian with a
standard deviation given by

σf =
√

σ2
d,1 + σ2

d,2 + σ2
t,1 + σ2

t,2, (3.31)

where σd,i is the jitter of the ith detector and σt,j is the jitter of the jth time tagger channel.
As shown in Fig. 3.13(c), this convolution has the effect of smearing out the interference
fringe. In the next section we combine all of these effects to compare to the output of
our experiment.

3.5.2 Experimental results

In order to robustly check the performance of the model we have developed we now
perform the experiment. As seen in Fig. 3.10, using a subset of the components on our
chip it is possible to perform heralded HOM interference. In the previous HOM experi-
ment, we used a large coincidence window and photons that were indistinguishable
in frequency. We now detune the rings by 55 pm (6.8 GHz), symmetrically about the
centre of the pump and measure coincidences in a time-resolved manner, as shown
in Fig.3.14(b). Unlike in many photon counting experiments, we will be dividing the
coincidence window into finely spaced bins. Thus, to record enough coincidence events,
long integration times are needed. To combat the effect of drifts in the coupling, that
can occur on these timescales, we integrate for a shorter time on each phase setting and
repeat this process until we have achieved the desired total integration time. We limit the
integration on each of the nine phase points in the fringe to one hour and repeated the
fringe 20 times. The ring resonators are re-locked to the desired wavelengths after each
one hour integration to avoid crosstalk from setting θ. During the integration time we
record all raw time tags for any four-fold coincidences. In post-processing, we combine
all the time tags from all 20 repeats and bin them into histograms. The bin size should
be chosen to be less than the system jitter but larger than the timescale over which the
detector response is roughly flat. We empirically chose this size to be 20 ps. We create
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(b)

(a)

𝜃

Figure 3.14: Time-resolved HOM fringe. (a) Main figure shows fringe swept on θ for different
timing windows. The visibility for each timing window is shown in the legend
and the shaded area around each line shows the 1σ interval, using the error from
the fit. Poissonian error bars are smaller than the symbol size. Inset shows fringe
for distinguishable photons (as described in Sec. 3.4.4). We also show some of the
histograms and compare to our model. Experimental data includes Poissonian error
bars.

histograms for the signal patterns, background for both rings, and distinguishable cases
(as described in Sec. 3.4.4). Subtracting the background histograms for both rings from
the signal histogram has the effect of removing the double emission Lorentzian that
masks the interference. Figure 3.14(a) shows the main results from this experiment. In
the centre figure we see the HOM fringes for differing timing windows. We see an
increase in the fringe visibility from 0.49 to 0.61 and see visibilities well above the 1

3

classical limit, illustrating we do have quantum interference of spectrally distinguishable
photons. In the inset we show the same fringes but for photons distinguishable in time.
Here, we see no change in the visibility of the fringes with timing window and, as
expected, the fringes all have a visibility at the classical limit of ≈ 1

3 . As with Fig. 3.10,
we see a slight offset in the fringe minimum due to crosstalk from the AMZI heaters.
We measure this from the fits to be ∆θ = −0.191± 0.013 rad. and include this in
our model. We have also shown a subset of the measured histograms and compared
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them to our model. To quantify the distance between the experimental and theoretical
histograms we employ the statistical fidelity

F(p, q) =
(
∑
√

piqi
)2 , (3.32)

where p and q are the normalised probability distributions for the theory and exper-
imental histograms. We measure an average fidelity of 0.966± 0.005, showing good
agreement between our model and experiment. The deviation from unity fidelity could
be explained by several factors. Throughout our modelling we assume that the photons
we use are Fourier limited, possessing the narrowest possible temporal profile for a
given spectrum. It is possible that the presence of extra Schmidt modes in our photon
states, owing to the measured purity being less than one, could temporally broaden
the photons. Beyond this, the model is sensitive to changes in the ring parameters. The
laser used to measure the ring resonances have limited stability and could have resulted
in overestimating the resonance widths.

3.6 time-resolved complex hadamard phase

Having shown the ability of our experimental setup to generate quantum interference
between spectrally distinguishable photons, we now turn our attention to controlling
the interference within the photon wave packet. To look at this we turn to a specific
class of matrices known as the complex Hadamard matrices.

3.6.1 Complex Hadamard matrices

A Hadamard matrix is defined as an N × N orthogonal matrix, H, where all elements
have a modulus of 1, |Hij| = 1. We can write the orthogonality condition as

HH† = nIN, (3.33)

where n is an integer and IN represents the N dimension identity matrix [123]. Origi-
nally introduced and studied as purely real matrices - i.e Hij = {+1,−1} [124], they
were later generalised to include complex valued elements in the form H (q, N), where
N is the size of the matrix and the elements in the matrix are taken to be the qth roots of
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unity (named Butson-type matrices) [125] and then further to include arbitrary complex
elements [124]. The original real valued Hadamard matrices have found applications in
classical information processing where they can be used to generate Walsch-Hadamard
codes, with uses for transmitting information over noisy channels [126, 127]. The com-
plex generalisation of these matrices are an important class of matrices in quantum
information processing, being a core element to teleportation and dense coding pro-
tocols [128]. Beyond this, all pairs of mutually unbiased basis (MUB) are linked by a
complex Hadamard matrix [129], making the search for MUBs and complex Hadamard
matrices in a given dimension, intimately related. We note here that two Hadamard
matrices, H1 and H2 are said to be equivalent if they can be transformed into each by

H2 = D1P1H1P2D2, (3.34)

where Pi and Di are permutation and diagonal unitary matrices respectively 5. De-
spite their deceptively simple definition, full classification of non-equivalent complex
Hadamard matrices has only been completed up to N = 5. An important subclass of
complex Hadamards are the Fourier matrices, defined as having elements

Fjk(N) =
1√
N

e
2πijk

N . (3.35)

If the Fourier matrix is rescaled by a factor of
√

N it is a Butson-type matrix of
form H (N, N). The Fourier family actually fully defines the complex Hadamards of
dimension N = {2, 3, 5}. For N = 4 there are actually an infinite number of non-
equivalent complex Hadamard matrices that can be defined by a matrix with a single
free parameter, of which the Fourier matrix is one element.

F4 (φ) =
1
2


1 1 1 1
1 eiφ −1 −eiφ

1 −1 1 −1
1 −eiφ −1 eiφ

 , (3.36)

As we move to dimensions N > 5, which non-equivalent families exists is still an
open problem in mathematics. However, for every dimension there is a Fourier family,

5 In photonics, this transformation is equivalent to relabeling input and output modes and adding input
and output phases
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FN, where the Fourier matrix, F(N), either defines the entire family or is an element of
the family. In general, any complex Hadamard transformation (up to a scaling factor)
can be implemented in a photonic circuit through the decompositions described in
Sec. 2.3.2. The Fourier families have a neat mapping to lower depth photonic circuits
through a fast Fourier transform algorithm [130]. This consists decomposing, FN into
two smaller Fourier families of size N/2, F(1)

N/2 and F(2)
N/2. These two transformations

can be thought of as acting on the odd and even modes of the larger DFT. These
are then recombined by interfering the modes in ascending order - i.e. mode one of
F(1)

N/2 (mode one of FN) is interfered with mode one of F(2)
N/2 (mode two of FN). Phase

control between the top N/2− 1 is used to tune this interference 6. Following the
decomposition backwards, so long as N = 2d, we will eventually arrive at the F2 matrix
- a balanced beam-splitter. This shows that any Fourier matrix with a dimension that is
a power of 2 can be decomposed to only balanced beam-splitters, crossings and phase
shifters. It is possible to use the same algorithm to decompose Fourier matrices of
arbitrary dimension, however this requires beam-splitters with reflectivity other than
50/50 to implement the F(3) transformation [48]. In the following experiments we will
make use of an interferometer implementing the transformation in Eq. 3.36, as shown
in Fig. 3.15

7. In Fig. 3.15, we have also illustrated the interesting interference that can
occur in Fourier matrices. We can see from the blue and red lines that there are no
closed paths within the interferometer. This means that no single photon interference
can occur and, therefore, the internal phase has no impact on the single photon statistics.
If we now input two photons, the situation changes. If we input photons into different
input beam-splitters (for example in Fig. 3.15 we have chosen inputs 1 and 3 but any of
the four combinations will have similar result) and look to detect coincidences from
different output beam-splitters we now get interference between the red and blue paths.
This interference depends on the differences in path lengths between the sum of the red
and blue paths. Therefore, by tuning φ we can tune this interference. This can be seen
from the relevant submatrix of Eq.3.36, if we choose inputs 1 and 3 and outputs 1 and 3

then the correct submatrix, accounting for the permutation of inputs and outputs, is

Fsub =
1
2

(
eiφ 1
1 1

)
. (3.37)

6 These phase shifts correspond to the parameter(s) in the complex Hadamard family
7 This interferometer is equivalent up to permutations of the inputs and outputs
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3.6 time-resolved complex hadamard phase
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Figure 3.15: Photonic circuit implementing Fourier transform. Angle φ can be used to continu-
ously tune between all non-equivalent 4× 4 complex Hadamard matrices. Coloured
lines show the paths that contribute the internal phase dependent interference.

We then end up with a coincidence probability P = |Perm (Fsub) |2 = 1
16 |eiφ + 1|2. From

this we see that unlike with single photon statistics, the two photon statistics do depend
on the internal phase. For three photons we see no dependence on this in internal phase,
however for four photons the dependence returns [131]. This can be further generalised
to specific n−photon suppression laws in n−mode Fourier interferometers [132].

3.6.2 Complex Hadamard phase with indistinguishable photons

For these measurements we employ the same experimental setup as described above,
however we now use the first and third rings as our photon sources. A simplified
version of the experimental schematic is shown in Fig. 3.16(a). Here we have shown
the pump splitting just between rings 1 and 3, however in reality we have static pump
splitting. In order to selectively generate photons from specific rings, we use the rings
resonant positions and AMZI filters. We sweep a fringe on φ and integrate for one
hour per point. Figure 3.16(b) shows the result of these measurements. We have plotted
the four output coincidence patterns that show a dependence on φ. The visibilities of
these fringes confirm the results found in Sec. 3.4.5. The inset shows the distinguishable
patterns, as expected these show no dependence on φ.
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(a)

𝜙

(b)

Figure 3.16: Complex Hadamard fringe. (a) Experimental schematic, photons input into inputs
one and three. A fringe is swept on φ and all four output coincidence patterns
that show a φ dependence are measured. (b) Experimental fringes. Error bars
assume Poissonian statistics. Shaded area shows 1− σ interval based on errors on
the fit parameters. Fringe visibilities are shown in the caption. The inset shows
distinguishable patterns.

3.6.3 Time-resolved simulations

We now look at this interference effect in a time-resolved manner. In order to find the
detection time dependent coincidence probability we replace the transfer matrix in
Eq. 3.14 with the relevant submatrix of Eq. 3.36. To illustrate this more explicitly we use
Eq. 3.37. This leads to a coincidence probability

P(t0, t0 + τ) =
1

16
|ζ2(t0)ζ1(t0 + τ) + eiφζ1(t0)ζ2(t0 + τ)|2. (3.38)

From this we see the result from Eq.3.13 but with an extra phase factor given by
the interferometer internal phase. This has the effect of shifting the minimum of the
interference fringe. Figure 3.17(a) shows the result of Eq. 3.38, integrated over all t0.
Solid lines show extremes of the interference. Dotted lines show intermediate values of
φ. From this we see the effect of φ moving the interference fringes to the right. Figure
3.17(b) shows the effect of timing window on the visibility of the interference fringes.
As expected, increasing the timing window decreases the fringe visibility.
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3.6 time-resolved complex hadamard phase

(a) (b)

Figure 3.17: Simulated ideal time-resolved complex Hadamard fringe. (a) Time domain fringes,
solid lines show φ = {0, π}. Colour gradient shows change in φ. (b) Complex
Hadamard fringes for differing timing windows. Inset shows the intervals used for
the different fringes.

3.6.4 Results

To experimentally probe this interference, we now spectrally detune the two sources by
53 pm (6.7 GHz) and measure in a time-resolved manner. We sweep a five point fringe
on φ and record raw time tags. We integrate for one hour on each point and repeat the
sweep 35 times.

These results are shown in Fig. 3.18. Figure 3.18(a) shows the experimental setup.
Unlike the heralded HOM measurements where we sum coincidences from all output
patterns, here we look at isolated patterns which reduces the count rate by a factor of 4.
We choose the pattern with signal photons leaving output modes 1 and 3 (shown with
ticks), as this pattern had the lowest output losses. In Fig. 3.18(b) we show the fringe for
a variety of coincidence windows and see an increase in visibility from 0.4 to 0.6 The
inset shows the fringe for distinguishable patterns, as expected we see no dependence
on the phase φ. Figure 3.18(c) compares the experimentally measured histograms with
the theoretical model. We see qualitative agreement between the two and we can see the
histogram changes as expected with the interference minimum moving off to the left.
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Figure 3.18: Time-resolved complex Hadamard fringe results. (a) Experimental setup, Both
input beam-splitters are set to implement balanced beam-splitters and the fringe
is swept on φ. We show results for output pattern (1,3) (b) Experimental fringe
on φ for different timing windows. Visibility shown in legend. Inset shows
the distinguishable pattern. (c) Histograms for each phase point. We show the
experimental histogram and the theory.

3.7 discussion and outlook

Most previous experiments on interfering spectrally distinguishable photons used single
photon avalanche photodiodes (SPAD) which have intrinsically high jitters (≈ a few
hundred picoseconds). The superconducting nanowire single photon detectors used in
this work have intrinsic jitters which are an order of magnitude lower than this. In this
chapter we have seen how with current, commercially available, photon detectors and
timing electronics we can see quantum interference with photons detuned by ≈7 GHz.
This is a factor of 100 higher than previous experiments [35–37]. We have also shown
sufficiently high resolution to allow us to probe interference effects within the coherence
times of the photons. All of this has been achieved with standard ring resonator photon
sources, generating photons with a bandwidth of several GHz, two orders of magnitude
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larger than any previous experiments. This shows the viability of this technique with
scalable photon sources.

One of the main factors limiting the visibility of the fringes in the reported experi-
ments is the ≈ 80% spectral purity of the photons. This is likely due to the width of the
ring resonances relative to the pump. The maximum photon purity from a standard
ring resonator setup, which is bounded at 0.93, is achieved when the pump spectrum is
flat across the whole of the ring resonance [122]. It is also possible to push past this limit
by manipulating either the pump pulse shape [111, 113], the ring coupling [115, 122] or
by adding extra rings to the system [114, 133]. In this chapter we have always modelled
impurity in the photon states with a non-interfering term, assuming that the precise
timing measurements cannot erase mixedness. This is not strictly true. The coincidence
probability for photons with arbitrary spectral purity is given by

Pcoinc (t1, t2) = ∑
kl

λkλ′l
∣∣ζ1k(t2)ζ2l(t1)− ζ1k(t1)ζ2l(t2)

∣∣2, (3.39)

where ζik is the kth temporal Schmidt mode for the ith source with λk (λ′k) being
the Schmidt coefficients for the first (second) photon state8. From this we see that,
regardless of the number or shape of the Schmidt modes that for t1 = t2, Pcoinc = 0. Full
understanding of how the combination or timing jitter and impurity affects the final
model would require analysis of at least the first few higher order Schmidt modes. Here
we will provide an explanation of why our simplistic description of mixedness describes
the data well. Each combination of Schmidt modes will give rise to sinusoidal fringes
in the time domain with a frequency set by the difference in central frequencies of the
modes. The modulating envelope for each pair will be the convolution of the temporal
shapes of the Schmidt modes. The higher order modes have extra lobes that cause
broader envelopes but with narrower central peaks. These narrower peaks will be more
smeared out by temporal response of the detectors which will add a Lorentzian-like
peak to the signal. The size of this peak will be proportional to the weights of the higher
order modes and therefore proportional to the mixedness of the photon states.

In terms of our ability to erase frequency information and interfere distinguishable
photons, here we are limited by the jitter of our detectors (≈30 ps) and of the timing
electronics (≈14 ps). While low for commercially available SNSPDs, this jitter is still an
order of magnitude higher than the current state of the art [134]. The timing electronics

8 See Appendix B for a full derivation
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(a) (b)

Figure 3.19: (a) HOM fringe visibility as a function of ring detuning for a range of different
system jitters. For all fringes we have used a purity of 1 as to isolate only the
effect of the timing jitter. We have illustrated three regimes, one comparable to the
numbers used in this chapter, an intermediate regime with detector and time tagger
assumed to be 10 ps each and the state of the art, assuming all jitter is from the
detector and taking the result from [134]. We have added lines for fringe visibility
of 0.95 and then at the classical limit of 1

3 . (b) Illustrating the effect of resonance
width. Three panels show time domain fringes at θ = 0.5 for different resonance
widths. The bottom right panel shows HOM fringes for different timing windows
and different resonance widths.

jitter also has room to improve; even new firmware updates can decrease the Swabian
jitter below 10 ps.

In order to use this technique in a practical setting, that being a large photonic circuit
with many ring resonators sources, we would require that the maximum frequency
separation we can erase to be greater than half the FSR of the ring resonators. This
would mean that no alignment of the rings would be needed at all. How large the FSR
of a ring can be is limited by the resonance width - the FSR needs to be large enough
that there is good extinction between neighbouring resonances. Therefore, to increase
the FSR we need to decrease the loss in the ring either by engineering the waveguide
geometry [135, 136] or changing material [137].

Figure 3.19(a) shows projections for future experiments. Here we have plotted HOM
fringe visibility as a function of photon detuning. We have assumed a purity of one, in
order to isolate the effect of system timing resolution. We show plots for three scenarios.
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The first being currently commercially available technology, similar to what is used in
this work. The second scenario we assume that both detector and time tagger jitter are
10 ps. Finally, we show the most optimistic line where we assume the detectors are the
only source of jitter and use the current state-of-the-art number from Ref. [134]. We also
include a line for the classical limit of 1

3 and for an example of high quality interference
with a visibility of 0.95. We see high visibilities up to ≈40 GHz. This would require ring
FSR of around 650 pm. We also see quantum interference up to several hundred GHz.
In Fig. 3.19(b) we show the effect of the resonance width on the interference fringe. The
resonance line-width only affects the modulating envelope. This has a small effect on
the HOM fringes. For very small timing windows, the effect is small as the frequency
of the time domain fringes is unaffected. If we integrate the entire fringe we see some
difference, this is due to the difference in the overlaps of the photon spectrum.
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4
B O S O N S A M P L I N G W I T H D I S T I N G U I S H A B L E P H O T O N S

”’Ford’, he said ’there’s an infinite number of monkeys outside who want to talk to us
about this script for Hamlet they’ve worked out’”

Douglas Adams, Hitchhikers Guide to the Galaxy

4.1 introduction and motivation

Due to the extreme engineering requirements that fault-tolerant quantum computers
require, it is useful to ask whether there are any intermediate classes of devices1 that
can exploit quantum mechanical effects for some computational advantage. Research
into noisy intermediate-scale quantum (NISQ) devices, as named by John Preskill [139,140],
can be roughly divided into two avenues: finding uses for quantum computers made
up of some (ranging from a few tens to a few hundred) noisy qubits [141–143], or trying
to make a quantum computer that can perform a calculation that is intractable for
classical computers, regardless of whether the calculation is “useful” or not 2, known as
quantum supremacy [1, 147, 148].

Linear optics remains not only a primary candidate for fault-tolerant quantum
computing [101], but is also a key player in the race to show quantum supremacy.
Linear optics hopes to show (or in some eyes already has shown) quantum supremacy
through a computational problem known as boson sampling [3, 5, 149]. This problem,
which will be described in more detail in the next section, consists of interfering
photonic states with linear optics and drawing samples from the output probability
distribution. It was first introduced by Aaronson and Arkhipov [8] and is linked to
calculating matrix permanents of complex matrices, known to be intractable for classical
computers. Large-scale implementations of both standard boson sampling [108] and a
variant of the original problem, known as Gaussian boson sampling, where the input

1 ’Intermediate’ here is used to mean between a classical computer and a full fault-tolerant quantum
computer

2 Although Scott Aaronson did point out that there may be a use for quantum supremacy experiments in
generating certifiable randomness [144]. Others have also suggested that boson sampling could have
applications in certain graph problems [145] and simulating molecular vibronic dynamics [146]
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4.1 introduction and motivation

state retains the Gaussian nature of the parametric sources [3], have been demonstrated.
The probability distribution for the latter case is linked to a matrix function, named the
Hafnian, which is in the same complexity class as the permanent [150, 151]. Beyond
these two bulk optics implementations, integrated photonics also provides a promising
platform for large-scale boson sampling implementations [14, 17].

All current boson sampling implementations either use parametric or solid-state
sources. As shown in Ref. [17], ring resonators are a promising candidate for integrated
parametric sources due to their low power consumption and small footprint. Both ring
resonators and solid state sources suffer from the same problem: it is challenging to
make multiple sources that emit at exactly the same wavelength. For ring resonators, the
internal phase can be used to tune the emission wavelength. As we saw in the previous
chapter, however, experimental errors such as crosstalk make scaling this method im-
practical. For solid state emitters, such as quantum dots, one solution is demultiplexing
many consecutive photons from a single emitter into many spatial modes [108]. This
requires complicated and potentially high-loss demultiplexing schemes and is limited
by the coherence time of the dot. As we mentioned in the introduction to the previous
chapter, quantum interference with a visibility of 93% was only recently shown between
two separate quantum dots [109]. Here the emission wavelength was tuned by the Stark
effect, however scaling this to the number of photons required for quantum supremacy
would be experimentally challenging. In the last chapter, we saw how fast detectors can
be used to erase frequency distinguishability between single photon sources; however,
we limited ourselves to a fundamental investigation of this phenomenon.

In this chapter, we look to apply this technique to the problem of boson sampling
with distinguishable photon sources. To do this, we initially provide some background
on the original boson sampling problem and its common variants, then we benchmark
our device as a boson sampler using spectrally indistinguishable sources. Next, we
perform boson sampling with spectrally distinguishable photons. Initially, we look at
the effect of changing the coincidence window on the output probability distribution
and then we look at sampling from the arrival times of the photons as well as the output
pattern, which is performed for two-photon (four measured photons) and three-photon
(six measured photons) interference.
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4.2 introduction to boson sampling

4.2 introduction to boson sampling

To start we introduce the original boson sampling problem and then the main variants
that have appeared in the years following the original paper. All variations of boson
sampling follow the same format - a photonic state is prepared, interfered and then
detected. We restrict ourselves to only cases with single photon detectors, specifically,
the derivations below assume number resolving detectors. In the later experiments, we
are limited to using threshold detectors, that is detectors that can only register that 0
photons have been detected or > 1 photons have been detected. As we are heralding
an input pattern and post selecting on the n−fold coincidence events, the following
analysis holds, at least approximately, for the samples we measure.

4.2.1 Standard boson sampling

As mentioned previously, the boson sampling problem, introduced by Aaronson and
Arkhipov, concerns itself with drawing coincidence samples from the output of a linear
optical interferometer. Initially, we prepare an input state consisting of n photons in the
first n modes of an m mode interferometer, U. Here we impose two conditions, namely
that there is exactly one photon input in each of the n modes and that the size of the
interferometer is sufficiently large that each photon leaves in a separate mode - known
as the collision-free case. Generally it is taken that m = n2 should be large enough
that collision free events dominate [8]. Taking the first condition, we write the input
state as |ψ〉in = â†

1 â†
2...â†

n |0〉
⊗

n. The m×m unitary transformation transforms the input
creation operators as

â†
i →

m

∑
j=1

Uijb̂†
j , (4.1)

Applying this transformation to the input state, |ψ〉in, we see our output state is a
superposition of the possible n−photon output patterns

|ψ〉out =
S̃

∑
S

AS

(
b̂†

1

)s1
(

b̂†
2

)s2
...
(

b̂†
m

)sm
|0〉

⊗
n , (4.2)

where S̃ = {S} is the set of all (m
n) possible output patterns, AS is the amplitude of

pattern S, and si is the number of photons in the ith output mode in pattern S. We
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4.2 introduction to boson sampling

limit ourselves to the patterns where si ∈ {0, 1} - that is one photon in each of n of the
possible m modes. Each of the possible patterns in S is associated with a particular
transfer matrix, T, taken from a subset of the elements of U. Specifically, to construct
T we take the columns of U corresponding to the input modes 3 and the rows of U
corresponding to the desired output pattern. The elements of T are then given by the
intersection of the selected rows and columns of U. The probability of detecting a given
pattern, S, is given by

PS = |AS|2 =

∣∣∣∣∣ Perm(T)√
s1!...sm!

∣∣∣∣∣
2

, (4.3)

where, in the collision free regime, the normalisation factor is one, and Perm (·) is a
matrix function called the permanent. The permanent is defined as

Perm (T) = ∑
σ∈Sn

n

∏
i=1

Ti,σ(i), (4.4)

where Tij are the elements of T and Sn is the symmetric group which contains all the
permutations of (1, 2, · · · n). This matrix function is similar to the determinant but
missing the alternating sign. While there exist polynomial time algorithms to calculate
the determinant [152] this is not the case for the permanent. In fact, the permanent is in
the computational complexity class #P. Unlike the more familiar complexity classes P
and NP, which describe decision problems, #P contains the set of problems which count
the number of solutions to NP problems and is at least as hard as NP. The permanent
can be related to the perfect matchings of a bi-partite graph. A bi-partite graph is a
graph whose vertices can be divided into two sets and each edge connects between
sets. A perfect matching is then a set of edges of the graph which connect each vertex
from one set to one and only one vertex from the other. The total number of perfect
matchings is the permanent of the graph’s adjacency matrix. This makes the permanent
an interesting problem in #P as calculating one perfect matching can be performed
by a polynomial time algorithm but counting all the perfect matchings is #P [153]. In
boson sampling, the bipartite graph vertices are the input and output modes of the

3 Note, for the standard case this is always the first n columns of U, however we will see later that this is
not always the case.
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interferometer and the analogue of the adjacency matrix is T 4. Each perfect matching
now describes the transition amplitude for a possible way in which the input pattern
can be mapped to the output pattern. The total transition amplitude is, therefore, the
sum of all these possible mappings.

4.2.2 Scattershot boson sampling

A major draw back with the original imagining of boson sampling is that generally
we are limited to photon sources that have less than unity probability of generating
a photon, therefore, the probability to generate an n−photon input state decreases
exponentially with n. One revision, named scattershot boson sampling [154], aims
to combat this problem when using heralded sources. Here, we make full use of the
fact that m � n and notice that any input pattern comprises a valid boson sampling
experiment. We now pump m parametric sources, one on each input mode, and impose
requirements only on the number of input photons, not on their input configuration,
allowing a measured herald pattern to inform us of which input pattern a given
experiment used. Each parametric source generates a two mode squeezed vacuum state
and therefore the probability of a specific input pattern is equivalent to the probability of
generating n photons from m two mode squeezers. Thus, the probability of a successful
boson sampling input is [154]

P(n, m) =

(
m
n

)
sech2m ξ tanh2n ξ, (4.5)

where ξ is the squeezing parameter, assumed to be the same for all sources. Here we
see that the probability of a successful boson sampling input has been scaled by the
combinatorially large number of possible input patterns. To calculate the probability of
a sample, we follow the same method as above however now when we construct the
transfer matrix, T, we no longer always take the first n columns of U. Now, the required
columns of U are given by the detected heralding pattern. In Ref. [154] they go on to

4 T is not exactly the adjacency matrix, as described here, as instead of having elements of one if there
exists an edge between two vertices and zero if not, the transfer matrix assigns a transition amplitude
between vertices (inputs and outputs).
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show that for the collision-free regime where m = n2, the success probability at the
optimum squeezing level is

P (n|ξmax) =
1

e
√

2π(n− 1)
, (4.6)

where ξmax = 1/
√

n + 1. Here we see that in the collision free regime, the probability
scales approximately inversely proportionally to

√
n5.

While scattershot boson sampling appears to, at least partially, combat the problem
of the decreasing success probability, it is not without its own problems. Scattershot
boson sampling in a sense is taking advantage of the naturally Gaussian nature of the
parametric sources, however this is destroyed on heralding a given input pattern. By
doing this we are restricting ourselves to only events where each detected photon pair
emerged from a different source. However, there are several ways that it is possible for
us to detect n heralds and n signal photons.

• Each of the n signal photons was generated in a single pair with one of the n
heralds

• A subset of the n signal photons were generated from the other m− n photon
sources not present in the heralding pattern

• A subset of the n signal photons were generated as higher number Fock states
from the heralded sources

In the presence of no loss and number resolving detectors both of the noise processes
here can be avoided by heralding on vacuum on all other output modes and ensuring
each mode where a photon is detected contains one and only one photon. However, in
realistic, experiments which will feature loss and often use threshold detectors, these
noise processes are unavoidable. These noise processes mean that if k > n photons are
generated but only n are detected, we have no way of knowing which n and therefore
no way of knowing what the correct probability for this sample would be. This is
discussed more quantitatively in appendix A of Ref. [155]. If the losses in the boson
sampler are higher, these noise processes become more prevalent - as higher squeezing

5 We could increase the number of input patterns by increasing the number of modes, but this comes at
the cost increasing the experimental overhead.
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is required to see the desired number of photons. We will see the impact of this in Sec.
4.7

We have seen that some benefits come by, at least partially, taking the Gaussian nature
of parametric sources seriously. This begs the question, what happens if we fully exploit
the Gaussian nature of these sources?

4.2.3 Gaussian boson sampling

The latest variation to the original boson sampling problem, called Gaussian boson
sampling (GBS) does away with the notion of single photon inputs entirely, deciding
instead to use single mode squeezed states as the input states 6. In its most general
form, GBS involves performing Fock basis measurements on an arbitrary multimode
Gaussian state. If a Gaussian state is described by a covariance matrix, σ, we can define
the sampling matrix7

A =

(
0 1m

1m 0

) [
12m − σ−1

Q

]
, (4.7)

where σQ = σ + 1
2 . When the covariance matrix σ describes a pure state, A reduces to

a block diagonal matrix A = B
⊕

B∗. The original setup for GBS involves inputting n
single mode squeezed states into and m−mode interferometer. At the output of the
interferometer we have a multimode squeezed state which can be described by the
covariance matrix

σ =
1
2

(
U 0
0 U∗

)
σ0

(
U† 0
0 UT

)
, (4.8)

where σ0 is the initial squeezing covariance matrix given By

σ =
1
2

(⊕m
j=1 cosh ξ j

⊕m
j=1 sinh ξ j⊕m

j=1 sinh ξ j
⊕m

j=1 cosh ξ j

)(⊕m
j=1 cosh ξ j

⊕m
j=1 sinh ξ j⊕m

j=1 sinh ξ j
⊕m

j=1 cosh ξ j

)†

, (4.9)

6 As the results in the rest of this chapter only use standard and scattershot schemes, we include this
section only for completeness. For a more thorough description the reader is directed to Refs. [90,150,151]

7 Note, the covariance matrix σ must be expressed in the â, â† basis
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where ξ j represents the squeezing parameter in the jth input mode. From this we can
calculate the sampling matrix to be

B = U

 m⊕
j=1

tanh ξ j

UT. (4.10)

The probability for a given output pattern is then given by

P =
|Haf(BS)|√
|σQ|

, (4.11)

where BS is a submatrix of B constructed in a similar way to the other variations but, as
there is no input pattern, the output pattern defines both the columns and the rows.
Haf corresponds to the Hafnian, a matrix function which is in the same complexity
class as the permanent and is related to the permanent through

Haf(U) = Perm

([
0 U

UT 0

])
. (4.12)

4.3 verifying a boson sampling experiment

As with all experiments at the edge of what is possible to simulate classically, verifying
that the system is working as expected is a non-trivial problem. This is because it is,
by definition, impossible to efficiently, calculate the outcome of a quantum supremacy
experiment. In fact, as boson sampling belongs to the #P complexity class, there does
not exist an efficient way to perfectly verify that the experiment is working correctly.
There are many verification protocols available in the literature for different kinds of
quantum supremacy experiments [3, 14, 156]. In the rest of the chapter we choose to
use a form of Bayesian updating to verify our experiments. In this we dynamically
update our confidence that a given set of samples comes from the desired model vs
a given adversarial model. This has benefits for us that a small set of samples can be
used to give good evidence towards one model over another, and it can also easily be
adapted to compare different models. It however does require all probabilities to be
normalised, due to the differing probabilities of bunched events in the different models,
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this requires the entire distribution to be calculated, rendering this method ineffective
for experiments closer to the quantum supremacy bound. For our proof of principle
experiments, with many fewer photons than can be classically simulated, it provides
a quick and easy method of confirming our experiment is behaving as expected. The
basis of this verification method is Bayes’ theorem. This is a compact equation that can
be used to calculate the probability of a hypothesis given some evidence, in general it is
calculated as

P (H|E) = P (E|H) P(H)

P (E)
(4.13)

where P (E|H) is the probability that the evidence arises from the hypothesis, P (H) is
the probability of the hypothesis, known as the prior, and P (E) is the total probability of
the evidence. As we wish to compare two models, the total probability of the evidence
becomes

P (E) = P (E|H) P(H) + P (E|A) P(A), (4.14)

where we have introduced an adversarial hypothesis, A. In our setting, the evidence
is some string of samples from a suspected boson sampler, D. We wish to know the
probability that this comes from a test model, Mtest, compared to an adversarial model,
Madv. We assume that the priors of the models P (E) = P (H) = 0.5 which cancel,
leaving us with

P (Mtest|D) =
P (D|Mtest)

P (D|Mtest) + P (D|Madv)
. (4.15)

If we assume that sequential samples in D are uncorrelated, then to calculate the
probability that a given string of samples D comes from a given model, P (D|Mi), we
take the product of the probabilities of each sample in D. These individual probabilities
are calculated according to the specific model. The task of selecting the adversarial
model, Madv, in a boson sampling experiment is an important one. The aim is to choose
a distribution that accurately reflects possible errors in the experiment that could result
in samples from a distribution that is easy to simulate 8. We, therefore, look to find an
adversarial model that most closely resembles our experimental setup, but that is easy
to sample from.

8 By easy to simulate we refer to distributions that can be sampled from at least approximately using a
polynomial time algorithm
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4.4 experimental characterisation

4.4 experimental characterisation

The experimental setup for the following results is almost identical to the previous
chapter. The only change we make is replacing the 50 MHz pulsed laser with a PriTel
ultrafast optical clock. This laser has a repetition rate set by an external signal, set here

(a) (b) (c)

(d) (e) (f)

!𝜋 2

Figure 4.1: (a)-(c) Measured output count distributions. Columns correspond to input patterns,
rows correspond to output patterns. (a) Raw uncorrected counts. (b) Background
subtracted counts. (c) Background subtraction and normalisation for loss and
squeezing differences. (d) Experimental schematic. Unitary implements complex
Hadamard matrix with φ = π

2 . (e) Theoretical normalised probability distributions.
Top panel is for indistinguishable photons, bottom for distinguishable photons. (f)
Bayesian verification of boson sampling. Test model is that of indistinguishable
photons (purple) and the adversarial model is distinguishable photons (grey).

to be 500 MHz. The increase in repetition rate means that we can keep the count rates
high while reducing the squeezing and therefore the double emissions. To initially
benchmark our chip as a boson sampler, we perform a two-photon scattershot and
three-photon standard boson sampling experiments with indistinguishable photons.
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4.4 experimental characterisation

4.4.1 Two-photon scattershot

For the two-photon scattershot experiment all four rings are aligned to the centre of the
pump pulse. We set the integrated interferometer to implement the complex Hadamard
transformation and set the internal phase φ = π

2 . This was chosen as it adds some
extra structure to the probability distribution. For φ = {0, π} all probabilities are
either 0 or 1. For our selected φ value we also have intermediate values, resulting in a
qualitatively more interesting distribution. We integrate for a total of 6 hours in one
hour chunks. We check the stability of the rings every two hours. For our test and
adversarial models we choose indistinguishable and distinguishable photon interference,
respectively. This means our test model probabilities are calculated as P = |Perm(Ms)|2

and the adversarial as P = Perm(|Ms|2), where Ms is the submatrix corresponding to
the specific sample pattern. We note here that because the suppression laws in the
Fourier matrix, the indistinguishable distribution has many input-output combinations
that have 0 probability. Any measured counts in these patterns (which will arise
experimentally due to noise and impurity of the input photons) will immediately cause
the Bayesian validation to fail. To combat this, we include the mixedness in the ideal
model. Therefore, ideal model probabilities are calculated as P = sin2 (θ) |Perm(Ms)|2 +
cos2 (θ)Perm

(
|Ms|2

)
, and we use the measured HOM visibility of 0.82. Figure 4.1(c)

shows the experimental setup and (d) shows the theoretical probability distributions
for indistinguishable photons (top) and distinguishable photons (bottom). Figure 4.1(d)
shows the Bayesian verification confirming that the samples drawn are more likely to
have come from quantum interference. We have shown an example 200 samples drawn
randomly from the total over 4× 104 samples. The total number of samples returns
a probability for the test model of 1.0, up to machine precision. In Fig. 4.1(a)-(c) we
have shown the experimentally measured distributions. Figure 4.1(a) shows the raw
counts we measure from the device. These need to be corrected, first by removing
the double emission counts, as described in the previous chapter (Sec. 3.4.4), and then
by normalising for differences in output losses and squeezing for each pattern. The
final distribution is shown in Fig 4.1(c). To quantify the improvement we look at the
statistical fidelity (as introduced in the previous chapter) between the measured and
theoretical distributions. Using this, we see an increase in fidelity from 87.4% before
correction to 96.7% after correction.
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4.4 experimental characterisation

4.4.2 Multi-photon background subtraction

In the following section, and later in this chapter, we look to generate and interfere
three photons. In order to correct for double emissions, here we quickly describe the
multi-photon generalisation of our background subtraction method, outlined in the
previous chapter. The procedure is generally the same, however, now we sequentially
delay each of the N heralds by one repetition rate. With the ith herald delayed, the
resulting N−fold coincidence contains all the possible double emissions of the other
N − 1 sources. If we perform this for all N sources and sum the counts, this gives us
N − 1 times the double emission rate. It is N − 1 fold as each source contributes to
every measurement apart from the one where itself is delayed.

4.4.3 Three-photon boson sampling

As the single photon channel loss of our experiment is high, η ≈ 0.03, the six-fold
rate from the chip was low. In order to generate samples at a high enough rate the
squeezing in the sources was too large to consider the double emissions negligible.
Double emissions from any of the sources that are involved in the interference could
be corrected for (see Sec. 4.4.2), however, emissions from the fourth source can not be
corrected for in this way. This precludes us from performing scattershot measurements
and leaves us without the 4-fold improvement in rates that the scattershot advantage
would provide. We therefore pick the input pattern with the lowest coupling losses,
those being rings one, two and four. As the three photon distribution in the complex
Hadamard interferometer is uniform for both indistinguishable and distinguishable
photons, we use the two input MZI’s to break this degeneracy. We choose to set both
input MZI, phases to 0.9 rad. This number was chosen heuristically in an attempt
to roughly minimise the overlap between the distinguishable and indistinguishable
distributions, while maximising the total non-bunched probability. These distributions
are shown in Figs. 4.2(b) and (c), respectively. Due to the low squeezing rate, we
integrate for 93.5 hours. As with all previous measurements, we lock every six hours but
check for misalignment every two hours. In this time we recorded a total of 35 six-fold
events. After normalisation and background subtraction, we were left with 17 legitimate
samples. As can be seen from Fig. 4.2(d) this was enough to pass the verification
protocol, confirming that we are likely sampling from the correct distribution.
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4.5 time-resolved multi-photon interference

(b)

(c)

(d)

𝜃! = 0.9

𝜃" = 0.9

(a)

Figure 4.2: Characterisation of three photon (six measured photons) boson sampling with in-
distinguishable photons. Standard boson sampling approach used with one input
pattern, chosen to be rings 1, 2, and 4 due to these having the lowest loss. (a)
Experimental schematic, all three sources aligned to the central frequency of the
pump. Input MZI phases both set to 0.9, this breaks the degeneracy between indis-
tinguishable and distinguishable distributions and aims to maximise the probability
of non-bunched events. (b) Test model distribution, indistinguishable photons but
including mixedness. (c) Adversarial model distribution, distinguishable photons.
(d) Bayesian verification

4.5 time-resolved multi-photon interference

So far, the arrival time of the photons has been ignored and the photons are assumed to
be identical. In the following analysis we look to derive the probability of detecting N

𝜁!

𝜁"

𝜁#

𝑡!

𝑡"

𝑡#

⋮⋮ 𝑇!

(a) (b) (c)

Figure 4.3: (a) Schematic for time-resolved multi-photon interference. N photons with temporal
shapes ζi interfere via a transfer matrix, TN . Photon in each mode detected at a
separate arrival time ti. (b) Example three photon interference fringe with spectrally
distinguishable photons at three different central frequencies. (c) Same fringe but for
fully distinguishable photons, no interference.

photons at N different times at the output of a boson sampler, given input photons with
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4.5 time-resolved multi-photon interference

arbitrary temporal spectra, ζi, as shown in Fig. 4.3(a). To do this we follow a similar
procedure to Sec. 3.3.1. Our desired output state is given by

|ψout〉 =
N

∏
i=1

b̂†
i (ti) |0〉

⊗
N , (4.16)

which represents an N fold coincidence with the photon in the ith mode detected at
time ti. The output mode operators are given by

b̂†
i (ti) =

M

∑
i=1

Tijζ j (ti) â†
j , (4.17)

where the Tij are the elements of the submatrix of the boson sampling unitary and by
construction M = N. Substituting this into Eq. 4.16 we arrive at

|ψout〉 =
N

∏
i=1

N

∑
i=1

Tijζ j (ti) â†
j |0〉

⊗
N . (4.18)

This state now contains all possible ways that the N photon output state could arise,
including all multi-emission terms. As we are performing scattershot experiments
where we herald the input pattern, we only keep terms where the N photons arrive
from different sources. As shown in Ref. [157], this can be rewritten as

|ψout〉 = ∑
σ∈SN

N

∏
i=1

Ti,σ(i)ζσ(i) (ti) â†
σ(i) |0〉

⊗
N , (4.19)

where SN is the group of N−dimensional permutations. We can see that the amplitude
for this state is the permanent of the transfer matrix, weighted by the temporal shape of
the photons. This results in a final probability

Pcoinc (t) = |Perm (Λ) |2, (4.20)

where the matrix Λ has elements given by Λij = Tijζ j(ti). Here, we note that we have
recovered the result of Ref. [158]. In general, we will integrate over t1, leaving us with
interference fringes that depend on N − 1 different delays. We expect to see separate
interference fringes in each of the N − 1 different dimensions (based on the N − 1
different time delays), depending on which photons interfere in these specific outputs.
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4.6 scattershot boson sampling with varying timing windows

To visualise the multi-photon interference we use our model to simulate three photon
interference with spectrally distinguishable photons. We use ring resonator sources
with properties similar to those in the experiment but with central wavelengths set to
1541.1 nm, 1541.2 nm, and 1541.3 nm, respectively. For our transfer matrix we choose
the submatrix of the complex Hadamard matrix that corresponds to the first three
inputs and first three outputs of our chip with φ = 0

T =
1
2

1 i i
i −1 1
i 1 −1

 . (4.21)

We show the fringes from this in Fig. 4.3(b). As expected, we see two-dimensional
fringes corresponding to beatings between the spectrally distinguishable photons. At
τ1 = τ2 = 0 we recover the indistinguishable case, which for this transfer matrix
is 1

16 . For comparison, we also show the case with no interference, calculated as
P (t) = Perm

(
|Λ|2

)
, in Fig. 4.3(c). As expected, we see no fringes.

4.6 scattershot boson sampling with varying timing windows

As we have shown in Sec. 3.5.2, by decreasing the coincidence window used we can
increase the visibility of a quantum interference fringe. In this section, we look to
generalise this phenomenon to scattershot boson sampling. Here, we will look at how
the measured output distribution changes as a function of the timing window. As to
properly show this effect we require enough counts to build up reliable statistics, we
restrict ourselves to two photon scattershot experiments. As we only have access to two
CW locking lasers, we choose to lock rings in pairs. We use a detuning of 54 pm and
lock rings 1 and 4 to one wavelength and 2 and 3 to the other. We integrate for 25 hours
in one hour integration chunks. The rings are re-locked to their respective wavelengths
every six hours, however every two hours we measure the resonance locations to check
they remained aligned.

96



4.6 scattershot boson sampling with varying timing windows

(a) (b)

Figure 4.4: (a) Adversarial model for the case where for some patterns the input photons are
indistinguishable. (b) Test model calculated for indistinguishable photons with
mixedness included.

4.6.1 Ideal and adversarial models

We now define our test and adversarial models for this experiment. The test model is
straight forward, we use the same test model as our characterisation measurements,
namely the indistinguishable distribution with mixedness included. The adversarial
model is slightly more subtle. Due to our ability to only lock our rings to two different
emission wavelengths it would not be a fair comparison to use the fully distinguishable
case, as in our characterisation measurements. This is because there are some pairs of
photons that are spectrally indistinguishable and would therefore interfere regardless
of the quality of our detectors. To account for this, our adversarial model calculates the
probabilities from the distinguishable model for all input combinations with spectrally
distinguishable sources and uses the indistinguishable model (with mixedness) for the
spectrally indistinguishable input patterns. These two adversarial and test models are
shown in Figs.4.4(a) and (b), respectively.

4.6.2 Experimental results

The results of this experiment are shown in Fig 4.5. Figure 4.5(a)-(d) show the experi-
mental distributions for different timing windows. These are taken by only keeping
measured samples with the absolute signal-signal time difference being less than the de-
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(a) (b) (c) (d)

(e) (f) (h)

(i)

!𝜋 2

(g)

(j)

Figure 4.5: (a) - (d) Experimental probability distributions as a function of the timing window.
All distributions have been adjusted for loss and squeezing differences. (e)-(h)
Corresponding Bayesian verification of 300 samples drawn from the distributions (a)
- (d). (i) Chip and source setup. (j) Bayesian probability for large sample sets. Sample
sizes of 2000 used and averaged 200 times. If the number of samples within a given
timing window are less we take the entire sample list. Error bars, calculated from
averaging, are smaller than the symbol size

sired window. We see a qualitative change from a distribution that looks like Fig. 4.4(c)
to Fig. 4.4(d). To quantify this we use the Bayesian verification. We illustrate this using
a sample list of 300 samples. This is shown in Fig. 4.5(e)-(h). Here we see that, for
δτ =200 ps, the adversarial model best describes the sample list. This becomes noisier
for δτ =100 ps and δτ =50 ps before flipping and being best described by the test model
for δτ =20 ps. To quantify this further, we take larger sample lists and average several
times. We use a sample size of 2000 and average 200 times. If the number of samples
within the timing window is less than 2000, we take the entire sample list. We plot the
final probability on a logarithmic scale in Fig. 4.5. As we have shown above that our
test model has more quantum interference in it than the adversarial model, Fig. 4.5
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4.7 sampling from the temporal degree of freedom

shows clearly that as we decrease the timing window we can increase the quantum
interference.

4.7 sampling from the temporal degree of freedom

The result in the previous section shows that we can, in fact, use fast detectors to in-
crease the quantum interference, and therefore the complexity, of a boson sampler with
spectrally distinguishable sources. One key drawback of this scheme is that decreasing
the coincidence window necessarily decreases the sample rate of the experiment. In
larger experiments where we are operating much lower rates, this would be an unac-
ceptable cost. One thing to notice is that the time-resolved fringes are calculated by
integrating over permanents, which is a computationally hard process. This means that
drawing samples from these distributions is also hard but does not have the intrinsic
reduction in sample rate introduced by the temporal filter used above. This idea, first
introduced by Tamma et al. in Ref. [158] and has been further analysed and has been
shown to be at least as hard as standard boson sampling [159–162].

In the previous sections the sample was drawn only from the input/output pattern.
That is each input/output pattern had a probability assigned to it which was calculated
from the required distribution. For the following results we will bin the time-resolved
fringes and therefore assign a probability for not only the input/output pattern but also
the binned arrival time. This means that every sample detected is a legitimate sample,
and we require no temporal filtering.

4.7.1 Two-photon scattershot boson sampling

In this section we re-analyse the data from Sec. 4.6.2, but now explicitly taking the
arrival times of the photons into account.

4.7.1.1 Ideal and adversarial models

The test model for this section is acquired from the fringes calculated with Eq. 4.20. For
two interfering photons this reduces to the model derived in the previous chapter. Here,
we do not use all of the previously describe errors, focusing only on mixedness. For the
adversarial model we choose the non-interfering distribution arising from distinguish-
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Figure 4.6: Binned theory fringes corresponding to the test and adversarial distributions. Test
model in purple and adversarial model in grey. Bin size of 20 ps used. Time axis is
arbitrary, and histograms have been shifted in order to make distinguishing the two
histograms either. Rows and columns refer to specific input and output patterns,
respectively. All probabilities are normalised over all times and all input/output
patterns.

able photons, with the same caveat from above that we take the indistinguishable model
for the input patterns where the photons are spectrally indistinguishable. Once the
theory fringes are plotted from the respective models, we bin them by integrating the
curves over each bin. These are then normalised over all time bins and all input/output
patterns. We show the entire probability distributions for both models in Fig. 4.7, where
we have artificially shifted the histograms with respect to one another to make them
easier to see.
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4.7 sampling from the temporal degree of freedom

4.7.1.2 Experimental results

To perform the background subtraction and normalisation, rather than correcting each
output pattern we need to correct each individual time bin separately. Each time bin in a
given input/output pattern will have the same loss and squeezing normalisation factor,
however the background subtraction will be different. To perform the background
subtraction, we also bin the double emission counts and then subtract them bin by
bin. This means that the final sample count we get depends on the choice of bins.
For our choice of bin of 20 ps, we obtain 7316 legitimate samples after correction.
We then use the Bayesian verification protocol to compare the two models defined
above. In Fig. 4.7(a) we show an example Bayesian verification for a set of 500 samples
drawn randomly from the 7316 total samples. In Fig. 4.7(b) we show the final Bayesian
probability for samples of different sizes. For each point we randomly draw the set
of samples 100 times allowing us to plot a mean with corresponding error bars. We
see that it requires a large number of samples in order for the verification to converge
appropriately. This is likely due to a combination of the system jitter and scattershot
noise, mentioned previously.

(b) (c)(a)

!𝜋 2

Figure 4.7: (a) Experimental setup two photon scattershot. Sources 2 and 3 are detuned from
sources 1 and 4. Interferometer set to implement a Fourier interferometer. (b)
Example Bayesian verification for 500 samples. (c) Final Bayesian probabilities for
different numbers of sample sizes.

4.7.2 Three-photon standard boson sampling

As seen in the six-fold characterisation, we are limited to standard boson sampling
protocols by the extra noise in the system. For this measurement, we choose the same
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4.7 sampling from the temporal degree of freedom

input pattern as Sec. 4.4.3, however we detune ring two by 47 pm (5.9 GHz). This
detuning is lower than for the two photon experiments in order to keep the squeezing
high enough. As we will be also sampling from the photons temporal degree of freedom,
the degeneracy between distinguishable and indistinguishable distributions will be
broken. Despite this, we choose the same interferometer setup as Sec. 4.4.3. This gives
the verification the best chance of converging with a relatively small number of samples.
For these measurements, the output losses were optimised further. However, with all
of this, we operate at an average six-fold rate of ≈ 2 per hour. We, therefore, integrate
for 212 hours giving us a total of 501 six-folds. As before, we lock the rings to their
respective emission wavelengths every six hours and check the resonance positions
every two hours.

4.7.2.1 Ideal and adversarial models

(a)

(b)

(c)

Figure 4.8: Test and adversarial distributions for sampling from the photon arrival times. Title
above each panel denotes the output pattern and top and bottom panels correspond
to the same pattern. (a) Example unbinned fringes. Top panel is the ideal fringe and
bottom panel is the partially distinguishable case. (b) Test model fringe binned with
20 ps bins. (c) Adversarial model fringe binned with 20 ps bins.
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The test and adversarial probability distributions are now formed by binning the
2D-theory fringes, similar to those shown in Fig. 4.3(b) and (c). For the test model we
use Eq. 4.20 with an adjustment for the mixedness of the photons. As in Sec. 4.6, there
is a subtlety here with the adversarial model. The fully distinguishable case is given by
P (t) = Perm

(
|Λ|2

)
, where there is no interference between any of the terms. However,

as we only detune one of the three photons, this does not accurately reflect an accurate
worst case scenario. We would expect interference between the two indistinguishable
photons. For the specific case where it is the second photon that doesn’t contribute to
the interference, the final probability is given by

P (t) = |T22ζ22|2|T11T33ζ11ζ33 + T13T31ζ13ζ31|2

+ |T32ζ23|2|T11T23ζ11ζ32 + T13T21ζ12ζ31|2

+ |T12ζ21|2|T21T33ζ12ζ33 + T23T31ζ13ζ32|2, (4.22)

where Tij are the elements of the transfer matrix T and ζij = ζi
(
tj
)
. Once the fringes

are calculated, as shown in Fig. 4.8(a), we divide the fringe into bins, integrate across
each bin, and normalise total probability over all times and all output patterns. The
results of this process are shown in Fig. 4.8(b) and (c) for a bin size of 20 ps.

4.7.2.2 Experimental results

With a bin size of 20 ps, after background subtraction and normalisation we are left
with 353 legitimate six-fold samples. We perform the Bayesian verification on all of
these samples and show the results in Fig. 4.9 with a final probability of 0.9999995,
confirming that we are indeed sampling from the correct distribution.

4.8 discussion and outlook

In this chapter we have seen two different ways in which our ability to resolve suffi-
ciently small differences in time can be used to retain complexity in boson sampling
experiments where the input photons are distinguishable in frequency. The first method,
similar to the results presented in the previous chapter, we saw that decreasing the
coincidence window moves us from a distribution with less interference to one with
more. The limit of this technique and one which makes it impractical for larger scale
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(a) (b)

𝜃! = 0.9

𝜃" = 0.9

Figure 4.9: (a) Three photon boson sampling with distinguishable photons. Ring 2 is detuned
from the other two and the input beam-splitter angles are both set to 0.9 to break
the degeneracy between indistinguishable and distinguishable distributions. (b)
Bayesian verification including photon arrival time. Protocol assigns a probability to
the combination of output pattern and arrival time. Performed for all 353 legitimate
six-fold events. Final probability is 0.9999995.

experiments is that there is a fundamental trade off between the number of accepted
samples and the amount of recovered interference. In order to combat this, and using
the approach introduced in Ref. [158], we note that the complexity remains if we sample
not only from the output pattern but also from the probability distribution over the
arrival times. We implement this for two-photon scattershot and three photon stan-
dard boson sampling. Here we also noticed the effect of one of the main restrictions
of scattershot boson sampling, that being the effect of spurious emissions from the
unheralded sources. This becomes especially prevalent in systems with high output
loss, as the squeezing must be increased to see the n−fold processes at an acceptable
rate. This problem helps motivate the idea of Gaussian boson sampling, as mentioned
in the introduction of this chapter, where we no longer use parametric photon sources
to approximate single photon Fock states but rather embrace the Gaussian nature of
these photon sources fully. The same principles used in this work should map nicely to
Gaussian boson sampling although, to the best of my knowledge, this is missing from
the literature. However, recent work on performing Gaussian optics with spectrally
multimode sources [163] signify that it should be reasonably straight forward to include
the photon arrival time into the GBS framework. A further limitation of the work in this
chapter is that we have only qualitatively analysed the increase in quantum interference.
In general, throughout this work, we have chosen two distributions with differing
amounts of interference and shown that our experiment is more likely to be generating
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4.8 discussion and outlook

samples from the distribution with higher interference. It would be interesting to
see, quantitatively, how quantum interference in an experiment changes as a function
of system jitter. Ref. [164] introduced a way of simulating partial distinguishability
by representing n partially distinguishable photons as k interfering indistinguishable
photons and n− k non-interfering fully distinguishable photons. It would be interesting
to apply similar analysis as a function of timing resolution.
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5
A L L - O P T I C A L S W I T C H : I N T E R M O D A L C R O S S - P H A S E
M O D U L AT I O N

”For a moment, nothing happened. Then, after a second or so, nothing continued to
happen”

Douglas Adams, Hitchhikers Guide to the Galaxy

5.1 introduction and motivation

Fast and low-loss switching of light is a necessary resource for many quantum photonic
technologies. Measurement-based quantum computers need a reconfigurable measure-
ment basis so future qubits can be measured based on previous results [30,101,103,165].
This is in order to account for the random measurement outcomes from previous
measurements. Beyond this, in Sec. 2.7.3, we have seen how linear optical quantum com-
puting will require large amounts of multiplexing in order to build the large resource
cluster state [94, 106, 166, 167]. All multiplexing schemes require switching networks
that must be reconfigurable on the scale of the lifetime of the photons. The faster the
switch, therefore, the smaller the delay lines and the lower the subsequent probability
of the photon being lost. In an integrated platform, the switching network will need to
be integrated on chip with the superconducting nanowire single photon detectors and
will, therefore, need to operate at cryogenic temperatures. Other quantum technologies,
such as quantum key distribution (QKD) [168, 169] and quantum metrology [170] also
use fast reconfigurability.

Despite the widespread need for high-quality fast phase shifting, the perfect solution
that combines high bandwidth, low loss, the ability to operate at cryogenic temperatures,
and is material agnostic, has not yet been found. A leading candidate for phase shifters
that maximise speed and minimise loss are those based on an electro-optic effect called
the Pockels effect. Where applying a DC electric field across a waveguide subsequently
changes the refractive index of the waveguide proportional to the strength of the field.
This is attractive for many reasons: the switching speed is effectively limited by how
fast the electric field can be switched, the loss is limited by overlap of the waveguide
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5.1 introduction and motivation

mode and the electrodes, which can be minimised by the design, and these devices can
be operated at cryogenic temperatures. The natural drawback is that, generally, strong
electro-optic effects require a χ(2) nonlinearity, which is, as we have seen in Sec. 2.4.1,
only found in materials with a crystal structure with certain symmetry properties. While
these materials have been shown to be promising candidates for integrated photonic
technologies, they often demand more sophisticated fabrication processes that limit
their scalability [19–27].

Many alternatives to χ(2) electro-optic phase shifting methods exist: plasmonic
dispersion modulators, micro-electro mechanical systems (MEMS), and thermo-optic
phase shifters are just some. While each has attractive properties and has found uses
in different areas of photonics, none ticks all the desired boxes for scalable integrated
quantum applications [171–176]. One possible solution, cross-phase modulation (XPM),
uses a strong laser pulse to change the waveguide refractive index. As with the
Pockels effect, this is also a nonlinear-optical process, but is controlled by the strength
of the material’s χ(3) nonlinearity 1. This nonlinearity has no special requirements
on the material crystal structure and has even been demonstrated in amorphous
materials [85, 177, 178], liquids [179–181] and gases [182–185]. Demonstrations of XPM-
based all-optical switches have been shown in optical fibre setups [186], in integrated
ring resonators [187] and in optical waveguides [188]. In most cases, frequency serves
as the degree of freedom to separate pump and signal beams. This requires low-loss
and broadband frequency multiplexers, which remain challenging to implement in an
integrated platform. In Ref. [189], transverse mode is used as the separating degree of
freedom, creating a transverse mode MZI. The optical pump, therefore, co-propagates
with both arms of the MZI and the difference in XPM efficiencies between TE0-TE0 and
TE0-TE1 is used to implement a relative phase shift between the arms. This difference
is much less than either of the processes alone and, therefore, requires a large amount
of power to generate a large enough relative phase shift.

In this chapter we present, model, and test an intermodal XPM modulator in the form
of an MZI with the pump located on only one arm. The rest of the chapter proceeds as
follows. First, we introduce the general model for cross phase modulation, including the
transverse profile of the modes. Following this, we address the specifics of designing

1 It is worth noting here that Pockels effect is a DC electro-optic effect, requiring a static electric field.
Cross-phase modulation is an AC electro-optic effect and depends on the strength of an oscillating optical
field.
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the experimental circuit by first determining the necessary parameters for the MZI,
before describing the process of designing the photonic components. Finally, we move
to the experimental setup and characterisation of the devices.

5.2 cross-phase modulation

Cross-phase modulation is a third-order nonlinear optical process whereby a strong
pump beam can impart a phase shift on a signal beam. In the following section we
introduce the necessary mathematical model to understand this process. Initially, we
introduce the simplest model, with plane waves propagating through a material. We
then look at the more realistic case of pulses propagating in waveguides.

5.2.1 Intensity dependent refractive index

In this section we will look at how waves propagating through a nonlinear material
can perturb the material refractive index. We first model this with a monochromatic
wave E(ω) = E (z, t) ei(kz−ωt) + E∗ (z, t) e−i(kz−ωt) propagating through a material with
a nonlinear polarisation

P (ω) = χ(1)ε0E(ω) + χ(3)ε0E(ω)E(ω)E(ω). (5.1)

Expanding out the nonlinear part and keeping only terms without frequency generation,
we arrive at

P (ω) = χ(1)ε0E(ω) + 3χ(3)ε0|E (z, t) |2E(ω) = χeffε0E(ω), (5.2)

where χe f f = χ(1) + 3χ(3)|E (z, t) |2. To see how this new effective susceptibility affects
the material refractive index, we note that in the linear case the refractive index is
related to the susceptibility by

n0 =
√

1 + χ(1). (5.3)

The nonlinear susceptibility adds a perturbation to the refractive index

n0 + δn =
√

1 + χeff. (5.4)
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We now rearrange and expand in order to solve for δn

δn =
√

1 + χ(1) + 3χ(3)|E (z, t) |2 −
√

1 + χ(1). (5.5)

To simplify this further, we rearrange it into

δn =
√

1 + χ(1)

(√
1 +

3χ(3)|E (z, t) |2
1 + χ(1)

− 1

)
. (5.6)

If we let x = 3χ(3)|E(z,t)|2
1+χ(1) we can then Taylor expand y =

√
1 + x. Keeping only the first

two terms we see that

δn ' 3χ(3)|E (z, t) |2
2n0

. (5.7)

Taking the intensity of the plane wave to be I = 2n0ε0c|E (z, t) |2 we arrive at

δn ' 3χ(3) I
4n2

0ε0c
. (5.8)

It is convention to define a new nonlinear parameter, n2
2, such that the total refractive

index is now n = n0 + n2 I and n2 is related to the nonlinear susceptibility by

n2 =
3χ(3)

4n2
0ε0c

, (5.9)

where we have now shown that a pump beam travelling through a nonlinear mate-
rial changes the refractive index of the material by an amount proportional to the
intensity of the beam. This effect is known as self-phase modulation. It is natural
to now ask what happens when two waves propagate together. How does the sec-
ond wave see this change in refractive index? We now define a bi-chromatic input
field E(ω1, ω2) = E(ω1) + E(ω2) where E(ωi) = Ei (z, t) ei(kiz−ωit). The new nonlinear
polarisation becomes

P (ω2) = χ(1)ε0E(ω2) + 6χ(3)ε0|E1 (z, t) |2E(ω2) = χeffε0E(ω2), (5.10)

2 There are many conventions on how exactly to define this parameter, a full breakdown of the different
definitions and their relationships are given in Refs. [57, 190]
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where we have only kept the terms affecting the propagation of E(ω2) and have omitted
the self phase term. Performing a similar analysis to above we arrive at n = n0 + ncross

2 I1

with I1 being the intensity of the light at ω1 and

ncross
2 =

3χ(3)

2n2
0ε0c

= 2n2, (5.11)

where we now see that the second beam also sees a change in refractive index propor-
tional to the intensity of the first, but the constant of proportionality is twice that we
found before. This effect is known as cross-phase modulation. Over a given length, this
change in refractive index results in a phase shift given by

φ(L) =
2πL

λ
ñ2 I, (5.12)

where ñ2 is n2 and ncross
2 for self- and cross-phase modulation respectively.

5.2.2 Including transverse mode profile

The above analysis demonstrates the phenomenon of self- and cross-phase modulation
in an intuitive way however there are many assumptions underlying the derivation
which miss some subtleties that will be important in understanding the results presented
later in this chapter. To rectify this, we will derive the same effects more rigorously. To
start we, once more, define a bi-chromatic input field

E
(
ωp, ωs

)
= Ep (x, y, z, t) ei(βpz−ωpt) + Es (x, y, z, t) ei(βsz−ωst) + c.c., (5.13)

where Ei (x, y, z, t) = Fi (x, y)Ai (z, t). Here we have also included the transverse profile
of the field, Fi (x, y) and the spatio-temporal amplitude Ai (z, t). We have replaced the
labels 1 and 2 for the different frequencies with the subscripts p and s, for pump and
signal. This change of convention will make it easier to map this derivation to the later
results. The polarisation of the material, in the presence of a χ(3) nonlinearity is then

Ptot = χ(1)ε0E + χ(3)ε0EEE = PL + PNL. (5.14)
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Previously, we expanded the nonlinear polarisation, however, we only focused on one
term at a time. Now, we consider all the ways in which the original frequencies can
evolve. To do this, we ignore any frequency generating terms, but keep all terms where
ωijk = ωi −ωj + ωk and ωi = ωj. This leaves us with

Pk,NL = 3ε0χ
(3)
ksssEsE∗s Esei(βsz−ωst) + 3ε0χ

(3)
kpppEpE∗pEpei(βpz−ωpt)︸ ︷︷ ︸

self-phase modulation

+ 6ε0χ
(3)
ksspEsE∗s Epei(βpz−ωpt) + 6ε0χ

(3)
kppsEpE∗pEsei(βsz−ωst)︸ ︷︷ ︸

cross-phase modulation

, (5.15)

where Pk,NL is the kth component of the nonlinear polarisation, k, s, p ∈ {x, y, z} are the
polarisation direction of the material polarisation, signal and pump fields and χ

(3)
ijkl is

the corresponding element of the χ(3) tensor. Generally, we will consider light that is all
polarised in the same direction and therefore will only need one element of this tensor.
To determine the dynamics of these waves we look for solutions of the non-linear wave
equation

∇2Ei −
1
c2

∂2

∂t2 Ei = µ0
∂2

∂t2 Ptot, (5.16)

where Ei represents the ith frequency component of the field E. Without the perturbation
to the polarisation, PNL, this would result in N independent uncoupled differential
equations for an input field with N frequency components. Specifically, for a waveguide
system, where we have constraints on the transverse profile, the equations describe the
evolution of the amplitude Ai (z, t). As we have seen, the presence of this perturbation
couples the propagating fields together and therefore also couples these differential
equations. For our case, where we have ignored frequency generating processes these
coupled equations take the form

∂Ap

∂z
+ ∑

m≥1

ik−1βk,p

k!
∂kAp

∂tk = i
(

γppPp|Ap|2 + 2γpsPs|As|2
)

Ap

∂As

∂z
+ ∑

m≥1

ik−1βk,s

k!
∂kAs

∂tk = i
(

γssPs|As|2 + 2γspPp|Ap|2
)

As,

(5.17)

where we have ignored nonlinear losses and have employed the slowly varying envelope
approximation, which assumes ∂2Ai

∂z2 � ∂Ai
∂z and we can, therefore, ignore the second
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derivative terms. We have introduced the initial power of each field such that the
intensity of the field is given by Ii = Pi|Ai|2/Aeff where Aeff is the effective mode area
of the field. The nonlinear coupling coefficient γij is given by

γij =
3ωing,ing,j

4ε0c2

∫∫
wg F∗j (x, y) χ

(3)
ijji Fi (x, y) F∗i (x, y) Fj (x, y) dxdy(∫∫

∞ n2(x, y)|Fi (x, y) |2dxdy
) (∫∫

∞ n2 (x, y) |Fj (x, y) |2dxdy
) , (5.18)

where Fi (x, y) is the transverse mode field profile of the ith field. Full derivations of these
equations are reported in Refs. [63, 191]. So far we have only made two assumptions
which require justification. Firstly, we ignored the frequency generating terms. This is a
reasonable assumption to make as the frequency generating terms are very sensitive to
the wavelengths of the fields and waveguide parameters. As the created and destroyed
fields are always the same for self- and cross- phase modulation, these terms do not
have these same requirements. This means that it is easy to select a pump wavelength
and waveguide geometry in a way to suppress the generation terms. Secondly, we have
assumed that nonlinear loss is negligible. This is only valid at either low powers or
when the sum of the energies of the two pump photons is less than the band gap of the
nonlinear material, 2h̄ωp ≤ Ebandgap. This is not true, for example, for devices made in
silicon using telecom wavelength photons [87, 192]. However, as we plan to fabricate
devices from silicon nitride, a material which has a much larger bandgap than silicon
(and more than three times the combined energy of two telecom photons), this is a
reasonable assumption for us to make. Even with these two assumptions we see that
solving the coupled equations in Eq. 5.17 is non-trivial and, in general, can only be done
numerically. There are, however, two further assumptions we can make that will make
solving these equations simpler. Firstly we define a dispersion length, LD = T0/β2

which quantifies the second order dispersion effects in the waveguide. If this length is
longer than the length of the waveguide then we can safely ignore the time dependence
of Ai. For the waveguide geometries and pulse widths we consider this number is 2 to 3
orders of magnitude larger than the waveguide length, making this a valid assumption.
The second assumption we make is that As � Ap. As we are designing this modulator
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with eyes towards quantum applications with single photons, this is also a reasonable
assumption. With all of these employed the coupled equations become

dAp

dz
= iγppPp|Ap|2Ap,

dAs

dz
= i2γspPp|Ap|2As.

(5.19)

These simplified equations have analytic solutions

Ap = |Ap|eiγppPp|Ap|2z,

As = |As|ei2γspPp|Ap|2z.
(5.20)

From these we can calculate the additional phase accumulated for a wave propagating
for a length L to be φSPM(L) = γppPp|Ap|2L and φXPM(L) = 2γspPp|Ap|2L. Writing the
XPM phase explicitly we have

φXPM = 2Pp|Ap|2L
3ωsng,sng,p

4ε0c2

∫∫
wg F∗pχ

(3)
sppsFsF∗s Fpdxdy(∫∫

∞ n2(x, y)|Fs|2dxdy
) (∫∫

∞ n2|Fp|2dxdy
) . (5.21)

Later we will look at the case where the pump and signal are both in transverse electric
(TE) modes in both silicon and silicon nitride waveguides. For TE modes most of
the field propagates within the waveguide and for both silicon and silicon nitride the
majority of the nonlinear interaction takes place in the core. Therefore, χ(3) and n4

can be moved outside the integrals. We can then use the definition of the non-linear
refractive index, Eq. 5.9 to re-write the non-linear phase shift as

φXPM = 2Pp|Ap|2Ln2
2π

λs

ng,sng,p

n2

∫∫
wg F∗pFsF∗s Fpdxdy(∫∫

∞ |Fs|2dxdy
) (∫∫

∞ |Fp|2dxdy
) , (5.22)

The overlap integral now defines the inverse of the effective interaction area. Therefore,
in the situation with no dispersion, and therefore ng,s = ng,p = n, we recover the result
from Sec. 5.2.1.
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5.3 circuit design

We have seen that the presence of a strong laser pulse can impart a phase shift on a
weaker pulse propagating in the same waveguide. This opens the door to creating
photonic switches that use light as the switching mechanism. In the following section
we will describe the process of designing an integrated all-optical switch based on an
MZI design with an XPM phase shifter in one of the arms. Specifically, we will aim
to use a pump and signal which propagate in different transverse waveguide modes.
In principle the same analysis could apply to any pair of transverse modes 3, however
for our device we wish to have the signal propagating in the fundamental transverse
electric mode (TE0) and the pump in the first order transverse electric mode (TE1). The
reasoning behind this decision is two-fold. Firstly, for rectangular strip waveguides, the
transverse electric modes have the majority of the field is confined to the waveguide
core. For most integrated photonic platforms, this is where the highest nonlinearity
resides. This implies that for a given length we should expect higher phase shifts for
transverse electric modes, as opposed to the transverse magnetic modes where the
majority of the mode propagates in the cladding. Secondly, the choice to have the pump
propagate in the higher order mode means we can employ low loss and broadband
mode converters to multiplex and demultiplex the pump from the phase shifted arm of
the MZI. We are predominantly designing devices for silicon nitride (SiN). While the
nonlinear refractive index for SiN is an order of magnitude lower than silicon (Si), the
lack of two-photon absorption at telecom wavelengths allows for higher peak powers.
In order to determine the optimal switch geometry there are several factors that need to
be considered - the nonlinear mode overlap, effective interaction length, the expected
XPM phase shift, and how to excite specific transverse modes. In the following sections
we take a closer look at each of these factors.

5.3.1 Nonlinear mode overlap

In this section we look at the behaviour of different transverse modes and the overlap
integrals between them as a function of waveguide geometry. Using higher order
modes makes it likely that unwanted mode mixing in the device as could be a large
problem. In a straight unperturbed waveguide each supported mode propagates with

3 In fact later on we will discuss the possibility of using higher order pairs of modes
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Figure 5.1: Plot of group index vs waveguide width for higher order transverse modes in silicon
nitride waveguides.

its own distinct propagation constant and there is zero power transfer between the
modes. Perturbations to the waveguide, such as changes in refractive index, sidewall
roughness and waveguide bending, modify the propagation constants of the guided
modes resulting in a non-zero overlap between modes. As a consequence, the different
modes are now coupled with a coupling coefficient that depends on two factors, the
degree of perturbation - i.e. how much the propagation constants are changed, and the
original difference between the propagation constants. Multimode waveguides must
be wide in order to accommodate the higher order modes, this reduces the overlap
between the mode and the sidewalls. Therefore, it is the waveguide bends that will
provide the largest perturbation to the mode propagation constants. We can minimise
this by using larger bend radii. As mentioned previously, the degree of waveguide
perturbation is not the only contributing factor; the initial difference in propagation
constants between the modes is also important. To the first order, this is given by
β1 = 1/vg = ng/c. Figure. 5.1 shows how the group index, ng varies as a function of
waveguide width for higher order modes. We see as the waveguide width increases
the difference between the group indices of higher order modes decreases. From this
we can see that larger waveguide widths require larger bend radii. To minimise mode
coupling while also minimising bend radii, we, initially, restrict ourselves to only the
fundamental and first order transverse mode. We look at the overlap integral in Eq. 5.22,
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(b)(a)

Figure 5.2: (a) Intensity profiles for the fundamental and first order transverse modes. (b)
Effective area comparison. Circles and dashed line show the effective areas of the
two individual modes and of the combined modes. The values for these are shown
on the left-hand axis. The right-hand axis, and the dot-dashed lines correspond, to
the relative overlap between the nonlinear area and the individual modes

specifically we plot the inverse of this overlap which gives us the effective mode area of
the nonlinear interaction

Ae f f =

(∫∫
∞ |Fs|2dxdy

) (∫∫
∞ |Fp|2dxdy

)∫∫
wg F∗pFsF∗s Fpdxdy

. (5.23)

In Fig. 5.2(a) we show the intensity profile of the two modes in question. Fig. 5.2(b)
we plot both Ae f f (dots and dashed lines) for both the individual modes and for the
combined nonlinear interaction area. We see that the nonlinear interaction area is
always higher than the modal area of the individual modes, corresponding to the lower
efficiency of these intermodal processes. We also quantify this difference by plotting the
relative overlap, that is the ratio between the nonlinear interaction area and the effective
mode area of the individual modes. In general, as expected, narrower waveguides result
in lower effective area and therefore a higher phase shift. Although, as we mentioned
previously, there are some technical problems with moving to higher order transverse
modes, perhaps there is some gain that would make them worthwhile? To this end,
we plot all the pairwise overlaps for the first 7 transverse modes in Fig. 5.3 Here we
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(a) (b)

Figure 5.3: Plots showing the pairwise nonlinear effective areas between the first seven higher
order transverse modes. (a) Here the waveguide width for each pair is taken to be
the lowest width that supports both modes (b) Here the waveguide width for all
pairs is the same (8 µm).

have chosen two different ways to interpret this question. In Fig. 5.3(a), the waveguide
width for a given square is taken to be the lowest value that would support the two
modes. From this we see that increasing the mode order increases the effective area and
therefore decreases the phase shift. This, however, could simply be an artefact of the
fact that the larger waveguide widths required for the higher order modes, necessarily
result in a lower confinement of the light and therefore a lower intensity. To combat
this and isolate effects purely of the differences in spatial distribution of the fields, we
fix the waveguide width for all calculations to be 8 µm. These results are shown in
Fig. 5.3(b). The trend that lower mode orders have lower effective areas remains and we
are, therefore, justified in our decision to use only the lowest two mode orders.

5.3.2 Characteristic lengths

We have already talked about a characteristic length that is important to consider for
these simulations, that being the dispersive length, which allowed us drop the time
dependence of the pulse amplitude. This is, however, not the only length scale we need
to consider. As we are talking about two pulses propagating, in general, at different
wavelengths and in different transverse modes, there is no guarantee that these pulses
will propagate at the same velocity. Any difference in the group index of the two pulses
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will result in the pulses walking off from each other, reducing the effective interaction.
We can then define an effective interaction length, that being the length that two pulses
with identical group velocities would need to propagate in order to result in the same
interaction strength. The maximum interaction length is achieved when the pulse are
delayed such that the pulses overlap maximally in the centre of the waveguide. With
this caveat, the general form of this effective length is given by [193]

Le f f =

∫ L
0

∫ ∞
0 I1 (z, t) I2 (z, t) dZdt∫ ∞

0 I1 (z = L/2, t) I2 (z = L/2, t) dt
, (5.24)

where I1 (z, t) and I2 (z, t) are the intensities of the two pulses. This equation can be
simplified for the extreme walk-off regimes. To quantify these regimes, we introduce a
dimensionless quantity [193]

Γ = σe f f τ =
σ1σ2√
σ2

1 + σ2
2

|∆β1|L, (5.25)

where ∆β1 = β1 (ω1, TE0) − β1 (ω2, TE1), and σi is the standard deviation of the
Gaussian pulse. To convert this to be in terms of the FWHM of the pulse in the time
domain we note that, for a Gaussian pulse the FWHM in time is related to the standard
deviation in angular frequency as

σi =
0.44× 2π

2
√

2 log 2δTi
. (5.26)

Inserting this into Eq. 5.25, we arrive at

Γ =
0.44× 2π

2
√

2 log 2
× 1√

δT2
1 + δT2

1

|∆β1|L. (5.27)

This final form helps us to intuitively understand the two regimes. For Γ� 1, we have
minimal walk off. This occurs for small ∆β1, long pulses, or short waveguides. Here,
the interaction length can be considered to be the waveguide length, L. The second
regime, Γ� 1 is where we have maximal walk off. Here, the fast pulse is delayed so
that there is initially minimal interaction and as the pulses propagate the fast pulse
walks through the slow pulse. The delay is chosen so maximum interaction is achieved
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at L/2 and, again, there is minimal interaction at L. In this case, which occurs for large
∆β1, short pulses, or long waveguides, the effective length becomes [193]

Le f f =

√
2

Γ
L. (5.28)

To see how the geometry of our waveguide and pulse choices affects the effective length
we first plot Γ to see which regime we will be in. Figures 5.4(a) and (b) show Γ parameter

(a) (b) (c)

Figure 5.4: (a) and (b) Γ as a function of pulse width where δT1 = δT2. Different colours
correspond to different waveguide widths. Lightest (darkest) shade corresponds to
8.2 µm (2.3 µm). (c) Le f f for differing pulse widths. Waveguide width fixed to 2 µm

as a function of pulse width. Here we have set δT1 = δT2 and a waveguide length of
3 cm, this reflects the experimental setup we use later. We have also included differing
waveguide widths. We can see that for small pulse widths, we are in the second regime
however there is a cut-off at approximately a few ps where we transition to Γ < 1. As
for our setup we wish the pump intensity to be as high as possible, short pump pulses
are desirable. However, this has the added effect of reducing the interaction length.
One way to combat this may be to use shorter pump pulses but longer signal pulses.
This could increase the interaction length but allow high pump intensities. To illustrate
this we plot Le f f as a function of both δT1 and δT2. This is shown in Fig. 5.4(c) where
we have fixed the waveguide width and length to be 2 µm and 3 cm, respectively. From
this, we see that the interaction length can be increased by lengthening one pulse with
respect to the other.
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5.3.3 Simulating phase shift

In this section, we look to combine all these factors to simulate the phase shift we can
expect for different setups. The free parameters we have are the waveguide width and
waveguide length, before fabrication and then the pulse parameters after fabrication.
For the following simulations we fix the laser repetition rate to 50 MHz and the average
power to 20 mW. We set the power in Eq. 5.22 to be the peak power of the pulse, this is
calculated as

Ppeak =
Pavg

RR× δT
, (5.29)

where RR is the laser repetition rate. We fix the wavelengths of the signal and pump to
be 1555 nm and 1560 nm, respectively. As we have seen in the previous sections, with
our waveguide geometries and pulse widths we are around the transitional point Γ. To
account for this, we take the phase shift length to be the minimum of the waveguide
length and Le f f . We initially sweep the waveguide width, shown in Fig. 5.5(a). For this,

(a) (b) (c)

Figure 5.5: Simulation of phase shift from cross-phase modulation. All plots show phase shift as
a function of waveguide length. Phase shift is shown as a fraction of π. (a) Different
lines show different waveguide widths. Darker colour indicates a wider waveguide.
We show 8 widths evenly spaced from 2 µm to 9 µm. Pulse width of both pulses
set to 2.2 ps. (b) and (c) Waveguide width fixed to 3 µm. Each line corresponds to a
different pulse width with darker shades corresponding to longer pulses. We show
10 lines evenly spaced from 1 ps to 10 ps (b) Both pulse widths the same (c) Signal
width fixed to 5 ps

we fix the pulse width of both signal and pump pulses to be 2.2 ps. This value is chosen
as it is the corresponding temporal FWHM of a Gaussian with a FWHM of 200 GHz, the
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width of the standard DWDM filters we use 4. We see that for the narrower waveguide
widths we see a saturation length. For shorter waveguide lengths Le f f > L and we take
the interaction length to be the waveguide length. After the saturation point Le f f < L
and there is no gain in phase shift by increasing the waveguide length. This saturation
point is lower for smaller waveguide widths. This is understandable as for narrower
wavelengths the difference in propagation constants, ∆β1 is larger and the resulting
effective length is shorter. We see that we are able to achieve phase shifts above π for
realistic waveguide lengths and widths. In fact, with this pulsing setup, even waveguide
widths up to 7 µm show phase shifts above π for a few cm of waveguide. In Figs. 5.5(b)
and (c) we look at the effect of pulse widths. To this end, we fix the waveguide width
to be 3 µm. We look at pulse widths between 1 ps to 10 ps as this is a range that is
experimentally accessible. In Fig. 5.5(b) we keep the pump and signal pulse widths
the same, we see that the shorter pulses saturate the maximum phase shift quickly as
the waveguide length overtakes the effective length. Regardless of pulse width, we are
limited to phase shifts of around π. In general, the reason we desire short temporal
pulses is for the increase in peak power. However, there is no reason that the signal
pulse also needs to be narrow. As we have seen before the effective length can be
increased by lengthening only one pulse. In Fig. 5.5(c) we scan the pump pulse width
again, however now we fix the signal pulse at 5 ps. We see now that the effective length
is increased, moving the saturation point and allowing phase shifts well in excess of π.

5.3.4 Mode converters

In order to multiplex and demultiplex the pump field from one arm of the MZI, we
require a method to selectively exciting the desired transverse waveguide mode. Many
options exist for this, such as off-centre edge coupling, designed to couple directly into
a specific mode, [194], asymmetric trenches [195] or tailored grating structures [196,197].
The method we choose to use are asymmetric directional couplers. Our main reasoning
is that these are low loss, broadband and allow the pump pulse to be multiplexed
into and out of the MZI arm. These couplers work on the same principle as standard
directional couplers (see Sec. 2.5.1). However, in order to achieve power transfer into
higher order modes we need to match the propagation constants of the fundamental

4 We appreciate that the spectrum after filtering will be closer to a top hat than a Gaussian but this value
will do for a starting point
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mode of one waveguide with the desired higher order mode in the other. This condition,
known as phase-matching, consists of matching the effective refractive indices of the
two modes

neff,1 (TE0) = neff,2 (TE1) . (5.30)

With this condition fulfilled, the power transfer between the modes can be tailored by
changing the gap and the length of the coupler. The power transfer for a given coupler
can be calculated analytically

Pt(L) = P0 sin2
(

πL∆n
λ0

)
, (5.31)

where ∆n is the difference in effective indices of the two supermodes of the coupled
waveguides, and is a function of the gap between the waveguides. For mode converters,
full power transfer is desired, that is Pt(L) = P0. The minimum length that achieves
this can be calculated as

ltot =
λ0

2∆n
. (5.32)

The difference in the effective indices of the supermodes decreases as the distance
between the waveguides increases, leading to an increase in the total coupling length,
as expected. We show the results of these simulations in Fig. 5.6. In Fig. 5.6(a) we
show the phase matching conditions for a TE0-TE1 coupler. We fix the initial width
of the TE0 waveguide to be the single mode waveguide width of 1.3 µm. With this we
arrive at a phase-matched TE1 waveguide width of 2.9 µm. In Fig. 5.6(b) we sweep
the separation between the directional coupler waveguides and plot the corresponding
power crossover length. As expected, increasing the gap increases the crossover length.
The selection of which gap to use is a balancing act - increasing the gap increases the
tolerance of the splitting ratio to fabrication defects but it also increases the size of the
component. As a middle ground, we select the separation to be 0.3 µm which results in
a coupling length of 70.6 µm.

5.3.5 Final design

Figure 5.7 shows a simplified schematic and the final design which was fabricated. To
measure the phase shift we will look at interference in an MZI and will include mode
converters in both arms to balance loss. We also include a slight asymmetry in the MZI
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(a) (b)

Figure 5.6: Simulation of mode converters. (a) Phase matching condition for TE0 and TE1
modes. We fix the width of the TE0 waveguide to be the single mode width 1.3 µm
the corresponding TE1 waveguide width is 2.9 µm. (b) Power crossover length as a
function of coupler separation with waveguide widths determined in (a). We will
use a gap of 0.3 µm which gives a coupling length of 70.6 µm

paths. This allows us to frequency tune the signal pulse to be at either identity or swap,
meaning we only need to aim to reach a π phase shift. In this section we briefly describe
the decisions leading to the final device layout. The starting point is the waveguide
width. This is a trade-off - decreasing the width will decrease Ae f f , however it also

(a) (b)

Figure 5.7: (a) Simplified schematic of the final devices. MZI with mode multiplexing and
demultiplexing in each arm. Only one arm will be used, the other mode converters
are included to balance loss. (b) Final design which was fabricated. Full etched
silicon nitride device with grating couplers.

increases the mode overlap with the sidewalls, and therefore the loss of the device, as
well as increasing ∆β1 and decreasing Le f f . For these initial tests, the primary aim is
to demonstrate a phase shift. We therefore aim to maximise the mode confinement,
choosing the waveguide width to be 2 µm, the narrowest that supports both modes.
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After the device is fabricated, we have some control over the exact pumping scheme we
use and, as we have seen, the combination of pulse widths is the primary decider of the
interaction length. With this in mind, we select a waveguide length that is somewhere in
the middle of the range we investigated, that being 3 cm. The final component to place
are the mode converters. As we have seen, for our chosen gap of 0.3 µm we should set
the coupling length to be 70.6 µm. This, however, assumes the coupling turns on and
off instantaneously. In reality, we have to bend the waveguides into the coupling region
and the coupling starts adiabatically. To account for this we need to perform full 3D
FDTD simulations of the bending regions. This allows us to estimate the contribution of
the bent regions and we can adjust the coupling region appropriately. We find that the
bending regions contribute ≈ 10% coupling. The corrected coupling length therefore
becomes 55 µm.

5.4 experimental results

5.4.1 Experimental setup

To experimentally probe the resulting XPM phase shift we look to generate two, spec-
trally distinguishable, laser pulses 5. One will be used as the signal to be switched,
the other will be amplified before being used as the pump pulse. To ensure that each
pair of pulses overlap properly in the waveguide, we will carve both pulses from one
broadband laser pulse. We use the same technique as shown in Ref. [14]. A seed pulse
is generated by a PriTel wavelength tuneable laser. The laser pulse is centred at 1558 nm
and emits pulses with a 2.3 nm bandwidth. We then use a PriTel temporal compressor
which uses self phase modulation to spectrally broaden the pulse. We can then use
a standard multi-channel DWDM to select two 200 GHz slices from the compressor
output. One pulse is sent to two EDFAs - the first to ensure that the input power to the
second is above its amplification threshold. The signal passes through a tuneable optical
delay. Each pulse has its own polarisation controller and the pump path includes a
99/1 tap to allow us to monitor the input power. These pulses then are coupled via
grating couplers onto the chip. The full setup is illustrated in Fig. 5.8. With the pulses

5 While in theory the pulses need only be distinguishable in one degree of freedom, in practice the filtering
given by the mode converters is unlikely to be enough to reduce the pump level below the noise floor of
either powermeters or single photon detectors
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Figure 5.8: Here we show how pairs of spectrally distinguishable and temporally correlated laser
pulses are generated. (a) Full schematic. A temporal compressor is used to spectrally
broaden pulses from a seed laser. We then carve 200 GHz pulses symmetrically
around the centre of the seed pulse using DWDM. One of these is then amplified by
a chain of EDFAs. A tuneable optical delay is included in the signal arm in order
for the pulses to be temporally matched. A 99/1 tap is used in the pump arm to
monitor input power and polarisation controllers are used on both arms to maximise
fibre-to-chip coupling. (b) Overlay of all pulses. Seed laser (red), broadened pulse
(purple), signal pulse (beige) and pump pulse (blue).

generated we must now tackle the problem of how we ensure that pulses are properly
temporally aligned in the waveguide. As mentioned previously, pulses travelling with
different group velocities will walk off from each other. To maximise the interaction
length we, therefore, need the pulses to be maximally overlapped in the centre of the
waveguide. This delay can be calculated as [110]

τopt = −
L
2

(
1

vg,TE1
− 1

vg,TE0

)
. (5.33)

For our chosen waveguide length of 3 cm we find τopt ≈4 ps. In order to align the pulse
with sub-picosecond resolution, we use an Oz Optics optical delay line. This delay line
has the necessary resolution but only has maximum delay of 160 ps. We, therefore, need
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Figure 5.9: Measurement schematics for calibration and phase measurements. (a) Chip schematic
showing pump inputs. (b) Setups for the two required measurements. Top shows
how we use SNSPDs to coarsely overlap the pulses in the waveguide. We use the
fact that the mode converters aren’t perfect and therefore some of each pulse can
be found in both the mode converter and MZI output. By attenuating these signals
we can use SNSPDs and time tagging logic to measure a coincidence histogram.
(c) Example histogram showing two dominant peaks. The first arises from pairs of
photons generated in the same pulse. The second from pairs of photons generated
in different pulses.

to balance the delay differences to within around 2 cm 6. To coarsely align the pulses we
use SNSPDS and a Swabian Ultra time tagger to record coincidence histograms. This
lets us align the pulses to within the combined detector and time tagger jitter. As we
saw in chapter 3, this is around 50 ps. The general protocol for this coarse alignment
is shown in Fig. 5.9. The pump pulse is input to the mode converter input and the
signal into the MZI input, Fig. 5.9(a). We then use the fact that the mode converters do
not perfectly convert the mode, effectively acting as a highly reflective (transmissive)
beam-splitter for the pump (signal) pulse. We can then attenuate the outputs and send
the light to the SNSPDS, Fig. 5.9(b). A diagram of the resulting coincidence histogram
is shown in Fig. 5.9(c). We can see from this that there are two dominant peaks. The
central peak, at t = 0 corresponds to coincidence events where both photons came from
the same pulse i.e. t1 ↔ t1 or t2 ↔ t2 events. The second peak corresponds to events

6 This is no mean feat due to our lab being generally only stocked with a few different lengths of fibre
(0.33 m, 1 m, 2 m etc)
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where the photons came from different pulses. Specifically, it is events between the
higher pulse amplitudes - that is the part of pump (signal) that is reflected (transmitted).
In the case we have illustrated in Figs. 5.9(b) and (c), this is the case in which the bottom
mode clicks at t1 and the top at t2. There is a third peak that corresponds to the opposite
events however this is usually lower than the histogram background. In Fig. 5.9(c) we
have drawn these peaks to be the same height, however this is not always the case. The
central peak depends on the sum of the total counts going through and can therefore be
increased by increasing either of the pump or signal power. The second peak depends
on the power in both pulses and therefore can be best tuned by changing the on-chip
coupling. We note that the attenuation on each arm was also independently tuneable.
By overlapping the two histogram peaks, the temporal difference between the pulses
was within the range of the optical delay line. From here we use the splitting ratio of
the MZI as our signal to optimise. Whenever the pulses are optimally delayed with
respect to one another we should see the maximum change in the MZI splitting ratio.
As both the signal and pump are pulsed, it is enough for us to look at the average power
over time, rather than trying to resolve the laser pulse width. We therefore, remove
the attenuation and swap the SNSPDs for power meters, Fig. 5.9(b). We also monitor
the output pump power, which along with the off-chip power before the chip provides
enough information to estimate the on chip power.

(a) (b)

Figure 5.10: Testing the mode converter performance. (a) Measured transmission spectrum for
the TE0-TE0 and TE1-TE1 powers. (b) Measurement schematic. Colours correspond
to the plots in (a). Periodic oscillations in TE1-TE1 power comes from resonant
effects due to unterminated waveguides.
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5.4.2 Results

Initially, we characterise the performance of the mode converters. To do this we compare
the power transmitted from the TE0 input to TE0 output to the power transmitted from
the TE1 input to TE1 output. If the input and output coupling for both these paths are
the same then any difference in the transmitted powers can be attributed to imperfect
mode conversion. We show this plot in Fig. 5.10(a). We see oscillatory behaviour in the
TE1-TE1 transmission. This is attributed to resonant behaviour in the mode converters
due to unterminated waveguides. To determine the mode converter efficiency we
therefore only use the peaks of these oscillations. We define the powers input to the
mode converter (grey arrow) and multimode waveguide (purple arrow) as Pi,TE1 and
Pi,TE0, respectively. The output powers are similarly named Po,TE1 and Po,TE0. The mode
converter maps the TE0 field to the TE1 as ETE1 =

√
ηETE0, where η is the converter

transmission. The transmitted power at the TE0 and TE1 outputs are therefore

Po,TE0 = εi,TE0ε0,TE0Pi,TE0

Po,TE1 = εi,TE1ε0,TE1η2Pi,TE1,
(5.34)

where the εj,k, with j ∈ {i, o}, represents the input/output coupling efficiency for the
kth mode, and the η2 represents that there are two mode converters. If we assume
the input and output couplings are the same for each mode, εj,TE0 = εj,TE1, and that
Pi,TE1 = Pi,TE0, then we can write the transmission as

η =

√
Po,TE1

Po,TE0
. (5.35)

With this method we find a mode converter transmission of 0.92. It is hard, via this
method to determine if the drop in transmission comes from the assumptions we
have made or from problems in the simulation or fabrication process. Now, we move
on to determine the temporal profiles of the pump pulses. As our pulses may not
be transform limited, spectral intensity measurements are not sufficient to determine
the temporal shape of the pulse. To properly reconstruct the spectral and temporal
shape of the pulses we use a frequency resolved optical grating (FROG). A FROG is
an autocorrelator that uses nonlinear optics (in our case second harmonic generation)
in order to determine both the spectrum and spectral phase of an input pulse. This
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(a) (b) (c) (d)

Figure 5.11: Temporal intensity profiles of the pulses after the waveguide. (a) Signal pulse (b) -
(d) Pump pulses at different EDFA currents (b) EDFA current 760 mA (output power
approximately 19 mW) (c) EDFA current 1040 mA (output power approximately
54 mW) (b) EDFA current 1250 mA (output power approximately 76 mW)

information allows the full temporal profile of the pump to be reconstructed. We
measure the pump and signal pulses after they have travelled through the chip. We
perform this measurement for a variety of different EDFA currents. As the signal is
unaffected by the EDFA we only show one of these measurements. These results are
shown in Fig. 5.11. Figure. 5.11(a) shows the reconstructed temporal intensity profile of
the signal pump. We find a FWHM of ≈ 6 ps. Note, as expected, this is much larger
than the 2.2 ps expected for a Gaussian pulse with the same spectral FWHM as the
filter. Figures. 5.11(b) - (d) show the signal pulses for three different EDFA currents,
corresponding to average output powers between approximately 19 mW to 76 mW. We
aim to maximise the peak power of the pulses, therefore we opted to use an EDFA with
a larger amplification range (30 dB). This EDFA is not optimised for pulses with high
peak powers, and therefore we expect to see a large amount of self-phase modulation
due to the longer fibre inside the EDFA 7. This SPM is evident in Figs. 5.11(b) - (d). We
see as we increase the EDFA current the pulse width reduces. At the lower powers
the temporal width is ≈ 4 ps. The extra lobes are due to the Fourier transform of the
spectral profile of the pump which includes the resonant effects of the mode converters.
We now turn our attention to measuring the phase shift. To do this, we need to find
the optimal delay between the pulses. This delay is given by τ/2, where τ is defined
in Eq.5.25. For our setup with L = 3 cm and waveguide width of 2 µm, we find this
delay to be 4.14 ps. To find this, we use the tuneable optical delay using the splitting
ratio of the switch, defined as P1/(P1 + P2), with Pi being the power at the ith MZI
output. By scanning the delay and measuring the splitting ratio, the optimal delay is

7 This will have the effect of narrowing the pulse in time and increasing the intensity - a benefit in our case
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then given by the delay that maximises the change in splitting ratio (with our choice
of P1 this corresponds to minimising the splitting ratio). We perform this sweep for a
range of EDFA currents. These dips are shown in Fig. 5.12(b). In Fig. 5.12(a) we plot the

(a) (b)

Figure 5.12: (a)splitting ratio at the dip minimum plotted against estimated waveguide power.
Theory lines included with and without correcting for the extra lobes on the pulse.
(b) Splitting ratio as a function of delay. Darker colours correspond to higher EDFA
currents.

change in splitting ratio of each dip versus the estimated power in the waveguide. As
expected for small values of φ where sin φ ≈ φ, we see the phase increases linearly with
power. We also include a comparison to the theory predictions. The blue line shows
the theory line as we defined previously, where the peak power is calculated using the
average power and linewidth. We see some discrepancy between the theory and data
lines. This could be attributed to the extra lobes in the temporal intensity profile, as
seen in Fig. 5.11. These extra lobes result in a measured average power that is not all
contributing to the switching pulse. A rough correction for this can be acquired by
scaling the average power based on the relative heights of the two peaks. With this the
peak power becomes

Ppeak = (1− p)
Pavg

RR× δT
, (5.36)

where p is the height of the extra lobe, relative to the main peak. The height of the
second lobe changes with the EDFA power. We therefore choose a value in the middle of
the amplification range we used. We measured the relative height of the lobe to be 0.27.
The theory line, with this correction in place, is shown in red. We see that, with this
correction included, our model is now in better agreement with the data. There is still

130



5.4 experimental results

some discrepancy remaining, this could be related to the simplicity of our correction.
A more likely reason, however, is our choice of interaction length. With our pulse
parameters and waveguide width, we calculate Γ to be 0.68. This puts us in the regime
where the effective length, given complete walk-off of the pulses is larger than the
waveguide length. We therefore take the interaction length to be the waveguide length.
However, as we mentioned this is only strictly true when ∆β1 = 0, and therefore Γ = 0.
As we still have a finite but not complete walk-off of the pulses, we overestimate the
interaction length. Another reason we may have overestimated the interaction length is
due to losses in the waveguide. In nonlinear optical processes, where the strength of the
interaction depends on the intensity of light in the waveguide, we can define another
length scale due to losses [63]

LNL =
1− e−αL

α
, (5.37)

where α is the attenuation coefficient of the waveguide. This length can be thought of
the equivalent length of a lossless waveguide that would result in the same interaction
strength. This length is shorter than the waveguide with loss and therefore as we haven’t
taken this into account, we have again overestimated the interaction length. To include
this properly we would need to properly characterise the waveguide propagation loss
and, unfortunately, these preliminary fabrication runs did not have structures capable
of performing these measurements. A keen eye may have noticed that, as the laser
power is increased, the dips we have plotted start to become noisy and less smooth.
This trend continues as the power increases. We plot the temporal dip for the highest
EDFA current, corresponding to an average power at the EDFA output of ≈85 mW, in
Fig. 5.13(a), where we see that the fluctuations in the splitting ratio almost obscure the
dip completely. Initially we need to determine whether this is a process happening
in the waveguide, i.e. it is dependent on the absolute power in the waveguide, or
whether it is happening before the chip, likely in the EDFA. To this end we repeat the
above measurements but with some added loss before the waveguide. We see that the
instability starts at the same EDFA current, which now corresponds to a lower power in
the waveguide. This shows that the fluctuations are likely coming from the EDFA. In
order to find the cause of these fluctuations we also plot the power in each of the MZI
outputs. This allows one to tell whether the fluctuations in the power are correlated
or anti-correlated. If the powers are correlated then this is likely a result from power
leaking from the pump into the signal mode. If they are anti-correlated then this is likely
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(a) (b)

Figure 5.13: (a) Splitting ratio versus temporal delay for the highest EDFA current (b) Measured
power at each of the MZI outputs as a function of the temporal delay. We have
shifted the purple line up by 2 dB so it overlaps with the grey line

a phase error due to changes in the pump power. These measured powers are shown in
Fig. 5.13(b), where we have zoomed in on the bottom of the dip and have shifted one of
the powers, so they overlap. We see in places the powers are potentially anti-correlated
but in many places they are uncorrelated completely. It is likely that the fluctuations are
a combination of both effects. At high amplification, modulation instability inside the
EDFA which leads to the generation of spectral side-bands. These side-bands, which
appear in the time domain as amplitude modulation, cause fluctuations in the gain of
the EDFA. This in turn causes fluctuations in the SPM which, due to the proximity of
the pump and signal wavelengths, can leak into the signal mode. Once averaged over
many pulses this would result in the powers being uncorrelated.

5.4.3 Dual lasers

One limiting factor with the experimental setup described above is that we are limited
in the pulse widths we can use. As we carve the two pulses from a single spectrally
broad pulse we are effectively limited by the bandwidth of the DWDM used. We saw
that some help was afforded through SPM in the EDFA however this only allowed pulse
widths of 4 ps. In principle, we could use a second compressor on the pump pulse after
filtering, but we are limited here by the number of compressors in the laboratory. One
thing we do have access to in the laboratory is a pair of PriTel ultrafast optical clocks8.

8 One of these was used for the measurements in chapter 4
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These lasers have a repetition rate that is governed by an external clock. If both lasers
are driven by the same clock then they will be locked to generate pulses at the same
time. Now that we have two separate lasers generating the pump and signal pulses we
are free to manipulate the spectral properties of each laser separately. In this section
we will look at whether this extra controllability gives enough flexibility to reach a π

phase shift with the current waveguide geometry. At first glance it would seem that
this is an easy question to answer. With the current setup we managed to see a phase
shift of φ > 0.25/π so if we can increase the spectral bandwidth by a factor of 4 then
we should be able to reach π. However, the internal clock that is shipped with the
UOCs, which we could use to trigger the second laser, is set to 500 MHz, an order of
magnitude higher than the laser used in the previous measurements. This means for a
given average power that can be supplied by the EDFA, the peak power is a factor of
10 lower for the UOC. Initial tests show that we should be able to get pulse widths of
at least 1 ps and potentially lower. We can use the 200 GHz DWDM to filter the signal
pulse. This is necessary to prevent any light from the pump that scatters into the TE0
mode from reaching the powermeters. Beyond this, having a longer signal pulse will
increase the interaction length of the pulses. These simulations are shown in Fig. 5.14,
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Figure 5.14: Simulations for double laser setup. Signal pulse with set to 5 ps. Shaded line shows
π phase shift. Γ calculated to be 0.9, 0.95, 0.97 for the pulse widths of 2 ps,1 ps, and
0.5 ps, respectively.

where we have set the signal pulse width to 5 ps. Preliminary tests have shown that the
standard EDFAs in our laboratory are capable of generating up to at least 120 mW. We

133



5.5 discussion and outlook

would therefore expect with the higher gain EDFA, used in the previous measurements,
that the powers we have plotted to be realistic. We see from this plot that phase shifts
of above π would be reachable. This should be caveated with the fact that the narrower
pulses bring us even closer to the Γ transitional point (Γ > 0.9 for all of the pulse
widths plotted). This means the effective length is likely less than we have estimated.
To determine this fully, the integral in Eq. 5.24 would need to be evaluated.

5.5 discussion and outlook

In this chapter, we have seen how cross-phase modulation can be used effectively to
make an all-optical switch. We used a pump and signal pulses in different transverse
modes. This gives us an extra degree of freedom to filter the pump but, more impor-
tantly, it allows us to easily make low loss and broadband multiplexers. We designed
and tested a silicon nitride device. Comparing to simulations we see good agreement
between theory and experiment. This will allow future devices to be designed with
more confidence. With the first generation of device we managed to implement a phase
shift of 0.3π, short of the π shift required for quantum photonic applications. We have
discussed one possible option for increasing the phase shift by using two lasers locked
together. We are currently in the process of testing this possibility. Currently, we mea-
sure a fibre to fibre transmission through the chip of ≈ −13 dB, mainly due to the angle
of the fibre array not being that which the grating couplers were designed for. It is likely
we can improve this by at least 3 dB and in future devices we could consider using edge
couplers for higher coupling efficiencies. Another limiting factor was the extra lobes in
the temporal profile, coming from resonant effects due to unterminated waveguides
in the mode converters, this can be completely eradicated in future devices. It would
also be interesting to look at the possibility of using different waveguide geometries
such as rib waveguides. So far we have considered only devices in silicon nitride. The
main reasoning here was the lower linear and nonlinear loss, however, the nonlinear
parameter in silicon is a factor of 10 larger. Beyond this, due to the increased index
contrast, much smaller waveguides can be made with much higher mode confinement.
Ignoring the losses, this results in much higher phase shifts for silicon devices. The
linear losses in silicon can be reduced, although often at the cost of increasing the mode
area, however at telecom wavelengths two photon absorption will limit the maximal
pulse powers that can be reached. A key feature of cross-phase modulation is that there
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is no requirement on phase matching meaning that in principle we can use any pump
wavelength. There are two relevant non-linear loss processes: two-photon absorption
where two pump photons excite over the bandgap, depleting power in the pump, and
cross two-photon absorption where one signal and one pump photon excite across the
bandgap, depleting both the pump and the signal. The silicon bandgap is ≈ 1.1 eV,
if the signal photon is at 1550 nm then a pump pulse above 4160 nm will not provide
enough energy to excite electrons across the bandgap resulting in cross-TPA. Cross-TPA
becomes less probable with low photon number signal pulses. If we wish to combat
two-photon absorption then pump pulses around 2200 nm are sufficient [70, 87]. It
would have to be seen how the dispersion at these higher wavelengths would affect
the spectrally broad pulses that would be required, however, this could be a route
to fast switching in silicon devices. Using silicon would reduce the requirements of
peak power for a π phase shift, which is a large problem with extending this switching
method to higher speeds - that being managing to amplify to high enough average
powers.
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6
C O H E R E N C E O P T I M I S AT I O N T H R O U G H P T - S Y M M E T R I C
H A M I LT O N I A N S

”Zaphod scribbled a few sums, crossed them out and threw the pencil away.”

Douglas Adams, Hitchhikers Guide to the Galaxy

6.1 introduction and motivation

One of the main results of quantum mechanics, the Schrödinger equation, tells us that
the time dynamics of a closed quantum system are entirely decided by the Hamiltonian,
H, acting on the Hilbert space of the system. One of the central postulates of quantum
mechanics asserts that H must be Hermitian. That is, for a finite dimensional system,
H = H†. Hermiticity enforces a real set of eigenvalues on H. Given that the eigenvalues
of H correspond to the possible results of energy measurements on a system, this seems
like a sensible postulate. Beyond this, as the time dynamics of a system are given by
exponentiating H, a Hermitian H will result in dynamics that are unitary. Unitary
dynamics preserve energy, as expected for a closed system.

The above argument seems sound, and you would be forgiven for thinking that
was the end of the story and that we need not worry about systems described by
non-Hermitian Hamiltonians. This is, however, not the case. In reality, most quantum
systems interact too strongly with their environments to be described as closed sys-
tems. In an open quantum system, that is a desired quantum system coupled to an
environment that we do not, or more often, cannot fully describe, the dynamics can
be described, at least in part, by a non-Hermitian Hamiltonian. Here, the complex
eigenvalues and non-unitary evolution correspond to energy flowing either from or to
the environment.

So, it seems that non-Hermitian systems can be comfortably studied within the
traditional framework of quantum mechanics. However, the Hermiticity postulate
is just that, a postulate that cannot be derived from first principles. This still leaves
the question open of whether we can formulate quantum mechanics and do away
with the Hermiticity. This question was answered in Ref. [198] by Bender et al. who

136



6.2 open quantum systems and their descriptions

showed that there are other classes of Hamiltonian that also possess real eigenspectra.
Specifically, Bender et al. look at a class of Hamiltonians that are symmetric under
combined parity and time reversal, known as PT -symmetry. This was later expanded
to show that it is possible to use this class of Hamiltonians to construct quantum
theories with real spectra and unitary evolution [199]. Whether or not these quantum
theories represent physical closed quantum systems remains a topic of debate [200,201].
However, they most definitely can be used to describe sub-systems of larger closed
Hermitian systems. In this context, these systems have been shown to possess many
desirable qualities [202–210].

In this work, we look at the ability of quantum PT -systems to increase the coher-
ence of a qubit by driving it towards a more coherent target state. We simulate a
parameterised PT -system on a linear optical chip capable of implementing arbitrary
unitary transformations on 6 modes. We use an adaptive feedback loop to tune the
system parameter and optimise the qubit coherence. In the coming chapter, we initially
introduce the description of open quantum systems before moving on the specific
example of PT -symmetric Hamiltonians. Next, we turn to the experimental setup,
before describing how we can use the chip’s unitary operation to simulate the required
non-unitary dynamics. We then look at the experimental results and, finally, at a more
comprehensive numerical study of the algorithm.

6.2 open quantum systems and their descriptions

Open quantum systems permit several different, but equivalent, descriptions [211]. Here,
we reproduce the Lindblad master equation analysis and show how these dynamics
can be modelled, in part, by an effective non-Hermitian Hamiltonian. The Lindblad
equation describes the time evolution of a general density matrix subject to Markovian
noise, that is noise that is independent of previous times. The general form of the
Lindblad equation is

L(ρ) = dρ

dt
= −i[H, ρ]︸ ︷︷ ︸

coherent dynamics

+∑
k

2LkρL†
k −∑

k
ρL†

k Lk + L†
k Lkρ︸ ︷︷ ︸

dissipative dynamics

, (6.1)
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where H is the Hermitian Hamiltonian describing the system and Lk are called the
Lindblad operators, which describe the coupling between the system and the environ-
ment. The above form of the Lindblad equation ensures that the ρ remains physical,
that is Tr (ρ) = 1 and ρ is positive.

In general, to simplify the master equation derivation for a specific system some
approximations are required. Two common approximations are Markovianity which, as
mentioned above, assumes no temporal correlations, and the Born approximation. This
second approximation assumes that if the states are in a product state at t = 0 then
they remain in a product state at time t. This states that quantum correlations between
the system and environment are negligible. Both of these are realistic assumptions
given that the environment size is much larger than the system size or the coupling
between the system and environment is sufficiently small [212]. Eq. 6.1 can be thought
of as the Hermitian (coherent) dynamics, given by term 1, with the two extra terms
acting as a dissipative channel. To see how these same dynamics can be described by a
non-Hermitian Hamiltonian we introduce the effective Hamiltonian

Heff = H − i ∑
k

L†
k Lk. (6.2)

We can then redefine the Lindbladian dynamics as

L(ρ) = −i
(

Heffρ− ρH†
eff

)
+ ∑

k
2LkρL†

k . (6.3)

From this we can see that the Lindbladian dynamics can be reproduced by a non-
Hermitian effective Hamiltonian plus some extra terms, commonly known as the
recycling or jump terms. The evolution by a non-Hermitian Hamiltonian alone does
not preserve the trace of ρ. If subject to non-Markovian noise the norm of ρ always
decreases, and with non-Markovian noise it can also increase. The extra recycling terms,
therefore, act to renormalise the state ρ.

6.3 introduction to parity-time symmetric hamiltonians

In this section we introduce a specific class of non-Hermitian Hamiltonians, symmetric
under combined parity and time reversal, known as PT -symmetric Hamiltonians.
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To understand these Hamiltonians we need to first understand the effects of parity
reflection, P and time reversal, T , operators

P : {p→ −p, x → −x, i→ i},
T : {p→ −p, x → x, i→ −i},

(6.4)

where the complex conjugation that occurs with applying T is required to preserve the
canonical commutation relation [x, p] = ih̄. This also means that T , and therefore also
PT , is conjugate-linear [213]. Some other properties of these operators are P2 = T 2 =

(PT )2 = 1 and [P , T ] = 0. A PT -symmetric Hamiltonian is thus a Hamiltonian that
is invariant under the combined action of these two operations

PT HPT = H. (6.5)

We can see that if a Hamiltonian obeys Eq.6.5 then

(PT )(PT )H(PT ) = (PT )H,

H(PT ) = (PT )H,
(6.6)

which therefore means [PT , H] = 0. Despite this, due to the conjugate-linear nature
of PT , in general eigenstates of H will not be eigenstates of PT . If, however, the
eigenstates of H are also eigenstates of PT then it can be shown that the Hamiltonian
eigenvalues are real and positive [199, 214]. For Hamiltonians where some of the
eigenstates are not simultaneously eigenstates of PT , the eigenvalues become complex.
These two regimes are known as PT −unbroken and PT −broken, respectively. The
transitional point is an exceptional point where at least two of the eigenvectors coalesce.
This is different to other degeneracy points where two or more eigenvalues may be the
same, but the corresponding eigenvectors remain distinct. In the following work we
consider a particular set of PT -symmetric Hamiltonians, parameterised by a single
parameter, γ. Their general form is given by

HN (γ) = −
N−1

∑
k=1

[|k〉 〈k + 1|+ |k + 1〉 〈k|] + iγ |1〉 〈1| − iγ |N〉 〈N| . (6.7)

This class of Hamiltonian can be thought of as describing a linear chain of N modes
with symmetric nearest neighbour coupling, which we have set to −1, and the first
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and last modes having symmetric gain and loss, respectively. Specifically, due to the
limitations of our experimental setup we will only look at the cases N = {2, 3}. For
these system sizes we write the Hamiltonians explicitly

H2(γ) =

(
iγ −1
−1 −iγ

)
H3(γ) =

 iγ −1 0
−1 0 −1
0 −1 −iγ

 . (6.8)

These have eigenvalues of λ2 = ±
√

1− γ2 and λ3 = 0,±
√

2− γ2. We can see that for
both of these there is a transitional point, at γc = 1 for the 2 mode case and γc =

√
2

for the 3 mode case, where the eigenvalues transition from purely real to imaginary.
For the 2D case these eigenvalues lead to the eigenvectors

ν1 =

(
1

iγ−
√

1− γ2

)
and ν2 =

(
1

iγ +
√

1− γ2

)
, (6.9)

where we see at the γc these both coalesce to

(
1
i

)
. A similar analysis of the 3 mode

case shows that at the γc all three eigenvectors coalesce. The parity operator for these
Hamiltonians is given by the anti-diagonal permutation matrix

P =
N

∑
j=1
|j〉 〈N + 1− j| . (6.10)

6.4 experimental setup

In the following section we describe the experimental setup used to perform the
experimental tests in later sections.

6.4.1 Generating photons with parametric down conversion

We generate single photons in a bulk optics single photon source capable of gener-
ating up to four single photons from two independent two-mode squeezed vacuum
states. A mode-locked Titanium:Sapphire laser generates 140 fs wide pulses at a rate
of approximately 80 MHz. We tune the laser to emit at around 808 nm. To alter the
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Figure 6.1: Experimental setup for generating single photons. (a) Photograph showing the
pump preparation. (b) Schematic for the pump preparation. Titanium:Sapphire
laser emitting femtosecond pulses at 808 nm. Half-wave plate (HWP) and polarising
beam-splitter (PBS) are used to tune the laser power. Beam is directed to barium
borate (BBO) crystal that performs second harmonic generation (SHG) resulting in a
beam of 404 nm light. Any remaining 808 nm light is filtered by a series of dichroic
mirrors before the pump is guided to bismuth borate (BiBO) crystal generating pairs
of single photons through spontaneous parametric down conversion. (c) Two-mode
squeezed states generated at symmetric points on a cone. We call the orange line
source 1 and the blue line source 2. (d) Photograph showing the collection stages.

emitted power, and therefore give us fine control of the squeezing level in the sources,
the laser first hits a half-wave plate and then a polarising beam-splitter. The light is
then guided to a barium borate (BBO) crystal where it performs type-I second harmonic
generation. A series of dichroic mirrors are used to filter any remaining 808 nm light
while simultaneously guiding the 404 nm pulses to a second nonlinear crystal. This
time a bismuth borate crystal (BiBO) which is used to generate two-mode squeezed
states through type-I spontaneous parametric down conversion. A simplified schematic
of this process is shown in Fig. 6.1(b) and a photograph of the full setup in Fig. 6.1(a)
In both we have illustrated 808 nm in red and 404 nm light in purple. The generated
squeezed states, which are degenerate in wavelength, are generated in spatially sym-
metric points around the SPDC emission cone. This allows us collect photons from
two independent photon sources from separate squeezed states, as shown in Fig. 6.1(c).
We refer to the horizontal source (orange) as source 1 and the vertical source (blue)
as source 2. A photograph of the collection stage shows how angled mirrors are used
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to isolate photons from the different sources. The collection stages have six degrees
of freedom (three translational and three rotational) that can be used to optimise the
fibre coupling. One collection stage on each source has a motorised translational stage
on the longitudinal axis. This allows the temporal distinguishability of the photons
to be tuned, an important feature for performing HOM interference. For a detailed
description of the construction of this source the reader is directed towards Ref. [215]

6.4.2 Reprogrammable interferometer

We use a fully reprogrammable integrated photonic interferometer capable of imple-
menting arbitrary unitary operations on up to six modes. This chip was fabricated and
packaged by Nippon Telegraph and Telephone (NTT). The device consists of germanium
doped silica waveguides with undoped silica cladding. Due to the low index contrast
between the waveguide and cladding, the waveguides have dimensions of 3.5 µm ×
3.5 µm. While this low index contrast means the device footprint is on the centimeter
scale (10 cm × 4 cm), it also results in a large overlap between the waveguide mode
in the edge coupler and the fibre mode and, therefore, a high input/output coupling.
This, along with low propagation loss in silica, gives an end to end transmission of the
device of ≈ 58%. The device is based on the Reck style decomposition (see Sec. 2.3.2)
and consists of a triangular mesh of 15 MZIs and 15 external phases. All the thermo-
optic phase shifters are constructed from 1.5 mm × 50 µm of tantalum nitride (Ta2N)
deposited on top of the waveguides. To improve the performance, and reduce crosstalk,
trenches are etched either side of the heaters. As air has a lower thermal conductivity
than silica this helps confine the heat to the waveguide. The MZIs consist of two
directional couplers with a single thermo-optic phase shifter between. Figure 6.2 shows
a simplified schematic of the chip. This image is simplified in a few ways. For clarity,
we have omitted the path length matching that is used to make sure that photons from
different inputs can interfere on any of the beam-splitters. Also, due to the size of the
components, in order to fit the device onto a single wafer the circuit has been folded on
itself so the inputs and outputs are on the same side. A large bend radius is used to
minimise excess loss and mode mixing in the bends. The chip packaging includes glued
fibres at the input and output, electrical packaging for the 30 heaters, and a Peltier
heater to control the temperature of the chip. This Peltier heater is controlled by an
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𝑈(2) unit cellInput
coupling

Output
coupling

Figure 6.2: Schematic of the silica-on-insulator arbitrary linear optical interferometer used in
this chapter. Triangular mesh of beam-splitters and phase shifters used to implement
arbitrary unitary transformation over 6 modes. Inset shows an example of the
individual U(2) elements used to construct the device. MZI consisting of two
directional couplers used to adjust amplitude between two modes and external
phase shifter to adjust relative phase between the arms. We have also included
an arrow showing the lead diagonal, the first set of beam-splitters that need to be
characterised.

Arroyo PID temperature controller which is set to a temperature slightly above the
ambient room temperature.

6.4.3 Photon detection

As we are operating at 808 nm, superconducting detectors are not the only option for
high efficiency detectors. We employ silicon single photon avalanche photodiodes
(SPAD) which can operate at room temperatures and have nominal efficiencies between
50% and 60%. Due to the symmetric waveguide dimensions, both TE and TM modes
are guided equally. We employ polarisation maintaining fibre throughout, however chip
bends and waveguide sidewall roughness can result in mode conversion. TE and TM
modes do not interfere and so any mode conversion will appear as noise in the data. To
combat this, we use a polarising beam-splitter (PBS) at each output only sending the
desired polarisation to the detectors. In order to determine when photons are coincident
on the detectors, we use a DPC-230 time correlated single photon counter (TCSPC) unit
made by Becker and Hickle. This specific module has 16 low voltage TTL (LVTTL)
inputs. The outputs of the SPADs are attenuated in order to bring the voltage level
below the LVTTL threshold. This card returns 32 bit binary tags containing information
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such as the channel and absolute time of arrival. This card was originally designed
for fluorescence measurement however, through code written by Pete Shadbolt, it has
been adapted for quantum photonic experiments. Due to large volume of time tags we
receive for a relatively small number of desired coincidence events, saving all the data
and post-processing is an undesirable option. The time tags are recorded and analysed
in one second chunks. While the nth chunk is recorded, the (n− 1)th chunk is analysed
and only the coincidence events are saved. To allow for the relatively large detector and
time tagger jitter (≈ few hundred ps) the coincidence window is set to 2 ns.

6.4.4 Characterisation and calibration

In this section we look at benchmarking the performance of the experimental setup.
First, we look at the linear optical characterisation of the chip and then at the quantum
performance of the source. For the initial characterisation of the linear optics, a
relationship between the desired phase and required voltage is necessary. Taking into
account possible non-Ohmic response of the heaters and noting that the phase shift
should be proportional to the dissipated power (voltage squared) we arrive at

φ (V) = a + bV2 + cV3 (6.11)

The coefficients can be extracted by fitting an interference fringe on the desired heater.
For the MZI phases this is simply achieved by inputting single photons into one input
and measuring photons at one output as the internal heater voltage is changed. For
the external phases MZIs before and after are set to 50/50 constructing a larger MZI.
In order to properly characterise a given heater within a larger optical network, it is
important to make sure that there are no closed loops, apart from the interference path.
This is equivalent to saying there should only be light incident on input of the MZI and
that the light on the detector can only have left from one MZI output. Due to this, to
fully characterise a universal interferometer, the order of characterisation matters. In
a Reck-style interferometer, such as the one used here, the heaters are characterised
along the diagonals. Starting with the longest diagonal, as shown in Fig. 6.2, all the
heaters can be characterised without any assumptions on the starting phase of the
uncharacterised heaters. For a more detailed discussion of the heater characterisation,
the reader is directed to Refs. [214, 215]. With the characterisation complete, we can
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now map a desired unitary matrix to a set of phases, thanks to the Reck decomposition
(see Sec. 2.3.2), and then map these phases to voltages to be set on the on-chip heaters.

In an ideal world, this would be the end of the story. However, in the real world each
phase shifter cannot be treated independently. In general, there are many effects that
can lead to correlation between different phase shifters in an integrated interferometer.
The two main process in a silica device are thermal crosstalk and electrical crosstalk.
Thermal crosstalk was mitigated in this design by the inclusion of etched trenches either
side of the heaters. Electrical crosstalk, however, remains an issue that needs to be
accounted for. Electrical crosstalk stems from two main areas - parasitic resistances of
the electrical connections and shared grounds between heaters. The parasitic resistances
mean that the resistance from the heater to ground is non-zero, reducing the current
flowing through a given heater. As well as this, the parasitic resistances also dissipate
heat in unwanted places, changing the waveguide phase. The second problem, many
heaters sharing a single ground connection, means that setting voltages on other heaters
changes the effective potential of the ground. Initial crosstalk characterisation was
performed by Jacques Carolan et al. where they measured the shared resistances and
built a voltage model which included all these parasitic resistances [215]. This, therefore,
accounts for the decrease in current flow through each heater, for a given voltage drop,
and allows the potential shifts to be calculated, but does not account for the extra heat
being dissipated. A further, more thorough, experimental analysis of the crosstalk was
performed by Nicola Maraviglia which aimed to quantify these processes as well [214].

Once the individual heaters are characterised, it is important to benchmark the
performance of the whole device. In order to check the ability of the device to implement
a given unitary we must correct for imbalances in the output losses and detector
efficiencies. To do this we implement a collection of random unitaries and use single
photons injected into one of the modes to retrieve the absolute squared of one column of
the dialled unitary. To compare the data, we then define a cost function as C(d, p, q) =
1− F(d, p, q) with F(d, p, q) being the statistical fidelity between the measured counts
and the corresponding unitary column, defined as

F(d, p, q) =
6

∑
i=1

√
pidi

N
qi, (6.12)

where p is the vector of measured counts, q is the absolute value squared of the
corresponding unitary column and N = ∑6

i=1 pidi with di as a correction factor included
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to account for the ith detector efficiency. We can then use d as our free parameters to
minimise C. In general, we average the fidelity over M randomly generated unitary
matrices. The cost function then becomes

C(d) = 1− 1
M

M

∑
i=1

F(d, p(i), q(i)), (6.13)

where p(i) (q(i)) is the ith measurement vector (unitary column). Using this approach,
and setting M = 500, we retrieve fidelities in excess of 0.995.

With the linear optics characterised and benchmarked, we now look at the perfor-
mance of the single photon source. To determine the quality of the photons being
generated, we use the standard HOM technique. The motorised collection stage allows
us to change the temporal distinguishability between the input photons. We can then
either use an on chip MZI, set to 50/50, or an off chip fibre beam-splitter. In an ideal
case, that is with no entanglement between the photons, the shape of the HOM dip is
given by the convolution of the Fourier transforms of the spectral shapes of the indi-
vidual photons. For our setup, this includes the Gaussian spectral shape of the down
conversion and the top-hat shape of the interference filter. In general, the convolution
of these functions can be very complicated and in practise it is enough to use a function
which captures the important features of the dip. We therefore, use the fitting function

f (x) =
(

a1 + a2x + a3x2
)
×
(

1−V exp
(
− (x− x0)

2

2∆x2

)
sinc (s1 (x− x0))

)
, (6.14)

where the fitting parameters ai describe possible drifts in the coupling of the photons
into fibre. The important parameters of the dip, i.e the visibility, width and central
position, are given by fitting parameters V, ∆x, and x0, respectively. The effects of
the spectral shape of the spectral filter is given by the sinc function, parameterised by
s1, and the down conversion is described by the Gaussian prefactor. An example dip,
using two photons from the same (horizontal) source and an on-chip beam-splitter, is
shown in Fig. 6.3 with a visibility calculated from the fit to be 0.98± 0.01. It is also
possible to perform a HOM dip with photons from different sources, where we herald
on the non-interfering mode to project into an approximate Fock state. These have a
lower fidelity of ≈ 0.92, which is attributed to mixedness of the single photon states
due to spectral correlations between the signal and idler. In the following work we
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Figure 6.3: Example HOM dip using an on-chip beam-splitter and two photons from one source.
One second integration per point. Visibility of the fringe measured from the fit to be
0.98± 0.01.

only require two photons from a single source, however, information on higher photon
number experiments with this source are detailed in Refs. [214–216]

6.5 unitary dilation approach to simulating pt systems

In the previous section we have described in detail how our optical chip can be used to
implement unitary transformations. However, as the Hamiltonians we wish to study are
non-Hermitian, their respective evolution operators are non-unitary. In this section we
describe the method we use to circumvent this problem.

6.5.1 Unitary dilation

In the following experiments we use a technique known Halmos unitary dilation [217].
Here, we embed the N-dimensional evolution operator in a 2N-dimensional unitary.
This process requires that we first renormalise the operator, where the operator norm,
‖ · ‖, is given by the largest singular value. This gives us

G̃N (γ, t) =
GN (γ, t)
‖ GN (γ, t) ‖ , (6.15)
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where GN (γ, t) = e−iHN(γ)t. We note here that the normalisation factor is also time
dependent, and therefore the normalisation procedure needs to be repeated for each
time step. We can then embed this into a larger unitary matrix

U2N (γ, t) =

(
G̃N (γ, t) iDN (γ, t)
iD∗N (γ, t) G̃†

N (γ, t)

)
, (6.16)

where DN (γ, t) =
√

1− G̃N (γ, t) G̃†
N (γ, t). This unitary matrix can now be imple-

mented on our photonic chip. To simulate the time dependence of U2N (γ, t), we
discretise the time steps and implement U2N (γ, ti) for each time step. By inputting
photons in only the top N modes, and post-selecting on these photons leaving the top
N modes, we can then recover the dynamics of G̃N (γ, t). An interesting point to note
here is that, U2N (γ, t) is unitary for any value of γ and therefore changing t and γ

simply correspond to changing the set of phases we dial on the chip. This renders
changing between Hermitian, PT -unbroken, and PT -broken regimes easy, and allows
us to investigate the entire parameter space of G̃N (γ, t). The unitary, U2N (γ, t), can be
thought of as coupling the system G̃N (γ, t) with its Hermitian conjugate (time reversed),
with a coupling strength dependent on the non-Hermitcity of the Hamiltonian. In the
following work we always restrict ourselves to the post-selected case where we restrict
ourselves to the dynamics of the G̃N (γ, t), however, in Ref. [218], the full nature of
the coupled time reversed systems is analysed. To aid clarity, here we differentiate
between the interferometer modes, into which we inject photons, and the modes of the
PT -system. In general the input state is

|ψ〉F
⊗
|ψ〉R =

(
â†

1

)s1
(

â†
2

)s2
...
(

â†
N

)sN
|0〉

⊗
N ⊗ (

â†
N+1

)sN+1
...
(

â†
2N

)s2N
|0〉

⊗
N ,
(6.17)

where â†
i represents the creation operator of the ith mode of the interferometer and

si is the occupation of this mode. We have also introduced the subscripts F and R to
denote states initialised in the ’forward’ system (capturing the dynamics of G̃N (γ, t))
and ’reverse’ system (for G̃†

N (γ, t)) In all of the following we restrict ourselves to the
case where si ∈ {0, 1}. We also restrict ourselves to only single input photons, in which
case the input states can be written as

{|k〉 = |0p〉
⊗

k−1 |1p〉 |0p〉
⊗

2N−k}2N
k=1, (6.18)
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where the subscript p corresponds to a photonic mode, rather than to a mode label of
G̃N (γ, t). The modes of G̃N (γ, t) are labelled as qudit modes, i.e. |0〉, |1〉, ... |N − 1〉.
We input single photons but the linear optics allows us to also create superposition
states.

6.5.2 Experimental results for two and three mode systems

To initially characterise the performance of the chip and the unitary dilation procedure
we look at the dynamics of a single excitation in a two and a three mode system. To
match the convention used later on, we label the modes of the N-mode system starting
at |0〉. For the two mode case, we input photons into the top mode of the interferometer.
This initialises the state

|0〉F = |1p0p〉F
⊗
|0p0p〉R , (6.19)

where the subscript F denotes the forward system. We then implement the 4 × 4
unitary matrix U4 (γ, t) on the top 4 modes of the interferometer. This leaves us with a
4−dimensional output density matrix

ρ = U4 (γ, t) ρ0U†
4 (γ, t) , (6.20)

where ρ0 = |0〉F 〈0|F. We can then trace out the reverse system to leave us with the
dynamics of only the forward system. This is normalised to also include the probability
of no photons being detected in the forward system, |vac〉 = |0p0p〉F, that is the case
where the photon is detected in either of the modes corresponding to the reverse
subsystem. We repeat this for different values of γ, allowing us to investigate all regions
of the parameter space. The results of this measurement are shown in Fig. 6.4. In
Fig. 6.4(a), with solid lines for the theory lines and triangular points for the data, we
show the time dynamics for the unbroken symmetry regime, γ = 0.25. We see an
oscillating pattern with a non-zero probability for the photon to leak into the reverse
system. The period of this oscillation, τ, is related to γ by τ = 2π/

√
1− γ2 [214]. We

also see a singularity in the first derivative, this is an artefact of how we normalise the
state. If we normalise probabilities all in the forward system, this disappears. This stems
from the fact that there are discontinuities in the evolution of DN (γ, t). Probabilities
of excitations tunnelling from one system to another, those which we include as |vac〉,
are dependent on DN (γ, t) and the discontinuities appear in the state evolution. If
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(a) (b)

(c) (d)

Figure 6.4: Simulated dynamics for two-mode PT system. All panel’s colours match the legend
in (d). |vac〉 represents the probability of the photon leaking into the reverse system.
Triangular points show the experimental data and solid line represents the theoretical
prediction (a) The dynamics in the unbroken symmetry region with γ = 0.25. (b)
Broken symmetry region with γ = 1.1 (c) The dynamics for the Hermitian case, with
γ = 0. (d) Evolution at the exceptional point, γ = 1

we instead post-select only on excitations which remain in the desired subsystems the
probabilities are independent of DN (γ, t) and the discontinuities disappear. Figure 6.4(c)
shows the Hermitian case, γ = 0, as expected here we see oscillating between the
two modes of the system with the photon always contained in the top two modes.
Figure 6.4(b) shows the dynamics in the broken symmetry regime, γ = 1.1. We no
longer see the oscillating pattern, seen in the unbroken region, instead the probabilities
settle to a steady state. Figure 6.4(c) show the dynamics at the exceptional point, which
also decay to a steady state but over a longer timescale than the broken region.
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Figure 6.5: Simulated dynamics for a three-mode PT system. The colours in all four panels
map to the qutrit levels shown in the legend on (a) and the symbols map to the
states shown in the legend on (d). The top two panels show the unbroken symmetry
regime, γ = 0.5γc and the bottom two panels show the broken symmetry regime,
γ = 1.1γc. The odd panels show the plots for states |ψ〉1 and |ψ〉3. These are shown
together as they should demonstrate the same dynamics. The even panels show |ψ〉2.

For the three mode case we have more flexibility in our choice of input states. We
therefore choose to look at three different input states.

|ψ〉1 =
|0〉F − i |1〉F√

2
=
|1p0p0p〉 − i |0p1p0p〉√

2

⊗
|0p0p0p〉

|ψ〉2 =
i |1〉F + |2〉F√

2
=

i |0p1p0p〉+ |0p0p1p〉√
2

⊗
|0p0p0p〉

|ψ〉3 =
|0〉R + i |1〉R√

2
= |0p0p0p〉

⊗ |1p0p0p〉+ i |0p1p0p〉√
2

.

(6.21)
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These states are related by the following symmetry transformations

|ψ〉2 = PT |ψ〉1 ,

|ψ〉3 = T |ψ〉1,R ,
(6.22)

where |ψ〉1,R represents the same superposition as |ψ〉1 but initialised in the reverse
subsystem. The superposition states are created with the on chip beam-splitters. For
the three-mode system, the entire device is required to implement the evolution matrix,
therefore we are required to compile the state generation with the evolution matrix

Uchip = U6 (γ, t) ·Uprep. (6.23)

Similar to the two mode case, we normalise to include the probability of the photon
leaving in the reverse system, however to avoid clutter we only show the qutrit levels.
These results are shown in Fig. 6.5, where we have organised the plots in a way to
illustrate the state symmetries. We also show plots for both unbroken and broken
symmetry regimes. The state symmetries are visible in both regimes. In Figs. 6.5(a) and
(c) we show both |ψ〉1 and |ψ〉3. As expected from the symmetry transformations above,
these two states follow the same dynamics. Figures. 6.5(b) and (d) show the qutrit levels
for |ψ〉2. From this we can see that if we reverse the time direction, then the dynamics
of |ψ〉2 match those of |ψ〉1, if we swapped the levels |0〉 and |2〉, equivalent to applying
P .

6.6 coherence optimisation through adaptive feedback loop

State engineering using open quantum systems is a rich and fruitful area of research.
Here, the system Hamiltonian and system-environment coupling can be tuned to
transform an arbitrary initial state into a desired, often entangled, target state [219–221].
In fact, in Ref. [222] it was shown that for any quantum circuit it is possible to derive
a Lindblad master equation which evolves to a steady state that encodes the output
of the quantum circuit. This evolution is then independent of the initial state and
therefore more robust to errors. Similarly, in the following section we will examine how
PT -symmetric systems can be used to drive an arbitrary qubit state towards a given,
more coherent, target state.
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6.6 coherence optimisation through adaptive feedback loop

6.6.1 Algorithm

In order to optimise the coherence of a qubit we simulate a Hamiltonian with a time-
varying value of γ using an adaptive feedback algorithm. The schematic for the

State tomography
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Figure 6.6: Schematic of coherence optimisation algorithm. Pt represents the projector onto the
target state and Px, Py, Pz are the projectors onto the qubit bases for tomography.

algorithm is shown in Fig. 6.6. In general, we aim to maximise a cost function

CF (ρ) =
〈ψt| ρ |ψt〉

Tr [ρ]
, (6.24)

which is the projection of the state onto a desired, in principle, more coherent, target
state. To simulate a time dependent γ(t) we discretise the time evolution into steps of
δt, and then aim to find a set of γ values, {γi} where at each time step γi maximises the
cost function. At each step of the optimisation, we select a range of γ values to test,{γti},
centred at the optimum γi−1 from the previous step. Each of these γti values are tested
- the state is evolved subject to U2N(γti , ∆t) and then projected on the target state in
order to evaluate CF. Note that this testing time, ∆t, can, in principle, be different from
the discritised evolution time step. The γti which maximises the cost function is then
chosen to be current γi value. The state is then evolved by U2N(γi, δt), and we perform
full state tomography on the resulting state. To simulate the effect of decoherence on
the qubit we classically transform the reconstructed density matrix as

ρ→ ρ + p (σdρσd − ρ) δt, (6.25)
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6.6 coherence optimisation through adaptive feedback loop

where p is the dephasing rate and σd is the Pauli matrix in the direction of the dephasing.
This state, after decoherence, becomes the input state for the next step of the algorithm
and γi becomes the central value for the new γ range.

6.6.2 Quantum state tomography

As the algorithm requires us to reconstruct the qubit state at each step, it will be
useful here to recap the important points of quantum state tomography. Quantum
state tomography aims to reconstruct the state of a quantum system by performing
measurements along different bases. We are concerned with reconstructing the state
of a single particle, the process however can be generalised to multi-particle systems
[223, 224]. To perform quantum state tomography on a qudit of dimension d we require
the generators of the SU(d) group as this, along with the d−dimensional identity, form
a complete qudit basis [224]. For a qubit, with d = 2, these generators are the well
known Pauli matrices

σ0 =

(
1 0
0 1

)
σ1 =

(
0 1
1 0

)
σ2 =

(
0 −i
i 0

)
σ3 =

(
1 0
0 −1

)
. (6.26)

We can now use these matrices to represent an arbitrary qubit density matrix as

ρ =
1
2

3

∑
k=0

Skσk. (6.27)

Quantum state tomography, therefore, reduces to determining the parameters {Sk}3
k=0.

These parameters are given by Sk = Tr [σkρ] and can be linked to pairs of projective
measurements on the qubit

S0 = P|0〉 + P|1〉
S1 = P|+〉 − P|−〉
S2 = P|+i〉 − P|−i〉

S3 = P|0〉 − P|1〉.

(6.28)

From this we can see that, by normalisation, S0 = 1. The unitary that corresponds to the
projector onto a given basis are constructed from the eigenstates of the basis, where the
ith row of the unitary matrix is the ith eigenvector of the σk. This construction method
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also holds for dimensions d 6= 2. The density matrix, ρ, can, in principle, describe a
mixed state made up of an arbitrary ensemble of pure states. However, it is always
possible to diagonalise a density matrix so that it is described by a mixture of just d
orthogonal pure states. This is how we can implement arbitrary mixed qubit states
on our chip. We diagonalise the 2× 2 density matrix, equivalent to taking its singular
value decomposition, and evolve each pure state separately. Once we have performed
tomography on each state individually they are combined to give the final density
matrix

ρ = λ1ρ1 + λ2ρ2, (6.29)

where λi is the relative weight (singular value) associated with the ith basis state, ρi is
the reconstructed density matrix. On our chip, we also have to take into account that
the fact that the non-unitary evolution of our chip means that there is always some
probability of the photon being detected in the modes corresponding to the reverse
system. To combat this we also include an extra normalisation step, which is taken by
recording the proportion of counts detected in the forward and reverse systems, for
each of the evolved pure states. This is then used to normalise the final calculated Sk

parameters.

6.6.3 Experimental results

To perform the coherence optimisation algorithm experimentally we use the 2 mode
Hamiltonian used in sec. 6.5.2 and choose the target state to be |i〉. In Fig. 6.7 we show
the results of the algorithm for an input state of |−i〉. We see that the cost function
converges to close to 1 for 0 dephasing but, as expected, is lower as we add dephasing.
To see the effect of the dephasing rate without the algorithm, we simulate the Hermitian
regime i.e. γ = 0, where we see decaying oscillations. By fitting these oscillations
we can extract the real dephasing rates. The set dephasing rates were {0, 0.18, 0.36}
and the measured rates were {0.03, 0.2, 0.35} ± 0.01. We see that there is some intrinsic
dephasing introduced by the simulator itself. This input state was chosen as it has the
minimal overlap with the target state. However, it is already a maximally coherent state.
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(a)

(b)

Figure 6.7: Coherence optimisation algorithm with input state of |−i〉 for three dephasing rates,
p. At each step we use arrows to denote the value of the cost function for each
of the γti values tested. The saturation of the colour of the arrows corresponds to
the magnitude of γti ; The inset saturation colour bar (bottom right) applies only
to the main figure. Inset (a) shows the state evolution with γ = 0, subject to the
same dephasing channel. Dots represent experimental data and a numerical fit is
shown with a solid line. This allows the measured dephasing rates to be extracted.
Set dephasing of {0, 0.18, 0.36} and the measured rates were {0.03, 0.2, 0.35} ± 0.01 .
Inset (b) shows the evolution of the state purity. We also show the state evolution,
through the algorithm, on the Bloch sphere.

In order to confirm that the algorithm also performs with mixed states, we perform the
same measurements but with two mixed density matrices

ρ1 =

(
0.6 0.2 + 0.3i

0.2− 0.3i 0.4

)
ρ2 =

(
0.5933 0.187− 0.1149i

0.187 + 0.1149i 0.4067

)
(6.30)

The results for these two states are shown in Fig. 6.8(a) and (b), respectively. From
this we see that algorithm does work for states inside and on the surface of the Bloch
sphere. In the following sections, we will use a numerical simulator of the experiment
to more thoroughly understand the scope and range of the algorithm.

156



6.6 coherence optimisation through adaptive feedback loop

(a)

(b)

(a)

(b)

(i)

(ii)

(i)

(ii)

(a)

(b)

Figure 6.8: Coherence optimisation algorithm for mixed input states and a range of different
dephasing rates. Plot is the same format as Fig. 6.7. (a) Results for state ρ1 (b) Results
for state ρ2.

6.6.4 Algorithm optimisation

The optimisation algorithm has a variety of free parameters. In the above experiment,
we are limited by the time needed for each iteration step. However, in simulation we
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6.6 coherence optimisation through adaptive feedback loop

have more scope to vary these parameters. The most important parameters that we have
control over are the evolution discretisation step size, δt, and the cost function evolution
time, ∆t. How small we discretise the evolution affects how closely we simulate the
dynamics of H2(γ(t)). In order find the optimum value to trade of accuracy and

(a) (b)

(c) (d) (e)

Figure 6.9: Effect of changing algorithm parameters. For all plots initial state taken to be the
maximally mixed state ρ = 0.5 |0〉 〈0|+ 0.5 |1〉 〈1|, target state chosen to be |+i〉, with
dephasing along σx of 0.2. (a) Cost function evolution for fixed γ = 1 for different
evolution step sizes. (b) Same as (a) but with tighter scale to aid visualisation. (c)
Final cost function value for algorithm as a function of ∆t. (d) γ value through the
algorithm. Colours match legend in (d). (d) Cost function evolution for different
values of ∆t

run time, we simulate a Hamiltonian with a fixed γ = 1, plotting the cost function
value over the evolution. We choose the initial state to be a maximally mixed state
ρ = 0.5 |0〉 〈0|+ 0.5 |1〉 〈1| and the target state to be |+i〉. These results are shown in
Fig. 6.9(a) and (b), we see that the final cost function value converges to some value
as we decrease the step size, δt. From this, we choose a value of δt = 0.005 for all
following simulations. Another important parameter is the time we evolve by before
checking the cost function at each step, ∆t. Figure. 6.9(e) shows the results of the
optimisation algorithm for a range of ∆t values. We keep the same target and initial

158



6.6 coherence optimisation through adaptive feedback loop

states as before, and we keep the method for selecting the γ range at each step the
same as the experimental setup. As a reference, we also include the evolution by a
fixed Hamiltonian H2(γ = 1). We see that increasing the time, increases the end value
of the cost function. Figure. 6.9(c) shows the final cost function value, we see that it
approaches the value attained with γ = 1 and for large values it overtakes it by a very
small amount. From this we choose a value of ∆t = 3 for the following simulations.

6.6.5 Effect of varying initial and target states

We now use our simulation to more thoroughly look at the effect of changing the initial
states as well as look at changing the target states. Initially, we generate 20 random
mixed states. The coherence optimisation algorithm is then simulated for each of these
states with the algorithm parameters determined in the previous section and a target
state of |+i〉. We find that for the 20 states we have a standard deviation of the final
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Figure 6.10: Changing the initial states. 20 randomly generated mixed states. State purity is
shown on the x axis. We show the initial (blue) and final (brown) cost function
values.

cost function of 2.6× 10−6. These results are shown in Fig. 6.10, where we show the
purity of the initial density matrix, initial and final cost function values for each state.
We see that the initial overlap and purity have no effect on the algorithm. To look at the
effect of the target state, we define a general qubit state as

|ψt〉 = cos
(

θ

2

)
|0〉+ eiφ sin

(
θ

2

)
|1〉 . (6.31)
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We can then sweep θ between 0 and π and φ from −π to π. We fix the dephasing to
be 0.2 in the σx direction. The initial state is taken to be the maximally mixed state
ρ = 0.5 |0〉 〈0|+ 0.5 |1〉 〈1|. Figure 6.11 shows a colour map of the results. We see that
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Figure 6.11: Changing the target states. Testing target states from the whole Bloch sphere surface.
For clarity, we’ve included labels on the pairs of canonical qubit basis states.

the algorithm works best around |+i〉. Many regimes of the Bloch sphere remain in the
maximally mixed input state and interestingly, some states around |1〉 end with lower
cost function values than in initial state. Although we note that these end states are no
longer maximally mixed, and have been driven closer to |+i〉.

6.6.6 Comparison with fixed γ

Initially, when optimising the algorithm parameters, we compared to evolving the state
with a Hamiltonian with a fixed γ value. Specifically, we compare to fixing γ = 1.
This Hamiltonian is the exceptional point and therefore has the state |+i〉 as its only
remaining eigenvalue. There, we saw that by increasing the evolution time before
measuring the cost function, ∆t, we could bring the performance algorithm close to,
and even slightly exceed, the fixed γ evolution. Although the degree that we exceeded
by was very small and could be attributed to the discretisation of the evolution. In this
section we will look at this comparison more thoroughly. Initially, we look to change
the initial state, similar to Fig. 6.10. We use |+i〉 as the target state and add a dephasing
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of 0.2 in the σx direction. Figure 6.12 shows these results for 20 randomly generated
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Figure 6.12: Comparison of our optimisation algorithm with evolution with a fixed γ = 1.
Optimisation performed for 20 randomly generated mixed states. State purity
shown on the x axis. Initial cost function value shown on y axis along with
optimisation and γ = 1 final cost function values.

initial states. As with the optimisation algorithm we see that fixed γ evolution always
converges to the same value, regardless of initial state. In fact, for the 20 states we find
a standard deviation of the final value of ≈ 10−16. We also see that this final value is
slightly lower than the optimisation algorithm. The final cost function value is found
to be 0.850 (0.849) for the optimisation algorithm (γ = 1). This difference is very small
and can likely be attributed to errors introduced by the discrete evolution. Next we
look at the effect of dephasing rate and axis on the final cost function value. We choose
our initial state to be the maximally mixed state and |+i〉 to be our target state. We
then sweep different dephasing values across all three dephasing axes. The results for
this are shown in Fig. 6.13. Here we see that both perform similarly across the different
dephasing rates and directions. We also see that the different dephasing axes have
largely different effects on both the algorithm and fixed gamma evolution. Adding a
dephasing along a certain axis has the effect of moving states from the surface of the
Bloch sphere towards the centre, around that axis. We have illustrated this, for σx, on a
2D projection of the Bloch sphere in Fig. 6.13(b). This helps make sense of the plot in
Fig. 6.13(a). We can see that states on the poles of the dephasing axis are unaffected
by the dephasing. This matches with Fig. 6.13(a) where the dephasing along σy has
little effect on both the optimisation and fixed γ evolution. We would expect dephasing
along σx and σz to have equal effect when the target state is |+i〉. We see that this is
not the case and also that there is a small drop in the cost function with dephasing in

161



6.6 coherence optimisation through adaptive feedback loop

𝛾(𝑡)
𝛾(1)

𝜎!
𝜎"
𝜎#

⟩|+

⟩|−

⟩|−𝑖 ⟩|+𝑖

(a) (b)

Figure 6.13: Comparison of our optimisation algorithm with evolution with a fixed γ = 1 for
different dephasing rates and axes. Initial state is the maximally mixed state, target
state is |i〉. Line colour illustrates the corresponding dephasing axis. Circular points
with dashed lines are data for the optimisation algorithm, triangular points with
dotted lines show γ = 1. (b) Visualisation of the effect of dephasing along the σx
direction. The darker the shade of blue, the larger the value of dephasing.

the σy direction. This possibly hints that errors are being introduced due to the finite
size of the evolution steps. Finally, we look at changing the target state. Again, we fix
the initial state to be the maximally mixed state. Due to run time constraints, instead
of sweeping the entire space, we plot the time evolutions for the six canonical qubit
basis states. We perform this for three dephasing rates with a fixed dephasing axes,
chosen to be σx. We also fix the dephasing rate to be 0.3 and then plot the sweeps for all
three dephasing axes. The results of this are shown in Figure. 6.14. Figs. 6.14(a) to (c)
varies the dephasing axis while fixing the dephasing rate at 0.3 and Figs. 6.14(d) to (f)
vary the dephasing rate but fixing the dephasing axis to σx. We show three dephasing
rates - 0, 0.3 and 0.7. With no dephasing (or dephasing angle σy) the γ = 1 the final
cost functions represent the overlap between the target state and the exceptional point
eigenstate. We see for certain states the optimisation algorithm results in a final cost
function value is higher than for fixed γ. This is, however, due to the fact that γ = 1 is
driving the state towards |i〉 which has a low overlap with certain target states. For the
optimisation algorithm the state is driven towards a mixed state, with an overlap of 0.5,
while this has a higher cost function value it is less coherent. Overall, again, we see that
the algorithm performs similarly to the fixed γ evolution.
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(a) (b) (c)
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Figure 6.14: Comparing target state dependence of γ(t) and γ = 1 for a different dephasing.
For each subplot, solid lines represent the optimisation algorithm and dashed lines
are fixed γ evolution. Colours on all subplots correspond to the legend at the end
of the row. (a) to (c) Varying the dephase axis with dephasing rate set to 0.3. Plot
title shows the corresponding dephase axis. (d) to (f) Varying the dephasing rate.
Dephase axis fixed to σx. Dephasing rates are 0,0.3,0.7 respectively.

6.7 discussion and conclusions

In this chapter we have looked at an interesting class of non-Hermitian Hamiltonians,
those that exhibit PT -symmetry. We have then shown how arbitrary linear optical
unitary transformations can be used to simulate the non-Unitary dynamics of these
systems using unitary dilation. We experimentally benchmarked this simulation pro-
tocol and showed good agreement between theoretical curves and experimental data.
The unitary dilation method used here suffers from drawbacks which limit its potential
scalability. A key problem is that the post-selection probability, that is the probability
that an excitation remains in the desired subsystem, is inversely proportional to the
degree of non-Hermiticity. Other schemes exist where rather than rescaling by the
largest singular value, squeezing is used to implement positive singular values [225]. In
Ref. [226], they also show how these protocols can be implemented using Trotterisation
rather than a singular value decomposition. This removes another problem with unitary
dilation, namely that one must exponentiate the desired Hamiltonian, a computationally
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expensive task. Finally, we demonstrated an interesting property of PT -symmetric
Hamiltonians, namely their ability to drive a state towards a more coherent final
state. We experimentally tested this property by implementing a Hamiltonian whose
non-Hermiticity was time dependent. This was achieved using an adaptive feedback
algorithm. We successfully showed, for a variety of input states, that this algorithm
does in fact increase the final coherence of an initial state. A thorough numerical study
of the algorithm showed that it works independently of initial state but that the target
state is important. We then compared the algorithm to evolving a state with a fixed
γ value, specifically we choose to operate with γ = γc. We saw that both the fixed γ

and the optimisation algorithm performed similarly. To understand why this is the
case we need to understand exactly what causes the non-Hermitian system to increase
coherence in this way. To do this we derive the general evolution operator

G (γ, t) = e−iH2(γ)t = e

γt it
it −γt


. (6.32)

This can be calculated easily so long as the matrix to be exponentiated can be diago-
nalised. This is because if a matrix M can be written as M = VDV−1, where D is a
diagonal matrix, then eM = VeDV−1. Following this through we arrive at

G (γ, t)

=

cosh
(

t
√

γ2 − 1
)
+ γ√

γ2−1
sinh

(
t
√

γ2 − 1
)

i√
γ2−1

sinh t
√

γ2 − 1

i√
γ2−1

sinh t
√

γ2 − 1 cosh
(

t
√

γ2 − 1
)
− γ√

γ2−1
sinh

(
t
√

γ2 − 1
)
 .

(6.33)

For H2(γ) the exceptional point is at γc = 1. We can, therefore, see here how if γ < γc

the evolution is periodic and sinusoidal, however for γ > γc the evolution operator is
hyperbolic. Calculating the evolution operator at the exceptional point using Eq. 6.33

results in division by 0. We can take the limit as γ → 1, however a clearer method is
using the power series definition of a matrix exponential, eM = I + M + M·M

2 · · · . We
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first calculate M ·M =
(
γ2t2 − t2) I, which, along with the higher powers, vanishes at

γ = 1. This leaves us with the EP evolution operator

GEP (t) = I + M =

(
1 + t it

it 1− t

)
. (6.34)

To see how this affects a given state, we evolve an initial density matrix, ρ0. For
illustrative purposes we choose a maximally mixed state, however, from above we can
see that the process is independent of initial state. We calculate

ρ(t) = GEP (t)

(
0.5 0
0 0.5

)
G†

EP (t) , (6.35)

This leaves us with the density matrix

ρ(t) =
1

2Tr [ρ(t)]

(
(1 + t)2 + t2 −2it2

2it2 (1− t)2 + t2

)
. (6.36)

where the normalisation factor Tr [ρ(t)] = 1 + 2t2. If we now take the limit as t goes to
infinity we see

ρ
t→∞−−→ 1

2

(
1 −i
i 1

)
= |i〉 〈i| (6.37)

which is exactly the pure density matrix of the only EP eigenstate. From this we can see
that as we are changing the target state but keeping γ fixed at the EP, we are effectively
measuring | 〈ψt|+ i〉 |2. The optimisation algorithm on the other hand tries to find a
specific time dependent γ(t) to maximise the cost function. As the algorithm also relies
on the fact that the state to evolve has some overlap with the EP eigenstate, it is most
effective and struggles in the same areas of the target state space as the fixed γ evolution.
Experimentally, forcing a system to operate at its exceptional point requires careful
balancing of the system parameters. The optimisation algorithm shows that similar
performance can be achieved without needing to operate constantly at this delicate
point.
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7
C O N C L U S I O N

”’Well’, said Zaphod airily, ’it’s partly the curiosity, partly a sense of adventure but
mostly i think it’s the fame and the money....’”

Douglas Adams, Hitchhikers Guide to the Galaxy

This thesis describes a collection of experiments that aim to explore the role of time in
integrated photonic experiments. Here we will recap the main results. Initially, we have
seen how the high timing precision offered by modern superconducting nanowire single
photon detectors can be used to erase frequency information, allowing photons which
are intrinsically spectrally distinguishable to be interfered. Using integrated microring
resonators on a silicon chip, we demonstrated an increase of interference visibility from
0.49 to 0.61 by decreasing the coincidence window used. We also saw good agreement
between our model and the experimental data with a fidelity of 0.966± 0.005. Beyond
this we used the internal phase in a 4× 4 complex Hadamard interferometer to tune
the time-domain interference fringes. Again, we saw good agreement with our model
and also an increase in interference visibility from 0.4 to 0.6. All of these experiments
were performed with standard microring resonator sources emitting telecom photons
with a bandwidth of several GHz and with a spectral detuning of ≈7 GHz. Both
the frequency detuning and photon bandwidth are two orders of magnitude higher
than existing experiments and prove that this technique is compatible with standard
silicon photonics components. Projective simulations have shown that with current
state-of-the-art detectors we could expect quantum interference with photons detuned
by several hundred GHz and high visibility up to ≈50 GHz. Future theoretical work
would properly incorporate higher order Schmidt modes into the model.

In the following chapter, we extended this principle and applied it to the boson
sampling problem. Initially, we employ a similar technique whereby the timing window
is used to change the quality of the quantum interference. We show that, for a two
photon scattershot experiment, changing the timing window can move use away from a
distribution with minimal quantum interference to one with more. This has an intrinsic
drawback that the temporal filtering associated with a smaller coincidence window
necessarily reduces the number of useable samples. To combat this we performed
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two-photon scattershot and three-photon standard boson sampling where the arrival
time of the photons was used explicitly. This retains the complexity of boson sampling
however now every generated sample is a valid one. Further experimental work would
increase the number of sources, ideally with FSRs small enough that no tuning of
the emission wavelength is required. This would allow fully passive boson sampling
experiments but with the small footprint, low power consumption and high squeezing
of ring resonator sources. Theoretical extensions would be to quantify the amount of
interference that accompanies any remaining partial distinguishability of the photons
as in Ref. [164]. It would also be interesting to see how time resolved measurement can
be used in Gaussian boson sampling experiments.

We designed and tested an all optical switch based on cross-phase modulation where
the pump and signal fields are in different transverse waveguide modes. Preliminary
results, with a silicon nitride device, showed a phase shift of 0.3π at a speed of 50 MHz.
While not measured directly, the insertion loss of this device is potentially <1 dB. This
is based of measured propagation loss of single mode waveguides of 0.3 dB cm−1. This
phase shift can be altered with the pumping scheme: narrower pulses lead to higher
intensity but also to a reduced interaction length. In silicon nitride, as the propagation
loss is low, increasing the length is a viable route to a higher phase shift. Moving to
silicon, where the nonlinear coefficient is an order of magnitude higher and the field
confinement is also higher, would need proper modelling of the effect of nonlinear
losses. This effect could also be mitigated by moving to higher wavelengths For example
both fields around 2.1 µm or the signal at telecom with a pump wavelength >4.2 µm.

Finally, we used linear optics to simulate the dynamics of systems described by
non-Hermitian but PT -symmetric Hamiltonians. Initially, we showed the ability of our
simulator to recreate the dynamics of two and three mode systems. We then showed how
these systems can be used to drive a qubit towards a desired, more coherent, target state
even in the presence of a dephasing channel. To simulate a time dependent Hamiltonian
we used an adaptive feedback loop. We experimentally verified the algorithm for both
pure and mixed initial states. Following this, we used a numerical simulator of the
algorithm to compare it to evolution at the systems exceptional point. We saw that the
algorithm can be brought arbitrarily close to this evolution, even surpassing by a small
amount. We showed that both the fixed evolution and algorithm are independent of
input state, however both work best with target states close to the exceptional point
eigenstate.
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outlook

The results in this thesis augment the existing integrated photonics literature and add
evidence to support the feasibility and scalability of integrated quantum photonics. The
requirements for fault-tolerant linear-optical quantum computing are quite daunting,
specifically the millions of pure indistinguishable deterministic single photons and
component loss rates below 10−3. While new architectures could possibly reduce
overheads, these numbers are currently well beyond state-of-the art capabilities and
may well require more than incremental improvements. That being said, the limiting
factors in, for example, component loss in integrated platforms is the fabrication
techniques rather than intrinsic material absorption. Giving room for the component
loss to be reduced significantly. Our demonstration of interference of distinguishable
photons with fast detectors relaxes slightly the indistinguishably criteria and shows that
even commercially available single photon detectors, which have not been optimised
for jitter, can be used to increase interference visibility of spectrally detuned photons.

Despite the component level engineering challenges which need to be overcome, there
are higher level building blocks that can, and should, be demonstrated with current
technology. Higher photon number experiments are inevitable and even with only
current state-of-the art components we can expect integrated photonic experiments with
tens of photons to become more common. This will open the door to heralded Bell
and GHZ state generation, a vital step towards the deterministic generation of small
entangled resource states. Another necessary building block for integrated quantum
photonics is feed-forward, both multiplexing and adaptive measurement. To this end
our demonstration of a high speed, and in principle low loss all-optical photonic switch
in a CMOS compatible material is a step along this route.

Bespoke quantum computers designed to solve a specific problem are a potential
intermediate step on the road to a universal quantum computer. The controllability
and manufacturability of integrated photonics makes it a leading candidate for these
devices. The results in chapter 6 show the feasibility of general integrated photonic
devices to also simulate open quantum systems. The flexibility of photonics also allows
specific devices to simulate open-quantum systems such as that outlined in Ref. [214].
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”’These things will become clear to you’, said the old man gently, ’at least’, he added
with slight doubt in his voice, ’clearer than they are at the moment.’”

Douglas Adams, Hitchhikers Guide to the Galaxy



A
T I M E - R E S O LV E D R E V E R S E H O M

In this appendix we look to model time-reversed Hong-Ou-Mandel interference in a
time-resolved manner. We use the analysis method shown in Appendix B of Ref. [90],
adapted for our needs. We look to calculate the probability of a coincidence mea-
surement in a reverse HOM experiment as a function of the arrival times of the two
photons.

a.1 time-resolved reverse hom

In the time domain we can write the rev-HOM input state as

|ψin〉 =
1√
2

∫∫
dtsdti T1(ts, ti)â†

1(ts)â†
1(ti) |00〉︸ ︷︷ ︸

source 1

+ei2φ T2(ts, ti)â†
2(ts)â†

2(ti) |00〉︸ ︷︷ ︸
source 2

, (A.1)

where Ti(ts, ti) is the joint temporal amplitude, the Fourier transform of the joint spectral
amplitude. The beam-splitter relationships for a balanced beam-splitter are

â†
1 →

1√
2

(
â†

3 + â†
4

)
,

â†
2 →

1√
2

(
â†

3 − â†
4

)
.

(A.2)

Applying these we arrive at

|ψout〉 =
1

2
√

2

∫∫
dtsdtiT1(ts, ti)

(
â†

3(ts) + â†
4(ts)

) (
â†

3(ti) + â†
4(ti)

)
|00〉

+ ei2φT2(ts, ti)
(

â†
3(ts)− â†

4(ts)
) (

â†
3(ti)− â†

4(ti)
)
|00〉 .

(A.3)
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A.1 time-resolved reverse hom

Expanding the brackets we can group terms where both photons leave in one waveguide
and those where they leave in different waveguides. We then arrive at

|ψout〉 =
1

2
√

2

∫∫
dtsdti

[
T1(ts, ti) + ei2φT2(ts, ti)

] [
â†

3(ts)â†
3(ti) + â†

4(ts)â†
4(ti)

]
︸ ︷︷ ︸

|bunch〉

+
[

T1(ts, ti)− ei2φT2(ts, ti)
] [

â†
4(ts)â†

3(ti) + â†
3(ts)â†

4(ti)
]

︸ ︷︷ ︸
|split〉

.
(A.4)

We now introduce the time-dependent measurement projector. On a single mode this is
given as P̂i(t) = â†

i (t) |0〉 〈0| âi(t). The coincidence projector is therefore

P̂(t1, t2) = P̂3(t1)⊗ P̂4(t) = â†
3(t1)â†

4(t2) |0〉 〈0| â4(t2)â3(t1). (A.5)

We can then see that 〈bunch| P̂(t1, t2) |bunch〉 = 0 ∀t1, t2, and we can therefore continue
with just |split〉. The coincidence probability is therefore given by

Pcoinc(t1, t2) = 〈split| P̂(t1, t2) |split〉

=
1
8

∫∫∫∫
dtsdtidt′sdt′i

[
T∗1 (t

′
s, t′i)− e−i2φT∗2 (t

′
s, t′i)

] [
T1(ts, ti)− ei2φT2(ts, ti)

]
× 〈0|

[
â4(t′s)â3(t′i) + â3(t′s)â4(t′i)

]
â†

3(t1)â†
4(t2) |0〉

× 〈0| â4(t2)â3(t1)
[

â†
4(ts)â†

3(ti) + â†
3(ts)â†

4(ti)
]
|0〉

=
∫∫∫∫

dtsdtidt′sdt′i
[

T∗1 (t
′
s, t′i)− e−i2φT∗2 (t

′
s, t′i)

] [
T1(ts, ti)− ei2φT2(ts, ti)

]
×
[
〈0| â4(t′s)â1(t′i)â†

3(t1)â†
4(t2) |0〉 〈0| â4(t2)â3(t1)â†

3(ti)â†
4(ts) |0〉

+ 〈0| â4(t′s)â3(t′i)â†
3(t1)â†

4(t2) |0〉 〈0| â4(t2)â3(t1)â†
3(ts)â†

4(ti) |0〉
+ 〈0| â4(t′i)â3(t′s)â†

3(t1)â†
4(t2) |0〉 〈0| â4(t2)â3(t1)â†

3(ti)â†
4(ts) |0〉

+ 〈0| â4(t′i)â3(t′s)â†
3(t1)â†

4(t2) |0〉 〈0| â4(t2)â3(t1)â†
3(ts)â†

4(ti) |0〉
]
.

(A.6)
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We can simplify this further by noting that 〈0| â4(t′2)â3(t′1)â†
3(t1)â†

4(t2) |0〉 = δt1t′1
δt2t′2

.
This mean that from the integral only four terms are not 0. The probability therefore
becomes

Pcoinc(t1, t2) =
1
8

( [
T∗1 (t2, t1)− e−i2φT∗2 (t2, t1)

] [
T1(t2, t1)− ei2φT2(t2, t1)

]
+
[

T∗1 (t2, t1)− e−i2φT∗2 (t2, t1)
] [

T1(t1, t2)− ei2φT2(t1, t2)
]

+
[

T∗1 (t1, t2)− e−i2φT∗2 (t1, t2)
] [

T1(t2, t1)− ei2φT2(t2, t1)
]

+
[

T∗1 (t1, t2)− e−i2φT∗2 (t1, t2)
] [

T1(t1, t2)− ei2φT2(t1, t2)
] )

=
1
2

[
T∗1 (t1, t2)− e−i2φT∗2 (t1, t2)

] [
T1(t1, t2)− ei2φT2(t1, t2)

]
,

(A.7)

where we have used the symmetry of the JTA T(t1, t2) = T(t2, t1). Expanding this last
step we arrive at

Pcoinc(t1, t2) =
1
4

(
|T1(t1, t2)|2 + |T2(t1, t2)|2

)
− 1

2
Re
(

ei2φT∗1 (t1, t2)T2(t1, t2)
)

=
1
4

(
|T1(t1, t2)|2 + |T2(t1, t2)|2

)
− 1

2
|T∗1 (t1, t2)T2(t1, t2)| cos(φ + θ0),

(A.8)
where θ0 = arg (T∗1 (t1, t2)T2(t1, t2)) and we have also applied the complex identity
z + z∗ = 2Re(z).

a.2 simulating ring joint temporal amplitude

To simulate the time resolved reverse HOM we first need to calculate the joint temporal
amplitude of the photon sources. We will use photons generated with ring resonator
sources with the same parameters as measured in chapter 3. First, we calculate the
joint spectral amplitude. As shown in Sec. 2.4.3, the JSA for a SFWM source can be
calculated as

F(ωs, ωi) =
1
P

∫
α(ωp)α(ωs + ωi −ωp)φ(ωp, ωs, ωi)dωp. (A.9)

174



A.2 simulating ring joint temporal amplitude

(a) (b)

(c) (d)

Figure A.1: Absolute values of JSA and JTA for two resonator photon sources. (a) JSA and
(b) JTA for ring resonator source 1 (c) JSA and (d) JTA for ring resonator source 2,
spectrally detuned by 54 pm from source 1.

For the simulation, we can set P = 1 and the geometry of ring resonator photon sources
means that φ(ωp, ωs, ωi) ≈ 1 ∀ωp, ωs, ωi. With this in hand, we can retrieve the joint
temporal amplitude with an inverse Fourier transform

T(ts, ti) =
1

2π

∫∫
F(ωs, ωi)ei(ωsts+ωiti)dωsdωi. (A.10)

In Fig. A.1 we show examples of the absolute value of the joint spectral and temporal
amplitudes for the two sources. We have detuned them by 54 pm.
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A.3 time-resolved reverse hom fringes

a.3 time-resolved reverse hom fringes

With this we can use Eq. A.8 to simulate the reverse HOM fringe. Notice, in chapter
3 we set t2 = t1 + τ and looked at relative delays between the output modes. For this
case that is not an option, the interference fringes are found in the absolute arrival
times of the photons. For each setting of the phase shifter phase, we can therefore

(a)

(b)

Figure A.2: Time resolved reverse HOM fringes. Phase φ is shown as a fraction of π above each
panel. (a) Sources detuned by 54 pm (b) Sources detuned by 100 pm

plot a 2D interference fringe in ts and ti. In Fig. A.2 we have plotted these fringes for
different phase values. As expected we see fringes in the time domain that oscillate
with a frequency dependent on twice the applied phase. To see how the visibility of a
rev-HOM fringe is affected by our timing window we would need to integrate these
plots within a square area. We could then see how changing the size of this integration
window changes our visibility.
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B
T I M E - R E S O LV E D H O M W I T H M I X E D P H O T O N S TAT E S

b.1 time-resolved hom with mixed inputs

While the results of Ref. [38] considers interference of photons with arbitrary spec-
tral/temporal profiles the photons are assumed to be in pure states. In the following we
detail the derivation of the coincidence probability of time-resolved HOM interference
with photons in spectrally mixed state. To start we define an arbitrary photon density
operator to be

ρi = ∑
k

λk |φik〉 〈φik| , (B.1)

where
|φik〉 =

∫
dt ζik(t)â†

i (t) |0〉i . (B.2)

We can then write the two photon input state |11〉 as

ρin = ρ1 ⊗ ρ2 = ∑
kl

λkλ′l |ψkl〉 〈ψkl| , (B.3)

with
|ψkl〉 =

∫∫
dtdt′ ζ1k(t)ζ2l(t′)â†

1(t)â†
2(t
′) |00〉 . (B.4)

Applying the beam-splitter relations to ρin reduces to applying them to each of basis
states |ψkl〉

|ψkl〉 → |ψkl〉out =
∫∫

dtdt′ ζ1k(t)ζ2l(t′)
[

â†
3(t) + â†

4(t)
] [

â†
3(t
′)− â†

4(t
′)
]
|00〉

=
∫∫

dtdt′ ζ1k(t)ζ2l(t′)
[

â†
3(t)â†

3(t
′) + â†

4(t)â†
3(t
′)− â†

3(t)â†
4(t
′)− â†

4(t)â†
4(t
′)
]
|00〉
(B.5)

to give a final density matrix

ρout = ∑
kl

λkλ′l |ψkl〉out 〈ψkl|out . (B.6)
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B.1 time-resolved hom with mixed inputs

Using the time-resolved coincidence projector, P̂ (t1, t2) = â†
3(t1)â†

4(t2) |0〉 〈0| â4(t2)â3(t1),
we arrive at

Pcoinc (t1, t2) = Tr
[
ρout × P̂ (t1, t2)

]
= ∑

kl
λkλ′l out 〈ψkl| P̂ (t1, t2) |ψkl〉out

= ∑
kl

λkλ′l| 〈0| â4(t2)â3(t1) |ψkl〉out |
2

= ∑
kl

λkλ′l

∣∣∣∣ ∫∫ dtdt′ζ1k(t)ζ2l(t′)

×
[
〈0| â4(t2)â3(t1)â†

4(t)â†
3(t
′) |0〉 − 〈0| â4(t2)â3(t1)â†

3(t)â†
4(t
′) |0〉

]∣∣∣∣2
(B.7)

In the last step we have only kept the terms from Eq.B.5 where both photons leave from
different beam-splitter outputs. To simplify this further, similar to Appendix A, we note
that 〈0| â4(t2)â3(t1)â†

4(t
′
2)â†

3(t
′
1) |0〉 = δt1t′1

δt2t′2
. This leaves us with only two terms from

the double integral leaving a final probability of

Pcoinc (t1, t2) = ∑
kl

λkλ′l
∣∣ζ1k(t2)ζ2l(t1)− ζ1k(t1)ζ2l(t2)

∣∣2. (B.8)

Interestingly here we notice that if t1 = t2 = t Pcoinc (t, t) = 0, regardless of the number
or specific shapes of the Schmidt modes which make up the photon states used.
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C
M O D E L L I N G D O U B L E E M I S S I O N S

Here, we provide the full derivation of the two-photon interference probability including
double emissions. Initially, we look at the case where only two photons are generated
and both are produced from a single source, then we extend this to look at the case
where two photons are detected but three photons are generated - two from one source
and one from the other. We begin by looking at the case where either source fires

twice, |ψ〉i =
Â†

i Â†
i

2 |00〉, where the subscript i denotes which source fires into the
corresponding spatial mode. Applying the transformations in Eq. 3.14 and including
the transmission of each mode, ηi, and the detection time of the photons we arrive at

|ψ1〉 = 2M11M21
√

η1η2ζ1(t0)ζ1(t0 + τ)â†
1 â†

2 |00〉 ,

|ψ2〉 = 2M12M22
√

η1η2ζ2(t0)ζ2(t0 + τ)â†
1 â†

2 |00〉 .
(C.1)

The total probability is given by Pi = PTMSV(2)× | 〈0| â1 â2 |ψi〉 |2 which results in:

P1 = 4 sech2 ξ1 tanh4 ξ1η1η2|M11M21ζ1(t0)ζ1(t0 + τ)|2,

P2 = 4 sech2 ξ2 tanh4 ξ2η1η2|M12M22ζ2(t0)ζ2(t0 + τ)|2.
(C.2)

This case was included only for completeness, in the experiments in the main text we
herald the input photon state and post-select on a photon being heralded from each
source. This means that we always have at least one photon pair generated from each
source.

Finally, we look at the case where one source fires twice and the second source fires
once. This consists of the predominant noise terms that we encounter in the later
experiments. To aid clarity but without loss of generality we will assume that the two
sources have different central frequencies. The two input states are then

|ψ〉in,1 = â†
1,ω1

â†
1,ω1

â†
2,ω2
|0〉 = |21,ω1 , 12,ω2〉 ,

|ψ〉in,2 = â†
1,ω1

â†
2,ω2

â†
2,ω2
|0〉 = |11,ω1 , 22,ω2〉 ,

(C.3)
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+ + +

+ +

Figure C.1: Reproducing the figure from chapter 3 to help clarity of this derivation. (a) Shows
the possible output patterns that arise if one source fires twice and the other source
fires once. (b) Shows the remaining patterns if one photon is lost.

where â†
i,ωj

denotes a photon generated in spatial mode i and frequency mode j. In our
scenario we note that source i emits a photon centred at frequency ωi. Initially, we will
focus on |ψ〉in,1, after interference through M. We see 4 distinct output patterns which
could lead to a coincidence click

|ψout〉 = M11M11M22 |21,ω1 , 12,ω2〉+ 2M11M21M11 |11,ω1 , 12,ω1 , 12,ω2〉
+ 2M11M21M12 |11,ω1 , 12,ω1 , 11,ω2〉+ M21M21M12 |22,ω1 , 11,ω2〉 , (C.4)

where some output states have a multiplicative factor indicating that there is more than
one way that this pattern can arise. This is shown illustratively in Fig. C.1(a). Detectors
with a finite dead-time, much longer than the photon’s coherence time, will only ever
measure two of these photons, therefore, we need only consider the cases where two
of the three photons make it to the detectors. We now sum over the four ways to lose
one photon from this state ∑2

i ∑2
j âi,ωj |ψ〉out, from this we only keep terms in within

180



modelling double emissions

the coincidence subspace. Again, this is illustrated in Fig C.1(b). For simplicity, we will
take each of the 4 scenarios in Fig C.1(b) separately and then incoherently sum them

|ψ〉1 = M11M11M22 × 2
√

η1η2(1− η1) |11,ω1 , 12,ω2〉

+ 2M11M21M12 ×
√

η1η2(1− η1) |11,ω2 , 12,ω1〉 ,

|ψ〉2 = M11M21M22 × 2
√

η1η2(1− η2) |11,ω1 , 12,ω2〉

+ 2M21M21M12 ×
√

η1η2(1− η1) |11,ω2 , 12,ω1〉 ,

|ψ〉3 = 2M11M21M12

√
η1η2(1− η1) |11,ω1 , 12,ω1〉

|ψ〉4 = 2M11M21M22

√
η1η2(1− η2) |11,ω1 , 12,ω1〉 .

(C.5)

Here, the factor of 2 in front of matrix elements illustrates that there are two ways
for this pattern to arise and the factor of 2 in front of the transmissions shows that
there are two ways to lose a photon and end up with this pattern. We now map the
photon frequency to the time dependent field operators â†

i,ωj
−→ Â†

j (ti), with t1 = t0 and
t2 = t0 + τ and calculate the probabilities to be

P1,1 = 4|M11|2η1η2(1− η1)|M12M21ζ2(t0)ζ1(t0 + τ) + M11M22ζ1(t0)ζ2(t0 + τ)|2,

P1,2 = 4|M21|2η1η2(1− η2)|M12M21ζ2(t0)ζ1(t0 + τ) + M11M22ζ1(t0)ζ2(t0 + τ)|2,

P1,3 = 4η1η2(1− η1)|M11M21M12ζ1(t0)ζ1(t0 + τ)|2,

P1,4 = 4η1η2(1− η2)|M11M21M22ζ1(t0)ζ1(t0 + τ)|2,

(C.6)

where Pi,j represents the probability of pattern j given a double emission from source i.
It is interesting to note here that, in two outcomes where one of the double emission
photons is lost, there is still interference between the remaining photons. The final
probability needs to be scaled by the probability of generating the input state

Pdouble,1 = Pgen,1(P1,1 + P1,2 + P1,3 + P1,4), (C.7)
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where Pgen,1 = sech2 ξ1 tanh4 ξ1 × sech2 ξ2 tanh2 ξ2. A similar analysis can be used for
the mirror situation, double emission from source two

P2,1 = 4|M22|2η1η2(1− η2)|M12M21ζ2(t0)ζ1(t0 + τ) + M11M22ζ1(t0)ζ2(t0 + τ)|2

P2,2 = 4|M12|2η1η2(1− η1)|M12M21ζ2(t0)ζ1(t0 + τ) + M11M22ζ1(t0)ζ2(t0 + τ)|2

P2,3 = 4η1η2(1− η1)|M11M22M12ζ2(t0)ζ2(t0 + τ)|2

P2,4 = 4η1η2(1− η2)|M12M21M22ζ2(t0)ζ2(t0 + τ)|2.

(C.8)

Combing this with the generation probability, Pgen,2 = sech2 ξ1 tanh2 ξ1× sech2 ξ2 tanh4 ξ2,
we arrive at the final probability

Pdouble,2 = Pgen,2(P2,1 + P2,2 + P2,3 + P2,4), (C.9)

We can now see that all the probabilities, Eqs. 3.21,C.7,C.9, only contain either interfer-
ence terms or noise terms, we can thus write the final probability as

Pf = A|M12M21ζ2(t0)ζ1(t0 + τ) + M11M22ζ1(t0)ζ2(t0 + τ)|2+
B|ζ1(t0)ζ1(t0 + τ)|2 + C|ζ2(t0)ζ2(t0 + τ)|2, (C.10)

where

A = sech2 ξ1 tanh2 ξ1 sech2 ξ2 tanh2 ξ2η1η2

[
1 + 4 tanh2 ξ1

(
|M11|2 (1− η1) + |M21|2 (1− η2)

)
+4 tanh2 ξ2

(
|M22|2 (1− η2) + |M12|2 (1− η1)

) ]
B = 4 sech2 ξ1 tanh4 ξ1 sech2 ξ2 tanh2 ξ2η1η2|M11M21|2[|M12|2(1− η1) + |M22|2(1− η2)]

C = 4 sech2 ξ1 tanh2 ξ1 sech2 ξ2 tanh4 ξ2|M12M22|2[|M11|2(1− η1) + |M21|2(1− η2)].
(C.11)
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[210] Jing Zhang, Bo Peng, Şahin Kaya Özdemir, Kevin Pichler, Dmitry O Krimer,
Guangming Zhao, Franco Nori, Yu-xi Liu, Stefan Rotter, and Lan Yang. A phonon
laser operating at an exceptional point. Nature Photonics, 12(8):479–484, 2018.
〈137〉

[211] Michael A Nielsen and Isaac Chuang. Quantum computation and quantum
information, 2002. 〈137〉

[212] Victor V Albert. Lindbladians with multiple steady states: theory and applications.
arXiv preprint arXiv:1802.00010, 2018. 〈138〉

[213] Alex Krasnok, Nikita Nefedkin, and Andrea Alu. Parity-time symmetry and
exceptional points: a tutorial. arXiv preprint arXiv:2103.08135, 2021. 〈139〉

[214] Nicola Maraviglia. Simulating open quantum systems in integrated photonics. PhD
thesis, University of Bristol, 2020. 〈139, 144, 145, 147, 149, 166, 169〉

[215] Jacques Carolan. Universal linear optics: characterisation, verification and computation.
PhD thesis, University of Bristol, 2015. 〈142, 144, 145, 147〉
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