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Putting the geography into geodemographics: using multilevel modelling to
improve neighbourhood targeting – a case study of Asian pupils in London.

Abstract

This paper explores the use of multilevel modelling to provide a statistical
framework for geodemographic analysis. It argues that combining a
neighbourhood classification with a modelling approach to analysis allows the
levels of the geodemographic hierarchy to be considered simultaneously,
identifying those which are most appropriate to the analysis and allowing the
apparent differences between neighbourhood types to be considered in regard
to their statistical significance, and to the uncertainty of the estimates. The paper
shows how the model can be extended to create a cross-classified multiscale
model that makes better use of the locational information available and uses it to
improve the efficiency of the neighbourhood targeting. The ideas are illustrated
with a case study using a sample of data and the freely available London Output
Area Classification to predict which neighbourhoods in London have the highest
percentages of Asian school pupils. The multiscale model is shown to outperform
the predictions made using geodemographics alone.

Key words: geodemographics, multilevel modelling, neighbourhood targeting,
London, London Output Area Classification, segmentation

Introduction

This paper explores the use of multilevel modelling to provide a statistical
framework for geodemographic analysis. It argues that combining a
neighbourhood classification with a modelling approach that makes better use of
the locational information available can better capture the geography of where a
population subgroup is living, permitting improved targeting of it. To illustrate
this, the paper takes a scenario common to users of geodemographics, which is
to try and target as many of a group as possible from knowledge of where some
of the group are living. In this application, the geodemographic classification
identifies neighbourhood types where the group has highest probability to be
living. The multilevel model enables the statistical significance of the probability
to be assessed, and also allows extra geographical information to be included at a
range of scales, benefitting the accuracy of the targeting.

Neighbourhood classifications have a long history in marketing, urban research,
and in business and service planning. They are used to understand the spatial
distributions of different groups of people, and to better target resources,
marketing communications and public policy interventions to those that need or
are most receptive to them (Birkin, 1995). There are many types of classification,
designed for a wide variety of purposes (Harris, 2017). What they have in
common is the knowledge that subgroups of a population rarely if ever are
randomly nor uniformly distributed across a city, country or some other study
region. Instead, the group disproportionately is found in some places more than

others. This creates a link between location, often residential neighbourhood,
and the probability of finding a member of the target group living there.

Geodemographics draw on this link. It is the analysis of people by where they
live (Sleight, 2014). It is sometimes said that ‘birds of a feather flock together’
(Leventhal, 1993; Kestle, 2011) – that different types of places are occupied by
different types of people who, although not identical (and therefore not
reducible to the places they live in), may still display shared characteristics,
common behaviours or be exposed to similar socio-economic circumstances
within the same type of neighbourhood. Flocking implies free movement; in
reality, choices and decisions are constrained. This means people are brought
together not only through their own preferences and behaviours but also by
differential opportunities to participate in and benefit from housing markets,
labour markets, consumer markets and so forth. Either way, the geographical
outcome is what spatial statisticians call positive spatial autocorrelation,
memorably described by Tobler as ‘the first law of geography’ – everything is
related to everything else but near things are more related than far things.
(Tobler, 1970). The ‘law’ is not intended in a strict scientific sense (Goodchild,
2004; Sui, 2004) but instead acknowledges that there are often patterns of
spatial clustering within human societies and nature.

Geodemographic analysis draws on this clustering but goes beyond the
assumption that similar types of people reside in close spatial proximity to each
other. It also works on the principle that similar types of people are found in
similar types of neighbourhood, regardless of whether those neighbourhoods are

themselves situated close to each other or not. It therefore assumes there are
geographical clusters of like-minded people within neighbourhoods, and also
geodemographic clusters of like-minded people that span across
neighbourhoods with similar socio-economic and demographic profiles. To some
degree this is an appeal to economic determinism – expressed crudely, ‘you are
where you can afford to live’ – but lifestage, social background, employment,
lifestyle, culture, ethnicity, urban morphology, industrial change and other
processes or socio-spatial stratification can be cited as other linking factors.

In practice, geodemographic analysis is not dictated by any strong theory of what
sifts and sorts people into different types of places. The usefulness or otherwise
of a neighbourhood classification is tested empirically: it stands or falls by its
ability or otherwise to differentiate between different types of consumer or to
target the groups it is supposed to. We would not, for example, have much
confidence in a classification targeting the most deprived neighbourhoods if the
internal heterogeneity of those neighbourhoods meant they contained very few
of the most deprived people (Voas and Williamson, 2002; Harris, 2002). In
contrast, a successful application is one for which the spatial structure of the
classification well captures the geographical patterning of the target group of
interest.

This paper is not a critique of geodemographics. It takes as given the utility of
neighbourhood classification in a wide range of applications (see below).
Instead, it is interested in considering how the geographical patterning of the
target group can be better identified and evaluated within the statistical

framework of multilevel modelling, to assess the variations within and between
neighbourhood types, to allow the most important scales of analysis to be
identified, to measure the statistical significance of any one or more
neighbourhood types in comparison to the others, and to better accommodate
uncertainties in small samples of data to more accurately target a population
subgroup. The paper suggests that there are gains to be made in the efficiency of
neighbourhood targeting in ways that are easily achieved and at little if any
additional cost to the analyst. After a brief discussion of the history and state of
the art in geodemographics, the paper proceeds with an illustrative case study
aiming to use a neighbourhood classification to capture the geographical
patterning of Asian pupils in London from a small sample of them.

The past and present of geodemographics

Various histories of geodemographics have been written, amongst them Birkin
(1995), Sleight (2004), Harris et al. (2005), Troy (2008), Singleton and Spielman
(2014) and Leventhal (2016). Two origins commonly are identified. The first, a
pre-cursor to modern approaches, is Charles Booth’s classifications of the streets
and census areas in turn-of-the- twentieth century London (Booth, 1888, 1902–
3). His Descriptive Map of London Poverty, for example (the 1898–1899 revision
of which can be viewed at http://booth.lse.ac.uk) shades streets according to the
general socioeconomic conditions of the residents, including Class A, “the lowest
class – occasional laborers, loafers, and semicriminals”, and Class B – “the very
poor – casual labor, hand-to-mouth existence, chronic want.” From a modern-day
perspective the descriptions seem a little patronising although it is hard to argue

that they really are any worse that more recent descriptions such as “claimant
cultures,” “struggling estates,” and “shotguns & pickups” (Goss, 1995; Curry
1998; Burrow et al., 2005).

The second origin is the Chicago school of urban sociology and its interest in the
spatial structure of cities and processes of urban morphology, especially those
forming what were termed natural neighbourhoods – geographical areas
physically distinguishable from other areas within cities by the demographic and
ethno-cultural characteristics of their populations. Much of the research
undertaken by the Chicago school was ethnographic and qualitative in nature.
However, from the 1960s/1970s onwards, an interest in measuring the
underlying structures of cities, including the similarities and differences between
the places where people live, was fuelled by the increased availability of small
area data measuring neighbourhood populations, and the development of
statistical techniques, including factor analysis, principal components analysis
and data agglomeration techniques such as cluster analysis (Harris, 2017).

With the development of products such as PRIZM, ACORN, Mosiac and
SuperProfiles, geodemographics emerged as a commercial industry within the
market research sector from the late 1970s and early 1980s. At the same time
there was interest amongst academics in creating free to use classifications
(Charlton et al., 1985), an early inspiration for what has become known as open
geodemographics – classifications that are free to obtain, and for which the input
data as well as the clustering algorithms are also available and well documented,
enabling the classification to be reproduced and customised as desired (Vickers

and Rees, 2006, 2007; http://www.opengeodemographics.com/). The
commercial growth led to resurgence in the use of neighbourhood classification
in public service delivery (Longley, 2005) and also in academic research.
Singleton and Spielman (2014) give a list of academic applications that includes
research in urban policy, transport and utilities infrastructure, tourism and
leisure, segregation, retail, migration, marketing and advertising, law
enforcement and crime studies, access to internet and broadband, housing and
real estate, health and well-being, finance, environmental and resource
management, education, deprivation, and animal welfare. Leventhal (2016)
provides applications in industry sectors.

The widespread interest in geodemographics has fostered innovation.
Developments have tended to focus on the data side. The emergence of open
geodemographics has been mentioned already. There has been interest also in
the growing availability of administrative data and ‘big data’ to complement
more traditional census based approaches (Leventhal, 2016), in part to draw on
a richer range of data in the process of classification, and also to afford
opportunity for real-time classification or to add a temporal dimension,
including assessing the stability in geodemographic clusters over time (Furness,
2008; Singleton et al., 2016; for a critique, see Dalton and Thatcher, 2015).

Although new and interesting classifications have been devised and created,
there has been less thought given to the analytical outcomes. Regardless of the
classification or the ingenuity by which it was created, it is still usual to see a
process by which simple index values are created: a value of 200 means there

are double the expected number of a target group within a neighbourhood type;
50 means there is half; 100 means it is as expected. There is nothing especially
wrong with this; it is simple and readily comprehensible. Nevertheless, what is
less rarely considered is whether the differences between neighbourhood types
can be judged statistically significant, at which scale of geodemographic
classification the analysis is best undertaken or whether the differences between
the neighbourhood types exist over and above that which can be explained by
the use of other predictor variables. Rare exceptions to this are the paper by
Harris et al. (2007) who use multilevel modelling to provide a statistical
framework for geodemographic analysis and, in that case, to look for evidence of
neighbourhood effects; and the paper by Nnoaham et al. (2010) who use
multilevel modelling to ask whether geodemographic typologies explain
variations in uptake in colorectal cancer screening.

This paper extends that previous work with a case study targeting Asian pupils
in residential parts of London. It builds an argument for multilevel modelling as a
natural complement to geodemographic analysis. Neighbourhood classifications
are hierarchical: people live in places that are classified into neighbourhood
types that are then further aggregated into ‘super groups’ (see below). Adopting
multilevel modelling permits us to consider that hierarchy and to assess at what
geodemographic scales the differences between people and places most matter
for targetting. It also allows for the locational information to be more fully
exploited, with the potential to improve the neighbourhood targeting.

An illustrative example

The rest of the paper provides an illustrative scenario where information has
been collected about a sample of a larger population and the aim is to use a
geodemographic classification to target neighbourhoods where members of the
population most probably live. For the purpose of demonstration, the data are a
2 per cent random sample of all pupils that attended a state-funded state school
in Greater London in 2011 (or, more correctly, are recorded in the National Pupil
Database at either primary or secondary level; the vast majority of pupils are
included). The neighbourhoods are UK Census small areas (known as Output
Areas, OAs) and the target group is those who can be described as Asian
Commonwealth pupils – pupils of an Asian ethnicity whose family has a heritage
in a former British colonial country: Bangladesh, India and Pakistan. For brevity,
this group will be described as Asian. The sample includes 8,420 pupils, of which
1,329 are Asian (15.8 per cent, compared to 15.4 per cent amongst all pupils in
the population). The sample covers 6,573 of the 25,053 OAs in London (26.2 per
cent) and is therefore (deliberately) limited in the information it provides. The
geodemographic classification is the London Output Area Classification (LOAC).
It is free to download from https://data.cdrc.ac.uk.

The target group, the pupils of Asian ethnicity, has been chosen as a deliberately
non-demanding test of the classification: pupil data are not amongst those used
to create the classification but more general and census-based measures of
ethnicity are. They are not the same thing but are necessarily correlated (Asian
pupils in state schools in 2011 are a subset of the whole 2011 Census population
subgroup that is Asian). This will allow for a degree of common-sense

groundtruthing. For example, if there is a low prevalence of Asian pupils in the
neighbourhood type described by LOAC as ‘Settled Asians’ then we can
reasonably assume there is something wrong, either in the analysis or in the
classification itself.

Before turning to the classification, however, we can consider a simpler a way of
targeting the neighbourhoods with the highest percentages of Asian pupils. We
have the sample of pupils, and we know from their home postcode which small
area neighbourhood (which Census OA) they reside in. It is therefore
straightforward to calculate the percentage of pupils that is Asian per OA and to
use that information to target the places where the percentage is greatest.
Unfortunately, to do so encounters two problems. First, recall that only 6,573 of
the 25,053 OAs are in the sample. For most OAs no calculation can be made.
There is no information about them. Second, even for those that are included the
mean number of sampled pupils per neighbourhood is 1.28 but with the first
quartile, median and third quartile all at one. The small numbers involved mean
that in the majority of neighbourhoods the percentages of pupils that are Asian
can take on one of only two values: all (100 per cent) or none (0 per cent). The
uncertainty in these estimates is too great to be useful.

The geodemographic classification does better because it allows data to be
pooled over a shared neighbourhood type. There are, for example, 1,310
sampled pupils living in LOAC’s Super group C, of which 466 (35.6 per cent) are,
indeed, Asian. That is not a majority so arguably it is misleading to label the
neighbourhoods as Settled Asians. However, geodemographics tends to focus on

relative differences – if we were to pick a pupil at random from each of the
neighbourhood types, the pupil selected from the Settled Asians type has the
greatest probability of being Asian.

The percentage of the sample that is Asian in the Settled Asians neighbourhood
type is 2.25 times greater than the percentage of Asian pupils in the sample as a
whole, giving an index score of 225. These values are shown in Table 1, which
provides the counts, percentages and index values for the neighbourhood types
at the two levels of the LOAC hierarchy. LOAC is not unusual in having a choice of
analytical scales. At the coarser, Super group scale it has eight distinct
neighbourhood types. These sub-divide to form nineteen, more detail Groups.
Encouragingly, the Groups named East End Asians (C3) and Bangladeshi
enclaves (B2) contain the greatest percentages of Asian pupils within the sample.
To reach Asian pupils it is logical to target either Super group C or, for greater
spatial precision, Groups C3 and B2.

[TABLE 1 ABOUT HERE]

Placing geodemographics within a modelling framework

The percentages shown in the penultimate column of Table 1, from which the
index values are derived, are (when divided by one hundred) equivalent to the
sample probability of selecting a pupil who is Asian from each of the
neighbourhood types. Those probabilities can also be calculated in a regression
framework, using a logit model of the form,

𝑝̂

log 𝑒 (1−𝑝𝑖𝑘̂ ) = −1.674 + ∑𝑛𝑘 𝛽̂.𝑘 𝑋.𝑘 + 𝜀̂𝑖

[1]

𝑖𝑘

For this model, the y-variable is a dummy (categorical) variable coded as either
one (if the pupil is Asian) or zero (if the pupil is not). The value 𝑝̂ 𝑖𝑘 is the
estimated probability that the pupil is Asian, given the neighbourhood type in
𝑝̂

which they are living, and log 𝑒 (1−𝑝𝑖𝑘̂ ) is the log odds of that probability (the log
𝑖𝑘

of the odds of a randomly selected pupil being Asian). The neighbourhood types
enter the model as a series of dummy variables (𝑥 = 1 if the pupil lives in the
neighbourhood type, else 𝑥 = 0), where the number of dummy variables is equal
to the number of types: eight at the Super group level or nineteen at the Group
level. The value −1.674 is an offset equal to the overall proportion of the sample
0.158

that is Asian, measured on the logit scale (i.e. log 𝑒 1−0.158 ). Including it means we
are modelling whether the probability (specifically, the log odds) of selecting an
Asian pupil in each neighbourhood type is above or below the (mean)
probability for the whole sample. The subscripts in the equation remind us that
the model is implicitly hierarchical because the pupils (i) live in a neighbourhood
type (k). The residuals (the model errors), 𝜀̂𝑖 , are at the pupil level. Rearranging
Equation 1 provides the probability per neighbourhood type of selecting a pupil
who is Asian:

𝑝̂𝑖𝑘 =

̂

𝑒 −1.674+𝛽𝑘
̂

𝑒 1−1.674+𝛽𝑘

[2]

The model may be described as a fixed effects model where the probability per
neighbourhood type is estimated on a logit scale as the increase or decrease in
−1.674 by the amount 𝛽̂𝑘 . Those probabilities can also be estimated as a random
intercepts model using an explicitly multilevel framework wherein

𝑝̂

log 𝑒 (1−𝑝𝑖𝑘̂ ) = −1.674 + 𝜈̂ 𝑘 + 𝜀̂𝑖
𝑖𝑘

[3]

This model replaces the fixed estimates (the ∑𝑛𝑘 𝛽̂.𝑘 𝑋.𝑘 in Equation 1) with a
second sources of residual error: that at the neighbourhood level, 𝜈̂ 𝑘 , which is
net of the error at the pupil level, 𝜀̂𝑖 (and vice versa). The neighbourhood level
residuals are assumed to be from a distribution that is Normal, with variance, 𝜎𝑘 .
The log odds of selecting an Asian pupil per neighbourhood type is now the
increase or decrease in −1.674 by the amount 𝜈̂ 𝑘 . The greater the variance (the
greater 𝜎𝑘 ), the greater the geodemographic classification is able to discriminate
between the neighbourhood types.

The multilevel model can be estimated using software such as MLwiN or, as here,
the lme4 library for the open source software, R. Introductions to multilevel
modelling are provided by Kreft and De Leeuw (1998), Snijders and Bosker
(2011), Finch et al. (2014) and Robson and Pevalin (2015), amongst others. The
model used here is not at all complicated: it is simply allowing the probability of
selecting an Asian pupil to vary randomly from one neighbourhood type to
another where random means that the differences between the neighbourhood

types is assumed to arise as a random realisation of some population of
neighbourhood types.

An advantage of modelling the probabilities within a regression framework is
that confidence intervals can be calculated. This applies to both the fixed and
random effects models, and they are shown in Figure 1 at a 95 per cent
confidence having been converted back into percentage and index values. The
estimated percentage of Asian pupils within a neighbourhood type may be
regarded as statistically significant above or below the average for the sample
when the ‘error bar’ does not cross the dotted line running horizontally across
the charts. Figure 1 confirms the much higher percentage of Asian pupils in the
neighbourhood type described as Settled Asians (Super group C), and most
especially East End Asians (Group C3) and Bangladeshi enclaves (B2).

[FIGURE 1 ABOUT HERE]

There is little difference in the percentage estimates arising from the fixed or
random effects models although the latter tends to be a little more conservative,
pulling the estimates very slightly in towards the mean. It is also the more
parsimonious: whereas the fixed effects model contains as many variables as
there are neighbourhood types (eight or nineteen), the random effects model
requires only the variance 𝜎𝑘 to be estimated. Consequently the random effects
model outperforms the fixed effects model on a measure of model fit that
penalises for model complexity such as the Akaike Information Criterion (AIC).

For either of the two models, the estimates by neighbourhood type allow us to
extrapolate beyond the sample and the 6,573 Census neighbourhoods (OAs) it
includes, to the remaining 18,480 OAs that are not in the sample but are in the
geodemographic classification. We do so by assigning each OA an estimated
percentage of Asian pupils that is the percentage for their neighbourhood type.
These estimates can then be compared with the actual percentages of Asian
pupils per OA for the 22,904 of OAs that contained a pupil in 2011.

To test the sample predictions against the actual values for the whole population
would not normally be possible (and if it were, there would be no need to make
predictions from the sample). However, here we are using a sample of a known
population for which we have the full set of data. The Pearson and Spearman
rank correlations between what is predicted using the geodemographic
classification and the actual percentages of Asian pupils per OA are 𝑟 = 0.458
and 𝑟S = 0.433 at the Super group level, and 𝑟 = 0.647 and 𝑟S = 0.488 at the
more detailed Group level. The correlations are the same for the fixed and
random effects models. In either case the use of the geodemographic
classification greatly improves upon a prediction based only on the sample data
per OA, which gives much weaker correlations of 𝑟 = 0.370 and 𝑟S = 0.118. This
highlights the value of using geodemographic classifications as a way to pool
information across a relatively small sample and to better target
neighbourhoods on that basis.

Extending the model

To this point there has been little to distinguish the multilevel random intercepts
model from the more standard fixed effects model. However, the advantages of
the former become obvious when the hierarchical structure of the data is
considered more fully. The pupils (level i) reside in census OAs (level j) that are
classified into neighbourhood Groups (level k) that further aggregate into Super
groups (level l). In principle we might consider a fixed effects model of the form,

𝑝̂
log 𝑒 (1−𝑝𝑖𝑗𝑘𝑙
) = −1.674 + ∑𝑛𝑙 𝛽̂.𝑙 𝑋.𝑙 + ∑𝑛𝑘 𝛽̂.𝑘 𝑋.𝑘 + ∑𝑛𝑗 𝛽̂.𝑗 𝑋.𝑗 + 𝜀̂𝑖
̂
𝑖𝑗𝑘𝑙

[4]

to provide probability estimates at each level of the geodemographic hierarchy.
However, to do so would require 6,600 dummy variables: 6,573 at the OA level,
19 at the Group level, and 8 at the Super group level. This is too many to be
sensible. It also conflates the scales of analysis. In doing so, it ignores the
correlations between observations within groups (the errors, 𝜀̂𝑖 , are assumed to
be independent when, in fact, the hierarchical structure suggests they will be
correlated within groups). In any case, because of the way the various parts of
the hierarchy nest exactly into each other at an upper level, providing separate
estimates of their effects will not actually be possible (there is an identification
problem).

The better approach is the multilevel one, where

𝑝̂

log 𝑒 (1−𝑝𝑖𝑗𝑘𝑙
) = −1.674 + 𝜔
̂𝑙 + 𝜈̂ 𝑘 + 𝜇̂ 𝑗 + 𝜀̂𝑖
̂
𝑖𝑗𝑘𝑙

[3]

and 𝜔
̂𝑙 , 𝜈̂ 𝑘 and 𝜇̂ 𝑗 are random intercepts at the three levels of the hierarchy
above the pupil. This requires only three estimates of the variance, 𝜎𝑗 , 𝜎𝑘 and 𝜎𝑙
to be made, and from them the variances at each level of the hierarchy can be
compared. Of the total variance in the log odds of selecting an Asian pupil for the
sample, 17 per cent is at the OA level, 56 per cent is at the Group level, and 27
per cent is at the Super group level. This implies what the earlier correlations
had suggested: the best scale at which to undertake the neighbourhood targeting
(using geodemographics alone) is the Group level because that is where you get
the greatest variation and differentiation.

This is also evident from what are known as caterpillar plots, shown in Figure 2.
Net of the differences at the Group and OA levels, the differences between the
neighbourhoods at the Super group level are not especially strong: for example,
the 95 per cent confidence interval for the Super group with the highest
percentage of Asian pupils (Super group C: Settled Asians) overlaps with the
estimates for Super groups G (Multi-Ethnic Suburbs) and B (High Density and
High Rise Flats). At the Group level, Groups B2 (Bangladeshi enclaves) and C3
(East End Asians) are more distinctly different from the rest. The OA level is not
shown but with the least amount of the variation being at this level, we may
anticipate that the differences will not be large between OAs with the
geodemographic differences having been taken into account.

If a choice were to be made then the analysis supports targeting at the Group
level. However, the choice is unnecessary because the multilevel model provides
simultaneous estimation of the variations at each level of the hierarchy, which

then allows predictions to be made from whatever information is available for
each OA: for those in the sample the OA level information can be considered in
conjunction with the geodemographic level estimates; for OAs not in the sample
only the geodemographic estimates are available. In this example the
improvements in the predictions are marginal: 𝑟 = 0.661 and 𝑟S = 0.498
(compared to 𝑟 = 0.647 and 𝑟S = 0.488 previously, predicting from the Group
level only). Nevertheless, having established the framework we can now take
better advantage of the locational information available to improve the
predictions further.

[FIGURE 2 ABOUT HERE]

Integrating geography into geodemographics

Recall that we have the postcode of each pupil in the sample and it is that which
provides the link to the census OA and therefore to the LOAC classification of
neighbourhood types. This is useful but it is not especially geographical. In fact,
contrary to the geo in the title, geodemographic classifications are largely blind
to geography (Harris et al., 2005). What we mean by this is that any geographical
patterning of the neighbourhood types is an output of the classification and the
data that went into it, not a necessary consequence of the classification
algorithm. Neighbourhood types are formed by using census and/or other data
to create statistical profiles of neighbourhoods and then by using those profiles
to cluster neighbourhoods together on a like-with-like basis. Neighbourhoods
that share a boundary may end up belong to the same geodemographic grouping

but there is nothing in the process that would guarantee it. The outcome
depends on the similarity of their profiles not upon their locations.

It may be argued that this is exactly what is required. Instead of assuming a
geography a priori, any geographical patterning of the neighbourhoods emerges
out from the data. This is a reasonable claim. The only weakness is that within a
local area, the differences between geodemographic neighbourhood types may
not be as great as the differences between the types imply. Referring back to
Tobler’s first law of geography, if near things are more related than far things,
then we might expect local similarities that span across geodemographic
groupings and are due to the local context.

Another way to appreciate the importance of geography and of local context is to
recall that geodemographic analysis goes beyond the adage that birds of a
feather flock together. It also assumes that similar types of people are found in
similar types of neighbourhood, regardless of whether those neighbourhoods are
located close to each other or not. That is a reasonable working assumption but
also insensitive to spatial context. It would be beneficial to allow for both
geodemographic variation and also geographical variation – to allow that the
relevance of a neighbourhood type may vary dependent upon where it is located.
Really this is a case of ‘having our cake and eating it too.’ To draw on the subtitle
of a recently published book on geodemographics, it allows us to more fully use
location in analysis for research and marketing (Leventhal, 2016).

A way to do this within the multilevel framework is to note that in addition to the
geodemographic hierarchy (pupils into OAs into geodemographic types) there is
also a census hierarchy (OAs into aggregations of OAs into the London
boroughs). A cross-classified, multilevel model can consider both simultaneously
and allow for the possibility that a greater percentage of the sampled pupils are
Asian in the ‘Bangladeshi enclaves’ (B2) of the borough of Tower Hamlets than in
the City of Westminster, for example. That proposition is, in fact, true and can be
confirmed by a simple cross-tabulation by ethnic group and neighbourhood type:
201 of the 268 sampled pupils in the B2 neighbourhoods of Tower Hamlets are
Asian (75 per cent), as opposed to the 1 of 10 in Westminster (10 percent). An
issue with the cross-tabulation is that the small numbers problem reoccurs: the
highest percentage is for the City of London, where the one pupil is Asian.

The advantages of what may be described as a multiscale, multilevel model are
two-fold. First, it permits identification of which are the most important
geodemographic and geographical scales to find differences between
neighbourhoods. For the sample data, of the total variation above the pupil level,
almost none of it is at the OA scale net of the other levels, 1.2 per cent is at the
Lower Level OA scale (LLOAs, an aggregation of OAs), 5.2 per cent is at the
Middle Level OA scale (MLOAs, an aggregation of LLOAs), 41.5 per cent is at the
borough scale, 15.1 per cent is at the Group Scale, and 37.0 is at the Super group
scale. The implication is that we should target at the Super group Scale but also
recognise the differences between boroughs.

Second, the uncertainty in the estimates can be recognised. For example, in the
upper caterpillar plot of Figure 3, the confidence interval for the City of London
is very wide (and, in addition to this, the estimate for the City of London has been
pulled towards the mean in recognition of the small sample size). In contrast, the
borough of Tower Hamlets does appear to have a higher percentage of Asian
pupils that is substantively different from other boroughs. In the lower plots,
there is some suggestion that Super group C (Settled Asians) is different from the
rest but differences between the Groups are now less evident, although they
remain at the extremes (e.g. comparing Group B2 with B1).

Using the predictions at the various levels of the model, the correlations with the
actual OA percentages of Asian pupils are now 𝑟 = 0.743 and 𝑟S = 0.564,
increased from 𝑟 = 0.661 and 𝑟S = 0.498. This implies a gain in the efficiency of
the targeting and it comes at little or any additional cost. All we have done is
inserted a little geography into geodemographics.

[FIGURE 3 ABOUT HERE]

Summary and Discussion

Table 2 summaries the correlations reported through this paper. They are
measure of fit, of the ability of the various models to predict the actual
percentage of Asian pupils in London’s neighbourhoods. To these, some
additional measures have been added. The first is a weighted Pearson
correlation. The logic of this is that the ‘true’ percentages per OA also contain

uncertainty and this increases where the total number of pupils living in the OA
is small. The correlation weights by the square root of the total pupil count.

The next column measures the gain in the targeting from using each model,
measured as the percentage increase in the weighted correlation when
compared to using the sample estimates alone. Using the geodemographic
classification at the Group level returns a 67.4 per cent increase but the greater
gain is when the cross-classified, multiscale model is used, at 92.4 per cent.

The next two columns ask ‘if we wanted to target the top 25 per cent (the top
quarter) of OAs with the highest percentages of Asian pupils, what would the
error be?’ There are two sources of error. The first is an error of omission, the
percentage of OAs in the actual top quarter that would be missed if the top
quarter from the model predictions were used. The second is an error of
commission, the percentage of OAs from the model predictions that are
erroneously taken to be amongst the top quarter. To avoid the small numbers
problem, OAs with a total population count of ten or less are omitted. The best
predictions are where both the errors of omission and commission are lowest,
and that is for the multiscale model. The same is true if we wanted to target the
top 10 per cent (top decile) or the top 5 per cent.

[TABLE 2 ABOUT HERE]

In summary, the table shows strong evidence to support the use of a
geographically informed approach to geodemographic analysis. Of course, the

results are specific to the case study and there is no necessary guarantee that the
same finding would emerge with a different set of data. However, that does not
change the arguments in favour of using a multilevel approach. The point is that
the approach allows the variations at the various geodemographic and
geographical scales to be explored and queried, and for the statistical
significance of the neighbourhood types to be assessed. In our example there are
geographical differences between localities as well as between neighbourhood
types. In other examples that may not be so but in any case it is worth checking
for the potential gains in targeting that may arise from doing so.

Conclusion

In this paper we have discussed multilevel modelling as a statistical framework
for geodemographic analysis. We have shown how it can be used to produce
standard the index values familiar to users of geodemographics, to model at
multiple levels of a geodemographic and geographic hierarchy simultaneously, to
address issues of statistical confidence and to handle some of the uncertainty
associated with the data. There are parallels in this work to research looking at
patterns of segregation at multiple scales (Johnston et al., 2005; Manley et al.,
2015).

The models we have used here are comparatively simple. They are multilevel
models with random intercepts. The models may be extended to include
predictor variables at any one or more of the model’s levels, the effects of which
may be either fixed or allowed to vary (as random slopes) between

neighbourhood types or from place-to-place. For online training in multilevel
modelling, see http://www.bristol.ac.uk/cmm/learning/online-course/.

Our key argument is that the hierarchical structure of geodemographic
classifications makes them a natural choice for multilevel analysis and that doing
so provides opportunity to insert more geography into geodemographics, with
improvements in the accuracy of the neighbourhood targeting as a potential
result.
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Super group

Name

Asians

All pupils

% Asian

Index score

A

Intermediate Lifestyles

68

1326

5.1

32

B

High Density and High Rise Flats

314

1566

20.1

127

C

Settled Asians

466

1310

35.6

225

D

Urban Elites

16

164

9.8

62

E

City Vibe

76

942

8.1

51

F

London Life-Cycle

21

541

3.9

25

G

Multi-Ethnic Suburbs

318

1822

17.5

111

H

Ageing City Fringe

50

749

6.7

42

1329

8420

15.8

100

(All)
Group
A1

Struggling suburbs

56

937

6.0

38

A2

Suburban localities

12

389

3.1

20

B1

Disadvantaged diaspora

38

759

5.0

32

B2

Bangladeshi enclaves

244

402

60.7

385

B3

Students and minority mix

32

405

7.9

50

C1

Asian owner occupiers

89

432

20.6

131

C2

Transport service workers

131

359

36.5

231

C3

East End Asians

208

312

66.7

422

C4

Elderly Asians

38

207

18.4

116

D1

Educational advantage

8

89

9.0

57

D2

City central

8

75

10.7

68

E1

City and student fringe

42

563

7.5

47

E2

Graduation occupation

34

379

9.0

57

F1

City enclaves

6

222

2.7

17

F2

Affluent suburbs

15

319

4.7

30

G1

Affordable transitions

172

708

24.3

154

G2

Public sector and service employees

146

1114

13.1

83

H1

Detached retirement

29

291

10.0

63

H2

Not quite Home Counties

21

458

4.6

29

1329

8420

15.8

100

(All)

Table 1. The percentage of the sample that is Asian in each neighbourhood type
and the resulting index scores.

Correlations
Model

Target OAs: Top 25%

Spearman's

Pearson

Weighted

Sample estimates

0.118

0.370

Fixed effects model - Super group level

0.433

0.458

Fixed effects model - Group level

0.488

Random intercepts model - Super group level

0.433

Random intercepts modes model - Group level
Random intercepts - all geodemographic levels
Random intercepts - cross-classified, multiscale model

Target OAs: Top 10%

Target OAs: Top 5%

Gain (%)

Omission

Commission

Omission

Commission

Omission

Commission

0.420

-

20.5

71.3

12.0

87.3

62.8

63.7

0.479

14.0

42.4

54.3

50.9

68.5

52.7

84.8

0.647

0.703

67.4

35.1

35.8

38.1

40.2

39.8

50.8

0.458

0.479

14.0

42.4

54.3

50.9

68.5

52.7

84.8

0.488

0.647

0.703

67.4

35.1

35.8

38.1

60.2

39.8

50.8

0.498

0.661

0.718

71.0

34.6

35.0

37.8

39.2

44.8

47.4

0.564

0.743

0.808

92.4

27.6

27.5

28.2

28.1

39.2

39.2

Table 2. Measures of fit comparing the predicted values with the actual percentages of Asian pupils per London neighbourhood. See text
for detail.

Figure 1. Calculating the percentage of the sample that is Asian in each
neighbourhood type using fixed and random effects regression models. A 95 per

cent confidence interval is shown around each estimate and the equivalent index
values are shown on the right-hand axis of the charts.

Figure 2. Caterpillar plots indicating the differences between neighbourhood
types at each level of the geodemographic hierarchy net of the differences due to
other levels of the hierarchy.

Figure 3. Caterpillar plots indicating the differences between London boroughs
and the geodemographic neighbourhood types arising from the multiscale
model.

